Technical Report, IDE0606, January 2006

A RECONFIGURABLE SIMD
ARCHITECTURE ON-CHIP

Master Thesis in Computer System Engineering

Johan Andersson

Mikael Mohlin

Artur Nilsson

_GSKO,

S 7 . : : L
< G School of Information Science, Computer and Electrical Engineering
A\ 4 Halmstad University
K e

ALMmsTH







A reconfigurable SIMD architecture on-chip
Master Thesis in Computer System Engineering

School of Information Science, Computer and Electrical Engineering
Halmstad University
Box 823, S-301 18 Halmstad, Sweden

January 2006

© 2006
Johan Andersson
Mikael Mohlin
Artur Nilsson
All Rights Reserved



A RECONFIGURABLE SIMD ARCHITECTURE ON-CHIP

Description of cover page picture: Virtex-4 FPGA

11



Abstract

This project targets the problems with design and implementation of Single Instruction
Multiple Data (SIMD) architectures in System-on-Chip (SoC), with the goal to construct
a reconfigurable framework in VHDL to ease this process. The resulting framework should
be implemented on an FPGA and its usability tested. The main parts of a SIMD archi-
tecture was identified to be the Control Unit (CU), the Processing Elements (PE) and
the Interconnection Network (ICN), and a framework was constructed with these parts
as the main building blocks. The constructed framework is reconfigurable in data width,
memory size, number of PEs, topology and instruction set. To test ease of use and per-
formance of the system a FIR-filter application was implemented. The scalability of the
system and its different parts has been measured and comparisons are illustrated.
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Abbreviations

ACC Accumlator

ACU Array Control Unit

ALU Arithmetic Logic Unit

ASIC Application Specific Integrated Circuit
CT Corner Turner

CU Control Unit

DFT Discrete Fourier Transform

DSP Digital Signal Processing

FIR Finite Impulse Respone

FPGA Field Programmable Gate Array
GPIO General Purpose Input Output
HDL Hardware Desciption Language

ICN Interconnection Network

IMAP Integrated Memory Array Processor
I/O Input/Output

IP Intellectual Property

LMB Local Memory Bus

MasPar Massively parallel computer
MIMD Multiple Instructions Multiple Data
MIPS Microprocessor without Interlocked Pipeline Stages
MSB most significant bit

OPB On-chip Peripheral Bus

opcode operation code

PE Processing Element

PLB Processor Local Bus
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RC Reconfigurable Cell

REMAP Real-Time, Embedded, Modular, Adaptive, Massively Parallel Processor Project
RISC Reduced Instuction Set Computer

SIMD Single Instruction Multiple Data

SoC System-on-Chip

SSE Streaming SIMD Extensions

VDHL Very High Speed Integrated circuit Hardware Description Language

WrCE write chip enable
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CHAPTER 1. INTRODUCTION

1 Introduction

The last couple of years the number of transistors that can be fitted into a single chip
has reached the level where it is possible to implement a complete computer system on it.
This development has given developers the opportunity to design System-on-Chip (SoC)
that are capable of executing very demanding applications. A disadvantage of this is that
these systems are often application specific and therefore not very reusable, e.g. an im-
age processing system can not easily be reconstructed into a communication system. To
minimize this constraint and increase the usefulness of a system, a more general solution
can be developed, but this has the downside of having a lower utilization level. This is
illustrated in Figure 1.1, where the topmost part of the figure shows application specific
implementations and the lower part shows the more general solutions. This figure is fur-
ther divided into Application Specific Integrated Circuit (ASIC) and Field Programmable
Gate Array (FPGA) implementations, where ASICs are the most cost-efficient in larger
volumes and FPGAs are more cost-efficient in smaller volumes. In addition to this, ASICs
are static implementations, i.e. they can not be reconfigured after fabrication, whereas
FPGAs are programmable. This gives four different types of SoC designs, where each has
its own advantages and disadvantages.

Application specific

Processor Accelerator Processor Accelerator
2 2
Accelerator Accelerator
1 1
ASIC FPGA
< " B
Reconfigurable
Processor A Gelerr::IUnit Procassor General
Accelerator Unit
Accelerator '_ Accelerator

General solution

Figure 1.1: The four types of SoC designs

FPGAs are chips with programmable logic, that is very useful when developing and im-
plementing electronic systems. FPGAs are programmed with a Hardware Desciption
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Language (HDL), like VHDL[1] or Verilog. The FPGAs first started out as a replacement
for dedicated logic, e.g. combinatorial gates and flip-flops, but due to the large amount
of available transistors gained in the last few years, they can now also be equipped with
built-in processors, a large number of RAM blocks and special purpose Digital Signal
Processing (DSP) tiles. As a result of this, FPGA has evolved into a powerful alternative
in e.g. signal processing due to its high level of reconfigurability, increased number of em-
bedded multipliers on the chips and the ability to use combinatorial logic (see Figure:1.2).
The logic on a FPGA is programmable, this has made it possible to adapt the hardware
design to a specific application, which makes testing and debugging the system a relatively
easy task. Performance and size are instantly available when running the implementation,
thus comparison between different implementations becomes less complicated.

50 M 4

Embedded
45 M PowerPC

Virtex 4
40 M /

O

35 M
30M

25 M

System gates

20M -
Block RAM Multipliers

15 M
Virtex‘V

10 M o
Virtex E Spartan 3
SM____ Spartan-I| o

0

Spartan O

n L
T | | | | | |
1998 1999 2000 2001 2002 2003 2004
Year

Figure 1.2: The Xilinx FPGA developemnt

The four different SoC, shown in Figure 1.1, consist of a processor and different kinds
of accelerators and in the bottom half of the figure, the systems also contain a general
accelerator. When implementing these kinds of systems on FPGAs, their reconfigurabil-
ity can be exploited to implement a reusable design, which can be adjusted for specific
applications without altering the basic structure. A variety of powerful accelerators can
be used, but since FPGAs are especially suited for applications that benefit from high
parallelism, it is preferred to implement one that has this quality, e.g Single Instruction
Multiple Data (SIMD) or Multiple Instructions Multiple Data (MIMD) systems or DSP.
Computer systems with great computational power gained by high parallelism are often
tailored for a specific application or work area. The downside of this is that they are
often very expensive to develop, which decreases their usability and availability. To give
an alternative to the expensive development of ASIC systems and to exploit the benefits
of modern FPGAs, this project will try to combine the reconfigurability of the FPGA
with the high performance of tailored application specific systems. This area of computer
engineering is getting more and more attention as the clock speed of regular microproces-
sors and DSPs reach the point where it is almost physically impossible to increase it any
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CHAPTER 1. INTRODUCTION

further. A benefit of using a parallel computer is that it is more power efficient and there-
fore requires less cooling, which is accomplished due to that it can run on a lower clock
frequency, compared to a single processor computer, to do the same amount of work.

1.1 Goal

The goal of this project is to define and implement a framework for SIMD architectures
which should be reconfigurable. A framework is a collection of implemented parts that
can be joined together to form a system and reconfigurable implies that these parts should
be reusable and adjustable in several parameters e.g. word length, bus width, network
topology and memory size. Using the framework and the SoC technology, a complete
parallel computer should be implemented and to test it in different aspects an application
should also be written. The intention is to build this framework to ease the development
and testing of an application specific SIMD architecture on-chip.
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CHAPTER 2. EXISTING SIMD DESIGNS

2 Existing SIMD designs

This chapter brings up different kinds of work from the parallel computer area. Several
SIMD architectures are studied and presented to offer a broad knowledge base before
forming the framework. The architectures examined are both results of scientific projects
and extensions used in commercial products.

2.1 SIMD

Computer systems with SIMD architecture are powerful executers especially for data
intensive calculations. Application areas that can benefit from using SIMD include but
are not limited to signal processing in e.g. radar systems. DFT and FFT applications,
where data is recursively manipulated, are popular to implement on a SIMD due to the
fact that data can be shifted through the system. Applications where data can be broken
down in smaller parts, such as in matrix multiplication, are also suitable for SIMD systems.
SIMD implementations usually consist of a Control Unit (CU), an arbitrary number of
Processing Element (PE)s and an Interconnection Network (ICN)(see Figure 2.1), which
often are custom-made for the type of application it’s intended for.

v S

Input

Output

ICN

Figure 2.1: Basic SIMD architecture

2.1.1 MasPar (MP-1 and MP-2)

Massively parallel computer (MasPar)[2][3][4], which is a processor array SIMD architec-
ture, has two versions, namely, MP-1 and MP-2. MP-2, that is a further extension of the
MP-1, has a higher level of bit-parallelism and is therefore approximately 2.5 times faster
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than the MP-1. MasPar, which can be configured with 1024, 2048, 4096, 8192 or 163834
processors, is a commercially developed project, targeted for signal and image processing.

Ther are two interconnection networks in MasPar: X-Net, which is a 2D-Mesh with wrap-
around with a speed of 23 GB/s, and a global network with a speed of 1.28GB/s. The
PEs are connected via a three-way switch, which means that every PE has 8 nearest
neighbours that it can reach in only one clock cycle. The PEs are grouped into clusters
of 16 (4x4) units and each cluster is in turn connected to a multistage crossbar router.

The PEs are controlled by the Array Control Unit (ACU), which is a scalar processor
with RISC-like instruction set, and that handles decoding of instructions, computation of
addresses, issuing control signals and PE array monitoring. Floating point operations are
calculated on 32- or 64-bit operands (See Table: 2.1)

MP-1 MP1101 MP1102 MP1104 MP1208 MP1216
No. of processors 1024 2048 4096 8192 16384
Program memory 1-4MB 1-4MB 1-4MB 1-4MB 1-4MB
Data memory 16-64MB 32-128MB 64-256MB 128-512MB 256-1GB
Mop/s (32-bit) 1600 3200 6400 13000 26000
Mop/s (64-bit) 800 1600 3200 6400 13000
Miflop/s (32-bit) 75 150 300 600 1200
Mflop/s (64-bit) 34 69 138 275 550
MP-=2 MP2201 MP2202 MP2204 MP2208 MP2216
No. Of processors 1024 2048 4096 8192 16384
Program memory 1-4MB 1-4MB 1-4MB 1-4MB 1-4MB
Data memory 64MB 128MB 256MB 512MB 1GB
Mop/s (32-bit) 4250 8500 17000 34000 68000
Mop/s (64-bit) 2100 4250 8500 17000 34000
Miflop/s (32-bit) 400 800 1600 3200 6300
Miflop/s (64-bit) 150 300 600 1200 2400

Table 2.1: Overview Maspar

The PEs in MP-1 can perform integer operations on 1-, 8-, 16-, 32- or 64-bit operands,
while the PEs in MP-2 are limited to 32- or 64-bit operands. The main parts of the PEs
used for the floating point and integer operations are a 64-bit mantissa unit, a 16-bit
exponent unit, a 4-bit parallel Arithmetic Logic Unit (ALU) and a 1-bit functional unit.
There are also 48 registers divided on 40 32-bit registers available for programming and
8 32-bit registers used to implement the instruction set.

2.1.2 REMAP

The Real-Time, Embedded, Modular, Adaptive, Massively Parallel Processor Project
(REMAP), which was a long-time project in SIMD research, was used in research in such
areas as artificial neural networks and phased array multi-channel radar signal processing
[5]. There are several prototypes of the REMAP with REMAP-v being the latest. All of
them are SIMD systems with some differences between versions.

6
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REMAP-3 is implemented with FPGA technology in the PEs and as a CU it uses a 32-
bit ALU and a sequencer. The master processor is connected to the PEs via a Corner
Turner (CT), which translates the bit-parallell data from the master processor to bit-serial
data for calculation in the PEs. The PEs are residing on Xilinx XC 4005 FPGA chips,
with 8 PEs in every one and are connected to 256 kbit of RAM each. The communication
network enables two different connections: nearest-neighbour ring communication and
broadcast. In the ring network each PE can read, but not write to, its neighbouring PE’s
memory (both left and right).

2.1.3 IMAP

Integrated Memory Array Processor (IMAP) [6] is an architecture for parallel processing.
The most significant characteristic of IMAP is the use of many simple PEs in a 1-D array
with the memory tightly coupled to the processors. The number of processors used in
IMAP is 64 and the main parts of each PE are an 8-bit ALU, an 8-bit shifter, a 4-bit ex-
change unit and registers. The simpler structure of the architecture makes it very suitable
for low level image processing. To avoid memory acces bottlenecks, data input/output is
performed asynchronously with the processors using two 8-bit shift registers.

IMAP is a SIMD architecture using an instruction set similar to RISC processors. All
instructions are broadcasted to PEs from an off-chip controller and are completed in one
clock cycle. The instructions consist of both a PE instruction code and a memory access
operation code. The PEs are connected to a 2 Mb SRAM, where each processor has access
to a 4 kb region of the memory. This 4 kb area is accessible by direct addressing mode or
by index addressing mode.

2.1.4 Morphosys

Morphosys is a reconfigurable parallel computer using SoC design, consisting of a hard-
ware implemented external processor connected to a Reconfigurable Cell (RC) array via a
system bus. The main processor is a TinyRISC, which is a 32-bit MIPS-like RISC proces-
sor that is pipelined in four stages: fetch, decode, execute and write-back. The RC array
consists of four blocks of 4 x4 matrixes making a 8 X8 matrix of reconfigurable cells. Each
cell contains an ALU with multiplier and operates on 16-bit words. It also uses a shift unit,
two input multiplexers and a register file with four registers. The RCs are connected via
a three layer network, where the first layer is a 2D-mesh with nearest-neighbour connec-
tion, and the second and third are column and row broadcasts respectively. The execution
model of Morphosys is based on partitioning in sequential and data-parallel parts, where
the TinyRISC executes the sequential part and the data-parallel part is mapped onto the
RC array. Each RC has a memory called frame buffer, which is physically divided into set
0 and set 1, where these are further divided internally into banks A and B. Each bank has
64 rows of 8 bytes and the whole frame buffer contains a total of 128 x 16 bytes of memory.
One hardware implemented version of the Morphosys is the M1 chip which operates at
100MHz. In this, the simulation results indicate a significant performance improvement
in various applications compared to general purpose processors [7].
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Figure 2.2: An overview of Morphosys

2.2 Short vector SIMD extensions

SIMD extensions such as the "Intel SSE” and "AMD 3DNow!” are short vector SIMD
architectures, which means there is only a low grade of parallelism, since only a low
number of calculations are made at the same time. They are however perfect for speeding
up applications that can be adapted to parallel calculations. The main use of short vector
SIMD architectures is in microprocessors and they generally contribute to a speedup of
1.3 to 1.5. [8]. Following are three SIMD extensions that are implemented in modern
microprocessors today, their facts shown in Table 2.2.

SIMD Register

extension Parallellism width
2x single precision floating point

Altivec instructions 128-bit
4x double precision floating point

SSE mstructions 128-bit
4x single precision floating point

3DNow! mstructions 64-bit

Table 2.2: Overview of short vector SIMD extensions

2.2.1 AltiVec

AltiVec [9] [10] [11], which is an SIMD extension developed by Motorola, has been im-
plemented in the Motorola G4 PowerPC microprocessors to boost performance without
having to increase the clock speed. The short vector parallel architecture that is used in
AltiVec handles 128-bit long vectors, which can be divided into sixteen 8-bit words, eight
16-bit words or four 32-bit words. AltiVec can perform operations on operands in three
different vectors at the same time and store the result in a fourth vector. The AltiVec
architecture is divided into two parts: the permute unit and the vector Arithmetic Logic
Unit (vector ALU). The permute unit contains a Vector Permute Unit (VPERM) and
the vector ALU is divided into three smaller parts: the Vector Simple-fixed Unit (VSFX),
the Vector Complex-fixed Unit (VCFX) and the Vector Floating-point Unit (VFPU). The

8
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permute unit and the VSFX executes an instruction in one clock-cycle while the VCFX
executes in three clock-cycles and the VFPU executes in four clock-cycles.

The VPERM uses a 32x16 byte crossbar switched network to line up the data in the
vectors, which makes it possible to select and store bytes of data from the two incoming
vectors in the result vector. The VSFX, which operate on all three word lengths, performs
all integer operations except for sum-across and multiply. It can also perform vector
compare and vector minimum and maximum. The operations are divided into three
different blocks namely Shift/Rotate, Logic and Add/Compare which are then controlled
by a MUX. The VCFX unit consists of four 32-bit data paths, where each path has its
own multiply-add structure, is the one taking care of the multiply, multiply-add, multiply-
sum and sum-across operations. The VFPU, that performs single precision floating-point
operations, can perform four operations in parallel and it is fully pipelined.

AltiVec has the possibility to use 162 different instructions, which are divided into four
groups: Intra-Element Arithmetic Operations e.g. addition, subtraction and multiply,
Intra-Element Non-Arithmetic Operations e.g. compare, shift and rotate, Inter-Element
Arithmetic Operations e.g. sum of products and sum across and Inter-Element Non-
Arithmetic Operations e.g. wide field shift, pack and unpack.

222 SSE

Streaming SIMD Extensions (SSE) is an addition to the MMX instruction set found in all
new microprocessors. SSE was first implemented in Intel’s Pentium III and its successor
SSE2 is found in the Pentium 4 and its siblings. The main use of the SSE is in multimedia
and internet applications where floating-point calculations are common. The most cost-
efficient way to speed up such calculations are by using a SIMD array, but to make use
of the SIMD extension the program to be run has to be vectorized, which is done in
the compilation phase. Intel provides an API for easier use of the SSE. With SSE, the
processor can calculate four 32-bit floating point words at a time by loading all the four
values into a single 128-bit register and then performing the calculation. SSE uses eight
new 128-bit registers in addition to the eight 64-bit registers implemented in MMX.

2.2.3 3DNow!

3DNow! [12], which is AMD’s answer to SSE, is also an extension to MMX, although
it differs from SSE in that it uses the MMX registers for SIMD calculations instead of
defining new ones. 3DNow!, which was first implemented on the AMD K6-2 processor,
consists of a set of 21 new instructions mainly operating on floating-point words. Since
3DNow! uses the MMX registers which are only 64-bits wide, only 2 32-bit words can be
loaded into each one. But the upside to this is that it uses the same registers and the
same instructions for moving and storing data as in a standard MMX processor.
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3 Problem statement

This chapter states the approach of this project and the issues that have to be resolved.
The first part is a problem statement followed by the approach, which is divided into more
detailed descriptions of each subpart, beginning with research work and continuing with
implementation and testing.

3.1 Problem

The problems that need to be solved are how the framework should be designed and
what parameters that need to be configurable to make a tailored system as efficient as
possible. The main parts have to be reusable and the parameters should only have to be
altered at one place in the implementation. The end system will be implemented on a
Xilinx Virtex-4 FX12 FPGA-chip, this will be taken into consideration when determining
restrictions and making the choices that are mentioned in the project approach.

3.2 Approach

In order to effectively implement the SIMD framework and to identify the choices that
need to be made, the project needs a suitable approach. The following subsections are
identified to be the correct order for tasks to be performed.

3.2.1 Study the hardware and software

The available features on the FPGA platform chosen for this project has to be pinpointed
and, since it has on-chip memory and built in DSPs, these has to be studied for their
potential to be utilized. The programs available at Halmstad University for programming
the FPGA are Active HDL and Xilinx Platform Studio, but if other programs are found
out to be more suitable they may be used.

3.2.2 Determine suitable SIMD architecture

SIMD computers can be designed in several ways, where every design has its benefits.
Two of the most common types are the shared memory SIMD and the distributed memory
SIMD. The biggest benefit of the shared memory architecture is that it is very easy for
the PEs to move data between each other. Since they all share the same memory, a PE
only has to read from another PE’s memory area to access its data. The benefit of the
distributed memory architecture is that there is no need for complex memory decoding but
the drawback is the increased number of instructions required to move data between the
PEs. It is not only the positioning of the memory that needs to be taken into consideration

11
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when designing a SIMD computer, but also if the PEs should be bit-serial or bit-parallel.
In a bit-serial SIMD system, the operations are performed on the data one bit at a time,
meaning that the number of clock cycles it takes to perform an operation on a word
increases linearly, as the word length increases. For example, operations on an 8-bit word
takes at least eight clock cycles to calculate and a 16-bit word takes at least 16, and so on.
This drawback is compensated by the possibility of using a higher clock frequency becouse
of a lower complexity in the PEs. Contrary to the bit-serial SIMD, the bit-parallel design
performs operations on longer words, sometime up to 64 bits of length, which increases
the complexity of the design. But on the other hand, the number of clock cycles it takes
to perform an operation on a word does not increase linearly, instead it stays at one to a
few clock cycles per word.

When designing the SIMD architecture, the applications and their various demands have
to be taken into consideration. The main parts like the CU, the PEs and the ICN will
always be in the system, but they have to be designed to be reusable and reconfigurable
and should be implemented with that in consideration.

3.2.3 Define a set of instructions

The minimum set of instructions should be sufficient to solve the chosen test applications
and there should also be guidelines on how to extend the instruction set if the architec-
ture is changed and/or if a new application is implemented. As the space of the FPGA
hardware is limited, the instruction set can either be reduced to a minimal amount to be
able to fit a larger number of PEs, or extended to enable each PE to do more diverse kinds
of calculations. Using the framework it should be possible to create both kinds of sys-
tems. Instructions for the moving of data to and from memory, other PEs, or peripheral
units are present in every SIMD system, but arithmetic instructions differ alot between
applications.

3.2.4 Find a suitable CU

When implementing the CU the development board available in this project provides the
opportunity to choose between three different approaches. These are: a hard processor
already on the chip, a soft commercial processor or to develop a new custom soft CU.

One of the benefits of the hard processor is that it doesn’t occupy space on the FPGA
fabric. The advantage of this is the ability to use a higher clock frequency on the processor
and it saves space that can be used for the PEs. However, since only a few FPGAs have
hard processors on-chip, the target architectures are somewhat limited.

For the second alternative, the soft processor, e.g. the Xilinx MicroBlaze core can be used
as the CU. A soft processor is residing on the FPGA as a reconfigurable logic, which
means it takes up space and is also not as efficient as a hard processor. However, a soft
processor has the advantage of being quite independent of the type of FPGA used.

The last alternative, which is to construct a custom soft CU for the SIMD architecture,
has both pros and cons. The advantage is that the design will be customized for its
purpose and it would not take up more space than necessary. The disadvantage, on the
other hand, is that a vast amount of time is needed for implementation and testing.
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3.2.5 C(Construct a PE

When considering the PEs, two approaches are possible: to construct a PE from scratch
or to use an existing design as a base. In any case, two major issues need to be resolved,
namley the implementation of the instruction set and the connection to the on-chip mem-
ory. Both issues are mostley dependent on the type of hardware the system is running on.
For example, if multiplication is required in the PE, the FPGA system should have on-
chip multipliers for maximum efficiency and an FPGA should contain on-chip block RAM
to avoid memory taking up space on the chip and making memory access a bottleneck.

The different approaches used for PE development has both pros and cons. when con-
sidering the alternative to develop a PE from scratch, this has the advantage of being
designed exactly for the purpose of this project, which is fully editable. The disadvantage
is that all testing and performance evaluation has to be done, which maybe would not fit
in the time frame of this project. When considering using an existing processor design
as a base, this has the benefit of that all testing and debugging are already performed.
The design will not be optimal for our purpose since it is implemented to be used in a
uni-processor system, so in order to make it both reconfigurable and to work in a parallel
environment a lot of work has to be done.

3.2.6 Basic framework for different interconnection networks

The idea is to form a basic framework for easy development of different network topologies.
To make this easier, a template should be constructed for the implementation of a specific
application. The network should be scaleable from a very basic topology such as a bus,
to a complete all-to-all network like a crossbar. The network should also be designed
with performance in mind, so that the clock cycles used for inter-PE communication is
minimized. In addition to this, since different applications demand different topologies,
the various building blocks of the ICN must be designed with reusability in mind.

To achieve the high reusability and reconfigurability needed in this project, the ICN should
consist of smaller blocks, called routing elements, that are connected to the PEs. The
routing elements, which are needed for more complex networks since the PEs will only
have one input and one output will be constructed so that a routing element built for a
specific topologies can be used, whatever the size of the implemented network.

3.2.7 Configure a CU

The CU should be programmable to handle data communication and loading of instruc-
tions to the PEs, and it should be independent in a manner that the application developer
should not have to deal with the communication to specific PEs. A template should be
formed to assist the implementation of instructions used by the CU. Since the instruction
set could vary considerably between applications, the CU must, without much reconfigu-
ration, be able to switch between different systems.
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3.2.8 C(Connect the CU and PEs with the chosen network architecture

The different parts will be constructed as Intellectual Property (IP)-blocks, which will
be connected with a chosen network architecture using SoC design. The benefit of using
IP-blocks is that the essential core of the system can easily be lifted out of the design and
introduced into another one, which is important for reusability.

3.2.9 Input and Output

It is necessary to develop an Input/Output (I/O) block with sufficient throughput to
prevent it from being the bottleneck in the system. A well implemented I/O also assists
in testing and troubleshooting. The 1/O block is connected to the ICN in one end and
a peripheral unit in the other. Internally in the ICN, the I/O block is connected to the
individual routing elements, which in turn are connected to the PEs. Special instructions
for loading the individual PEs with data are to be implemented, and the ICN topology
will determine how data is sent to and from the PEs.

3.2.10 Algorithm

When forming the framework, the performance will be evaluated. The different archi-
tectures are to be compared and tested. Since SIMD is exceptionally suited for image
processing, the intension is to use a FIR-filter as test applications on the resulting system.
When implementing the application the ease of use and reconfigurability of the system is
also tested. In contrast to performance numbers these are not hard values, but rather a
perceived value of how straightforward the system is to implement.

3.3 Application

One part in this project is the application, which is used for testing the functionality
and performance of the PEs and the ICN. To achieve a full testing of the system, test
applications could be implemented in two different ways, Either build it very close to
the hardware by utilizing the PEs and ICN, or to make the application a general one,
which makies it possible to run on a multitude of SIMD implementations. The type of
application used for this project is targeted for image processing, since SIMD architectures
are especially suitable for these types of calculations.
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4 A reconfigurable SIMD architecture on-chip

This chapter presents the design and architecture of the project and describes in detail
the main parts of the system, such as the PEs, the ICN and the CU (see Figure 4.1).

FPGA
SIMD
Y Y Y
PE CuU ICN
Y A i Y L h i Y Y
Routing ICN
ALU Memory fle] PowerPC Element aniiar ICN /O
Y Y

Figure 4.1: Hierarchical design overview

4.1 Overview

The design process of the SIMD framework developed in this project has been divided into
subsections to achieve higher efficiency and a better overview of the work (see Figure 4.2).
To achieve this, the first step is to identify the main parts of the SIMD architecture and the
second is to decide a suitable approach for the implementation, taking into consideration
both the characteristics of the target platform and the fact that the implementation should
be reconfigurable.

The main parts of a SIMD architecture are identified to be the PEs, the ICN and the CU.
As an extension to this, external memory and General Purpose Input Output (GPIO)
units can be added, but they are not a priority of this project. The PEs, the ICN and
the CU are designed, developed and tested separately until they are considered ready
to be implemented into the SoC project. The CU used in the project is hard processor
available on the FPGA chip, which has the benefit of not occupying any logic and that
it is programmable in C, making its use easier. When constructing the PEs, an existing
processor design is used as a base. The ICN is designed from scratch since it has to be
reconfigured depending on the application. The available topologies are suited for the
application that is implemented to test the design. The CU controls the ICN and the PEs
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Figure 4.2: The design of the project has been done using the top-down model in collaboration with the
spiral model

using instruction words and the ICN connects all the PEs together making it possible for
them to send data between each other.

4.1.1 Choice of architecture

A distributed memory architecture with bit-parallel operations is chosen for this project,
because the design should be scalable and reconfigurable, meaning that the number of PEs
should be adjustable and that the topology can be adapted according to the application.
With a distributed memory architecture it should be easier to add and remove PEs without
interfering with another PE’s memory. Another factor that plays a role is the availability
of RAM blocks on the FPGA. These RAM blocks are ideal to be used as PEs’ local
memory because of their ability to change the word length and the fact that there are 36
of them on the chip. The choice between bit-serial and bit-parallel data flow is decided
according to the fact that the design uses a processor from another project as a PE, in
which the data flow is bit-parallel, which will increase the complexity of the design. But
it will not be a problem, since the base design for the PE already exists. One of the
benefits of using an FPGA is that it is easy to implement a vast parallelism, but with
that the size of the PEs and the ICN will be larger which will decrease the number of PEs
that will be able to fit on the chip. As the target FPGA is running on a rather low clock
frequency (100 MHz), the parallelism will be of great importance, if the implemented
architecture is to achieve a high computational rate. But since this project aims to design
a reconfigurable SIMD framework, the achievement of high parallelism is a priority.
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4.2 Control unit

The CU is the part that controls the PEs in a SIMD architecture. It is important to
take certain aspects into consideration when choosing the CU, such as: computational
speed, usability and what kind of bus connections that are needed. Three alternatives
are presented as possible CUs for this project: to use a PowerPC or a Microblaze, or to
implement a completely new CU from scratch. The last alternative is not considered to
be a feasible choice due to the time constraint of this project. A more detailed description
of the two remaining alternatives follows.

4.2.1 Microblaze

The Microblaze, which is a soft 32-bit RISC processor core with 32 general purpose
registers has a three-stage pipeline that consists of fetch, decode and execute phases. In
most cases it takes one clock cycle per stage, which adds up to three clock cycles per
instruction. The memory architecture, which is of Harvard model, uses a Local Memory
Bus (LMB), divided into data and instruction sides (dLMB and iLMB), each 32 bits wide.
The Microblaze also has an On-chip Peripheral Bus (OPB) for connection of peripheral
units which can be programmed in C on the application level for easy implementation.

4.2.2 PowerPC

The PowerPC 405, which is embedded in some versions of the Virtex-4 chip family, is
a hard RISC processor core, that has a 64-bit instruction set with a 32-bit subset. For
connection of peripheral units, it uses a 64-bit Processor Local Bus (PLB), which is also
used for connection to on-chip memory. For the connection of peripheral units that utilize
the OPB interface, a PLB to OPB-bridge is used and like the Microblaze the PowerPC
can also be programmed in C.

4.2.3 Choosing a CU

As the custom CU was discarded early in the project due to time limitations, the choice
stood between the Microblaze and the PowerPC. The PowerPC was chosen because it
already exists on the Virtex 4 chip that is residing on the development board. The Mi-
croblaze, which is a soft processor takes up FPGA fabric, that could be used for instanti-
ating more PEs or a more complex ICN. Secondly, since the Microblaze is an IP-block, its
source code is not available, which makes simulation of a whole system containing a Mi-
croblaze processor difficult. A system using the PowerPC can however be simulated. The
choice of the CU is however not definitive, if one would like to implement a SIMD system
on an FPGA chip that does not contain a PowerPC processor, this could be replaced by
a processor that supports the OPB-bus.
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4.3 Bus-interface

The communication interface is used to make it possible for the CU to communicate with
the PEs via the OPB. The OPB demands acknowledgment messages when receiving and
transmitting data, which are handled by the OPB interface. When the CU wants to
send an instruction to the PEs, it puts the instruction on the OPB, the instruction is
then received by the OPB-interface and forwarded to the internal instruction bus. The
affected blocks then read and perform the operation or operations related to it.

4.4 Processing element

The PE, which is a bit-parallel design, is based on an existing CPU architecture developed
for FPGA in an earlier B. Sc. project [13]. In its original form, this processor is not
suitable for the SIMD architecture developed in this project. The program flash, used
in the original processor design to run the applications from, is removed and the PEs
are instead controlled by the CU. The basic design of the PEs consists of a memory
block, an I/O block and an ALU block all connected together by a data bus and fed with
instructions via an instruction bus (see Figure 4.3). The PEs are one part of a SoC project
that in the end, when all pieces are connected, forms the SIMD architectuere. For the CU
to be able to communicate with the PEs, an interface between the OPB, the bus which
the CU uses to communicate with, and the PEs is to be added. Detailed description of
the PEs” main parts follows.

From OFEB interface

¢—Instruction Bus—¥

ACC

Memory ALU l/O

I I ‘
Data Bus

\/

To /From ICN

Figure 4.3: Processing element
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44.1 ALU

The ALU is the calculating unit in the PE, where all arithmetic and logic operations are
performed. It is an Accumlator (ACC) meaning that it stores data in an internal register.
Data are received by the ALU either from the I/O, the memory or from the instruction
word. If the data comes from the I/0O, it is sent by another PE, recieved by the 1/0O
block and forwarded to the ALU using the internal data bus. If the data is read from the
memory it will be fetched from the block-RAM by the memory block and sent to the ALU
via the same internal data bus, which communicates in both directions and connects the
ALU with the memory and the I/O. To perform multiplications in the PEs, multipliers
in the on-chip DSP tiles are used. On the Xilinx Virtex 4 FPGA, there are 32 on-chip
DSP slices called DSP48, in which the 18 x18-bit two-complement hardware multiplier is
the function most useful for the project. Implementing the DSPs in the PEs saves a lot
of work and space on the FPGA and at the same time boosts performance.

4.4.2 Memory

The memory block in the PEs control the on-chip block-RAM, which receives instructions
from the CU when data should be loaded from, or stored on the memory. The Xilinx
FX12 chip used in this project holds 36 dual-port RAM blocks, each capable of storing 18
Kb of data, which adds up to a total of 648 Kb. The true dual-port feature of the block
RAM makes it possible for the ports A and B to read and write to the memory separately
or at the same time, making them totally independent of each other. The data in, data
out, clock, clock enable, and write enable signals and the address are also individual for
the two ports. The data width can be configured to one bit, two bits, four bits, nine bits,
where one bit is a parity bit, 18 bits, where two bits are parity bits, or 36 bits, where
four bits are parity bits. The address bus is 15 bits wide, but the 15:th bit is only used
when cascading i.e. two RAM blocks are merged together into one bigger memory. The
block-RAM can be configured to true dual-port, making it possible for two PEs to share
one RAM block. This makes it possible to use the memory in a shared memory manner,
where the PEs are connected in a ring topology with a memory block between each other.
This makes the address handling a bit more complex since the CU has to ensure that the
PEs do not write to the same address on the memory at the same time.

4.4.3 1/O

The I/O block in the PEs is used for external communication i.e. the moving of data
between PEs. Two separate buses, which are used for data input and output, they share
one register for temporary storage, the benefit of faster shifting of data between the
PEs since the number of instructions needed is reduced. The input and output buses are
connected to the ICN making the topology responsible for which PEs that are neighbours.

4.5 Interconnection network

The choice of interconnection network is very important in SIMD architectures. The dif-
ferent applications that are used in the system require different interconnection networks
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for maximum performance. It is, therefore, necessary that the ICN is both effective and
easy to modify to suit different applications. In order to achieve these two goals, a num-
ber of components have been implemented so that the only task for the end-user is to
specify the kind of network that is to be used and how many PEs are in the system. The
components have been implemented in such a way that the number of clock cycles used
for communication is minimized (see Figure 4.4).

To PE To PE To PE
A A f
ICN Control Signal
Contro
= Y v * y * Y
Routing Routing . Routing
Element 1 Element 2 Element N

To

Topology : " peripheral
§ /O unit f—= S

Figure 4.4: Interconnection network

4.5.1 'Topology

As stated in the introduction to this chapter, the choice of interconnection is of great
importance in SIMD architectures. When constructing a SIMD system, a large part
revolves around the interconnection network, and specifically its topology. This has to
be easy to configure and reconfigure and one of the goals of this project is to see that
the user can implement any kind of topology with the help of the framework, from the
simplest of bus systems to a hypercube.

4.5.2 Routing element

The heart of the interconnection network is the routing element. This looks different
depending on the kind of topology that is used but all have a connection to its PEs,
one or more connections to another routing element or I/O element, and a controller
signal. A router element used in a bus network has perhaps only two connections to other
routing elements, whereas one in a torus network can have up to ten connections. The
functionality of the routing element is independent of the type. It receives data from its
PE and another routing element and forwards it to a second routing element and the PE
respectively, the way it forwards the data to depend on the control signal, which is specific
for each kind of routing element.
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4.5.3 ICN controller

The ICN controller transmits control signals to each routing element in the system, and
to the I/O unit. The ICN controller receives its instruction from the bus interface. The
outputs of the unit consist of the control signals, one for each routing element. The control
unit has to be designed for each different interconnection network, which is a disadvantage,
although several frameworks of common network topologies have been implemented.

4.5.4 ICN I/O unit

The ICN I/O unit handles the communication between the routing elements and a periph-
eral unit. The peripheral unit could be an Ethernet or a serial connection, or an external
flash or RAM memory. The I/O unit is independent of the kind of network topology
which is used, will decrease the implementation time when constructing the ICN.

4.6 Reconfigurability

Reconfigurability is a major part of the design that make this project unique and it
has to be taken into consideration when constructing all of the main parts. The PE is
reconfigurable in five parameters namely bus width, word length, memory size, the number
of PEs and the instruction set. In the ICN, the parameters that should be adjustable
are the number of connections to PEs, the data bus width, and most importantly, the
topology. The data bus width is easily changed by setting an environment variable but
the number of routing elements and topology of the ICN must be implemented for each
design. On the other hand, the only major part that has to be implemented in a new
design is the ICN controller. The CU is not reconfigurable in itself, but it is replaceable
by an equivalent soft processor or a self-designed CU.

4.7 Instructions

The instruction set (see Appendix A) used in the SIMD computer is divided into four
groups: arithmetic instructions, memory instructions, I/O instructions and ICN instruc-
tions, where the first three groups are used in the PEs. The arithmetic instructions execute
operations in the ALU, the memory instructions control the memory handling and the
I/O instruction move data to and from the PEs (see Figure 4.5). The ICN instructions
control the topology of the SIMD architecture. The instruction word, which is 32 bits
wide in the implementation, is divided into six bits for instructions, ten bits for addressing
and 16 bits of data (see Figure 4.6).

21



A RECONFIGURABLE SIMD ARCHITECTURE ON-CHIP
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Figure 4.5: Instruction flow-diagram
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Figure 4.6: An overview of the instruction word

4.8 Application

When implementing a Finite Impulse Respone (FIR) filter in a computer system, hardware
or software, there are some factors[14] that always have to be taken into consideration.
These are computational complexity, referring to the number of arithmetic operations,
memory fetches and comparisons that has to be performed to calculate the output value,
the memory requirements, meaning the number of memory locations needed to store the
system parameters, past inputs/outputs and intermediate computed values, and lastly the
finite-word-length effects referring to the precision in which the values are represented.
There are several different ways to implement a FIR-filter which makes how well the
implementation can be adapted to parallel processing extra important in this project,
and therefore the decisive factor when choosing. A FIR system is in general described by
the difference equation (4.1) or the system function (4.2) and the unit sample response is

h(n) (4.3).

M—

y(n) = Z brr(n — k) (4.1)

k=0

[asry
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M—

H(z) = Z bz "k (4.2)

k=0

J

h(n):{b"’ 0<n<M-1 (43)

0, otherwise

In the project an adapted version of the difference equation called the Direct-Form Struc-
ture (see Figure 4.7), will be implemented. It is considered suitable for the framework
because of its non-complex structure. The implementation is not optimized and therefore
requires M+1 memory locations, M multiplications and M-1 additions to be realized. The
number of operations and memory slots required is not considered a disadvantage since
it will be implemented in a SIMD computer, meaning that the workload can be divided
between more than one PE.
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Figure 4.7 A direct-form of FIR system

4.9 Software

The software used in this project is mainly three programs: Xilinx Platform Studio (XPS),
Integrated Software Environment (ISE) and Active-HDL. Active-HDL was used to imple-
ment the VHDL design, and used to simulate and debug the implemented design in
waveforms. Since a Xilinx Virtex-4 has been used as hardware the natural choice was to
use the XPS 7.1, which is a program to implement a SoC design. In collaboration with
this, the Xilinx ISE 7.1 has been used, which is a synthesis and implementation tool. ISE
is a set of programs, which are used to help the user during the implementation phase
e.g. iIMPACT which is used to download the compiled bit file on to the chip. ISE also
contains a program called Architecture wizard which was used in this project to generate
code for on-chip multipliers.

4.10 Development board

As stated earlier a development board from Memec, with a Virtex-4 FPGA chip, has been
used. The board is equipped with: LCD display, DIP-switches, push-buttons, LEDs and
other peripherals (I0s). It has RS232, USB and Ethernet connections, but in this project
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only the RS232 has been used. The RS232 is not a very fast communication protocol,
but it is a simple connection which is easy to implement. The preferred connection
would be Ethernet since it supports up to 1 Gbit/s communication. The complexity of
implementing an Ethernet connection is too high, making it to time consuming for this
project. Furthermore, the board is equipped with 4 MB of flash memory that give the
possibility of holding program code when the power is off. As a supplement to this, there
is a DDR SDRAM with a storage capacity of 64 MB. The on-board clock oscillator runs
at 100 MHz and is used by the Virtex-4 DCMs to generate different clock signals to the
PowerPC and the DDR.
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5 Implementation

In this chapter the implementation of the various components and the algorithm that is
mapped onto the system is described. Each unit is divided into its internal parts, which
are described in detail and explained. The algorithm for the test application is illustrated
to show how it is used in the system.

5.1 Processing element

The hardware implementation of the PE is divided internally into three different blocks:
RAM, I/O and ALU. They are all bound together in a top level unit in a hierarchical
manner using structural VHDL. A fourth block, the OPB interface, is added to this, but
it only needs to be implemented once, since all PEs and the ICN share it.
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Figure 5.1: Block diagram of the PE

The blocks exchange data internally using a two-way 16-bit wide data bus and receive
instructions through a 32-bit wide instruction bus (see Figure 5.1). The width of the
instruction bus is equivalent to the instruction word length, which in turn is restricted by
the OPB width. The instruction is received by all blocks and then sequentially decoded
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to determine what type of instruction it is. The actual instruction is stored in the six
most significant bit (MSB)s of the instruction word and it is translated into operation
code (opcode) by the function slv2op that resides in the definition file cpu_def (see
appendix A). All instructions available in the project are represented in opcode, making
it easy to separate them in the blocks using a simple case statement. The management
and implementation of the instructions is kept relatively simple thanks to the use of the
cpu_def definition file, which also holds the variables used in the PEs to determine width
of buses and vectors.

The OPB interface is as the name implies an interface making it possible for the PEs to
communicate with the OPB which in turn is used by the CU to broadcast the instructions
on. The OPB interface holds four internal processes (see appendix X): one used for reading
from the OPB, one used for writing to the OPB, one which sends acknowledgments and
one that controls the timing. When receiving an instruction from the CU the first thing
that happens is that a write chip enable (WrCE) signal is sent to the OPB interface
which indicates that it should read from the OPB, which is performed and followed by an
acknowledgment message back to the OPB. The instruction that is received is temporarily
stored on an internal register and broadcasted out to all the PEs that is connected to the
instruction bus. The instruction remains on instruction bus until a new one is received
(see Figure 5.2).

Instruction
Received by OPB
interface

Memory ALU 11O

Mem
Operation?

Yes

Read Address Multiplication? Perform Operation
Mo,
Y
Parform the Send Operands
Perform Operation operation in the to tl_'ue DSP,
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Figure 5.2: Flowchart of PE

The main function of the I/O block is to load and store data to the PE from the ICN. It
is controlled internally by a case statement where the decoded instruction is executed. If
it is an input instruction (See Appendix A) the I/O block stores the data from the input
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bus on a input register and forwards it using the data bus to the accumulator register
in the ALU. If the instruction is an output, the data in the accumulator register is put
on the data bus, this is then stored in an output register in the I/O block and then
immediately put on the output bus. The last function in the I/O block is a combination
of the input and output function, called iao. When an iao instruction is received, the
data in the accumulator is written to the data bus and forwarded to the output bus. After
that the data on the input bus is read and forwarded to the data bus and stored in the
accumulator.

The memory block in the PE design is an interface against the on-chip block-RAM which
is used for storing data used in the PEs. The memory block responds to the instructions
load, store and move. The load instruction is used when data should be read from the
memory. The address is attained from the instruction word and the data is forwarded from
the memory to the accumulator. If the instruction is store, the data in the accumulator
is written on the data bus, read by the memory block and saved on the memory at the
address given in the instruction word. A move instruction is similar to save, but the
difference is that it receives the data that should be stored from the data part of the
instruction word.

The ALU block holds all the arithmetic functions that are implemented in the PE. It is
constructed around a case statement that executes the instructions aimed for the ALU.
It is also an interface towards the on-chip DSPs used for multiplication, meaning that
it sends the operands and receives the product which is then stored in the accumulator
register. This operands used in the performed operations are taken from the data part
of the instruction word and the accumulator register. The result of the operation is then
stored back to the ALU’s accumulator register.

5.2 ICN

The ICN consists of a controller, an I/O unit and a number of routing elements, a number
that is equal to the number of PEs. These components are connected with each other in
a network topology and the ICN controller is connected to the OPB-interface, the routing
elements are connected to the PEs, and the 1/O unit is connected to a peripheral unit.
The primary function of the ICN is to move data between PEs, but also to load the
PEs memory with data and collect all data from the memory when all calculations are
complete. The components of the ICN are quite hard to make reusable but effort has
been put on to make at least the routing elements reusable, not between topologies but
in different sizes of the same topology. Following are more detailed descriptions of each
component of the ICN.

5.2.1 ICN controller

The controller, which is different in almost every implementation of a new ICN, distributes
control signals to each routing element and to the ICN I/O unit. In, for example, a 2D
torus network, the signals tell the routing elements to either send north, south, east or
west, or to send or receive from the ICN I/O unit. Internally the ICN controller consists
of a register where the current network control signal, received from the OPB-interface,
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is stored. In addition to this, there is some decoding logic for elaboration of the control
signal, i.e. what signal that is to be sent to the different routing elements.

5.2.2 ICN 1/0O unit

The ICN I/O unit controls data flow between a peripheral unit and the different routing
elements in the ICN. It is, like the ICN controller, different in almost every new network
and is therefore also difficult to generalize, but some parts of it, such as the connections
to the peripheral unit and their associated registers, are always present. These consist of
one input and one output bus with a bus width that is reconfigurable.

5.2.3 Routing element

The routing element, which is the component that handles PE to PE and PE to ICN I/0O
unit communication is connected to the I/O unit of the PE and, depending on topology,
one or more connections to other routing elements or a connection to the I/O unit. Each
connection consists of a pair (input and output) of buses connected to registers. When a
routing element is implemented in a specific topology, this routing element can be used
in every size of that same topology e.g. a routing element implemented for a 2x2 torus
network can also be used in a 4x4 torus network. The way the routing element transmits
and receives is set by the control signal which it receives from the ICN controller.

5.3 Finite Impulse Response realization

To test the usability of the SIMD framework an implemention of a FIR filter is chosen.
The following is a theoretical description of how a FIR filter can be implemented on
a SIMD architecture constructed using the framework. Four PEs are used to illustrate
functionality and the ICN is an array. The inpulse response used in this example is:

h(n) = { h(0), h(1), h(2), h(3) }

the input vector is:

x(n) = {co, C1, C2, C3, C4, C5, C6, C7, C8 }

and the generated output is:

y(m) = { S0, S1, S2, S3, sS4, S5, 86, S7, S8, S9, S10, Si1 }

h(n) is stored in the CU and sent to the PEs when it is needed in the algorithm. The
input data, x(n), is shifted in to the PEs using the iao instruction (see Appendix A) and

stored using the str instruction in their memory or put in the registers, depending on the
PE design (See Figure 5.3, 5.4, 5.5).
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PE PE PE
cu P4E 3 2 1
h(3) co 0 0 0
h(2) C1 co 0 0
h(1) G2 &1 Co 0
h(0) C3 5 C1 co
S3 52 81 S0

S g A O N O

Figure 5.3: First iteration

The output, y(n), is calculated using multiplication, mult, and addition, add, instructions
in the following manner:

S0 = h(0)*xCO+h(1)*x0+h(2)«0+ h(3)*0
S1 = h(0)*xC1+h(1)xCO+ h(2) *0+ h(3) %0
S2 = h(0)xC2+ h(1)*C1+ h(2)*«CO+ h(3)*0
S3 = h(0)xC3+h(1)*xC2+ h(2)xC1+ h(3) *xCO

o PE PE PE PE
4 3 2 1
h(3) c4 Cc3 c2 i
h(2) Cc5 c4 c3 c2
h(1) Cc6 Cc5 c4 c3
h(0) c7 C6 C5 Cc4
S7 S6 S5 S4

) S o EE S 8

Figure 5.4: Second iteration

The same procedure as before is repeated until the input signal ends, as seen in Figure 5.5.

PE PE PE PE

cu 4 3 2 1
h(3) c8 C7 Ccé C5
h(2) 0 C8 C7 Ccé
h(1) 0 0 cé cv
h) 0 0 0 ce
59 S8

tL AL fL fL

Figure 5.5: Third iteration
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6 Result

This chapter presents the results reached in the project, which are divided into implemen-
tation and application. The size of the implemented components are measured individu-
ally and then compared, followed by measurements of complete systems. The application
results describe the performance and speedup of the implemented FIR-filter.

6.1 Framework data

The goal to define and implement a reconfigurable framework for SIMD design has been
reached. The constructed parts has been implemented, tested and verified using a Virtex-
4 FX12 FPGA from Xilinx. The framework is configurable in the following parameters:
network topology, number of PEs, instruction set, memory size, word length and data
bus width. The framework holds pre-implemented blocks for construction of architectures
with array and torus topologies and, in addition to this, building blocks for construction
of tailored topologies. The building blocks are linked together in link-files on different
hierarchical levels of the framework. The main parts of the PE are linked together in a PE
link-file and the same procedure is done in the ICN. These link-files are then connected
together in the system top-level where the user can add as many representations of the PE
as it is possible to fit on the FPGA or as many as the ICN is constructed for. The VHDL
files representing all the parts of the system, including the link-files and the top-level file
are then exported to the SoC software where an IP-block is constructed. The IP-block is
then connected to the OPB and this system is then synthesised and implemented.

Figure 6.1: Framework hierarchy
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6.1.1 PE

One implemented PE uses one DSP if multiplication is implemented, and on average 500
slices[15] on the Virtex-4 FPGA. The slice count is affected by the number of implemented
instructions and with a FIR-filter tailored instruction set the slice amount is decreased
to 250 slices. The FIRfilter instruction set consists of mult, input_output, load, store
and addb instructions. This shows that the framework is reconfigurable from a general
implementation to a more specific one that decreases the size of the PE making it possible
to fit more on a chip. This also indicates that the general implementation is reusable when
tailoring a system.

600

502

500
453

423

398

400

Slices

200

100

Block-RAM 3x16-bit 5x16-bit 9x16-bit
Memory Size

Figure 6.2: Memory comparison

Figure 6.2 illustrates the scaling of the memory in one PE where the first column represents
a PE with Block-RAM memory and the three following columns represent PEs with array-
memory of different sizes implemented in logic, using slices. The Block-RAM memory uses
no slices on the FPGA and is therefore the preferable if a small size is needed. This shows
that the use of the on-chip memory blocks is essential to get a good utilization of the
slices on the chip and, as a result of this, being able to fit more PEs and therefore gaining
performance.The word length operated on, in the PEs, is configurable and Figure 6.3
shows how a PE scales depending on it. The PEs in this figure are implemented using no
array-memory.
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Figure 6.3: Comparison of size between a PE operating on 8-bit and 16-bit word length

6.1.2 ICN

Two types of ICN have been implemented in the system and an evaluation has been
performed to measure the size and complexity of the system. The topologies implemented
are: a bus, with the ability to either shift data left or right, and a 2D torus topology, where
data can be transmitted left, right, up, down and to and from the ICN IO unit. These
topologies were implemented with 4 and 16 routing elements. As shown in Figure 6.4,
the torus network is considerably larger, especially in the implementation with 16 PEs.
With 4 PEs the torus is about twice as big as the bus, but with 16 PEs this relationship
is increased to five to one. It is therefore likely that this difference in size will increase
further when implementing larger networks with e.g. 64 PEs.
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Figure 6.4: Slice count of different ICN topologies

Figure 6.5 shows two implementations of a torus network with 16 routing elements, one
with a data width of 8 bits and one with 16 bits. The size of the 8-bit implementation is
about half of the one with 16 bits. This leads to believe that a 32-bit implementation of
a torus network will have a slice count of about 1800 to 2000 slices.
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Figure 6.5: Comparison between 8-bit and 16-bit torus ICN

6.1.3 System

Measurements has been made on an array architecture using nearest-neighbour connec-
tion. The number of PEs implemented in the tested systems are one, two, four, six and
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eight and the FPGA allocation is presented in Figure 6.6. The figure shows that the per-
centage of allocated slices increases linearly. The comparison is made between PEs with
a complete instruction set and PEs with an instruction set that is custom made for our
FIR-filter application. If the largest FPGA from Xilinx (Virtex-4 FX140) would be avail-
able, approximately 220 PEs could be implemented if using nearest-neighbour ICN, but
since the chip only houses 192 DSP tiles, this number would be the limit if multiplication
is required.
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| || B General Instruction Set
OFIR Instruction Set
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40% |

FPGA Allocation

30% —

20% A —

10% - —

0% - T T
1 2 4 <] 8
Number of PEs

Figure 6.6: System scalability on a Virtex-4 FX12

As seen in the previous results the size of a PE grows as the number of instructions, the
array memory and the data width increases and the size of the ICN grows depending
on number of PEs, data width and the complexity of the topology. This can result in a
design with a very complex system with few PEs or a simpler one with a larger number
of PEs that uses the same amount of slices on the FPGA.

Figure 6.7 shows a comparison between four different systems, where the upper two dia-
grams are bus systems and the lower are torus systems, both with 4 and 16 PEs respec-
tively. The figure illustrates how large each piece of the implementation is in comparison
to each other. Further it shows that, when adding more PEs, the relative size of the
ICN in a bus system decreases and in a torus system it increases. When looking at how
much the torus network increases in size when the system enlarges, it is likely that when
implementing a system with 64 PEs, the size of the ICN will be about 25 to 30 % of the
whole system.

35



A RECONFIGURABLE SIMD ARCHITECTURE ON-CHIP

21

75

4 PEs, Bus ICN

mPEs
| ICH

O Bus Interface

185 2l

16 PEs, Bus ICN

O FEs
| ICH
O Bus Interface

o2 4043

o9 PEs, TorusICN » 16 PEs, TorusICN

EFEs
[ ]

O PEs
| ICH

O Bus Interface 0 Bus Interface

Figure 6.7 Size comparison of different systems

6.2 Application Results

To run the FIR-filter application a system containg a CU, an array ICN and four PEs
was implemented. The PEs were implemented using array-memory with the size of 5x16
bits and they where stripped from all unnecessary instructions to decrease their size.
Shown in Figure 6.8 is the theoretical speedup of the system when running the FIR filter
application. The X-axis represents the number of PEs that are implemented and the
Y-axis represents the speedup. The curve represent an implementation of the system
using PEs with one register. The result is based on a impulse response with a length of
four which in the chosen implementation requires four multiplications and three additions
per output signal. The rest of the instructions are overhead in form of communication
and memory instructions. The graph shows the speedup of the application when the
number of PEs is increased. When PEs are added to the system, a larger part of the
signal chain can be calculated on at the same time. On the other hand, overhead in
form of communication instructions is increased and this results in a maximum speedup
of about eight. Table 6.1 shows the combination of the different instructions needed for
each iteration of our FIR-filter application.
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Figure 6.8: Theoretical speedup of the system

Table 6.1: Number of instructions needed in the FIR application

37



A RECONFIGURABLE SIMD ARCHITECTURE ON-CHIP

38



CHAPTER 7. CONCLUSION

7 Conclusion

The goal with this project was to define and implement a framework for SIMD architec-
tures which should be reconfigurable. Using this framework and the SoC technology, a
complete parallel computer has been implemented and to test it in different aspects, an
application was also written. The purpose of this was to reduce the development time and
cost when implementing a SIMD system and to make it easy to evaluate the effectiveness
of different applications.

The different parts of the project have been implemented, such as the PE, the ICN and
the CU, but in order to do this, we had to research and evaluate existing SIMD designs.
The CU was chosen to be a PowerPC 405, this is not a definite choice, but in this
implementation it was the most suitable. The PE is based on an existing processor design,
but was reconstructed to better suit our demands. A framework for ICN implementation
has been implemented and using this, a sample ICN has been constructed. The PEs
and ICN receive their instructions from the CU via the OPB and therefore we had to
implement an OPB-interface for this connection.

The resulting system, which includes the previously mentioned parts, is a fully functioning
SIMD architecture with an application. The system can be configured to use different
sizes, network topologies, data widths and instruction sets. This configurability makes
it possible to tailor the architecture for a specific application and thereby increasing the
effectiveness of it. The test system, which is implemented on a Xilinx Virtex-4 FX12,
was not implemented in a larger scale because of limitations in the hardware, and other
test applications were not implemented due to time constraints. Because of this, the
performance evaluation of this project is not very extensive and mostly theoretical. Other
applications will have to be implemented using the framework, to measure performance
and ease of use.

7.1 Future work

More extensive testing with several different applications is needed to evaluate our archi-
tecture before developing the actual system any further. When this testing is done, there
are a couple of directions to choose between. A graphical user interface can be developed
to speed up the construction phase. In this program, the user should be able to choose
the instruction set, memory size, ICN and the number of PEs just by clicking and then
the VHDL code will be generated. Another direction is to develop the configurability,
extending the available instruction set and implementing new ICN topologies. A third
alternative is to focus on increasing performance of the components by pipelining the PEs
or optimizing communication or memory handling.
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APPENDIX A. APPENDIX - LIST OF INSTRUCTIONS

A Appendix - List of instructions

Arithmetic Instructions Operands

A B
Add reg0 Instruction data
Addb reg( Data from memory
Subtract reg Instruction data
Subtractb reg Data from memory
Multiply reg Instruction data
Increment reg(
Decrement reg0
Negative reg()
Shift left reg
Shift right reg)
And reg Instruction data
Or reg0 Instruction data
Xor reg0 Instruction data
Not reg) Instruction data
Compare reg Instruction data

I/O instructions

Output Data from reg0 to output
Input Data from input to reg0
Input_and_Output Data from reg0 to output followed by data from input to reg0

Memory Instructions

Move Stores data from the instruction word
Load Loads data from the memory to reg0
Store Stores data from reg0 on the memory

ICN Instructions

ICN Sets up the network
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