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Abstract

This thesis introduces FairGATDANN, a fairness-aware machine
learning model designed for ICU mortality prediction. FairGATDANN
integrates Graph Attention Networks (GAT), domain-adversarial neu-
ral networks (DANN), and adaptive fairness constraints to address
key challenges in healthcare Al, including predictive accuracy, fair-
ness, explainability, and robustness to domain shifts. The model incor-
porates GraphSMOTE to address class imbalance, a Gradient-Reversal
Layer to achieve domain-invariant representations, and utilizes dy-
namic dual-ascent optimization to maintain adaptive fairness con-
straints (here, Equalized Odds). Evaluations using the MIMIC-IV, MIMIC-
Ill, and elCU datasets demonstrate that FairGATDANN has the po-
tential to achieve predictive performance comparable or superior to
traditional ensemble methods, such as the Random Forest classi er
or XGBoost, and reduces fairness disparities. Thus, FairGATDANN
presents as a robust and compliant solution in line with regulatory
frameworks such as the EU Al Act, contributing signi cantly to the
development of equitable and reliable healthcare Al solutions.






INTRODUCTION

1.1 problem formulation and research questions

Arti cial intelligence (Al) models have shown great promise in im-
proving ef ciency and outcomes in various healthcare domains, par-
ticularly in critical care settings such as intensive care units (ICUs)
[2]. Among the promising applications is ICU mortality prediction,
where machine learning models aim to identify high-risk patients
earlier, potentially guiding clinicians to allocate resources more effec-
tively. However, these technological advances also raise substantial
concerns about bias, fairness, and transparency in medical Al sys-
tems [3].

Models trained on biased or incomplete clinical data can exacerbate
social inequalities, disproportionately affecting patients of certain de-
mographic groups [ 4]. An algorithm can underestimate the risk for
patients of different ethnic backgrounds, due to cost-based or health-
care accessibility proxy in the underlying data [ 3]. These trends un-
derscore the importance of fairness and accountability in emerging
medical Al systems.

In parallel, regulatory frameworks are evolving to address these
challenges. The European Union Arti cial Intelligence Act (Al Act)
[5] classi es some healthcare Al systems as 'high-risk’, such as for
example emergency patient triage systems [6], mandating stringent
requirements for fairness, explainability, robustness, and human over-
sight. Thus, ICU mortality prediction tools, according to the expecta-
tions set by the EU Al Act, must not only deliver high predictive ac-
curacy, but also meet nondiscrimination and transparency standards.
Moreover, the EU's General Data Protection Regulation (GDPR) im-
poses strict requirements on the handling of patient data, emphasiz-
ing privacy, consent, and secure processing. Compliance with GDPR
adds complexity to the development and deployment of ICU mor-
tality prediction models, as it necessitates careful balancing of data
utility with patient con dentiality [ 7]. Ensuring such compliance can
be challenging.

An additional challenge with real-world adoption is dataset shift
[8]. ICU data varies across different hospitals or even different time
periods in the same hospital. A model trained on data from one do-
main (e.g., Hospital A, 2016-2015 may degrade in performance when
transferred to another domain (e.g., Hospital B, 2020 data). These
shifts arise from differences in patient populations, clinical protocols,
endemic or epidemic pro les, or even measurement instruments or
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methods [9]. Adapting models to new settings has become critical for
robust clinical Al.
At the intersection of these challenges lies the main question:

* (RQ1) How can we design a fairness-aware, explainable, time-invariant
(robust to distributions) model for mortality prediction (prevention),
while protecting sensitive patient information?

This project work addresses that question by proposing a fairness-
aware domain adaptation framework that leverages Graph Attention
Networks (-GAT-) and adversarial training (-DANN) while integrat-
ing nondiscrimination (Fair-). After reviewing the state of the art in
bias mitigation, interpretability, and adaptation, a novel model—FairGATDANN—
is proposed that aims to learn fair, domain-invariant embeddings for
ICU mortality prediction under privacy constraints.
Furthermore, another scienti ¢ question is posed:

* (RQ2) Once FairGATDANN is established on a source domain, how
can we adapt it to a new target domain without source data (source-
free), while maintaining both predictive accuracy and fairness proper-
ties?

In a complementary investigation, FairGATDANN will be  transferred
to the target domain using only the model parameters trained in the
local domain, and netuning the performance to the new domain,
by encouraging con dent predictions of the model (via entropy mini-
mization [ 10]). This is done in order to see if adaptation can take place
locally without compromising patient data privacy with the aim of
equity. Elements of model explainability will also be explored in line
with the Al Act expectations. Once the experiments are completed, a
reasonable question to ask is:

* (RQ 3) In what ways does FairGATDANN align with regulatory re-
guirements (e.g., EU Al Act)?

In order to address this question, an investigation will be con-
ducted on the relevant regulations before deploying such a model
in Sweden.

In Table 1, a summary of the project goals and their proposed solu-
tion is provided.

1.2 project contributions

This thesis introduces FairGATDANN, a uni ed pipeline integrating
dynamic fairness constraints, domain adaptation, model transferabil-
ity, and explainability for ICU mortality prediction. Unlike prior work
that treats these aspects independently, this framework embeds trans-
parency and fairness alongside domain-invariant learning. Another
aspect that is baked into the framework is respecting patient privacy,
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Table 1: Project goals and proposed technical solutions

Project Goal

Proposed Technical Solution

Equitable Healthcare

Transparency

Robustness to Data Shifts

Privacy Protection

Fairness regularization using a dynamic
objective loss (e.g., Equalized Odds)
across protected groups

Attention-based architecture (GAT), Post-
hoc ExplainableAl tools (e.g., SHAP)

Domain-Adversarial Neural Network
(DANN), source-free adaptation (model
transfer)

Feature-based and Source-free adapta-
tion

meaning that it is designed to perform when transferred to a new
domain, without the need for ab initio training. Therefore, FairGAT-
DANN is envisioned to target a real-world problem with consider-
ations toward relevant legislation (GDPR, EU Al Act for "high-risk"

applications, etc).






LITERATURE SURVEY

In this chapter, relevant literature is reviewed in key areas that un-
derpin the research project: (2.1) Fairness in machine learning and
its challenges in healthcare, 2.2) Explainability in Al-driven medical
decision-making, (2.3) Domain adaptation techniques (with empha-
sis on DANN), ( 2.4) Graph-based methods in healthcare (Graph At-
tention Networks), and ( 2.5) Class imbalance in healthcare data and
GraphSMOTE. In part 2.6 a short overview of similar mortality pre-
diction works is given. This review establishes the theoretical foun-
dation and highlights gaps that the FairGATDANN framework will
address.

2.1 fairness in machine learning for healthcare
211 Overview

Fairness in machine learning refers to the principle that an Al sys-
tem's outcomes should be free of unintended bias or discrimination
toward any particular group. Groups here mean any subset of data
that shares a common attribute, such as race, gender, age, or socioeco-
nomic status. Researchers have proposed various fairness metrics to
qguantify such bias in model predictions. For example, Equal Opportu-
nity requires that the true positive rate (sensitivity) be the same across
different protected groups (e.g., the proportion of actual mortalities
correctly predicted should be equal for male vs. female patients). A
stronger criterion, Equalized Odds, demands that both true positive
and false positive rates are equal across groups. These metrics, intro-
duced by Hardt et al.[ 11], are especially relevant in healthcare. If a
model predicts ICU mortality, we want to ensure that it is not miss-
ing critically ill patients from one ethnic group at a higher rate than
another, which could lead to unequal care. In clinical settings, a false
negative (failing to predict mortality for a patient who will die with-

out intervention) is particularly dangerous, so fairness in terms of
recall/sensitivity across groups is vital.

To achieve such fairness goals, a variety of bias mitigation meth-
ods have been developed. One category is in-processing techniques,
which alter the model's training procedure to incorporate fairness
constraints. For instance, Zafar et al. [12] introduced methods to add
fairness constraints (like limits on disparate mistreatment) directly
into the classi er's optimization objective. By penalizing the model
for large differences in error rates between groups during training,
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the resulting classi er can satisfy fairness criteria to a greater de-
gree. Another approach by C. Harris [ 13] demonstrated the effec-
tiveness of a combined strategy — applying interventions at multiple
stages (pre-processing the data to remove bias, in-processing adjust-
ments to the learning algorithm, and post-processing of outputs) — to
achieve nearly complete bias mitigation. This indicates that tackling
bias might require holistic solutions throughout the machine learn-
ing pipeline. Despite these developments, ensuring fairness in health-
care Al remains challenging. One reason is that healthcare data often
re ect historical biases or systemic inequalities (for example, minor-
ity groups might receive different treatment or have different health-
seeking behavior, affecting the data)[3]. As a result, a model trained
on such data can inadvertently learn biased correlations. Ferrara [ 3]
provides a concise survey of the sources and impacts of bias in Al,
noting that biased training data is a primary cause of discriminatory
models. In healthcare, this can have dire consequences: an Al tool
could systematically undertreat or mispredict outcomes for under-
represented groups. A notable real-world example is the case of an
Al system used to prioritize patients for extra care, which was found
to underestimate the risk for patients of african descent due to using
healthcare costs as a proxy for health needs [L4]. This highlights how
even seemingly objective algorithms can produce unfair outcomes if
the underlying data or design embeds societal biases.

Strategies like subgroup evaluation (testing models separately on
different demographic groups) and fairness-aware training are in-
creasingly recommended when developing medical Al [ 3]. There is
also recognition in policy: the EU Al Act explicitly lists “absence of
bias” as a requirement for high-risk Al systems (which include most
medical Al) [ 15]. Moreover, under regulations such as the Al Act and
existing non-discrimination laws, developers may need to demon-
strate that their models do not systematically disadvantage protected
groups. This creates an imperative to bake fairness considerations
into the development of healthcare Al models.

In addition, a hurdle in the EU context is data privacy: sensitive
attributes (race, ethnicity, etc.) are often protected data under GDPR,
making it tricky to use them for bias mitigation. A common way to
address this is fairness through unawareness[16], essentially meaning
the sensitive attributes are not included during training but can be
used later for evaluation.

In summary, fairness in Al for healthcare is about ensuring equi-
table model performance. This means that a model should neither
overtly nor covertly discriminate against patients based on attributes
like gender, ethnicity, or age, unless ethically justi ed. For example,
age may be correlated with certain health risks[ 17].
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2.1.2 Adaptive Fairness Constraints via Dual-Ascent

Early adaptations of introducing fairness came by adding a static
penalty to the classi cation loss, such as in the work by Kamishima
et al. [18], who incorporated a prejudice remover regularizer, and Za-
far et al. [12], who proposed fairness constraints directly in the loss
function to reduce disparate impact or mistreatment.

Such classi cation loss looks like this:

)+ e gy ®

utility EO gap

where g( ) is for example the Equalised—Odds (EO) gap measured on

the current mini-batch and go 2 R+ is a hand-tuned weight. When

testing these in the present work, and despite extensive sweeps on
Eo, two issues remained:

« when g( ) was already small, the penalty wasted capacity and
hurt accuracy;

< when the model became unfair, the same xed weight was often
too smallto correct the violation.

These observations motivate treating fairness as aconstraint not a
soft regulariser.

Many group-fairness de nitions (demographic parity, EO, etc.) can
be written as rate constraint§19]. For a single protected attribute with
two groups, the constraints enforce

g()e6 ", ">0, ©)

where g( ) is the EO gap on the training data and " is a user-chosen
tolerance. Training thus becomes

min Lgs( ) st g()- " 6 0. (79

This introduces a non-negative dual variable > 0 and forms the
one-sided Lagrangian

LC, )= Las( )+ 9()- " . 3)

When g( ) 6 " the second term vanishes, so the optimiser focuses
purely on utility.

The term “one-sided” indicates that the fairness penalty is applied only to positive
constraint violations.
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proxy -lagrangian dual —primal updates Fairness metrics
are non-differentiable and the neural network in this thesis is highly
non-convex; classical Karush-Kuhn-Tucker conditions for such con-
strained optimization problems are generally not applicable. Cotter
et al. [20] propose a proxy-Lagrangiangame that replacesg with a dif-
ferentiable surrogate § in the model update but uses the true g to
update the dual variable:

Player Variable Gradient step Evaluates
Model - r L g
Constraint + (9-"),

Here [ ]+ = max(,0) projects onto R, ,while and are primal and
dual learning rates, respectively. [ 20] show that this online game con-
verges to an O( )—approximate equilibrium in which the constraint is
(respectfully) satised: g( )6 " + O( ).

This dynamic, online update of the Lagrange multiplier is shown
to be better at balancing fairness and accuracy [21]. Intuitively, if the
model is violating the fairness constraint, the dual variable increases,
placing more emphasis on fairness; if the constraint is satis ed (or
overly sacri cing accuracy), the dual weight can stabilize or decrease.
Such an adaptive scheme avoids the need to guess a perfect penalty
weight and instead nds the appropriate trade-off during training.
Indeed, recent studies have found that algorithms which update fair-
ness constraints via a primal-dual strategy outperform those relying
on a preset regularization weight [ 22].

interpretation in the present work In the FairGATDANN
pipeline the dual-primal (or dual-ascent) logic materialises as:

e Dual weight ( ). Starts at0 and grows only wherthe current mini-
batch violates EO. It therefore represents the priceof unfairness.

¢ Fairness tolerance"). A single, interpretable hyper-parameter
that sets the target EO gap (e.g." = 0.10).

e Dual learning-rate (). A small step size (e.g. 0.01- 0.05) control-
ling how fast the penalty reacts.

2.2 explainability and transparency in healthcare ai

Alongside fairness, explainability (or equivalently, interpretability and
transparency) is a cornerstone of trustworthy Al in healthcare. Ex-
plainability refers to the ability of an Al system to provide under-
standable reasons for its predictions or recommendations. In a clini-
cal scenario, this might mean an ICU mortality model can highlight
which patient features (e.g., extremely low blood pressure, advanced
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age, certain lab results) were most in uential in predicting a high
risk of death. Such explanations are important for clinicians to vali-
date and trust the model's output, and to incorporate it meaningfully
into their decision-making process.

The need for explainability in high-risk Al is reinforced by regu-
lation. The EU Al Act, in Article 13(1), mandates that users of an
Al system should be able to interpret its functioning to an appropri-
ate extent. Speci cally, transparency requirements in the Act compel
Al providers to supply essential details enabling understanding and
oversight [ 23]. In practice, this means technical documentation of the
model, information on its training data, and the logic of its decision-
making must be available to regulators and perhaps to end-users (in
healthcare, the “users” are often medical professionals). The goal is
to ensure that if an Al makes a recommendation that could signif-
icantly affect a patient's treatment, there is a way for a human to
comprehend how the Al arrived at that recommendation. This is crit-
ical for accountability (physicians need to justify why they followed
an Al's advice, and patients have a right to an explanation for deci-
sions affecting their care) and for error detection (understanding an
Al's reasoning can reveal if it's making incorrect assumptions).

local and global explanations Despite the consensus on
its importance, achieving explainability for complex Al models is
challenging. Many state-of-the-art models, such as deep neural net-
works, operate as “black boxes” with intricate internal representa-
tions that are not inherently interpretable. The literature on Explain-
able Al (XAl) has grown to address this, offering local and global
explanations for models, thereby enhancing transparency and help-
ing stakeholders understand, trust, and contest automated decisions
[24]. Local explanations aim to clarify the model's decision-making
process for a speci ¢ instance, helping users understand why a par-
ticular prediction was made. Popular techniques such as LIME (Local
Interpretable Model-agnostic Explanations)[ 25] and Shapley Additive
Explanations (SHAP)[26] fall into this category, offering insight into
feature contributions for individual predictions. In contrast, global ex-
planations provide a holistic view of the model's behavior across the
entire dataset, capturing general decision rules, feature importance,
or structural patterns. Both types of explanations play a critical role
in promoting transparency and accountability in machine learning
systems.

In healthcare, one might use SHAP values to identify which fea-
tures of a patient contributed most, positively or negatively, to peri-
operative risk [ 27] or equivalently, and pertinent to this project, a mor-
tality prediction. There are also inherently interpretable models (like
decision trees which have interpretable rules) but these can sacri ce
some accuracy compared to black-box models [28].
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intrinsic and post -hoc interpretations Explainability can
be considered at two levels: intrinsic and post-hoc analysis. On the in-
trinsic side, some models, such as decision trees or Graph Attention
Networks (GATs) offer some inherent interpretability. Decision trees
have intrinsic explainability because their structure consists of clear,
sequential decision rules based on input features, making it straight-
forward to trace and understand how a speci ¢ prediction is made.
Prior work like HealthGAT [ 29] has noted that attention weights in
GATs can be leveraged to explain predictions to clinicians in terms of
patient history or related cases. On the post-hoc side, XAl techniques
can be applied to a trained model to produce comprehensible ex-
planations (e.g., feature importance rankings for a given prediction).
Ensuring that the framework does not become an inscrutable black
box is important for user trust, acceptance and for compliance with
transparency obligations.

2.3 domain adaptation and domain  -adversarial neural
networks (dann)

2.3.1 Transfer Learning

Traditional supervised learning assumes that training and test data
are drawn from the same feature space and underlying distribution.
However, in many real-world applications—such as healthcare, where
patient demographics, sensor setups, or clinical protocols may vary
across hospitals—this assumption often fails. In such cases, collecting
suf cient labeled data in every new setting is not only expensive but
also infeasible due to ethical, legal, or logistical constraints. Transfer
learning provides a promising alternative by leveraging knowledge
from one domain (the sourcé to improve learning performance in an-
other related domain (the targef [30].

Transfer learning can be formally de ned as follows: Given a source
domain Dg = fXg,Ps(X)gand task Tgs = fYs,fs()g and a target do-
main Dt = fX1,Pr(X)gand task T+ = fYt,fr()g transfer learning
aims to improve the performance of the target predictive function
fr()in Dt using the knowledge in Ds and Ts, where either Dg 6 Dt
or Ts 6 Ty [30].

2.3.2 Categories of Transfer Learning

Pan and Yang [30] categorize transfer learning into three primary
types:

¢ Inductive Transfer LearningThe source and target tasks differ,
and the target domain has labeled data. This setting includes
self-taught learning and multitask learning as special cases.
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« Transductive Transfer LearninglThe source and target tasks are
the same, but the domains differ. Typically, labeled data is avail-
able only in the source domain, and the goal is to generalize
well in the target domain.

« Unsupervised Transfer Learnin@oth tasks and domains differ,
and neither contains labeled data. The focus is on unsupervised
tasks like clustering or dimensionality reduction.

Each setting supports various strategies depending on “what” is
transferred: instances, feature representations, model parameters, or
relational structures. The most widely used approach across all three
settings is feature-representation transfexhich seeks to learn domain-
invariant embeddings [ 31, 32.

2.3.3 Positioning FairGATDANN

The proposed FairGATDANN model ts within the  transductive trans-
fer learningparadigm. The target task (i.e., ICU mortality prediction)

is the same across all domains (i.e., hospitals), but data distributions
vary due to shifts in demographics, practices, or measurement equip-
ment. In this setting, labeled data is available in the source domain(s),
while the target domain lacks supervision.

2.3.4 Domain Adaptation

Domain adaptation (DA) exists within the subcategory of transductive
transfer learning[30], and considered a feature-basedpproach, mean-
ing it is a feature representation that represents the knowledge transferred-
more on this later.

DA focuses on scenarios where a model trained on a source do-
main needs to be applied to a target domain with a different data
distribution. Distribution shifts can take many forms — covariate shift
(feature distribution P(X) changes), prior probability shift ( P(Y) label
distribution changes), or concept shift ( P(YjX) changes, meaning the
relationship between features and label differs) [ 8]. In healthcare, all
these can happen when moving from one hospital to another: the
prevalence of conditions (prior) may differ, how vital signs correlate
with outcomes might differ due to population or practice differences
(concept shift), and the range of feature values might differ due to
equipment or data recording differences (covariate shift).

235 DANN

A foundational approach to DA is the Domain-Adversarial Neural Net-
work (DANN) introduced by Ganin et al. [ 33]. The primary objective
of DANN is to learn features that are simultaneously discriminative
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for the main prediction task and invariant across different domains.
Formally, suppose we have a labeled source domain S = f(Xs,Ys)g
and a target domain T = f(x;,Y{)g where y; may be unknown (unla-
beled) for the target data. As illustrated in Figure ?7? DANN consists
of three components:

1. A feature extractoiG; that maps input samples x into a latent
representation Gs (x).

2. A label predictoiGy that takes the latent representation from Gt
and predicts the label y relevant to the main task (e.g., mortality
prediction).

3. A domain discriminatoiGy that attempts to distinguish whether
a latent representation was generated from the source or target
domain.

To promote domain-invariance, a gradient reversal layers placed
between the feature extractor and the domain discriminator. During
training, the feature extractor is updated to minimize the primary
task loss while also maximizingthe domain classi cation loss, thereby
“confusing” the domain discriminator. Mathematically, the adversar-
ial training process can be formulated as the following optimization

problem:
|
min  max Ly Gy(Gi(Xs)),Ys - La Ga(Gr(x)),d
GGy Gy (x
sYs)2S x2S[ T

where L is the loss function for the main task (e.qg., cross-entropy),
L4 is the domain classi cation loss with d 2 f0, 1gindicating source
or target, and is a balancing hyperparameter. Visually, the DANN
mechanism is depicted in Fig. 1, adapted from the original paper
[33]. By enforcing feature representations that are task-discriminative
yet domain-invarianf DANN improves generalization to the target do-
main.

Label

Predictor y
__________ Gy
1
\
GRL = Gradient Reversal Layer @‘
\\
N -
AN Domain
S _ Classi er d
rL d Te---- - d
Gy

Figure 1: DANN architecture showing forward (solid) and back-
propagation (dashed) ows. Adapted from Ganin et al. [ 1].
The gradient reversal ensures that the feature extractor learns
domain-invariant features.



2.4 graph attention networks (gats) for structured healthcare data

In healthcare, domain adaptation has been used for problems like
adapting diagnostic models across hospitals [34]. However, it is not
as widely studied as in computer vision. One can envision a DANN
applied to clinical data: the feature extractor could learn patient rep-
resentations, the label predictor outputs mortality risk, and the do-
main discriminator tries to tell which hospital the patient data is from.
By training adversarially, the patient representation would ideally en-
code the patient's iliness severity but not the speci c hospital traits.

2.3.6 Source-free adaptation

Patient data cannot be tranferred between hospitals but model weights
can [35]. Traditional DANN assumes simultaneous access to source
and target data (at least during training). Recent works like Tang et
al. [10] have begun exploring source-free domain adaptation meth-
ods, where only a trained source model and unlabeled target data
are used. One technique is entropy minimization on target data: since
adversarial alignment cannot be executed without source data, dur-
ing transfer, instead, one solution is to ne-tune the model on target
by encouraging con dent predictions (low entropy). This effectively
nudges the decision boundary to cover target samples appropriately.
In practice, this means that once the model is trained on the source,
source-free ne-tuning is applied on the target data using said tech-
nique. The literature indicates this can recover some performance lost
due to domain shift, though it may not be as effective as having full
source data available. Nonetheless, it is a necessary compromise for
privacy.

24 graph attention networks (gats) for structured health -
care data

24.1 Graph Data in Healthcare

Healthcare data often exhibits rich relational structure: patients re-
late to visits, diagnoses, and treatments, and patients themselves may
form networks according to shared characteristics. Such data can nat-
urally be represented as a graph where nodes represent entities (e.g.,
patients, visits, or diagnoses) and edges capture relationships (e.g.,
patient similarity or patient—diagnosis links).

Formally, a graph can be de ned as

G=(V,EX),

where V is the set of nodes, E is the set of edges, andX 2 RV F
denotes the node feature matrix with F features per node. The struc-
ture of the graph is commonly represented by an adjacency matrix
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A 2 10,1 M, where Aj = 1if there is an edge from node i to
node j, and 0 otherwise.

Graph-based machine learning leverages these relational structures
for predictive modeling and inference. For example, in healthcare,
using graph-based representations has led to improved performance
in tasks such as disease prediction and medication recommendation
[36]. Graph Neural Networks (GNNshave emerged as powerful tools
for learning from graph-structured data, with successful applications
in domains ranging from social networks to molecular biology [ 37].
In healthcare, GNNs have been applied to:

« Patient—diagnosis networksvhere graph-based representations
encode patient records alongside medical knowledge bases to
predict diseases [36].

« Patient similarity graphsin which a weighted network of patients
is constructed to enhance chronic disease prediction by captur-
ing latent inter-patient relationships [ 39].

« Knowledge graphs of medical concepitegrating electronic health
records (EHRs) with ontological information to recommend treat-
ments or medications [39)].

242 GAT

Among the various GNN architectures, Graph Attention Network (GAT)
[40] has gained prominence for its ability to learn how different neigh-
bors contribute to a node's representation via attention weightsA GAT
layer employs multi-head self-attention mechanisms over the neigh-
bors of each node, enabling the model to emphasize more pertinent
neighbors while down-weighting less informative ones.

More concretely, let h; denote the hidden features of node i. In a
single-head GAT layer, for each edge (i,j) 2 E, the attention coef -
cient j is computed as

j = softmax; LeakyReLU a” [Wh; kWh;] ,
where W is a learnable weight matrix, a is a learnable attention vec-
[gr, [ k ] denotes vector concatenation, and softmax ensures that
i i = 1. The updated node features are then aggregated via:
X
hio= ij Whj ,
J2N (i)
where (') is a non-linear activation function, and N(i) denotes the
set of neighbors of node i.

In healthcare settings, this attention mechanism is particularly use-
ful since not all connections are equally informative. For instance,
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when modeling ICU staysas graph nodes and connecting them via
edges based on clinically relevant similarity measures, a GAT archi-
tecture can learn which neighbors (i.e., similar ICU stays) are most
relevant for predicting patient outcomes such as mortality. This se-
lective attention has been shown to be effective in capturing hierar-
chical relationships in EHR data; for example, the HealthGAT model
proposed by Piya et al. [29] applies an attention-based aggregation to
node classi cation tasks, illustrating how GAT can prioritize the most
informative links in a complex healthcare graph.

2.4.3 Graph Neural Networks (GNNs) and Domain Adaptation

GNNs have been applied to domain adaptation tasks as well. For
example, Cai et al. [41] proposed GRF-GAT (Global Receptive Field
GAT) for unsupervised domain adaptation in industrial fault diagno-
sis, showing that a GAT-based model could extract domain-invariant
features under varying conditions. This suggests that incorporating
attention mechanisms can improve a model's ability to generalize
across domains, possibly by focusing on stable, important relation-
ships and ignoring noisy ones that might be domain-speci c.

2.4.4 GNNs and Fairness

Another research line addresses fairness in GNNs, where homophily
—similar demographics clustering—enables GNNs to infer sensitive
attributes from graph structure despite their removal [ 42]. FairGAT,
proposed by Kose and Shen [42], modi es the Graph Attention Net-
work to reduce bias in node classi cation by adjusting attention to
limit sensitive attribute in uence, improving fairness metrics with
minimal accuracy loss in single-domain settings. However more tra-
ditional approaches, should produce ef cacy and ef ciency with re-
gards to fairness in applying fairness constraints within the loss func-
tion of the label predictor, as used in other models [ 12, 43].

25 the class imbalance problem
25.1 Class Imbalance and SMOTE

Class imbalance is a prevalent issue in medical prediction tasks, in-
cluding ICU mortality prediction [ 44]. In the case of ICU, mortality
often ranges from 10-20% depending on the cohort [ 45], resulting in a
dataset dominated by survivors (majority class) and a smaller fraction

of mortalities (minority class). Unaddressed, this imbalance biases
models toward predicting survival, achieving high accuracy by ne-
glecting the minority class. However, misclassifying high-risk patients

(false negatives) carries severe consequences, making imbalance-handling
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techniques essential for effective mortality prediction models. Com-
mon machine learning approaches include resampling (e.g., oversam-
pling the minority or undersampling the majority), synthetic data
generation like SMOTE [46€], and cost-sensitive learning, which weights
minority class errors higher in the loss function [ 47]. SMOTE, intro-
duced by Chawla et al.[ 46], generates synthetic minority samples by
interpolating between existing ones using the formula

Z=Xo+ (Xk - Xo), 4)

where Xq is a minority sample, xx is a neighbor, and 2 [0,1] is
random, enhancing the classi er's ability to detect rare instances.

2.5.2 Oversampling in Graph Data and GraphSMOTE

Applying oversampling to graphs is complex due to the need to pre-
serve structural relationships beyond node features [ 48].

GraphSMOTE, proposed by Zhao et al. [49], addresses the problem
of imbalanced node classi cation in graph-structured data by generat-
ing synthetic samples in the latent embedding space, rather than the
input feature space. The method consists of three key components:

First, node embeddings are obtained using a graph autoencoder
fenc : RN F 1 RN 9 which maps the node features X 2 RN Ftoa
lower-dimensional latent space Z = fene(X) 2 RN 9, where N is the
number of nodes and d is the embedding dimension.

Second, to synthesize new samples for the minority class, GraphSMOTE
performs interpolation in the latent space. Given two minority class
node embeddings z;,z; 2 RY, a synthetic embedding % is generated
using:

Z= zi+(1- )Zj, U (0,1)

This process mimics the idea behind SMOTE but operates on the
graph-encoded representations.

Third, to preserve the graph structure, an edge predictor g : RY
Rd 1 [0,1] is trained to estimate the likelihood of an edge between
the synthetic node Z and existing nodes in the graph. Based on this
predicted probability, edges are formed between "z and selected nodes,
constructing a realistic local neighborhood for each synthetic node.

This latent-space approach ensures synthetic nodes align with the
graph's structure, avoiding implausible samples, before mapping them
back to the input space with edges. The resulting augmented graph
enhances GNN training, signi cantly improving minority class per-
formance over standard methods, as demonstrated by Zhao et al. [49)].

One challenge noted is that oversampling in graphs must ensure
that the topology is respected — GraphSMOTE's edge predictor is one
way to do that, GATSMOTE, a similar approach using attention mech-
anisms [50] is another, and manual domain-knowledge-based graph
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reconstructions (e.g., SMOTE on tabular data-and kNN to reproduce
ICD code lists before creating a graph, detailed later in experiments)
can offer alternative solutions.

2.6 icu mortality prediction

Mortality prediction in ICUs is vital for identifying high-risk patients
and informing clinical decisions. It is, however, a complicated task
due to data complexity and class imbalance. The MIMIC-IIl [ 51] and
MIMIC-IV[ 52] datasets, containing de-identi ed EHRs from Beth Is-
rael Deaconess Medical Center, are key resources for such models.
Harutyunyan et al. [ 53] used MIMIC-1ll to benchmark machine learn-
ing models like LSTMs for in-hospital mortality prediction, achieving
an AUROC (see Evaluation Metrics in Methodology) of 0.87 but not-
ing bias toward survivors due to imbalance. Purushotham et al. [ 54]
further advanced this work on MIMIC-IIl, employing deep neural
networks to achieve an AUROC of up to 0.94, surpassing traditional
scoring systems by integrating more granular EHR data, yet still em-
phasizing the need to address rare mortality events to reduce false
negatives critical for patient outcomes.

MIMIC-1V, expanding to over 70,000 patients from 2008to 2019 of-
fers richer, more recent data for re ning mortality prediction models.
Pang et al. [55] applied XGBoost to MIMIC-IV, incorporating Acute
Physiology Score IIl (APS IIl) and Logistic Organ Dysfunction Score
(LODS) subscores, achieving an AUROC of 0.92 for in-hospital mor-
tality prediction. Similar models were used in a study by Zhao et al.
[56] using the elCU database [57] for early mortality prediction to an
AUROC of 0.97in 24-hour mortality prediction.

GATs have also been used in mortality prediction. Ma et al. [ 58] pro-
posed a GAT-based model, to predict ICU mortality risk by construct-
ing patient similarity networks from clinical data. Unlike traditional
methods, their model uses a dynamic attention mechanism to learn
structural features in a low-dimensional embedding space, improv-
ing prediction accuracy over basic GAT and more so over standard
machine learning approaches.

In all the studies, the persistent challenge of class imbalance is un-
derscored often observed by the decreased A-score, when compared
to the Accuracy or the AUROC (see evaluation metrics in Methodol-

ogy).






METHODOLOGY

3.1 data
3.1.1 The Datasets

Three major critical care datasets have been used in this study, in or-
der to capture domain differences and to evaluate the domain adap-
tation approach. In order to create these datasets, access to three re-
lational databases was granted through credentialing and required
training on using patient data, through physionet.org, completely
free for academic purposes. These databases were queried using Big-
Query in the Google Cloud Platform. More speci cally:

e MIMIC-III (Medical Information Mart for Intensive Care lll) is a
large, single-center critical care database containing de-identi ed
health data associated with patients admitted to the ICU at the
Beth Israel Deaconess Medical Center in Boston between2001
and 2012 [51]. It includes data for 53,423 ICU admissions of
adult patients (aged 16 and above). In total, MIMIC-III covers
around 38,600distinct adult patients and nearly 50,000 hospital
admissions. This database is widely used in clinical Machine
Learning research due to its richness (vital signs, lab measure-
ments, medications, etc.) and public availability. In this study,
MIMIC-III serves as “Domain B”, the domain used by the do-
main classi er in GATDANN during mortality prediction. Its
time frame (20012012 and single-hospital scope mean that
models trained on MIMIC-IIIl may have biases or calibration
unique to that time period.

* MIMIC-IV: This is an updated version of the MIMIC database,
incorporating more recent data (2008-2019 and an expanded
schema. MIMIC-IV is also from Beth Israel Deaconess Medical
Center, but re ects a later patient cohort and some differences
in data collection and EHR systems [52]. MIMIC-IV v 3.1 con-
tains data for 73,181 ICU admissions, involving 50,920 unique
patients (including multiple admissions per patient). The over-
lap in institutions but separation in time between MIMIC-III
and MIMIC-IV makes them an excellent pair for studying tem-
poral invariance for identifying patients at-risk admitted to the
ICU. We anticipate differences in patient demographics, treat-
ment protocols, and monitoring technology between the eras,
which can pose a challenge for models. By using MIMIC-IV as
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Domain A, we can test our method's ability to adapt to new
domains while maintaining fairness and performance.

» elCU Collaborative Research Database (elCU): The elCU dataset
is a multi-center critical care database, collecting data from 208
hospitals across the United States for the years 2014 and 2015
[57]. The elCU Collaborative Research Database. It comprises
over 200000 patient stays in ICUs and step-down units, making
it a very large and diverse dataset. The elCU database includes
similar types of information as MIMIC (vitals, labs, APACHE
scores, treatments, etc.), but its multi-center nature introduces
substantial heterogeneity. ICU practices can vary widely between
hospitals (academic vs community, small vs large ICUs, regional
differences, etc.). We include elCU to study a geographical/do-
main shift: for instance, a model trained on MIMIC-IV (Boston
hospital data) might face distributional differences when ap-
plied to elCU (aggregated data from many hospitals nation-
wide) or even one of the EICU hospitals. EICU is also fully de-
identi ed and publicly available on physionet.org for research
[57]. By using elCU as one of the domains, we evaluate our mor-
tality prediction pipeline to generalize across not just time but
also demographic and institutional policies.

3.1.2 Data Extraction and Processing

All three source databases (MIMIC-1lI, MIMIC-1V, and elCU) contain
multiple tables with patient demographics, clinical events, laboratory
results, and diagnostic codes. To create consistent row-wise records
suitable for machine learning, a series of SQL queries was composed
for each dataset, queries available in Appendix A. The main goal was
to yield one row per ICU stay, using the following unique identi ers:
icustay —id (MIMIC-III), stay —id (MIMIC-1V), and patientunitstayid
(elCU), and to aggregate features measured during the rst 24 hours
of admission, of vitals that have been previously used in mortality
prediction models for ICU patients [ 59, 60, 61, 62, 63]. Adult patients
(age> 18) admitted to the Coronary Care Unit (CCU) or Cardiac ICU
were identi ed, and in-hospital mortality was de ned as the binary
outcome. ICD-9 or ICD- 10 codes were grouped into a single comma-
delimited column per hospital admission through string aggregation
(e.g., using STRING_AGQG. For MIMIC-1V, ICD- 10 codes were mapped
to ICD-9 codes by means of a reference le to maintain consistency
with the other datasets.

Demographics (e.g., age, gender, ethnicity) were joined from pa-
tient and admission tables. Vital Signs (heart rate, respiratory rate,
systolic and diastolic blood pressure, oxygen saturation and temper-
ature) were extracted from the relevant charting or vital sign tables
within a 24-hour window (from ICU admission until 24 hours later).
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The consistency across studies using MIMIC-III, MIMIC-1V, and elCU
suggests these vital signs are robust predictors of mortality in cardiac
ICU patients within the rst 24 hours[2, 55, 56, 58]. The minimum,
maximum, mean, and standard deviation of each were calculated us-
ing MIN() , MAX(), AVG(), and STDDEV(). As a note, it was important to
check the populations of each closely similar itemid label, to choose
the most populated one(s) per database.

Laboratory Tests (lactate, creatinine, white blood cell count, etc.)
were selected by item identi ers or lab names. For each test, the same
24-hour window was applied, and corresponding aggregates ( MIN() ,
MAX(), AVG(), and STDDEV()) were computed. An indicator of mor-
tality (hospital expiration or discharge status) were stored to com-
plete each row. The derived CSV les were examined for duplicates,
which were removed. Missing values in continuous features were
imputed separately for each domain by means of scikit learn's Sim-
plelmputer with median as strategy, as other methods, for example
kNN-based imputation or mean imputation resulted in worse model
performance. Outliers were removed for initial experiments using an
Inter-quartile Range (IQR) criterion in each dataset, speci cally re-
moving rows whose feature values lay outside (Q 1 - 3xIQR, Q3 +
3xIQR). For later experiments, this was omitted. Instead other con-
straints were imposed, an age limit of above 16 and below or equal to
89, due to limitations of the databases where in some of them, ages
above 89 were marked '>89. Another limitation that was imposed
and inspired by other works was the length of stay. For each patient,
it should be more or equal to 24 hours, and less or equal to 5 days.
This is because it becomes very dif cult to predict long-term mortal-
ity prediction by examining the vitals of the rst 24 hours, and using
only the rst 4 days, resulted in an inadequate number of datapoints.
The preprocess code is available in Appendix B.

Additionally, it should be noted that later for analytics, the eth-
nicity value had to be aggregated also. When the values contained
keywords, such as 'white' or 'caucasian' they were saved as 'Euro-
pean Descent'. Similarly, for African and Asian Descent. The rest of
the inputs were grouped as Other/Unknown.

The elCU dataset includes multiple hospital sites. One hospital
with the largest number of Cardiac ICU records was selected to form
a more consistent target domain subset, thereby reducing unwanted
variation across distinct institutions. After imputation, Min-Max scal-
ing is applied to continuous features when training. Min-Max scal-
ing transforms each feature to a [0,1] range based on the minimum
and maximum in the training set. This prevents features with large
numeric ranges from disproportionately in uencing the model and
speeds up convergence for neural networks. For the Random Forest
baseline, scaling isn't strictly necessary (tree-based models are not
sensitive to scale), but the pipeline was kept consistent. This step is
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expected to improve the quality of the SMOTE oversampling, by bal-
ancing the distances of the generated data.
In the case of the baseline models, imbalanced classi cation was

countered by SMOTE. In the case of the GAT-based models, GraphSMOTE

in combination with weighted focal loss is used, after initial testing
on GAT, see Appendix C 20.

3.1.3 Feature Selection

With the processing and initial baseline tests in place, a feature se-
lection process was conducted to re ne the set of input features. The
motivation was twofold: ( 1) eliminate features that might hurt gener-
alization due to noise or extreme variability between domains, and
(2) reduce dimensionality to make model training (especially GAT
training) more ef cient and focused on important factors.

feature selection strategy For feature selection, considera-
tion was shown on how the correlation matrix differs in the various
datasets. Speci cally, if a feature is positively correlated with the mor-
tality ag inthe local domain, but negatively in the transfer domain, it

is excluded - unless the intermediate (historical data) was also on the
negative side, see Fig.2 orange and green arrows respectively. This
means that either the feature confuses the model or that historical
data used during GATDANN training can improve the performance
of our model during transfer. As a note here, the correlation matrix
contains aggregated data, does not violate patient privacy laws and
can potentially be shared between hospitals without prohibition. The
selected features and their description can be viewed in Table 2.

In Fig. 3, we can see that the distributions are generally overlapping,
although in some cases slightly shifted, for example in the diastolic
blood pressure (dbp). In Fig. 4, we can see the tSNE (low dimension-
ality representation) of the data in all three domains (color coded,
Fig. 4 left). The domains appear closely related, and overlapping in
that space but still with a considerable shift, for example, between
Domain B (historical data) and Domain A (present day data). Addi-
tionally, the mortality ag (red) against the patient discharge (green)
for all three domains can be seen in Fig. 4 (right). This approach in
feature selection has improved the performance of several baseline
models and is considered the best in this project so far. However, a
further improvement could be to use the SHAP feature impact from
the summary plot, which we will see in the baseline model ndings
section (Fig. 11) to further tune the feature selection and improve the
performance and cost for the baseline models at least. Ultimately, it
was concluded that while some features lead to better performance in
the baseline models, they do not carry the same improvement for the
graph-based models, and it should be further explored in the future.
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Figure 2: Combinatory correlation matrix for all three domains. Orange ar-
row features were excluded, green arrow features were included
for domain adaptation.

Herein, for consistency, the same features and data have been used
for all models.

3.1.4 Protected attributes

In the European context, age, gender, and ethnic background are rec-
ognized as protected attributes under various legal frameworks. The
EU Charter of Fundamental Rights explicitly prohibits discrimination
based on age, sex, and ethnic or social origin (Article 21)[64]. While
the General Data Protection Regulation (GDPR) governs the process-
ing of sensitive personal data—including racial or ethnic origin, and
data concerning health or sexual orientation—age is not explicitly
listed among the special categories in Article 9 GDPR [65].

Protected attributes are legally or ethically sensitive characteristics
that must not unduly in uence model predictions (“fairness through
unawareness" [16, 66]. Protected attributes included in this project:

* Gender
 Ethnic Background
» Age

In Fig. 5, the distributions of gender and ethnic background can be
seen for all three domains. While gender is somewhat balanced, that
is not the case with ethnic backgrounds. It should be noted that some
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Figure 3: Data distribution of the selected features in all three datasets, nor-
malized.
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