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Abstract

This case study’s primary objective was to examine how different models, espe-
cially deep learning models, are able to reconstruct missing data from a health-
care dataset at various missingness levels. Three traditional methods and four
deep learning models were evaluated on the PhysioNet 2012 ICU dataset, with
generated missingness levels of 10%, 30%, 50%, and 80%.

Three error metrics were used to evaluate imputation performance: Mean Ab-
solute Error, Mean Squared Error, and Mean Relative Error, along with runtime
efficiency. Additionally, the best-performing model’s imputed dataset was used
in a downstream classification task to examine how imputation accuracy affects
classification performance. A Random Forest classifier was used to predict patient
mortality and was evaluated using accuracy, ROC AUC, and F1 macro score.

The results showed that GRIN achieved the lowest imputation error across all
metrics and missingness levels, outperforming traditional and established time-
series imputation models. However, GRIN’s high imputation performance did not
translate into higher classification accuracy compared to the original dataset with
mean imputation. This suggests that although an imputation model can recon-
struct missing data effectively, it does not necessarily lead to better predictive
performance, because the model may overfit to patterns in the training data that
do not align with the features relevant for the classification task, or because the
imputed values may introduce biases that affect the downstream model’s decision
boundaries.

Keywords Data Imputation, Deep learning, Time-series, Healthcare data
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Sammanfattning

Denna uppsats primära mål var att undersöka hur olika modeller, särskilt djupin-
lärningsmodeller, kan rekonstruera saknade data från ett sjukvårdsdataset vid
olika nivåer av saknad data. Tre traditionella metoder och fyra djupinlärnings-
baserade metoder testades på PhysioNet 2012 ICU-datasetet, med simulerade
nivåer av saknade data på 10%, 30%, 50% och 80%.

Tre felmått användes för att utvärdera imputationsprestanda: medelabsolut-
fel, medelkvadratfel och medelrelativt fel, samt även körtidseffektivitet. Dessutom
användes den bäst presterande modellens imputerade dataset i en efterföljande
klassificeringsuppgift för att undersöka hur imputationsnoggrannhet påverkar klas-
sificeringsprestanda. En Random Forest-klassificerare användes för att förutsäga
patientdödlighet och utvärderades med hjälp av träffsäkerhet, ROC AUC och F1-
makrovärde.

Resultaten visade att GRIN uppnådde det lägsta imputationsfelet över alla
mått och nivåer av saknad data, och överträffade både traditionella och etabler-
ade tidsseriebaserade imputationsmodeller. Däremot resulterade GRIN:s höga im-
putationsprestanda inte i högre klassificeringsnoggrannhet jämfört med den ur-
sprungliga datamängden med medelvärdesimputering. Slutsatsen är att även om
en imputationsmodell kan rekonstruera saknade data effektivt, leder detta inte
nödvändigtvis till bättre prediktiv prestanda. Detta kan bero på att modellen över-
anpassar till mönster i träningsdatan som inte överensstämmer med de mest rele-
vanta egenskaperna för klassificeringsuppgiften, eller att de imputerade värdena
introducerar skevheter som påverkar klassificeringsmodellens beslut.

Nyckelord Dataimputering, Djupinlärning, Tidsserier, Sjukvårdsdata
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Chapter 1

Introduction

1.1 Background

Healthcare data plays a crucial role in medical research, patient care, and decision-
making. However, healthcare datasets often contain missing values, which can
arise for various reasons such as:

• Network transmission failures, where data loss occurs during real-time trans-
fer from medical devices to storage systems. This can be caused by data
packet loss, network disruptions, or server limitations.
• Irregular patient admissions, where some patients undergo more frequent

data collection and monitoring than others due to differences in medical
conditions or varying lengths of hospital stay.
• Sensor reliability issues, where medical devices such as heart rate monitors

and sensors experience malfunctions, calibration errors, or power failures,
leading to missing data.

But why are missing values a problem? Can they not simply be left blank? The
answer is no, because missing data can introduce bias, distort statistical analyses,
and reduce the reliability of AI-driven healthcare models [1]. If left unaddressed,
an AI model may incorrectly infer patterns from the missing data, leading to spu-
rious correlations and flawed predictions. To mitigate these issues, researchers
employ data imputation, a process of estimating and filling in missing values.
There are five principal approaches to data imputation, each suited to different
types of data and application domains.

Inpainting refers to the process of reconstructing missing regions of struc-
tured data, particularly in images, time series, or spatial datasets. This technique
leverages information from surrounding pixels or neighboring values to estimate
the missing data. It is widely used in image restoration, object removal, and med-
ical imaging applications, where gaps in structured data must be filled without
introducing artifacts.

Interpolation is a statistical approach used to estimate missing values based
on known data points. Common methods include nearest-neighbor, linear, polyno-
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mial, and spline interpolation. This technique is particularly effective for continu-
ous datasets that follow a predictable pattern, such as time series data (e.g., heart
rate signals), sensor readings, and spatial data (e.g., environmental monitoring).
However, it is less effective when dealing with irregular or highly non-linear data.

Matrix Completion techniques estimate missing values by leveraging low-
rank approximations or decomposition methods. One widely used technique is
Singular Value Decomposition (SVD), which decomposes a matrix into compo-
nents to infer missing entries. This method is effective for structured datasets, such
as collaborative filtering in recommendation systems and clinical patient records,
where missing values are dispersed rather than clustered. However, matrix com-
pletion methods rely on the assumption that the data can be well approximated
by a linear structure, which is not always the case for datasets with complex, non-
linear relationships, such as those found in healthcare data. Matrix completion
may also perform poorly on sparse datasets.

Data Reconstruction using Generative Models: Some deep learning-based
imputation techniques adopt generative approaches, where missing values are
reconstructed based on the learned distribution of the dataset. Data reconstruction
is particularly useful when missing values exhibit complex patterns that cannot be
captured by standard techniques such as mean or mode imputation. Variational
Autoencoders (VAEs) are a commonly used generative model for reconstructing
missing healthcare data, especially in cases where missingness is not completely
random. Unlike traditional imputation methods, generative models do not simply
predict missing values; instead, they generate realistic replacements that align
with the underlying structure of the dataset. This makes them highly effective for
non-linear, high-dimensional datasets.

Imputation and Discriminative Models: Unlike generative models, discrimi-
native models focus on predicting missing values based on observed data without
modeling the full data distribution. An example of traditional imputation methods
is mean/mode imputation and K-Nearest Neighbors. Deep learning based impu-
tation models like Recurrent Neural Networks can also belong to this category.
These models do not reconstruct missing values in the same way as generative
models.

The next concept to understand is generative masking, a technique used in
data imputation to identify and manage missing data points. This approach is
particularly valuable in deep learning-based imputation models, where missing
values must be reconstructed based on observed patterns.

Generative masking typically functions as a binary indicator matrix, denoted
as G where:

• G = 1 (True) indicates that a value is observed and remains unchanged.
• G = 0 (False) denotes a missing value that requires imputation.

Certain advanced imputation models, such as Recurrent Neural Networks (RNNs)
and Variational Autoencoders (VAEs), sometimes incorporate generative masking
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to enhance learning. By distinguishing between real and imputed values during
training, these models can improve imputation accuracy and reduce bias in miss-
ing data reconstruction.

Although not all imputation models rely on generative masking, a recent study
[2] highlights the impact of masking strategies on time-series imputation perfor-
mance. The findings indicate that pre-masking techniques, where missingness is
introduced before training, play a crucial role in shaping the effectiveness of im-
putation networks. This demonstrates the importance of structured masking in
ensuring models generalize well to real-world missing data scenarios.

1.2 Problem Statement

We address the task of time series imputation using the PhysioNet 2012 dataset.
This dataset consists of multivariate time series for intensive care unit (ICU) pa-
tients. We represent the dataset as a 3D tensor X ∈ RP×T×N , where:

• P is the number of patients in the dataset.
• T is the number of hours per patient.
• N is the number of features recorded per patient (e.g., heart rate, blood

pressure).

To indicate missing values, we define a binary mask tensor M ∈ RP×T×N .
Mi jk = 1 means that the data in the k-th feature of the j-th hour at the i-th
patient is missing. Otherwise, Mi jk = 0 represents no missing data.

The main task of the time series imputation is to predict the missing value,
which can be formulated as:

[X ⊙M]
f (·)
−−→ [X ⊙ (1−M)] (1.1)

where ⊙ represents the Hadamard product, ensuring that the model learns
from observed values and predicts the missing values accordingly. Our goal is to
train an imputation model f (·) that accurately estimates the missing values in X
with minimal error.

1.3 Purpose and goals

The objective of this study is to analyze and compare various imputation tech-
niques to determine the model that most effectively reconstructs missing values
while minimizing error and maximizing predictive accuracy in a downstream clas-
sification task.

Furthermore, the study will examine the impact of different imputation tech-
niques on classification performance, providing insights into the effectiveness of
various approaches in real-world applications. Additionally, the study will explore
how artificially generating missing data influences the performance and accuracy
of the imputation models, contributing to a deeper understanding of their robust-
ness under varying missingness conditions.





Chapter 2

Related Work

A 2024 study by Li et al. [3] examined eight different statistical and machine
learning imputation methods for predictive modeling. Using a dataset of over
10,000 subjects and 37 variables, they evaluated methods such as Simple Im-
putation, MICE, KNN, Random Forest, and others. Their results showed that KNN
performed the best among the traditional methods tested, with Random Forest
coming in second place.

In 2022, a systematic review [4] analyzed 64 research papers on traditional
and deep learning-based imputation models, categorizing them by data type (e.g.,
tabular, time-series). The review covered a range of architectures, including Au-
toencoders, Multilayer Perceptrons (MLPs), and Recurrent Neural Networks (RNNs).
It concluded that deep learning models generally outperform traditional methods
by better adapting to missingness structures and capturing underlying data pat-
terns, leading to higher imputation accuracy in healthcare applications. The au-
thors also emphasized the importance of selecting the right models based on the
dataset type.

In 2020, Qiu et al. [5] proposed the use of variational autoencoder (VAE) for
genomic data imputation. The VAE was compared to traditional methods such as
KNN and SVD. Their results showed that VAE consistently achieved lower root
mean square error across various missingness scenarios. They also demonstrated
that VAE preserved important relationships in a downstream analysis and signifi-
cantly reduced evaluation time compared to KNN and SVD. These results suggest
that VAE can be a powerful alternative to traditional imputation methods, espe-
cially in high-dimensional data.

However, a more recent study by Roskams-Heiter, Wells and Wade [6] chal-
lenged these findings. They acknowledged that VAEs can produce accurate im-
putations, but they also found that standard VAEs systematically underestimate
uncertainty and tend to impute values overly close to the mean, especially for out-
lier and extreme values. This overconfidence was shown to result in misleading
imputations, particularly in multiple imputation settings. To address these issues,
they proposed using a β-VAE framework, which improved uncertainty estimation
and reduced false discoveries in downstream tasks. Their work suggests that Qiu
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et al.’s conclusions may have overlooked these limitations by focusing only on
reconstruction accuracy.

In 2018, Cao et al. introduced BRITS, a novel model specifically designed for
time-series data imputation [7]. BRITS, based on a recurrent neural network ap-
proach, was compared against 11 other traditional and deep learning imputa-
tion techniques, including KNN, MICE, GRU-D, and M-RNN. The study found that
BRITS outperformed all 11 models across three different datasets, one of which
was the PhysioNet 2012 dataset. However, the authors only evaluated the model at
10% missingness, leaving its robustness at higher missingness levels unexplored.

In 2022, a study introduced two graph-based deep learning models for mul-
tivariate time-series imputation, GRIN and MPGRU [8]. Both models incorporate
Graph Neural Networks (GNNs) to capture both temporal and spatial dependen-
cies. The study compared these models against seven other traditional and deep
learning imputation methods, including Mean, MICE, VAR, and even BRITS from
the 2018 paper. The models were tested across datasets of varying sizes and miss-
ingness rates. The results showed that GRIN consistently outperformed all com-
peting models across all datasets and missingness levels. However, the study did
not evaluate GRIN on healthcare datasets, nor did it assess its actual runtime per-
formance, focusing instead on theoretical time complexity.

Based on these related work papers, I have made the following choices:
The first study shows that KNN achieved the lowest error among traditional

and machine learning imputation models. Therefore, I have included KNN as a
baseline imputation method in my study.

The second study demonstrates that deep learning models consistently out-
perform traditional methods for imputation. For this reason, I have selected four
deep learning models to compare against each other, since traditional methods
are likely to be outperformed.

The third and fourth studies provide conflicting conclusions regarding the per-
formance of standard variational autoencoders (VAEs) for data imputation. Qiu
et al. reported that VAE outperformed traditional methods such as KNN and SVD
both in reconstruction accuracy and downstream analysis. However, Roskams-
Heiter, Wells and Wade found that standard VAEs produced overconfident and
biased imputations, especially for extreme values. Given these contradictory find-
ings, I have included a standard VAE in my research to assess its imputation ef-
fectiveness on a healthcare dataset.

The fifth study introduced BRITS, which outperformed both deep learning and
traditional methods, even in a healthcare setting. However, it was not tested on a
healthcare dataset with a high missingness percentage. Therefore, I have included
BRITS as one of the deep learning models in my experiments, and I will evaluate
it at higher missingness levels than those tested in the original study.

The sixth study showed that GRIN outperformed seven other imputation meth-
ods, including BRITS. However, GRIN was not tested on a healthcare dataset, nor
was its impact on downstream classification evaluated. Its actual runtime was also
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not measured. My aim is to determine whether GRIN’s performance justifies its
computational cost, and to assess its effect on classification accuracy in a health-
care setting.





Chapter 3

Technical Background

Imputation of missing values is a crucial step in improving the performance of
AI models. Whether traditional or deep learning-based, AI models rely on the
completeness of data to perform their tasks effectively. When data is missing, it
can degrade model accuracy and introduce bias. This issue is particularly critical in
healthcare, where biased predictions can lead to disparities in medical diagnoses
and treatment recommendations. For example, an AI model may make inaccurate
assessments if certain patient groups or medical conditions are underrepresented
in the dataset.

To mitigate these risks, imputation models are used to estimate and fill in
missing values, allowing AI models to make better-informed predictions without
introducing additional bias. However, imputing missing values is challenging be-
cause datasets often contain complex feature relationships that many imputation
techniques struggle to capture. Our objective is to evaluate multiple traditional
and deep learning-based imputation models to identify the most effective one,
balancing both accuracy and computational efficiency.

The healthcare dataset used in this study is PhysioNet 2012, which consists of
de-identified records from over 12,000 adult Intensive Care Unit (ICU) stays. It
was collected to support the development of AI models for predicting in-hospital
mortality.

Each record includes data from the first 48 hours after ICU admission and
contains up to 42 variables per patient. These variables include general patient
information such as age, gender, height, weight, and ICU type, as well as time-
series variables like heart rate, blood pressure, respiratory rate, and laboratory
test results.

From the dataset we construct something called an Adjacency matrix, which
will be needed for two of our models, MPGRU and GRIN. The adjacency matrix
is computed using Pearson correlation between features, capturing how strongly
each feature relates to others. The matrix values range between 0 and 1, where
higher values indicate stronger correlations. In graph-based models such as MP-
GRU, and GRIN, this adjacency matrix helps determine the feature dependencies
for imputation. Below is an example adjacency matrix where each value repre-
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sents the correlation between features:

Table 3.1: 3×3 Adjacency Matrix

F1 F2 F3
F1 0 0.90 0.08
F2 0.04 0 0.83
F3 0.07 0.84 0

If we look at Feature 1(F1) and Feature 2 (F2) in the first row and second
column, it has a value of 0.90. Meaning they are highly correlated. When Feature
1 changes, so will Feature 2, and vice versa. Calculating this matrix and feeding
it into our graph-based model helps it understand feature relationships, allowing
to impute missing values more accurately by leveraging these correlations.

3.1 Imputation Models

Now that we understand the concept of an adjacency matrix, we can examine our
five baseline and two graph-based models:

Mean imputation estimates the central tendency of the available data. For a
variable X with observed values X1, X2, . . . , Xn, the mean is calculated as:

µX =
1
n

n
∑

i=1

x i (3.1)

where n is the number of observed values for that feature. If a value x j is missing,
we replace it with the mean µX . This process is repeated for each feature in the
dataset. This approach is very fast, but it assumes that the missing values follow
the same distribution as the observed data, which is not always the case.

Matrix Factorization (MF) is a technique that decomposes an incomplete
data matrix into two lower-rank latent matrices to reconstruct the missing en-
tries. Given an input matrix X ∈ Rn×m with n samples and m features, we aim to
find two matrices U ∈ Rn×r and V ∈ Rr×m such that:

X ≈ UV (3.2)

where r is the rank of the factorization. The matrix U represents latent factors as-
sociated with the samples (patients), while V represents latent factors associated
with the features.

The objective is to minimize the reconstruction loss over the observed entries:

min
U ,V

∑

(i, j)∈Ω

�

X i j − (UV )i j

�2
(3.3)

where Ω is the set of indices corresponding to observed (non-missing) entries in
X . Once U and V are learned, missing values can be estimated by computing UV
[9].
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K-Nearest Neighbors (KNN) is a method that estimates missing values by
averaging the values of the k most similar observations in the dataset. Tradition-
ally, the similarity is computed using a distance metric such as Euclidean distance
across the observed features. In our work, we use a spatial KNN imputer that con-
structs a similarity matrix based on the relationships between features to deter-
mine nearest neighbors. This approach allows the imputer to account for known
correlations between features [10].

Variational Autoencoders (VAE) encode input data into a lower-dimensional
latent space, where they learn a probabilistic representation of the data using a
mean and variance. This technique enables the model to capture the underlying
structure of the data while introducing controlled variations to estimate missing
values. The decoder then attempts to reconstruct the original data by sampling
from the learned latent distribution. When values are missing, the model gener-
ates plausible estimates based on patterns inferred from the latent space, preserv-
ing overall data consistency [6].

Bidirectional Recurrent Imputation for Time Series (BRITS), is a neural
network based model specifically designed for multivariate time series imputation.
It combines both historical and future predictions with the help of a recurrent
neural network to model temporal patterns. The model looks at data both forward
and backward in time for the feature it is predicting, and combines both directions
to improve the accuracy of the imputation. [7].

Graph Recurrent Imputation Network (GRIN) and Message Passing Gated
Recurrent Unit (MPGRU), integrate Graph Neural Networks (GNNs) [11] and
Recurrent Neural Networks (RNNs) [12] to model both spatial and temporal de-
pendencies. While GNNs capture relationships between features, RNNs track fea-
ture evolution over time, making these models particularly suitable for time-series
imputation. Both models require an adjacency matrix, which defines correlations
between features, allowing the model to leverage structured dependencies during
imputation.

GRIN is a more complex and computationally expensive model as it utilizes
message passing across both time and feature dimensions, enabling it to estimate
missing values using both past information and future trends. This bidirectional
approach improves accuracy, but increases computational overhead.

MPGRU, in contrast, focuses solely on past information, making it a simpler
and faster alternative while still leveraging graph-based feature dependencies. Its
efficiency comes at the cost of slightly reduced predictive power, but it may be
preferable in scenarios where computational resources or time constraints are a
concern.[8]

This study includes MPGRU to evaluate whether the additional computational
complexity of GRIN is justified by a significant improvement in the accuracy of the
imputation.

We will also use a Random Forest Classifier for our downstream classification
task. It is based on a model called decision trees. In a Random Forest, multiple
decision trees are created from different subsets of the data and features. Each



12

tree acts like an expert, providing its opinion on how to classify the data. A final
prediction is made by summing up the predictions from all the decision trees and
choosing the most common result [13].

For example, if we have 10 trees predicting that the patient should be classified
as “Dead” and 15 trees predicting “Survived,” then the patient will be labeled as
“Survived” based on the majority vote from the trees.

3.2 Evaluation Metrics

The imputation models will be evaluated based on their ability to minimize error,
using standard metrics such as Mean Absolute Error (MAE), Mean Squared Error
(MSE), and Mean Relative Error (MRE). Computational efficiency will be assessed
by measuring runtime across different missingness levels to ensure feasibility for
real-world applications.

The best-performing model will be the one that optimizes the following key
evaluation criteria:

• Mean Absolute Error (MAE), which calculates the average absolute dif-
ference between actual and imputed values. It measures how far the pre-
dictions are from the true values, on average. Here, yi represents the true
value of a previously missing entry, ŷi is the model’s imputed estimate, and
n is the total number of missing values used for evaluation:

MAE=
1
n

n
∑

i=1

|yi − ŷi| (3.4)

• Mean Squared Error (MSE), which penalizes larger errors more than MAE.
If MSE is much higher than MAE, that means our model usually predicts
well, but sometimes is making large errors:

MSE=
1
n

n
∑

i=1

(yi − ŷi)
2 (3.5)

• Mean Relative Error (MRE), which measures how large the errors are com-
pared to the actual values. It expresses the average error as a fraction of the
true value, helping to understand the error in relative terms:

MRE=
1
n

n
∑

i=1

|yi − ŷi|
yi

(3.6)

These three error metrics were chosen because they are standard evaluation mea-
sures commonly used in imputation studies.
Predictive Performance: We assess how well the model impacts the downstream
classification task using:
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• Accuracy, which measures the proportion of correctly classified instances:

Accuracy=
Number of Correct Predictions
Total Number of Predictions

(3.7)

• F1 Macro Score, which computes the unweighted mean of the F1-scores
across all classes. The F1-score is the harmonic mean of precision and recall:

F1= 2 ·
Precision ·Recall
Precision+Recall

(3.8)

The macro version calculates this F1-score for each class individually, then
takes the average, giving equal weight to each class regardless of its fre-
quency.
• Area Under the Receiver Operating Characteristic Curve (ROC AUC),

which evaluates the model’s ability to distinguish between classes across
different threshold settings.

Computational Efficiency: To ensure practical usability, we also measure com-
putational efficiency using execution time T , measured as the total runtime in
seconds:

T = tend − tstart (3.9)

where tstart and tend represent the timestamps at the beginning and end of model
execution.





Chapter 4

Methodology

4.1 Development Process

Before diving into model training, a crucial first step is data analysis. To imple-
ment effective imputation techniques, we first need to understand the dataset’s
structure. This includes examining the distribution of ICU mortality labels to de-
tect potential class imbalances. Identifying patterns in missing values is also key,
as it helps guide preprocessing decisions.

Since our focus is on time-series data, we begin by removing non-temporal
features such as weight, age, and gender, reducing our feature count from 42 to
36. We also eliminate patient records where more than 80% of the time-series data
is missing, as these provide very little meaningful information for imputation. We
then create a 3D tensor for the entire dataset, shaped as (patients, ICU hours,
features). Each patient is assigned a fixed 48-hour time window, with missing
time steps and feature values set as NaN.

To be able to evaluate the model and make the comparison fair, we perform an
initial imputation using 1D interpolation. This step ensures that every feature has
a value while preserving temporal continuity. However, this imputation is only
a preprocessing step. It is not evaluated, as its purpose is to prepare data for
controlled missingness experiments.

We then move on to computing the adjacency matrix, which is a key compo-
nent for graph-based models. The adjacency matrix is constructed using Pearson
correlation, capturing how strongly features are related. This matrix plays an es-
sential role in guiding the Graph-based methods, MPGRU and GRIN, as it defines
how features interact during imputation.

To evaluate imputation models under different conditions, we artificially intro-
duce missing values at predefined levels: 10%, 30%, 50%, and 80% missingness.
This allows us to systematically compare the effectiveness of different models. We
then save the processed data in an HDF5 (h5) file, including:

• The original fully observed dataset,
• The artificially missing dataset,
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• The missing mask matrix (which tracks missing values),
• The Evaluation mask (used for evaluation),
• The adjacency matrix for graph-based models.

4.1.1 Selection of Imputation Models

The selection of models was made to provide a comprehensive comparison across
different imputation techniques.

Mean imputation was included as a simple baseline, commonly used in almost
all similar case studies on imputation. It serves as a standard reference method.

Matrix factorization was selected because it has been successfully applied for
missing data imputation in various contexts, including time-series settings where
latent factors can capture underlying structure and correlations.

KNN was chosen as it is a well-established traditional method for fast and
effective imputation, as shown in the related work papers. By incorporating a
similarity matrix between features, our implementation leverages spatial correla-
tions, making it conceptually close to a graph-based approach. This allows a useful
comparison with the deep learning graph-based models.

VAE and BRITS were both included as baseline deep learning models capa-
ble of imputing missing values. While a standard VAE is not inherently designed
for sequential data, it can be applied to time-series data by treating each sample
as a multivariate input. In contrast, BRITS is explicitly designed for time-series
imputation, learning temporal dependencies directly from the data.

Finally, MPGRU and GRIN were included as advanced graph-based approaches
following the GRIN paper [8]. Both models incorporate temporal patterns and re-
lational information via the adjacency matrix, making them the most sophisticated
models in the comparison. They were chosen to evaluate whether their higher
model complexity translates into better performance, especially in a healthcare
setting.

Once the models have reconstructed the missing values, we evaluate their im-
putation quality using three standard error metrics. Mean Absolute Error (MAE),
Mean Squared Error (MSE), and Mean Relative Error (MRE). Additionally, we
measure runtime efficiency to understand the trade-off between performance and
computational cost.

Beyond just evaluating imputation accuracy, we also assess how these models
affect a downstream classification task. The goal is to predict ICU mortality using
a Random Forest classifier, applied to both the original 30% missing dataset (with
mean imputation) and the imputed dataset with 30% missing originally, by the
model with the lowest imputation error. This allows us to determine if an imputa-
tion model can help a predictive classifier. The reason we use mean imputation on
the original data in comparison is that Random Forest Classifier can not handle
NaN values, which is why we have to impute with mean, which will still give us a
fair comparison.

To measure classification performance, we use:
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• Accuracy, which evaluates overall correctness,
• F1 Score, which balances precision and recall,
• Area Under the Curve (AUC-ROC), which assesses the classifier’s ability to

distinguish between positive and negative cases.

By comparing classification results across different imputation techniques, we
can identify which methods not only minimize reconstruction errors but also main-
tain predictive power in real-world tasks. The final results will help determine
whether the computational complexity of GRIN is justified by its potential im-
provement in performance, or whether simpler models like MPGRU provide a
more practical balance between accuracy and efficiency.





Chapter 5

Implementation

5.1 Data Preprocessing

All data preprocessing was implemented in Python. The main libraries we used
were matplotlib for data visualization, pandas for data manipulation, NumPy for
array operations, scikit-learn for normalization and scaling, SciPy for interpola-
tion, and h5py for storing the data in HDF5 format.

Before imputation, we performed data analysis to explore the distribution of
features and target classes. As shown in Figure A.1, the dataset was highly imbal-
anced. While this imbalance is not a concern for imputation, it will be addressed
later in the downstream classification task. We also checked for patients with ex-
cessive missingness and removed 21 patients who had more than 80% missing
values across all features, as shown in Table A.1. That was done with this code:

Listing 5.1: Excluding patients with > 80% missing features

MISSING_THRESHOLD = 0.8
for dataset in dataset_dirs:

for filename in os.listdir(os.path.join(data_dir, dataset)):
if not filename.endswith(".txt"): continue
df = pd.read_csv(os.path.join(data_dir, dataset, filename))
present_features = (

set(df["Parameter"].unique())
- {"Time", "RecordID"}
- excluded_features

)
missing_rate = 1 - len(present_features) / len(all_features)
if missing_rate > MISSING_THRESHOLD:

missing_data_files[filename] = (dataset_path, missing_rate)

5.1.1 Tensor Creation

Next, it was time to create the tensors that we can input into our imputation mod-
els. If a patient had fewer than 48 hours of time steps recorded, we add missing
NaN values for each feature and missing time step. After processing all patients,
they were concatenated into a single dataframe, normalized with StandardScaler,
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and reshaped into a tensor of shape (11979, 48, 36), where 11979 is the number
of patients. The target labels for in-hospital death were separately loaded into a
label y_tensor.

Since the dataset contained missing values across time and features, we per-
formed an initial imputation with 1D linear interpolation. This method interpo-
lates missing values independently for each feature over the 48-hour time axis,
leaving us with a fully imputed dataset which we then use to generate missing
data on. The code for the interpolation:

Listing 5.2: 1D Interpolation Implementation

def full_1d_interpolation(tensor):
arr = tensor.numpy()
n, t, f = arr.shape
reshaped = arr.reshape(n * t, f)
mask = ~np.isnan(reshaped)

interpolated = np.zeros_like(reshaped)
idx = np.arange(reshaped.shape[0])

for col in range(f):
valid = idx[mask[:, col]]
if len(valid) < 2:

interpolated[:, col] = np.nan_to_num(reshaped[:, col])
continue

fn = interp1d(valid, reshaped[valid, col], kind=’linear’, fill_value=’
extrapolate’)

interpolated[:, col] = fn(idx)

return torch.tensor(interpolated.reshape(n, t, f), dtype=torch.float32)

5.1.2 Feature Adjacency Matrix

Now we could compute the adjacency matrix, which we need for our graph-based
models MPGRU and GRIN. This matrix was calculated with Pairwise Pearson cor-
relation between each feature across all patients and time steps. Any correlation
below the threshold 0.01 was set to zero. We end up with a matrix as shown in
Table 5.1:

Table 5.1: 36×36 Adjacency Matrix

F1 F2 F3 ... F34 F35 F36
F1 0 0.05 0.08 ... 0.05 0.05 0
F2 0.04 0 0.83 ... 0.03 0 0
F3 0.07 0.84 0 ... 0.04 0. 0
... ... ... ... ... ... ... ...

F34 0.05 0.03 0.04 ... 0 0 0
F35 0.05 0.00 0.00 ... 0 0 0
F36 0.00 0.00 0.00 ... 0 0 0
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5.1.3 Generating Artificial Missingness

Next, we generated different levels of artificial missing values for the dataset.
We randomly masked 10%, 30% 50% and 80% of the values in the input tensor.
For each missingness level, we create four outputs. The ground truth tensor, the
newly masked input tensor, a missing mask indicating which values were origi-
nally present, and an evaluation mask indicating which masked values should be
used for evaluation. At last, we save each version of the dataset into a separate
HDF5 file along with the adjacency matrix and patient target labels.

5.2 Baseline Models Implementation

We started by implementing the baseline models, which include both statistical
and deep learning methods: Mean, Matrix Factorization (MF), K-Nearest Neigh-
bors (KNN), Variational Autoencoders (VAE), and Bidirectional Recurrent Impu-
tation for Time Series (BRITS). The code for Mean, Matrix Factorization, KNN,
and BRITS was adapted from the GRIN repository [8], with adjustments to fit the
PhysioNet dataset and this case study.

5.2.1 Mean Imputation

The mean imputer was implemented by calculating the mean across the observed
values for each feature and using that to fill the missing entries. The following
code shows the implementation:

Listing 5.3: Mean Imputer Implementation

class MeanImputer(Imputer):
short_name = ’mean’

def fit(self, x, mask):
d = np.where(mask, x, np.nan)
self.means = np.nanmean(d, axis=0, keepdims=True)

def predict(self, x, mask):
if self.in_sample:

d = np.where(mask, x, np.nan)
means = np.nanmean(d, axis=0, keepdims=True)

else:
means = self.means

return np.where(mask, x, means)
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5.2.2 Matrix Factorization

Matrix Factorization was implemented using the fancyimpute library, The follow-
ing code shows the implementation:

Listing 5.4: Matrix Factorization Implementation

class MatrixFactorizationImputer(Imputer):
short_name = ’mf’

def __init__(self, rank=10, loss=’mae’, verbose=0):
method = MatrixFactorization(rank=rank, loss=loss, verbose=verbose)
super(MatrixFactorizationImputer, self).__init__(method, is_deterministic=

True, in_sample=True)

def params(self):
return dict(rank=self.method.rank)

Rank was set to 10 after manual testing with different values, which showed that
increasing the rank above 10 provided no significant improvements while increas-
ing computation time.

5.2.3 KNN

KNN was implemented with the help of kneighbors_graph from scikit-learn. Hy-
perparameter optimization was also performed, and it was found that the best K
value was 35 for three of the datasets, except for the 80% missing dataset, where
the lowest error occurred with K set to 1. The code for the KNN implementation
is shown in Listing A.1.

5.2.4 VAE

The VAE model was implemented in PyTorch as a custom neural network. The
architecture consisted of a decoder and an encoder with a hidden dimension of
256 and a latent dimension of 40. The model was trained with the Adam optimizer
and a learning rate of 0.0005 for 50 epochs. Early stopping was included with a
patience of 10 epochs and monitored on the validation loss for each epoch.

5.2.5 BRITS

The BRITS model was implemented in PyTorch. After manual hyperparameter op-
timization, the model was trained with a hidden dimension of 128 with a learning
rate of 0.001 with 50 epochs and patience 10. The window and stride parameters
were set to 48 to match the fixed 48-hour time step available for each patient.
Setting the window size to 48 allows the model to see the entire temporal se-
quence at once, rather than using smaller overlapping windows, which increase
time complexity.
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5.3 Graph-based Models

After finishing the baseline models, we moved on to the advanced Graph-based
Models. The code for the models originated from the GRIN repository [8], with
modifications to work for PhysioNet and its data structure.

5.3.1 MPGRU

MPGRU was implemented with PyTorch. It incorporates a graph-based structure,
which is where we had to give it the predefined adjacency matrix. Hyperparameter
optimization was performed, and the best parameters were learning rate 0.001,
hidden dimension of 64, 8 embedding layers and, a batch size 64. Epochs, pa-
tience, stride, and window were all set the same as other models for consistency.

5.3.2 GRIN

GRIN also uses PyTorch for its model. Best parameters concluded to a learning
rate of 0.001, 64 hidden dimensions, 8 embedding layers, and a batch size of 64.
Patience, epochs, stride, and window remained the same as previous models.

5.4 Downstream Classification Task

With the newly imputed datasets from each model, we took the imputed dataset
from the best-performing imputation model with the least error, and implemented
our Random Forest Classifier with the help of this code:

from sklearn.model_selection import train_test_split
from sklearn.ensemble import RandomForestClassifier

# 70/30% split
X_train1, X_test1, y_train, y_test1 = train_test_split(X_raw_filled, y_test,

test_size=0.3, random_state=42)
X_train2, X_test2, _, y_test2 = train_test_split(X_grin_flat, y_test, test_size

=0.3, random_state=42)

# Train & Evaluate Random Forest
rf1 = RandomForestClassifier(random_state=42)
rf1.fit(X_train1, y_train)
y_pred1 = rf1.predict(X_test1)

rf2 = RandomForestClassifier(random_state=42)
rf2.fit(X_train2, y_train)
y_pred2 = rf2.predict(X_test2)

The dataset that Random Forest was being trained and evaluated on was still
very imbalanced, as we showed earlier. So we executed the same code once again,
but this time balancing both the original and the imputed dataset with the help
of undersampling:
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from sklearn.utils import resample

# Balancing function
def balance_data(X, y):

y = y.ravel()
X_majority = X[y == 0]
X_minority = X[y == 1]

X_majority_downsampled = resample(
X_majority,
replace=False,
n_samples=len(X_minority),
random_state=42)

X_balanced = np.vstack((X_majority_downsampled, X_minority))
y_balanced = np.concatenate((np.zeros(len(X_minority), dtype=int), np.ones(len(

X_minority), dtype=int)))
return X_balanced, y_balanced

The new balanced dataset now had a 50-50 distribution of the two classes,
instead of 80-20 like before. We retrained and evaluated Random Forest once
again using the same metrics and noticed a slightly different result.
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Results

This section presents the results of the evaluation of the imputation models and
the downstream classification task. Each model was tested following the proce-
dures described earlier, across four levels of missingness: 10%, 30%, 50%, and
80%. Imputation performance was assessed using Mean Absolute Error (MAE),
Mean Squared Error (MSE), and Mean Relative Error (MRE). Runtime efficiency
was also recorded for each model to evaluate the trade-off between model per-
formance and computational cost.

In addition, the impact of the best-performing imputation model on the down-
stream ICU mortality classification task was evaluated using Accuracy, F1 Score,
and AUC-ROC. The following results were obtained after running and evaluating
each model:

Table 6.1: Performance comparison of models at various missingness levels (10%,
30%, 50%, 80%).

Model 10% Missing 30% Missing 50% Missing 80% Missing

MAE MSE MRE(%) MAE MSE MRE(%) MAE MSE MRE(%) MAE MSE MRE(%)

Mean 0.56 0.92 97.46 0.57 0.91 97.51 0.56 0.92 97.49 0.57 0.92 97.51

MF 0.55 0.94 94.56 0.55 0.94 95.00 0.56 0.96 95.88 0.58 0.98 99.36

KNN 0.60 0.95 104.41 0.61 0.96 105.49 0.62 1.00 107.46 0.68 1.16 117.24

VAE 0.53 0.95 93.64 0.54 0.94 93.67 0.54 0.95 93.63 0.56 0.94 97.29

BRITS 0.08 0.18 14.32 0.09 0.18 16.26 0.11 0.22 19.86 0.19 0.34 33.92

MPGRU 0.09 0.15 15.22 0.10 0.17 17.46 0.12 0.20 20.96 0.20 0.32 34.08

GRIN 0.06 0.09 10.74 0.08 0.13 13.98 0.10 0.14 16.77 0.13 0.21 22.12

GRIN was our best-performing model across all error metrics and missing-
ness levels. But how did it compare in terms of runtime efficiency? As shown in
Table 6.2, GRIN also had the longest runtime among all models.
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Table 6.2: Average Runtime Efficiency for Each Model (in minutes)

Model Runtime (minutes)

Mean 0.1
MF 5
KNN 0.1
VAE 12
BRITS 41
MPGRU 26
GRIN 48

Since GRIN achieved the best imputation performance, we used the 30% miss-
ing dataset imputed by GRIN and ran our Random Forest Classifier to compare
it against the original 30% missing dataset with mean imputation. As shown in
Table 6.3, the GRIN imputed dataset actually performed worse on both the unbal-
anced and balanced datasets. Both accuracy and F1 macro scores were lower for
GRIN in both cases. However, the ROC AUC was slightly higher, indicating that
the Random Forest Classifier was able to separate the classes somewhat better on
the GRIN imputed dataset. Nevertheless, overall classification performance was
still lower compared to mean imputation.

Table 6.3: Performance metrics for RandomForestClassifier

Dataset Method Accuracy ROC AUC F1 Score (macro)
Original (unbalanced) Mean Imputed 0.8611 0.7935 0.5455

GRIN Imputed 0.8486 0.8046 0.5294
Undersampled (balanced) Mean Imputed 0.7635 0.8080 0.7626

GRIN Imputed 0.7537 0.8234 0.7532
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Discussion

The results from the previous chapter show that GRIN achieved the lowest impu-
tation errors across all performance metrics and missingness levels, outperform-
ing both traditional methods and other established deep learning models used for
time-series imputation. These findings demonstrate that learning temporal depen-
dencies and feature correlations through an adjacency matrix provides an advan-
tage for imputing values in multivariate time-series data.

Compared to related work, our findings align with the original GRIN paper,
which also showed GRIN outperforming other models across various datasets.
Unlike the original study, which evaluated traffic and air pollution datasets, our
work focused on the PhysioNet 2012 ICU dataset to assess robustness in a different
domain. The results validate GRIN’s applicability for time-series imputation in a
healthcare context beyond the domains originally tested.

While GRIN achieved the best performance on imputation metrics, this did not
translate to improvements in the downstream classification task. In fact, mean im-
putation on the original dataset outperformed the GRIN-imputed dataset in both
overall accuracy and F1 score. This may be because the Random Forest Classifier is
not highly sensitive to small variations in feature values across the dataset. Using
more complex classifiers on a larger dataset may yield different results and offer
better insight into how imputation quality impacts classification performance.

Regarding the baseline models, BRITS performed the best, as expected, since
it is a well-established deep learning model specifically designed for time-series
imputation. This also aligns with the BRITS paper from the related work section.
Their model outperformed many traditional and deep learning methods. However,
a newer model like GRIN, which uses a graph-based structure, still outperforms
it noticeably. Mean imputation, Matrix Factorization, KNN, and VAE performed
similarly, with KNN performing the worst. This can be explained by the fact that
KNN requires sufficient reliable neighbors for each sample or feature to perform
well. If many neighbors are missing, KNN will not have much data to predict
from. We observed this trend at higher missingness levels: the MRE increased
from 104.41 at 10% missingness to 117.24 at 80% missingness, further confirming
that KNN struggles with a high percentage of missingness. Mean, MF, and VAE do
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not rely on neighbors and therefore did not degrade as sharply with increased
missingness.

Another noteworthy finding is the relatively poor performance of VAE. Al-
though it achieved lower errors than mean imputation, MF, and KNN, the dif-
ference was marginal. It was initially expected that the VAE would outperform
these traditional methods, as suggested by Qiu et al [5]. However, the results
in this study align more closely with the findings of Roskams-Heiter, Wells and
Wade [6], who reported that standard VAEs tend to produce biased and overcon-
fident imputations. Despite extensive hyperparameter tuning, such as increasing
the depth of both the encoder and decoder networks to 5 fully connected layers
with ReLU activations, and experimenting with hidden dimensions up to 512 and
latent dimensions up to 100, the Variational Autoencoder consistently struggled
to learn meaningful imputations. Training and validation losses plateaued early
and remained consistently high throughout training, indicating that the model
struggled to capture useful patterns from the data.

When comparing BRITS to the graph-based model MPGRU, the results show
similar performance. BRITS models temporal patterns in both forward and back-
ward directions, whereas MPGRU models patterns only forward in time. Neverthe-
less, the use of an adjacency matrix enables MPGRU to impute values accurately,
suggesting that incorporating a graph structure can be as impactful as modeling
bidirectional temporal dependencies.

When it comes to Runtime efficiency, as shown in Table 6.2, GRIN took the
longest with an average of 48 minutes, with BRITS coming in second place at 41
minutes. Surprisingly, MPGRU only took an average of 26 minutes, almost half
the time of GRIN and BRITS, while still having a very high imputation accuracy. It
could be argued that the speed of MPGRU far outweighs the little extra imputation
accuracy that GRIN achieves.

The development process was effective overall, although several challenges
were encountered. While the code for many models was available from the GRIN
repository, adapting it to the PhysioNet dataset was time-consuming, especially
for GRIN, as no additional code or documentation beyond the original paper
was available. Furthermore, identifying optimal hyperparameters required nu-
merous reruns of each model, taking longer than anticipated. Despite utilizing
a GPU for the deep learning models, they remained computationally demand-
ing. GRIN, in particular, required twice the runtime of most other deep learning
models. Running each model across four different datasets and tuning them ac-
cordingly proved to be the most time-consuming aspect of this case study.

7.1 Societal Aspects

There are several societal and ethical considerations related to this work. Since the
study focuses on imputing missing values in electronic health records from ICU
patients, it has the potential to help clinicians make better decisions by providing
more complete patient data. However, there is also a risk of over-reliance on an AI
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model. A model may introduce bias or produce inaccurate imputations, which in
turn could negatively affect patient outcomes if clinicians depend too heavily on
its outputs. Before a model like this can be implemented in a healthcare setting,
it must undergo extensive testing across diverse patient populations to ensure
robustness and minimize the introduction of bias.

From a sustainability perspective, there is also a concern since the deep learn-
ing models require GPUs, which have a higher energy consumption. The argument
could be made that Mean or Matrix factorization offers sufficient performance
with lower computational cost. The challenge is balancing accuracy with compu-
tational efficiency and cost.

Overall, this work focuses on improving healthcare data quality, which can
support better patient care and enable other AI models to perform more effectively
on complete data.
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Conclusion

In this thesis, the aim was to evaluate and compare different imputation tech-
niques for handling missing data in a healthcare ICU time-series dataset. I suc-
cessfully implemented and tested seven imputation models: Mean Imputation,
Matrix Factorization (MF), K-Nearest Neighbors (KNN), Variational Autoencoder
(VAE), BRITS, MPGRU, and GRIN. The goal was to identify the model that can
most accurately reconstruct missing values, as defined in the Problem Statement
section 1.2.

I began by preprocessing the dataset to exclude static (non-time-series) fea-
tures and remove patients with high rates of missing data. An adjacency matrix
was computed to capture correlations between features, serving as input for the
graph-based models. Artificial missing values were generated at different rates to
allow a systematic evaluation of model robustness. Each model was evaluated us-
ing three error metrics: Mean Squared Error, Mean Absolute Error, and Mean Rel-
ative Error. Additionally, runtime efficiency was measured to assess whether the
models’ computational cost was justified by their accuracy. The imputed datasets
were also evaluated on a downstream classification task using a Random Forest
classifier, measuring Accuracy, F1 score, and ROC-AUC.

The results showed that GRIN achieved the lowest imputation error across all
missingness levels and error metrics. BRITS and MPGRU also performed well, with
similar error rates. In contrast, simpler models such as KNN, Mean Imputation,
and Matrix Factorization showed higher imputation error, with KNN performing
the worst. Interestingly, the VAE did not outperform the simpler models despite
being a deep learning model. Extensive hyperparameter tuning and increasing the
number of layers did not lead to improvements in its performance.

For the downstream classification task, the GRIN-imputed dataset (with 30%
missingness) did not show a notable improvement over the original dataset im-
puted with the mean. In fact, the mean-imputed dataset achieved slightly higher
Accuracy and F1 score with the Random Forest classifier. This may be due to the
Random Forest’s robustness to small inaccuracies in imputed values, or that the
improvements in imputation accuracy do not directly translate to better classifi-
cation performance.
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In conclusion, this work confirms prior findings from the GRIN paper [8] that
graph- and sequence-based models outperform traditional time-series imputation
methods in reconstruction error. However, the choice of model should balance
accuracy gains with computational complexity, especially when improvements in
imputation accuracy do not necessarily improve downstream predictive tasks.

8.1 Future Work

Firstly, to improve this work, using more than one healthcare dataset could pro-
vide greater confidence in the robustness of the models across different types of
healthcare data. For example, incorporating the MIMIC dataset, which is much
larger, would be a valuable alternative. While the results we achieved are in line
with the original GRIN paper, it is important to note that their work did not evalu-
ate the models on any healthcare dataset. Therefore, testing on multiple datasets
could further validate our findings or reveal that the models perform differently
on other types of clinical data.

While this study included matrix factorization as the matrix completion tech-
nique, future work could explore more advanced tensor factorization methods
that operate directly on three-dimensional data rather than requiring a flattening
to 2D. By preserving the 3D structure, these approaches may capture complex
patterns more effectively for imputation.

Additionally, using more than one model for the downstream classification
task could enhance this work. Experimenting with various classifiers might un-
cover patterns or insights that a single model could miss, potentially improving
the evaluation of imputation quality in predictive tasks.

Overall, while the implemented models performed well and I successfully
achieved the research goals, these improvements could further enhance both the
robustness and practical applicability of the work.
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Figure A.1: Distribution of in-hospital deaths and survivors among 48-hour ICU
admissions in the PhysioNet 2012 dataset.
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Table A.1: Files excluded due to more than 80% missing features

File Name Missing % File Name Missing %
133628.txt 86.49% 150309.txt 100.00%
139060.txt 97.30% 150611.txt 91.89%
140501.txt 100.00% 150649.txt 100.00%
140936.txt 100.00% 153681.txt 81.08%
141264.txt 100.00% 155655.txt 100.00%
142731.txt 100.00% 156244.txt 89.19%
142998.txt 100.00% 156254.txt 100.00%
143656.txt 100.00% 158238.txt 97.30%
144137.txt 81.08% 159612.txt 83.78%
145611.txt 100.00% 162584.txt 81.08%
147514.txt 100.00%

Listing A.1: Implementation of the SpatialKNNImputer class

class SpatialKNNImputer(Imputer):
short_name = ’knn’

def __init__(self, adj, k=20):
super(SpatialKNNImputer, self).__init__()
self.k = k
sim = adj
knns = kneighbors_graph(1 - sim,

n_neighbors=self.k,
include_self=False,
metric=’precomputed’).toarray()

self.knns = knns

def fit(self, x, mask):
self.x_train = np.where(mask, x, 0)
self.mask_train = mask

def predict(self, x, mask):
if not self.in_sample:

x_base = self.x_train
mask_base = self.mask_train

else:
x_base = np.where(mask, x, 0)
mask_base = mask

with np.errstate(divide=’ignore’, invalid=’ignore’):
y_hat = (x_base @ self.knns.T) / (mask_base @ self.knns.T)

fallback = np.nanmean(np.where(mask_base, x_base, np.nan))
y_hat[~np.isfinite(y_hat)] = fallback

return np.where(mask, x, y_hat)
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