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A B S T R A C T

Wireless communication networks require robust authentication meth-
ods to safeguard against unauthorized access and potential threats.
Traditional authentication techniques, such as cryptographic hand-
shakes, while effective, have limitations, including increased network
overhead and vulnerability of secret keys. RF fingerprinting presents
an innovative solution by utilizing the unique, hardware-induced im-
perfections in radio frequency (RF) circuitry to create distinctive "fin-
gerprints" for device authentication. This method reduces reliance on
secret keys, streamlines the authentication process, and enhances se-
curity by enabling automatic device recognition based on their unique
RF signal patterns.

This thesis investigates the use of RF fingerprinting in wireless net-
works, focusing on advanced deep-learning techniques for enhanc-
ing identification and security. Conducted as part of the EU project
CORENext, which aims to develop sustainable and trustworthy Be-
yond 5G (B5G) and Sixth Generation (6G) technologies, the research
leverages advanced deep learning models, including Convolutional
Neural Networks (CNNs) and Long Short-Term Memory (LSTM) net-
works, to classify and authenticate devices. The study introduces the
Mixture of Experts (MOE) and Multi-Task Learning (MTL) models.
Additionally, we design a baseline model with a new novel custom
loss function to improve accuracy and robustness. This loss function
combines Focal Loss, which adjusts the learning process by giving
more weight to examples that are harder to classify, thereby enhanc-
ing the accuracy of device identification based on unique RF signa-
tures. Additionally, it incorporates a dynamic penalty mechanism us-
ing the confusion matrix to minimize false positives and false nega-
tives. This adjusts penalties based on the model’s errors, giving higher
penalties to classes with more false positives and false negatives. The
combined approach of Focal Loss and confusion matrix-based penal-
ties enables the model to maintain consistent accuracy across varied
RF conditions, as it continuously adapts to the complexity and dis-
tribution of the data. By tailoring data segmentation parameters and
evaluating model performance, our thesis aims to identify the most
suitable approach for RF fingerprinting in diverse and dynamic wire-
less environments, contributing to the advancement of secure wire-
less communication technologies.
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1
I N T R O D U C T I O N

Wireless communication networks require robust authentication meth-
ods to ensure that only authorized devices can access the network,
protecting it from unauthorized users and potential threats. Tradi-
tional authentication methods often involve cryptographic handshakes,
where a device exchanges authentication messages with network com-
ponents to verify its identity. While effective, these techniques have
limitations, including increased network overhead from control mes-
sage exchanges and reliance on secret keys, which can be vulnerable
if compromised.

RF fingerprinting offers an alternative by identifying and authen-
ticating devices based on the unique characteristics of their analog
components. This method exploits subtle hardware-specific features
that make each device distinct[24] provide a thorough analysis of
various advancements in this field, demonstrating how these unique
characteristics can be utilized for effective device identification. Un-
like traditional cryptographic methods, RF fingerprinting leverages
the inherent features of a device’s radio frequency (RF) signals to
create a unique "fingerprint." By recognizing these RF signatures, net-
works can automatically authenticate devices upon connection, reduc-
ing the need for active message exchanges and minimizing reliance
on secret keys, thus streamlining the authentication process and en-
hancing overall security.

Our work focuses on RF fingerprinting, exploiting the unique im-
perfections in radio frequency circuitry that arise during manufac-
turing to improve security in wireless networks. These imperfections
result in distinct RF signals for each device, akin to a human finger-
print. By analyzing these RF signal patterns, our approach effectively
identifies and authenticates devices, ensuring that only authorized
devices can access the network.

The primary objective of this thesis is to identify the most effec-
tive approach for RF fingerprinting, particularly when dealing with
multiple modulation schemes. The study utilizes multi-class classifi-
cation to categorize devices based on their RF signatures and eval-
uates Baseline(CNN & RNN based model), MOE, and MTL mod-
els to determine their respective advantages. Baseline models offer
a foundational benchmark, MOE models adapt to varying signal con-
ditions, and MTL models leverage shared knowledge across tasks for
enhanced performance. The research seeks to balance model complex-
ity, computational efficiency, and accuracy to find the most suitable
model for diverse and dynamic wireless environments.

1
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2 introduction

This thesis, conducted at Ericsson Lundâs Department of Device
Platform Research, is a part of the EU project CORENext, which ac-
tively builds architectures and digital components for sustainable Be-
yond 5G (B5G) and 6G processing. B5G and 6G aim to enhance data
rates, reduce latency, and improve connectivity for a wide range of
devices. The research provides an exploratory analysis of new RF
datasets, assessing the effectiveness of various ML techniques in ac-
curately identifying and differentiating the unique RF characteristics
of different devices.

Utilizing RF data from Ericsson, the study captures real-world hard-
ware impairments across different transmission configurations. The
research pioneers the application of MOE and MTL models, incorpo-
rating a custom loss function with Focal Loss and confusion matrix-
based penalties to enhance model accuracy and robustness.

Figure 1: [25]The system model of radio fingerprinting.

The system model, illustrated in Figure 1, consists of multiple trans-
mitters (TXs), a receiver (RX), and an optional server. During the train-
ing phase, each TX transmits RF signals to the RX, which forwards
this data to the server for classifier training. In the testing phase, the
RX uses the trained classifier to authenticate devices by analyzing
independent RF signals from the TXs.

1.1 research questions

We have a dataset of 24 million data points, each corresponding to
raw IQ data sampled from the time-series data of transmissions mod-
ulated with M-array Quadrature Amplitude Modulation (QAM) (M ∈
{4, 8, 16, 32, 64, 128, 256}) and M-array Phase Shift Keying (PSK) (M ∈
{2, 4}). This data is collected for 4 devices, each with a unique power
configuration. The IQ data, derived from time-series signals, captures
the sequential nature of the transmissions. Data is collected from 4

devices for all of the modulations mentioned above. Each file in each
folder is independent and corresponds to the output generated by
one iteration of running the script. For each iteration, the bits used by
the waveform generator are randomly generated, meaning the ampli-
tudes of I and Q in each file are random.
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1.1 research questions 3

The dataset contains n data points and each data point is charac-
terized by its In-phase (I) and Quadrature (Q) components, forming
a 2-dimensional dataset. Each sample in the dataset is L slice long
( refer section 4.2) that can be considered as time series data with 2

channels, where one channel is In-phase and the other is Quadrature.
Each data point x(i) is represented by a feature vector of in-phase (I)
and quadrature (Q) values, where x = a+bi, with a and b being real
numbers. The goal is to understand how these features can be used
to accurately classify the devices.

To train our ML algorithm, we first prepare a training dataset con-
sisting of:

• The input data {x(1), x(2), . . . , x(n)}

where each x(i) is a L long time series data containing 2 chan-
nels where one channel is In-phase and the other is Quadrature.

• The real class label (output) y(i) associated with each training
data point x(i)

These real class labels are used to teach (or supervise) the algorithm
so that it learns the relationship between the features that characterize
the input data and the desired output (class).

The ith data point has a class label y(i) (a scalar value) and is char-
acterized by a feature vector x(i). So, our training dataset is:

{(x(1),y(1)), (x(2),y(2)), . . . , (x(n),y(n))}

This can also be represented as a matrix X and a vector of class
labels y:

X =


x
(1)
1 x

(2)
1

x
(1)
2 x

(2)
2

...
...

x
(1)
n x

(2)
n

 and y =


y(1)

y(2)
...

y(n)


In this representation:

• x
(1)
i represents the In-phase (I) component of the ith data point.

• x
(2)
i represents the Quadrature (Q) component of the ith data

point.

• y(i) represents the class label of the ith data point.

By using this matrix and vector representation, we can efficiently
input the data into our ML algorithm for training and subsequent
classification.

This research compares Baseline, MOE, and MTL models for RF
fingerprinting, focusing on identifying devices across various modu-
lation schemes. The study aims to evaluate trade-offs in model com-
plexity, computational efficiency, and accuracy to determine the most
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4 introduction

suitable model for deployment in dynamic wireless environments.

To guide our investigation, we formulated the following research
questions:
RQ1: Can machine learning methods capture the hardware imper-
fections in RF signals from the IQ data?
RQ2: How do Baseline, Mixture of Experts (MoE), and Multi-Task
Learning (MTL) models compare in terms of performance for RF
fingerprinting, particularly regarding their stability across a wide
range of high-frequency RF signals?
RQ3: What are the suitable data segmentation parameters, model
configurations, and loss functions that enhance the effectiveness of
these models?

These questions encapsulate the primary objective of our research,
which are as follows:

1. Data Segmentation Parameters: We aim to identify the most suit-
able slice and stride lengths for our data and models. This process
involves determining how segment lengths and the degree of over-
lap between segments influence model performance, with the goal of
balancing the need to capture sufficient signal detail while ensuring
computational efficiency.

2. Model Selection and Evaluation: Our goal is to identify the best-
performing models for the Baseline, MOE, and MTL approaches, fo-
cusing on both Convolutional Neural Networks and Recurrent Neu-
ral Networks. This includes selecting and evaluating the most effec-
tive architectures for RF fingerprinting tasks, comparing their perfor-
mance, and determining which models excel in this domain.

3. Design an Effective Loss Function: We aim to develop a custom
loss function tailored to the specific challenges presented by RF fin-
gerprinting data, such as modulation variations. The objective is to en-
hance overall model accuracy by addressing these challenges through
a loss function that is aligned with the unique characteristics of the
data.

4. Performance Comparison and Generalization Testing: A critical
aspect of our research involves evaluating and comparing the perfor-
mance of different models across various data samples and modula-
tion types, while also assessing their generalization ability. This step
includes examining how each model performs under different condi-
tions and with unseen data, providing insights into their robustness,
adaptability, and effectiveness in maintaining performance across di-
verse scenarios.

By addressing these objectives, our research aims to provide a com-
prehensive comparison of Baseline, MOE, and MTL models for RF
fingerprinting within the context of a multi-class classification frame-
work. This work offers insights into the respective strengths of these
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1.2 novelty and contribution 5

models and guides the development of more effective and efficient
solutions for this critical application. Through this analysis, we aim
to enhance the ability to accurately classify multiple devices based
on their unique RF fingerprints, ultimately contributing to the robust-
ness and security of wireless communication networks.

1.2 novelty and contribution

Our research breaks new ground in the field of RF signal analysis
by exploring advanced machine-learning techniques to improve RF
fingerprinting. Unlike previous studies that have often focused on a
single modulation scheme, we investigate how different modulation
schemes impact the performance of machine learning models. This
approach is expected to yield new insights into handling varied sig-
nal types in real-world scenarios, enhancing the effectiveness of RF
fingerprinting.

We are working with newly generated RF data created by the Er-
icsson team, which represents real-world hardware impairments in
radio frequency signals. These datasets, which come from four dis-
tinct transmitters (TX) configurations, each with a unique power am-
plifier model, showcase the nonlinear behavior of amplifiers at high
input levels. Our close collaboration with the data generation team
at Ericsson allows us to continuously gather new data, helping us to
understand its intricacies and propose strategies to enrich and diver-
sify the dataset. This effort is aimed at improving the discriminative
power of machine learning models in RF fingerprinting.

Our study stands out as the first to explore the application of MOE
and MTL models in RF fingerprinting, particularly when dealing
with multiple modulation schemes. While Baseline models provide
a fundamental benchmark, MOE models enhance decision–making
by utilizing specialized submodels or experts, making them particu-
larly adaptable to varying signal conditions and modulation schemes.
MTL models, on the other hand, improve learning efficiency and gen-
eralization by concurrently learning multiple tasks, which is advanta-
geous in scenarios with diverse signal types. Through a comparative
study of these models–MOE, MTL, and Baseline –our thesis aims to
fill a significant gap in the existing literature by determining the opti-
mal algorithmic approach that balances accuracy, model complexity,
and computational efficiency in RF fingerprinting. Our analysis not
only examines the accuracy and generalization capabilities of these
models but also investigates suitable data segmentation parameters,
model configurations, and loss functions specific to RF fingerprinting.

Our work introduces a novel custom loss function specifically de-
signed to enhance the performance and robustness of RF fingerprint-
ing models. The robustness of this function is measured by its ability
to maintain high performance across varying modulation schemes
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6 introduction

and signal conditions. This is evaluated through metrics such as ac-
curacy and F1 score. This loss function integrates Focal Loss, which
improves the model’s ability to focus on difficult-to-classify exam-
ples, thereby enhancing the accuracy of device identification based
on their unique RF signatures. The difficulty of each sample is quanti-
fied by the Focal Loss mechanism itself, which assigns higher weights
to misclassified or hard-to-classify samples. This is achieved by dy-
namically adjusting the loss contribution based on the prediction
confidence, with lower-confidence (more difficult) samples receiving
greater emphasis during training. The custom loss function incorpo-
rates a confusion matrix-based penalty mechanism that distinguishes
between false positives and false negatives, refining the model’s pre-
cision more effectively than a generic error-based loss function. While
traditional error-based loss functions may treat all errors uniformly,
the confusion matrix-based approach allows for differentiated han-
dling of errors by applying tailored penalties based on their impact.
This differentiation is crucial because the severity of false positives
and false negatives varies depending on the application. For exam-
ple, false positives can lead to unnecessary security alerts or resource
allocation, while false negatives may result in missed detections or
security breaches. By adjusting the penalties for each type of error
according to its impact, this custom loss function ensures a more nu-
anced and effective model refinement process, enhancing both the
accuracy and robustness of RF fingerprinting models. The penalty is
dynamically weighted based on the error rates for each class to adapt
to different modulation schemes because the impact of false positives
and false negatives can vary significantly across different modula-
tion schemes. By adjusting the penalty according to the specific error
rates observed in each class, the model can more effectively handle
the nuances and complexities inherent to each modulation scheme. It
helps in prioritizing the reduction of errors that are more critical in
a given context, leading to improved accuracy and robustness in RF
fingerprinting across diverse signal conditions. By combining these
elements, the custom loss function ensures that the model performs
effectively across various real-world conditions, making it well-suited
for the complexities of RF fingerprinting.

1.3 applications of rf finger printing

RFF finds its application in a wide range of domains, particularly
in scenarios where the increasing number of interconnected devices
necessitates robust and reliable methods for ensuring trust. As our
world becomes more connected, with devices ranging from smart-
phones and IoT gadgets to vehicles and industrial equipment all com-
municating wirelessly, the ability to authenticate and trust these de-
vices becomes crucial.
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1.3 applications of rf finger printing 7

RFF is integral to IoT Integrity Assurance, ensuring the authenticity
and integrity of communications across diverse IoT applications. This
includes applications in smart home security and automation, where
RFF authenticates and authorizes devices, thus enhancing home se-
curity systems. Similarly, RFF is vital in the defense, industrial, and
military sectors for secure communication and device identification.
In the field of Intelligent Telehealth, RFF provides a layer of security
for interconnected healthcare systems, safeguarding sensitive patient
information and healthcare provider data against cyber threats. This
is crucial in an era where healthcare is increasingly reliant on digital
and remote technologies.
For autonomous unmanned aerial vehicles and vehicle-to-everything
technologies, which allow vehicles to communicate with their sur-
roundings, RFF is invaluable. It enables robust and rapid authentica-
tion of a wide range of mobile devices with minimal overhead, mak-
ing it ideal for networks without fixed infrastructure and for secure
vehicle communication systems.
In the next generation of IoT-based electrical networks (smart grid),
RFF ensures secure access to the grid and protects critical information
related to user data and grid operations. This is essential for enabling
real-time management of power systems and secure energy trading
in a more connected and automated grid environment.
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2
B A C K G R O U N D

RF fingerprinting techniques are categorized into passive and active
approaches. Passive RF fingerprinting involves analyzing digitally
modulated signals transmitted by a device without additional sig-
nals, using ML algorithms to identify the device based on its RF
signal characteristics. This approach leverages the unique features
of Quadrature signals, which are fundamental to RF signal modula-
tion and demodulation. Conversely, active RF fingerprinting involves
sending probing signals to devices and measuring the resulting RF
signals to build a fingerprint database. While this method can yield
more accurate fingerprints, it may require additional power due to
continuous transmissions and challenge-response mechanisms.

Our work focuses on passive RF fingerprinting by leveraging unique
hardware-induced imperfections in radio frequency circuitry to en-
hance security in wireless networks. These imperfections, arising dur-
ing the manufacturing process, cause each device to emit distinct RF
signals, akin to a human fingerprint. By analyzing these RF signal
patterns, we can accurately identify and authenticate devices, ensur-
ing that only authorized devices access the network. This thesis high-
lights the role of MLalgorithms in harnessing RF fingerprints, utiliz-
ing various learning settings such as baseline models, MOE, and MTL
approaches. CNNs and LSTM networks are employed to classify de-
vices based on their RF signatures.

2.1 wireless communication

Wireless communication transmits information between devices with-
out physical cables, relying on electromagnetic signals, where mod-
ulation techniques like PSK and QAM alter signal characteristics to
efficiently send data. Digital modulation schemes such as PSK and
QAM are used to encode data onto carrier signals, with higher-order
constellations like 256-QAM enabling greater data rates but increas-
ing susceptibility to noise. In RF fingerprinting, IQ data, capturing
both in-phase (I) and quadrature (Q) components, plays a crucial role
in representing and analyzing digitally modulated signals. Hardware
impairments like power amplifier distortion introduce measurable
signal variations, contributing to the unique characteristics that en-
able device identification. For more details refer appendix section A

9
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10 back ground

2.2 machine learning for rf fingerprinting

Before the widespread adoption of ML, traditional techniques heavily
relied on manual feature engineering and statistical methods to ex-
tract measurable properties from radio signals. These methods faced
limitations such as a lack of scalability with increasing data complex-
ity, difficulty in adapting to new situations or changes in the signal
environment, and reliance on extensive domain expertise for feature
selection. The rise of ML, however, has revolutionized the field of RF
fingerprinting. ML algorithms, especially deep learning models, are
capable of recognizing patterns in the data through automatic learn-
ing. These techniques can extract features from raw or minimally
processed RF signals and have demonstrated impressive results in
identification accuracy and resilience against signal variations. These
variations may include changes in signal strength due to distance or
obstruction, multipath effects, or device interference. Therefore, the
ML models can be trained to identify and classify devices based on
their RF fingerprints.

Figure 2: [28] Typical workflow of DL-based RFF.

Figure 2 outlines a typical ML-based RF fingerprinting workflow,
highlighting the processes involved in identifying and classifying de-
vices based on their RF signals. Initially, RF data is collected from
various devices and environments, followed by preprocessing to pre-
pare the data for ML model training. During training, deep learning
models are fine-tuned to recognize patterns in the RF signals, au-
tomatically extracting features that are crucial for device identifica-
tion. Once trained, these models are deployed in real-world scenar-
ios where they must handle challenges such as noise, simultaneous
transmissions, different protocols, and potential threats like jamming
or spoofing, demonstrating their robustness and adaptability.
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2.2 machine learning for rf fingerprinting 11

In our thesis, we leverage CNNs and LSTM networks for Radio
Frequency Fingerprinting. CNNs excel in handling spatial features
within RF signals, making them ideal for feature extraction and anal-
ysis. Their capability to process and extract relevant features enhances
the accuracy and efficiency of device identification based on unique
RF emissions. Our work focuses on multi-class classification, aiming
to accurately distinguish among authorized devices using their dis-
tinct RF fingerprints. While our current testing involves only autho-
rized devices, this methodology is essential for establishing a reliable
baseline for device identification and ensuring robust security by ef-
fectively differentiating among legitimate devices.

To capture the temporal dependencies inherent in RF signals, we
employ LSTM networks. LSTMs are well-suited for analyzing time-
series data and identifying patterns over time, which is crucial for un-
derstanding the dynamic nature of RF signals. By leveraging LSTMs,
we can effectively model the sequential aspects of RF emissions, im-
proving our ability to differentiate between devices based on their
time-variant characteristics.

The training of the ML algorithms is performed in several steps.
In the RF fingerprinting process, ambient signals originating from
each of the trusted devices are systematically gathered across multi-
ple sessions. Subsequently, a machine learning model is trained on
this labeled dataset, where the model acquires the ability to correlate
specific RF characteristics or features with unique device IDs. This
training on signals from n trusted devices offers flexibility during the
inference phase.

The inference phase enables the evaluation of new RF signals, with
the approach adaptable to different operational contexts. In dynamic
environments, where frequent interactions among multiple devices
are common, the model can be used to simultaneously assess signals
from all n authorized devices.

For each device (or class) among the n trusted devices, the model
will predict a probability. The probabilities reflect the model's confi-
dence that the incoming RF signal (feature set) originates from the
specific device under consideration. A high predicted probability in-
dicates a strong match between the observed features of the RF signal
and the features typical of the trusted device in the training data. Con-
versely, a lower probability might suggest a weaker match or potential
discrepancies.
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12 back ground

Figure 3: [29] Typical transceiver chain with various sources of RF impair-
ments.

Figure 3 shows an example scenario of these so-called TX signa-
tures for the 16-QAM constellation. The red circles indicate the ideal
constellation points formed by the I (x-axis) and Q (y-axis) samples,
and the black crosses indicate actual constellation points that are
shifted due to a specific type of hardware imperfection.
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3
L I T R AT U R E R E V I E W

Starting on the journey of exploring radio frequency fingerprinting,
[23] This paper acts as a helpful guide. It breaks down the techniques
used into two groups: traditional ones and newer methods based on
deep learning. By organizing things this way, it helps us see how im-
portant radio fingerprinting is, especially in tasks like figuring out
what kind of signal we’re dealing with or identifying where it’s com-
ing from. The paper emphasizes how important it is to have access to
datasets with real-world examples. It also points out challenges we
still need to tackle, like dealing with different types of receiver hard-
ware and protecting against attacks. In recent years, research efforts
have intensified in the domain of RF fingerprinting (RFF), driven by
the increasing demand for reliable device authentication and iden-
tification in wireless communication systems. Previous studies have
emphasized the significance of understanding the influence of mod-
ulation schemes on RFF model generalization.[1] conducted an ex-
tensive investigation into how different modulation schemes affect
the performance of RFF models in dynamic wireless environments.
Their findings underscored the importance of adaptive training tech-
niques and transfer learning strategies to enhance model robustness
across diverse modulation types. Researchers have been exploring
how to use advanced machine learning methods, like convolutional
neural networks (CNNs), to identify devices based on the signals they
send out. It’s like each device has its own unique "fingerprint" in
the signals it emits.[19]The study introduced a method that involves
preparing the signals and then using CNNs to figure out which de-
vice they came from. Various studies have explored the comparative
efficacy of machine learning architectures in the context of RFF. [2]
conducted a comprehensive analysis comparing convolutional neural
networks (CNNs) and recurrent neural networks (RNNs) for RF sig-
nal classification tasks. Their study revealed that while CNNs excel
at capturing spatial features in RF signals, RNNs, particularly LSTM
and GRU variants, demonstrate superior performance in capturing
temporal dependencies, thus highlighting the importance of select-
ing appropriate architectures based on signal characteristics. Recent
advancements in RFF have witnessed a growing interest in integrat-
ing advanced mechanisms such as attention mechanisms to enhance
model performance. [3] proposed a novel attention-based RFF model
capable of dynamically focusing on relevant signal components for
improved device identification accuracy. Their study demonstrated
the effectiveness of attention mechanisms in adapting to varying sig-
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nal characteristics and achieving robust performance in complex RF
environments. Ensemble learning techniques, such as mixture of ex-
perts and multitask learning, have shown great potential in improv-
ing the accuracy and resilience of RFF models.[4]proposed a hybrid
ensemble model that combines multiple expert models, each trained
on different subsets of RF data, along with a meta-learner that ad-
justs the weight of each expert based on the signal characteristics.
This approach not only enhances performance but also achieves state-
of-the-art results in RF fingerprinting. Their results showcased signif-
icant improvements in identification accuracy and model robustness
across diverse RF environments. Multitask learning has gained atten-
tion in RFF for its ability to leverage shared information across mul-
tiple related tasks, enhancing model generalization and efficiency.[5]
introduced a multitask learning framework for RFF, simultaneously
training models to perform device identification, modulation classi-
fication, and signal strength estimation tasks. Their study demon-
strated that joint learning of multiple tasks improves overall model
performance and adaptability, particularly in scenarios with limited
training data. Transfer learning has been explored in RFF to facili-
tate knowledge transfer from related domains or tasks to improve
model performance.[6]proposed a transfer learning approach for RFF,
where a model pretrained on a large dataset from a similar domain is
fine-tuned on a smaller target dataset for device identification. Their
results indicated that transfer learning significantly enhances model
generalization and reduces the need for extensive training data. Ex-
isting literature highlights the importance of addressing modulation
scheme impact, conducting comparative analyses of ML architectures,
integrating advanced mechanisms such as attention, and leveraging
ensemble learning techniques, multitask learning, and transfer learn-
ing for enhancing the performance and adaptability of RFF models in
real-world wireless communication scenarios. [9]The Mixture of Ex-
perts Neural Network (ME-NN), for modeling nonlinear RF power
amplifiers (PAs), particularly focusing on their application in modern
wireless communication systems like 5G and beyond. The authors
compare this new approach with existing models such as piece-wise
polynomial models (PMs) and time-delay neural networks (TDNNs)
in terms of modeling accuracy and scalability. The paper shows that
the ME-NN method could solve problems with how we traditionally
model power amplifiers. It might help us make wireless systems more
efficient and accurate, especially in newer technologies like 5G and
6G.But in this litrature the evaluation of the ME-NN is based on real-
world data from two RF PAs. However, the dataset size and diversity
may not fully represent the range of scenarios and conditions encoun-
tered in practical applications. This could potentially limit the gener-
alizability of the findings. Traditional PA modeling approaches face
limitations in addressing the efficiency and linearity requirements of

[ September 26, 2024 at 14:40 – classicthesis version 4.0 ]



litrature review 15

modern wireless communication systems,[13]particularly with tech-
nologies like 5G and 6G. The MENN framework combines smaller
real-valued time-delay neural networks (RVTDNNs) using a gating
neural network, allowing for dynamic sparsity through top-K sparse
gating during sample inference. This reduces computational complex-
ity at runtime while maintaining modeling accuracy and lineariza-
tion performance. Experimental results using RF measurements from
gallium-nitride Doherty PAs demonstrate the scalability and efficacy
of the MENN and its extension, K-MENN, outperforming existing
state-of-the-art methods in terms of complexity-performance trade-
offs. The findings suggest that MENN has the potential to signifi-
cantly improve the efficiency and linearity of RF PAs in modern wire-
less communication systems.
The HRME(Hierarchical Routing Mixture of Experts) model advances
regression modeling by combining hierarchical structures and expert
mixture frameworks to tackle challenges in data partitioning and ex-
pert allocation. [11]While hierarchical models excel in capturing intri-
cate data structures, mixture of experts models are adept at managing
diverse data distributions. However, existing methods struggle with
scalability and adaptability, especially in high-dimensional and com-
plex datasets. To address these issues, HRME introduces a hierarchi-
cal routing mechanism that dynamically assigns data to appropriate
experts, overcoming limitations of traditional regression methods. Ex-
tensive experiments across various regression datasets demonstrate
HRME’s superior performance compared to conventional approaches
and other hierarchical mixture models. Its ability to autonomously
learn optimal tree structures, handle complex data distributions, and
achieve accurate predictions with simple leaf experts highlights its
versatility and effectiveness across diverse domains.
This paper [21]introduces a new way to identify LoRa devices based
on their radio frequency fingerprints using deep learning. It tackles
the problem of signal distortion caused by frequency shifts over time
by developing a method to correct these shifts. The researchers tested
different ways of representing the signals and using different types of
deep learning models. They found that a combination of representing
the signals as spectrograms and using a specific type of deep learn-
ing model called CNN worked good. They also came up with a way
to further improve accuracy by adjusting the deep learning model’s
output based on the frequency shifts. When they tested the system
with 25 LoRa devices in a real-world setting. This study offers a prac-
tical and effective method for identifying LoRa devices based on their
radio signals using advanced technology.
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4
D ATA D E S C R I P T I O N

The hardware division at Ericsson Lund generated the data utilized
in this study. Specifically, it is stored in a file containing In-phase
and Quadrature data corresponding to four distinct devices. These
devices serve as the basis for our analysis and experimentation.

4.1 data generation

The data is generated using Matlab scripts and follows the diagram il-
lustrated in the figure 4. An Orthogonal frequency division multiplex-
ing(OFDM) input signal is generated using the waveform generator
application in Matlab.

Figure 4: Data generation

The waveform generation process involves a set of user-defined
configuration parameters essential for tailoring the signal characteris-
tics to specific needs. These parameters include the modulation order
and type, number of symbols, number of subcarriers, subcarrier spac-
ing, cyclic prefix length, and number of antennas, which collectively
define the waveform’s structure and behavior. Additionally, the non-
linearity modeling configuration requires settings such as the power
amplifier (PA) model, PA output power back-off, and IQ imbalance to
accurately represent real-world signal distortions and imperfections.
Together, these user-defined parameters enable precise control over
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both the waveform generation and the modeling of signal impair-
ments.

In this study, the hardware division generated an OFDM signal
using a custom configuration to simulate wireless communication
systems. The input data consisted of random bits with amplitudes
ranging from 0 to 1, which were modulated using two distinct modu-
lation schemes: M-QAM and M-PSK, where M varied across values
such as {4, 8, 16, 32, 64, 128, 256} for M-QAM and {2, 4} for M-PSK. The
modulated signal configuration included 300,000 symbols distributed
across 64 subcarriers, each with a subcarrier spacing of 1 MHz, re-
sulting in a total bandwidth of 64 MHz. A cyclic prefix length of
16 was employed to mitigate inter-symbol interference (ISI), and the
signal was transmitted using a single antenna setup. The OFDM sig-
nal was generated using Matlab’s waveform generator, ensuring an
accurate and flexible representation of real-world wireless commu-
nication environments. This configuration allowed us to analyze the
performance of various modulation schemes and their impact on the
robustness and efficiency of the system.

To model non-linearity, we use four different polynomial Power
Amplifier (PA) models, which are either extracted from real mea-
surements or simulated and are frequency-independent. Data is gen-
erated for two distinct output power backoff scenarios: one with a
backoff of -6 dB and another with a backoff of 0 dB. Power backoff
refers to the reduction in amplifier output power to prevent distortion
and maintain linearity; a higher backoff typically reduces distortion
but also reduces signal strength. No IQ imbalance is applied in this
setup.

Power Amplifiers (PAs) are essential components in wireless com-
munication systems, as they amplify the radio frequency (RF) signals
before transmission. The performance of a PA is often characterized
by its ability to amplify signals efficiently while minimizing distor-
tion. In modern RF systems, PAs are designed for a wide range of
frequencies, using different materials and technologies to suit specific
applications.

Due to possible differences in requirement levels for frequency
bands below 6 GHz compared to mm-wave frequencies and the avail-
ability of different PA technologies, the following Generic Modeling
Parameters (GMP) models are presented:

1. The 2.1 GHz PA model is based on measurements from a com-
mercially available GaAs PA. Gallium Arsenide is a compound
semiconductor known for its high electron mobility, making it
ideal for high-frequency applications.

2. This PA model operates at 2 GHz and is based on measurements
of a GaN PA. Gallium Nitride (GaN) is another semiconductor
material known for its high power density and efficiency.
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3. The 28 GHz PA model uses Complementary Metal-Oxide-Semiconductor
(CMOS) technology and is based on circuit simulations. CMOS
is a widely used technology in integrated circuits (ICs) due to
its low power consumption and high integration capability.

4. The final PA model operates at 28 GHz and is based on GaN
technology, similar to the 2 GHz GaN model but at a much
higher frequency. GaN is highly suitable for high-frequency and
high-power applications, making it a key material for millimeter-
wave communications and radar systems.

The OFDM signal generated with the described configuration was
sampled and saved as In-phase (I) and Quadrature (Q) components,
collectively known as IQ data. The sampling process involves cap-
turing the real (I) and imaginary (Q) parts of the complex signal at
regular intervals, allowing for a complete representation of the mod-
ulated signal’s amplitude and phase. By storing the IQ data, we can
preserve the intricate details of the signal, such as frequency shifts,
amplitude variations, and phase distortions, which are crucial for
accurate modeling and analysis. The sampled IQ data is then used
for model training, where machine learning algorithms can learn the
unique characteristics of the signal, including hardware-induced im-
perfections, modulation schemes, and non-linearities introduced by
the Power Amplifier (PA). This data provides the foundation for RF
fingerprinting, enabling the model to distinguish between different
devices and environments based on the captured signal characteris-
tics. Proper sampling ensures that critical information from the signal
is retained, making it essential for developing robust and accurate
models.
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Figure 5: I & Q Time Series plot of Device 1 and Device 2

Fig 5 represents the I & Q Time Series plot of Device 1 and De-
vice 2. The upper figure depicts the plot of the I values, while the
lower figure illustrates the Q values. In both figures, the red line cor-
responds to device 1, whereas the blue line represents device 2. Ob-
serving the figures, it becomes apparent that there is only a negligible
variation between the plots of these two devices. Despite these subtle
differences, the machine learning algorithm is trained to discern and
classify the devices based on these minute variations.

4.1.1 QAM

Quadrature Amplitude Modulation is a digital modulation technique
used in telecommunications to transmit data over radio waves or op-
tical fibers. It involves altering both the amplitude and phase of the
carrier signal to encode digital information. Variants of QAM, such
as M-QAM, where M = 4, 8, 16, 32, 64, 128, and 256 are distinguished
by the number of amplitude and phase combinations used to repre-
sent digital symbols. For instance, 4-QAM, also known as Quadrature
Phase Shift Keying (QPSK), employs four combinations, each repre-
senting 2 bits of data per symbol. In contrast, 256-QAM utilizes 256

combinations, encoding 8 bits per symbol. While higher-order QAM
schemes enable higher data rates, they are more susceptible to noise
and require more sophisticated signal processing techniques for accu-
rate demodulation. The choice of a QAM scheme depends on factors
such as desired data rate, spectral efficiency, and noise tolerance.
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Figure 6: 2D representation of IQ data_ 4 QAM

4.1.2 PSK

Phase Shift Keying (PSK) is another digital modulation technique
commonly employed in telecommunications to transmit data over ra-
dio waves or optical fibers. Unlike QAM, which alters both the ampli-
tude and phase of the carrier signal, PSK primarily manipulates the
phase of the carrier signal to encode digital information. PSK variants,
such as 2-PSK (Binary Phase Shift Keying - BPSK), 4-PSK (Quadrature
Phase Shift Keying - QPSK), and 8-PSK are distinguished by the num-
ber of phase shifts used to represent digital symbols.

Figure 7: 2D representation of IQ data_ 4 PSK

In 2-PSK or BPSK, two-phase shifts are employed, typically 0◦ and
180◦, corresponding to binary symbols 0 and 1, respectively. Each
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symbol thus represents 1 bit of data. The phase shifts for BPSK can
be represented as follows:

Symbol 0 : 0◦

Symbol 1 : 180◦

Similarly, in 4-PSK or QPSK, four-phase shifts are utilized, typically
0◦, 90◦, 180◦, and 270◦, allowing for the representation of 2 bits of data
per symbol. The phase shifts for QPSK can be represented as follows:

Symbol 00 : 0◦

Symbol 01 : 90◦

Symbol 10 : 180◦

Symbol 11 : 270◦

While 2-PSK offers simplicity and robustness, it sacrifices spec-
tral efficiency compared to higher-order modulation schemes. On the
other hand, 4-PSK strikes a balance between spectral efficiency and
complexity, making it a popular choice for various telecommunica-
tions applications.

Just like with QAM, the selection of the PSK scheme depends on
factors such as the desired data rate, spectral efficiency requirements,
and the trade-off between noise tolerance and complexity. Higher-
order PSK schemes, while enabling higher data rates, may require
more sophisticated signal processing techniques for accurate demod-
ulation and are more susceptible to noise compared to lower-order
schemes.

4.2 data prepossessing

The preprocessing steps in the code involve several key procedures
to prepare I and Q samples extracted from RF signals for further
analysis and classification tasks:

The process begins with loading the raw data, which typically con-
sists of sequences of I/Q samples stored in text files. These files are
organized into directories corresponding to different devices.

Slicing is a fundamental preprocessing technique employed to par-
tition a sequence of I/Q samples into smaller traces of uniform length.
This method involves the establishment of a sliding window with a
predetermined length, referred to as the slice length, which traverses
the sample sequence to extract individual traces. The window ad-
vances by a specified stride value for each step, determining the de-
gree of overlap between adjacent slices. The slice length is set to 144,
ensuring that each extracted trace consists of this fixed number of
samples. With a stride value of 16, the window shifts by 16 samples
at a time, resulting in consecutive traces with minimal spacing.
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Figure 8: [25] An example of slicing window method over M IQ samples
given trace length L and stride is 1.

In our approach, we employ a simple normalization technique ap-
plied to the in-phase (I) and quadrature (Q) components separately
after slicing the I/Q samples into traces. This procedure involves com-
puting the mean value for each component, centering the samples by
subtracting the mean, calculating the maximum absolute value of the
centered samples, and then normalizing by dividing by this maxi-
mum absolute value. By ensuring consistency and enhancing model
convergence during training, this normalization process maintains
similar scales across the I and Q components, mitigating issues such
as vanishing or exploding gradients. Ultimately, normalization plays
a vital role in preparing the data for effective training, enabling the
model to learn more efficiently and accurately from the input traces.

Figure 9: Data from device 3 with 4-QAM before normalization and after
normalization

After completing the preprocessing steps, the dataset undergoes
a dataset-splitting phase. The pre-processed data is divided into two
distinct subsets: the training set and the validation set. This division is
crucial for training the model and evaluating its performance during
the training process. A standard split ratio of 80% for training and
20% for validation is used. This ratio ensures a balanced distribution,
with the majority of the data allocated for training while reserving a
portion for validation.

In this setup, there is no separate testing set within the initial
dataset; instead, the entire dataset is utilized solely for training and
validation purposes. The training set, comprising 80% of the data, is
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used to teach the model and adjust its parameters, while the vali-
dation set, consisting of the remaining 20%, is used to monitor the
model’s performance and prevent overfitting.

We use an independently simulated dataset entirely separate from
the training and validation data for testing purposes. This external
dataset provides a means to evaluate the model’s performance on
new, unseen data, ensuring that the model’s generalization capability
is assessed rigorously.
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M E T H O D O L O G Y

In this thesis, we explore three approaches for radio frequency fin-
gerprinting: the baseline method, Mixture of Experts, and Multitask
Learning. The baseline approach includes CNNs and LSTM networks.
While the baseline provides a solid foundation for analyzing RF sig-
nals, the addition of MOE and MTL offers notable advantages. MOE
enhances performance by employing multiple expert models, each
specializing in different aspects of the data, thus improving accu-
racy and robustness through adaptive specialization. On the other
hand, MTL improves generalization by training a single model on
multiple related tasks simultaneously, leading to better handling of
signal variations and more robust performance on unseen data. By
incorporating MOE and MTL, this thesis aims to evaluate whether
these advanced techniques can offer significant improvements over
the baseline approach in terms of accuracy, robustness, and overall
effectiveness in RF fingerprinting.

5.1 mixture of expert neural network

One of the challenges in developing a neural network-based MOE
model for radio frequency fingerprinting is accommodating various
modulation schemes. The model must be lightweight yet capable of
maintaining high accuracy, even when the device alternates between
different modulations. The size of a neural network is key to its per-
formance. If we have a set amount of computing power, it’s generally
better to use it to train a big model for a short time than a small model
for a long time.

MOE trains very large models without needing more computing
power. This means we can make our models bigger or use more data
without extra cost. MOE involves two things i.e Sparse MOE Layers
and Gate Networks or Router as shown in figure 10.

MOE model is a neural network architecture that combines the ca-
pabilities of multiple sub-networks, or "experts," to solve complex
tasks. In an MOE model, each expert specializes in different parts
of the input space, and their outputs are combined by a gating net-
work to produce the final prediction or output. The gating network
dynamically selects which expert to rely on based on the input data,
allowing the model to adaptively assign weights to each expert ac-
cording to their expertise in handling specific input patterns. MOE
models typically consist of three main components: the expert net-
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works, the gating network, and the mixing coefficients. The expert
networks are responsible for processing input data and generating
intermediate predictions, while the gating network determines the
contribution of each expert to the final prediction. The mixing coeffi-
cients represent the weights assigned to each expert and are learned
during training through backpropagation.

Figure 10: [27] MOE layer

One advantage of MOE models is their ability to handle complex
and heterogeneous data by leveraging the diversity of expertise among
multiple experts. This enables them to capture intricate patterns and
relationships in the data more effectively than traditional single-model
approaches. Additionally, MOE models can adaptively allocate com-
putational resources by activating only relevant experts for specific
inputs, leading to improved efficiency and scalability compared to
monolithic models. Moreover, MOE architectures inherently support
hierarchical learning, as the gating network can learn to combine
experts at different levels of abstraction, allowing for more flexible
and adaptive representations of the input data. Furthermore, MOE
models exhibit enhanced robustness to noisy or ambiguous inputs
by leveraging the ensemble nature of multiple experts, which helps
mitigate the risk of overfitting and improves generalization perfor-
mance. Overall, the mixture of expert paradigms offers a powerful
framework for building more expressive, adaptive, and robust deep-
learning models capable of tackling diverse and challenging tasks in
various domains.

MOE layer comprises a collection of expert networks E1, . . . , En

and a gating network G that outputs a sparse vector of dimension n.
This setup is illustrated in Figure 10, giving an overview of the MOE
module. The expert networks are neural networks with their parame-
ters. We focus on feed-forward networks with identical architectures
but separate parameters.

When a particular input x is provided, the gating network G pro-
duces an n-dimensional vector, denoted as G(x), and each expert net-
work produces an output, Ei(x), for the same input. The final output
y of the MOE module is computed by taking a weighted sum of the
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outputs of the expert networks, where the weights are determined by
the values of G(x). Mathematically, this can be expressed as

y =

n∑
i=1

G(x)iEi(x). (1)

An important optimization comes from the sparsity of the gating
network’s output G(x). If a component G(x)i is zero, then the cor-
responding expert network Ei(x) does not need to be computed. In
practical scenarios, despite having thousands of experts, only a few
of them need to be evaluated for each input example. If the number
of experts is extremely large, a two-level hierarchical MOE can be
employed. In this setup, a primary gating network selects a sparse
combination of experts, each of which is itself a secondary mixture
of experts with its gating network. This hierarchical approach helps
reduce computational complexity by managing the branching factor
effectively.

The gating network in the MOE architecture plays a crucial role in
determining how information flows through the network. One com-
mon approach is Softmax gating, where the input is multiplied by
a trainable weight matrix Wg, and then the Softmax function is ap-
plied to obtain gate values. This ensures that the gate values are non-
negative and sum up to 1, effectively controlling the contribution of
each expert.

An alternative approach is Noisy Top-K gating, which introduces
sparsity and noise to the gating mechanism. Before applying the Soft-
max function, tunable Gaussian noise is added to the input, and then
only the top k values are retained while setting the rest to −∞. This
sparsity helps save computation by focusing on the most relevant ex-
perts for a given input. The noise component aids in load balancing
and is controlled by another trainable weight matrix Wnoise.

The gating function G(x) is defined as the Softmax of the top k

values of the sum of the input multiplied by Wg and the noise term.
The noise term is generated by adding Gaussian noise to the output
of x multiplied by Wnoise. The top k values are retained, while the
others are set to −∞ to enforce sparsity.

During training, the gating network is trained alongside the rest of
the model using back-propagation. If k > 1, the gate values for the top
k experts have non-zero derivatives with respect to the weights of the
gating network, facilitating learning. Gradients also backpropagate
through the gating network to its inputs, contributing to the overall
learning process.

Gσ(x) = Softmax(x ·Wg) (2)

G(x) = Softmax(KeepTopK(H(x),k)) (3)
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H(x)i = (x ·Wg)i + StandardNormal() · Softplus((x ·Wnoise)i) (4)

KeepTopK(v,k)i =

vi if vi is in the top k elements of v

−∞ otherwise
(5)

The fundamental operation of the Mixture of Experts (MOE) model,
as implemented in our study, relies on equations 1 through 5. These
equations encapsulate the core mathematical formulations governing
the behavior and functionality of the MOE framework. [17] serves as
the foundational source guiding the development and application of
these equations within our research context.

1. Sparsely-Gated Mixture-of-Experts (MOE):

The Sparsely-Gated Mixture-of-Experts model is a neural network ar-
chitecture devised to tackle intricate tasks by harnessing the expertise
of multiple sub-networks, known as "experts." Within an MOE model,
input data dynamically traverses various experts based on their rele-
vance to the input, and the collective outputs of these experts amal-
gamate to generate the final output of the model. This architectural
design empowers the model to flexibly allocate resources and exper-
tise across different segments of the input space, thereby enhancing
performance and robustness.

2. Gating Mechanism:

The gating mechanism determines which expert models (sub-networks)
should handle a given input. Instead of using all experts for every in-
put, the gate decides which experts are the best suited to process
the data based on their specialized skills.The gating mechanism in
a MOE model regulates the routing of input data to different ex-
perts. It assigns weights or probabilities to each expert contingent
upon their relevance to the input data.The gating mechanism au-
tonomously computes which experts are activated based on learned
statistical patterns.For any given input, experts are selected because
they have higher relevance scores as determined by the gate, not be-
cause the mechanism has a predefined rule about what data goes
where. Commonly employed gating mechanisms encompass top-k
gating, wherein the top-k experts with the highest relevance scores
are chosen, and noisy gating, where noise infusion fosters exploration
and mitigates overfitting tendencies.
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3. Noise Addition:

Noise addition serves as a pivotal technique integrated into the gat-
ing mechanism of MOE models to inject randomness and exploration
during training. By incorporating noise into the gating mechanism,
the model is encouraged to explore diverse expert combinations, thereby
averting overreliance on a subset of experts. Gaussian noise and uni-
form noise represent common variants of noise employed, perturbing
gating probabilities and fostering diversity in expert selection.

4. Noisy Top-k Gating:

Noisy top-k gating emerges as a specific gating mechanism deployed
within MOE models. This approach entails selecting the top-k experts
with the highest relevance scores for each input sample. Noise in-
fusion in the gating mechanism introduces stochasticity and explo-
ration, preventing the model from gravitating towards a fixed set of
experts. Noisy top-k gating strikes an equilibrium between exploita-
tion (opting for the most pertinent experts) and exploration (probing
alternative expert combinations), thereby fortifying the model’s ro-
bustness and generalization capabilities.

The Mixture-of-Experts (MOE) layer orchestrates a collaborative ef-
fort between a multitude of expert networks (E1,E2, . . . ,En) and a
gating network (G), where each expert network functions akin to a
specialized practitioner, and the gating network determines the ap-
propriate specialists to engage for a given input. The MOE layer com-
putes its output (denoted as y) by aggregating the outputs of indi-
vidual expert networks, weighted by their respective gate values. No-
tably, the gating network generates a sparse vector, predominantly
populated by zeros, thereby economizing computational resources by
selectively evaluating only the experts associated with non-zero gate
values. The gating network’s pivotal role encompasses two distinct
gating mechanisms: Softmax Gating, which normalizes the input via
a trainable weight matrix to ensure gate values sum to 1, and Noisy
Top-K Gating, wherein tunable Gaussian noise precedes the softmax
operation to introduce sparsity, subsequently selecting only the top k

values while setting the remainder to −∞ to facilitate load balancing.
Training of the gating network is seamlessly integrated with the rest
of the model via back-propagation, thereby enabling the network to
adapt and learn the optimal expert activation patterns based on the
input data, thereby enhancing model performance and robustness.

The Sparse Dispatcher is essential for the MOE model, as it effi-
ciently handles the distribution of input data to the appropriate ex-
perts and the integration of their outputs. During initialization, it re-
quires parameters such as the total number of experts and a tensor
that guides how examples are assigned to each expert. The dispatcher
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organizes and sorts examples for each expert, creating input tensors
specific to them. It then merges the outputs from these experts into
a unified result, with each expert’s contribution adjusted according
to its assigned importance. Additionally, it segments the important
values so that each expert receives the relevant information, ensuring
coherent predictions.

In the overall MOE model, a similar integration process balances
the outputs from multiple experts, adjusting their contributions based
on assigned weights. The model also features dynamic selection mech-
anisms like noisy top-k gating, which enhances adaptability by select-
ing the most relevant experts. The forward computation method han-
dles prediction by distributing inputs and aggregating the expert out-
puts. Together, these elements enable the MOE model to effectively
leverage the strengths of multiple sub-networks, improving its per-
formance and robustness in tackling complex tasks.
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Algorithm 1 Mixture of Experts (MoE)

1: Initialize MoE parameters: input_size, output_size, num_experts,
hidden_size, noisy_gating, k

2: Instantiate expert models (CNNs or LSTM)
3: Initialize gating weights and noise parameters
4: Training:
5: Load training data
6: Define loss function and optimizer
7: For each epoch:
8: For each batch:
9: Compute gating scores using input x

10: Add noise to gating scores
11: Calculate top-k gating values
12: Create gates matrix from top-k values
13: Calculate load per expert
14: Calculate gating importance and load balancing loss
15: Initialize dispatcher for distributing inputs to experts
16: Dispatch inputs to experts based on gates matrix
17: Collect outputs from experts
18: Combine expert outputs using gates matrix
19: Compute final output
20: Backpropagate loss and update parameters
21: Validate model performance
22: If validation performance improves:
23: Save model parameters
24: Testing:
25: Load the best-saved model
26: Evaluate model on test data
27: Compute evaluation metrics (e.g., accuracy, loss)
28: Results Analysis:
29: Plot evaluation metrics and performance graphs

In the MOE model with four experts, diversity among the experts
is ensured through several mechanisms, even when all experts are
selected for each input. Firstly, there is a noisy noisy top-k gating
mechanism that introduces randomness into the selection process by
adding noise to the logits of the gating network, which encourages
experts to specialize in different data subsets despite all being active.
This noise prevents the experts from adopting identical behaviors,
allowing for a unique focus on various aspects of the input. Addition-
ally, a load balancing loss is employed to maintain an equitable dis-
tribution of responsibility among the experts, penalizing the gating
network if it excessively favors any single expert. This approach en-
sures that no expert dominates the processing, promoting a balanced
utilization of all available experts. Moreover, the noisy gating mech-
anism introduces variability in how much each expert contributes to
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the final decision, further fostering specialization among them. By
varying the importance assigned to each expert based on their rele-
vance, the model prevents any single expert from monopolizing the
decision-making process. Furthermore, the Sparse Dispatcher mech-
anism efficiently distributes input data among experts according to
their respective strengths, allowing them to process different portions
of the input. Through these combined strategies of noisy gating, load
balancing, and efficient data distribution, the MOE model maintains
expert diversity while ensuring that all experts contribute meaning-
fully to the overall performance. This intricate balance allows each
expert to focus on unique sub-tasks within the input data, enhancing
the model’s robustness and effectiveness.

5.2 multitasking architecture

Multi-task learning is a machine learning approach where a model
is trained to handle multiple tasks simultaneously. Instead of train-
ing a separate model for each task, MTL leverages the commonalities
and differences among tasks to improve the generalization and effi-
ciency of the model. MTL could be very useful for our thesis work
because we are dealing with different types of modulation and vari-
ous modulation orders. In MTL, we can treat each type of modulation
as a separate task. Within each modulation type, there are different
orders (like 4-QAM, 16-QAM, etc.). These orders can also be treated
as separate tasks.

By employing Multi-Task Learning (MTL), the model can simulta-
neously capture both shared and task-specific features. The shared
features enable the model to learn general patterns applicable across
various tasks, while task-specific features allow the model to focus
on unique aspects relevant to each particular task, improving overall
accuracy and performance.

Figure 11: [27]Multi-Task Model
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Figure 11 illustrates the concept of parameter sharing in MTL, where
a set of common layers (shared layers) is followed by task-specific lay-
ers for each task. In this structure, the input data first passes through
the shared layers, which extract general features common to all tasks.
These extracted features are then processed by the task-specific lay-
ers, which are tailored to make predictions for each individual task.
This approach is advantageous because it reduces the risk of overfit-
ting by ensuring that the model learns a generalized representation of
the data that is applicable to all tasks, thereby enhancing the model’s
robustness and generalization capability.

To effectively train our Multi-Task Learning algorithm, we prepare
a structured training dataset that includes input data, real class labels,
and modulation labels.

The input data is denoted as a set of n data points:

{x(i)}ni=1

where each x(i) represents the i th input data point.
Each input data point has real class labels associated with each task.

These labels are represented as:

{y(i)}ni=1

where y(i) is a vector of class labels for the i th data point, covering
different tasks within the MTL framework.

Additionally, each data point is associated with a modulation type,
denoted as m(i), which represents the modulation label for the i-th
data point. To handle various modulation types, we use the notation
X(i)
j to represent the i-th input data point associated with modulation

type j. Similarly, y(i)
j denotes the real class label for the i-th data point

and modulation type j.

5.2.1 Model Architecture

The multi-task learning framework employs a sophisticated model ar-
chitecture designed to efficiently handle multiple classification tasks
simultaneously. This architecture is characterized by its division into
two main components: shared feature extraction and task-specific
classification layers.
1. Shared Feature Extraction:

The shared feature extraction component forms the foundation of
the model and is responsible for processing the input signal data to
identify general features.

Initial Processing Layers: The model begins with a series of lay-
ers that analyze the raw signal data. These layers apply a series of
transformations to the input to extract fundamental features that are
relevant across various tasks. These transformations might involve
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operations such as convolutions, pooling, or other feature extraction
techniques that capture essential patterns and characteristics from the
data.

Feature Representation: The extracted features represent general
information about the signal, such as patterns, trends, or anomalies,
which are common across different modulation types. The goal of this
stage is to develop a robust representation of the signal that retains
the most relevant information while minimizing noise and irrelevant
details.

2. Task-Specific Classification Layers:
Following the shared feature extraction, the model includes task-

specific classification layers that focus on the individual classification
tasks. These layers process the features extracted in the previous stage
and are designed as follows:

Dedicated Processing Units: Each task-specific layer is tailored to
a particular classification task. For this model, there is a dedicated
layer for device classification. This layer takes the general features pro-
vided by the shared feature extraction component and refines them
to produce outputs relevant to device classification. Additionally, the
task-specific layers use the modulation type to define each task sep-
arately, allowing the model to handle different signal conditions by
distinguishing between modulation types when processing the data.

Classification Output: After processing, the task-specific layer gen-
erates predictions for the device classification task. This output iden-
tifies the device category associated with the signal. The task-specific
layer uses refined features to make accurate predictions and is opti-
mized independently to ensure high performance for device classifi-
cation.

3. Integration of Shared and Task-Specific Components:
Information Flow: The design ensures that information flows seam-

lessly from the shared feature extraction component to the task-specific
classification layers. The shared component provides a comprehen-
sive understanding of the input signal, which is then customized by
the task-specific layers to address the nuances of each classification
task.

Learning and Optimization: During training, the model learns to
balance the extraction of general features with the specific needs of
each classification task. The training process adjusts the parameters
of both the shared and task-specific components to minimize errors
and enhance the accuracy of predictions across all tasks.

By combining shared feature extraction with specialized task-specific
layers, the model leverages a unified approach to process and classify
signals efficiently, while maintaining the flexibility to handle distinct
classification challenges effectively.
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Algorithm 2 Multi-Task Learning with Modulation-Specific Layers

1: Setup:
2: Load Libraries and Modules
3: Prepare Data: Load, preprocess, and assign modulation labels
4: Model Definition:
5: Initialize Model with Shared Feature Extraction, Modulation-

Specific Layers, and Classification Output
6: Data Preparation:
7: Convert Data to PyTorch TensorDataset
8: Split Data into Training and Validation Sets
9: Initialize DataLoaders

10: Training:
11: Define Loss Function and Optimizer
12: For each Epoch:
13: Perform Training Loop: Forward pass, compute loss, back-

propagate, update parameters
14: Perform Validation Loop: Evaluate the validation set and

save the best model
15: Evaluation:
16: Load Best Model and Test on Test Set
17: Compute Metrics: Loss and Accuracy
18: Results Analysis:
19: Plot Confusion Matrix, Training and Validation Losses, and Ac-

curacies
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5.3 custom loss function

In machine learning, especially in classification tasks, selecting the
appropriate loss function is fundamental to the model’s success. The
loss function is critical in guiding the learning process by quantify-
ing the difference between predicted and actual values. While tra-
ditional loss functions, such as cross-entropy loss, are widely used,
they may not always capture all aspects of model performance, par-
ticularly when fine-tuning the model to balance various errors.

We introduced a custom loss function which is designed to enhance
the training process by incorporating two advanced components: Fo-
cal Loss and a Confusion Matrix-Based Penalty. Each component ad-
dresses specific aspects of model performance to achieve a more nu-
anced and effective learning process.

5.3.1 Focal Loss

It is a modification of the traditional cross-entropy loss that empha-
sizes difficult-to-classify examples. While cross-entropy loss treats all
misclassifications equally, Focal Loss adjusts the weight of each sam-
ple’s contribution to the loss based on its difficulty. Specifically, it
down-weights the loss for well-classified examples and focuses more
on challenging ones. This is achieved through a focusing parameter γ
and a weighting factor α, which together reduce the impact of easily
classified examples and concentrate on improving the model’s perfor-
mance on harder cases.

FL(pt) = α · (1− pt)
γ · log(pt) (6)

where:
pt is the probability of the true class (after applying the softmax to

the logits).
α is a weighting factor for the class.
γ is a focusing parameter that adjusts the rate at which easy examples
are down-weighted.

We introduced a weighting function α that adjusts the importance
of different classes in the loss computation. The choice of α is essen-
tial for focusing on difficult-to-classify examples. We determined the
optimal value for α through a grid parameter search. This method
involved testing various values of α to identify the setting that pro-
vided the best model performance. By analyzing the class distribution
in our dataset and applying cross-validation, we selected an α value
that enhanced the model’s ability to focus on examples that were
more challenging to classify.
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The focusing parameter γ controls how much the Focal Loss func-
tion emphasizes difficult-to-classify examples by down-weighting the
loss associated with easily classified examples. To determine the op-
timal γ value, we conducted a grid parameter search similar to that
for α. We tested a range of γ values to find the setting that effectively
focused the model on more challenging examples without overly di-
minishing the contribution of easier examples. This iterative testing
process allowed us to refine the value of γ to improve the model's
performance and robustness against harder-to-classify cases.

For a batch of size N and C classes, the focal loss for the entire
batch is:

FL =
1

N

N∑
i=1

α · (1− pt,i)
γ · log(pt,i) (7)

5.3.2 Confusion Matrix-Based Penalty

It is introduced to further refine the learning process by directly
addressing the errors identified through the confusion matrix. This
penalty term is based on the false positives (FP) and false negatives
(FN) for each class. By incorporating these error metrics into the loss
function, the penalty adjusts the model’s learning to account for the
specific types of misclassifications it makes. This approach enables
the loss function to penalize the model for errors in a way that di-
rectly reflects its performance on different classes, even if the dataset
is balanced.

This penalty is calculated using the confusion matrix, focusing on
false positives (FP) and false negatives (FN) for each class.

For class c, we define:
FPc as the number of false positives for class c.

FNc as the number of false negatives for class c.
These are derived from the confusion matrix M as follows:

FPc =

C∑
j=1

Mj,c −Mc,c (8)

FNc =

C∑
i=1

Mc,i −Mc,c (9)

The false positive rate (FPR) and false negative rate (FNR) for class
c are calculated as:

FPRc =
FPc

FPc + TNc + ϵ
(10)
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FNRc =
FNc

FNc + TPc + ϵ
(11)

where ϵ is a small constant to prevent division by zero.
The class weights wc are computed as:

wc =
FPRc + FNRc∑C

c=1(FPRc + FNRc) + ϵ
(12)

The penalty term incorporates the scaling factors fp and fn:

P =

C∑
c=1

wc · (FPc · fp + FNc · fn) (13)

where:

FPc is the number of false positives for class c.
FNc is the number of false negatives for class c.
wc is the weight for class c, computed based on false positive and
false negative rates

fp is the scaling factor for false positives.
fn is the scaling factor for false negatives.

5.3.3 Custom Loss Function

The total Custom Loss Function is given by

CL = FL + λ · P (14)

where:
- λ is the weight for the penalty term.
The combination of these components in the custom loss function

provides a comprehensive framework for model training. Focal Loss
ensures that the model focuses on challenging examples, while the
Confusion Matrix-Based Penalty corrects specific types of errors, such
as false positives and false negatives. By integrating these elements,
the custom loss function enhances the model’s ability to learn from its
mistakes and improves overall performance. Combining Focal Loss
with a Confusion Matrix-Based Penalty enhances the model’s sensi-
tivity to difficult examples and adjusts for specific types of errors,
leading to more balanced and effective learning.
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E X P E R I M E N TA L E VA L U AT I O N

6.1 deep learning model architectures

This chapter describes the various deep learning model architectures
employed in the Baseline, MoE, and MTL model framework for the
task of RF fingerprinting. Here, we explore 8 distinct CNN and RNN
models, each meticulously crafted to excel at processing one-dimensional
sequential data.

6.1.1 Configuration for the Baseline Architecture

This experiment aims to train and evaluate an LSTM-based- and a
CNN-based model for a classification task using a cross-validation
approach. The evaluation involves measuring various performance
metrics, such as accuracy, F1 score, and confusion matrix, to gauge
the effectiveness of the model.

6.1.2 Model Architecture

• LSTM Model
The LSTM Model is structured to handle sequential data with
an LSTM network, making it well-suited for tasks requiring
an understanding of temporal dependencies. The architecture
starts with an LSTM layer that processes sequences with an in-
put size of 2 and a hidden size of 9. This layer is followed by
three fully connected layers designed for classification. Specif-
ically, the first fully connected layer (fc1) reduces the LSTM
output to 128 neurons and is followed by a LeakyReLU acti-
vation function to introduce non-linearity. The second fully con-
nected layer (fc2) further reduces this to 86 neurons, with an-
other LeakyReLU activation. Finally, the output layer (fc3) gen-
erates predictions corresponding to the number of classes.

In terms of parameters, the LSTM Model has a total of 12,578

parameters. This includes the weights and biases of the LSTM
layer and the fully connected layers. This model’s parameter
count reflects the complexity introduced by the LSTM layer,
which significantly contributes to the total number of param-
eters due to the recurrent connections.

• CNN Model
The CNN model employs a deep convolutional approach with

39
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1D convolutions. It begins with two convolutional layers: the
first uses 24 filters of size 7, and the second uses 48 filters,
both with ’same’ padding. ReLU activations follow each con-
volutional layer to introduce non-linearity. The model then uses
a global average pooling layer to reduce the feature map to a
single dimension, which is followed by two fully connected lay-
ers. The first fully connected layer has 76 neurons with a ReLU
activation, and the second produces the final class scores.

This model has a total of 12,504 parameters. The parameter
count includes the convolutional layers, global average pooling,
and fully connected layers.

6.2 configuration for moe architecture

The objective of this experiment is to train and assess the performance
of an LSTM-based model and a CNN-based MoE model for a classi-
fication task utilizing a cross-validation method. The evaluation fo-
cuses on various performance metrics, including accuracy, F1 score,
and confusion matrix, to determine the effectiveness of the models.

6.2.1 Model Architecture

The MOE network combines multiple specialized experts to process
the input data, with a gating mechanism controlling the contribution
of each expert to the final output. In this study, the MOE framework
incorporates both CNN and LSTM models as experts in two sepa-
rate experiments, allowing for a comparative analysis of their perfor-
mance. Specifically, the network uses the following configuration: the
MOE model has 4 distinct experts, each with a hidden size of 128 and
a k value of 4. In this configuration, k = 4 indicates that all 4 experts
are selected and weighted for each input, ensuring that the model
fully leverages the expertise of all available experts to handle com-
plex data patterns effectively. The noisy gating mechanism allows the
network to adaptively weight the experts based on their relevance to
the input, providing flexibility in handling complex data patterns.

• LSTM MOE Model
The LSTM MOE model is a specialized architecture leverag-
ing LSTM units to capture temporal dependencies in sequential
data. This model incorporates a single LSTM layer with a hid-
den size of 64, followed by batch normalization, dropout, and
fully connected layers. The LSTM layer is designed to handle
input sequences and output a feature representation of size 64.
Batch normalization is applied after the LSTM to stabilize and
accelerate training by normalizing the activations. Dropout with
a rate of 0.3 is used to prevent overfitting by randomly setting
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a fraction of activations to zero during training. The model’s
fully connected layers include a hidden layer with 128 neurons,
followed by an output layer that produces predictions for the 4

possible classes. This architecture has a total of 12,560 parame-
ters, which reflects the model’s complexity due to the combina-
tion of recurrent and fully connected layers.

• CNN MOE Model
The CNN MOE model focuses on utilizing convolutional lay-
ers to extract features from sequential data. It begins with two
1D convolutional layers: the first with 8 filters and the second
with 36 filters. These convolutional layers are followed by global
average pooling, which aggregates the feature maps into a sin-
gle vector. This vector is then processed by two fully connected
layers: the first reduces the dimensionality to 8 neurons, and
the second further reduces it to 6 neurons before producing
the final class predictions. This architecture is designed to be
lightweight and efficient, with a total of 12,504 parameters.

6.3 configuration for mtl architecture

The objective of this experiment is to train and assess the performance
of an LSTM-based model and a CNN-based MoE model for a classi-
fication task utilizing a cross-validation method. The evaluation fo-
cuses on various performance metrics, including accuracy, F1 score,
and confusion matrix, to determine the effectiveness of the models.

6.3.1 Model Architecture

In the realm of machine learning for signal processing, dealing with
multiple modulation types is crucial for applications such as com-
munication systems, where different modulation schemes convey in-
formation. To effectively handle these varied modulation types, the
models described are designed with a shared architecture that adapts
to each modulation type through specific processing layers. This ap-
proach allows the models to generalize across different modulation
schemes while still providing specialized processing for each type, en-
hancing their performance and versatility in complex signal-processing
tasks.

• LSTM MTL Model
The LSTM model is tailored specifically for handling temporal
patterns using only LSTM layers. It features an LSTM layer with
a hidden size of 8, designed to process input sequences and cap-
ture long-term dependencies within the data. This model archi-
tecture is complemented by modulation-specific fully connected
layers for classification. Each of these layers consists of a series
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of linear transformations with ReLU activations. The fully con-
nected layers include an initial transformation to 66 neurons,
followed by a reduction to 16 neurons, and finally output to the
number of device classes. This design ensures that each modula-
tion type has a dedicated processing path, allowing for nuanced
classification. Overall, the LSTM model is adept at capturing se-
quential patterns, focusing solely on temporal dynamics with-
out convolutional feature extraction. This specialized approach
results in a total of 12,522 parameters, reflecting the complexity
and customization of the model.

• CNN MTL Model
The CNN MTL model integrates convolutional and fully con-
nected layers to effectively handle multiple modulation types.
It begins with a shared convolutional block that includes a 1D
convolutional layer with 34 filters and a kernel size of 5, fol-
lowed by ReLU activation and max pooling. This block is de-
signed to extract and compress feature maps from the input
data. After the shared convolutional processing, the model uti-
lizes modulation-specific dense layers. Each dense layer is tai-
lored to a specific modulation type and consists of global av-
erage pooling followed by a linear transformation with an out-
put size of 49 neurons. The final device classification is achieved
through a linear layer that maps to the number of device classes
(4). This architecture effectively combines shared feature extrac-
tion with specialized processing for each modulation type. The
model has a total of 12,579 parameters, reflecting its capability
to learn detailed modulation-specific features while maintain-
ing a robust shared feature extraction process.

6.4 other training settings

The slice length is set to 144 samples with a stride of 16, produc-
ing consecutive traces with minimal spacing. All performance analy-
ses are conducted using a 5-fold cross-validation approach over 100

epochs. The batch size for training, validation, and testing is set to
64, a choice that balances computational efficiency with model per-
formance, ensuring the data fits well within memory limits and po-
tentially accelerating training compared to smaller batch sizes. The
dataset for RF fingerprinting is partitioned into 80% for training and
20% for validation to optimize model performance and mitigate over-
fitting. Testing is performed on an independent dataset to assess the
model’s generalization capability, accounting for the variability in RF
signals that can occur at different time instances.

For this multi-class classification problem, cross-entropy loss is used
during training. A learning rate search was conducted across sev-
eral values0.001, 0.01, 0.1, 0.5. While the baseline model performs well
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with learning rates between 0.001 and 0.1, the MOE and Multi-Task
Learning MTL models show better performance with a learning rate
of 0.01, which is thus selected. The model’s best iteration is saved at
each epoch based on the highest validation accuracy achieved and
the data is tested on the best saved model for each fold.

During evaluation, performance metrics such as test accuracy and
F1 score are recorded for each epoch to monitor and compare the ef-
fectiveness of the model. This systematic approach ensures that both
the training and testing phases are optimized, providing a thorough
assessment of the model’s ability to generalize across different RF
signal conditions.

The decision to use around 12,000 parameters in our models is
driven by the need to balance model complexity and efficiency while
ensuring effective performance. For the MOE model, this parameter
count accommodates the integration of 4 experts and their associated
gating mechanisms, providing a nuanced approach to managing com-
plex RF signal data without overwhelming the system. Similarly, in
the MTL model, shared layers across multiple tasks contribute to the
parameter count, promoting efficient learning while handling diverse
modulation schemes. Despite the increased parameter count in ad-
vanced models like MOE and MTL, we observed that simply adding
more parameters did not always translate into significant improve-
ments in accuracy. Notably, all the models, with around 12,000 pa-
rameters, achieved the best performance in all tested scenarios.

6.4.1 Hyperparameter for custom loss function

We incorporated a custom loss function into the baseline CNN and
LSTM models, integrating Focal Loss with a Confusion Matrix-Based
Penalty to enhance performance in RF fingerprinting. The Focal Loss,
defined by the focusing parameter γ and the weighting factor α, em-
phasizes challenging examples by adjusting their contribution to the
overall loss. The Confusion Matrix-Based Penalty is calculated using
false positives (FPc) and false negatives (FNc) for each class, modu-
lated by the scaling factors fp and fn. The total custom loss function
is given by:

CL = FL + λ · P (15)

where

FL = α · (1− pt)
γ · log(pt) (16)

and
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P =

C∑
c=1

wc · (FPc · fp + FNc · fn) (17)

and λ is the weight for the penalty term.
The weighting factors for the proposed custom loss function, in-

cluding α, γ, and λ, were chosen through an exhaustive grid search
to optimize model performance across various hyperparameter con-
figurations. The search space for this grid included a diverse range
of values for each parameter: α was tested with values of 0.25, 0.5,
1.0, and 1.5, while γ took on values of 1, 2, 5, and 7. The scaling
factor λ for the penalty term was evaluated at 0.001, 0.005, 0.01, and
0.05. Additionally, the grid included scaling factors for false positives
and false negatives, with fp set at 1.0, 2.5, 5.0, and 10.0, and fn kept
at 0.25, 0.5, and 1.0. By systematically exploring this hyperparame-
ter space, the model’s training process aimed to identify the optimal
combination that would enhance the accuracy and robustness of the
performance metrics, particularly focusing on improving the F1 score
and overall classification accuracy during the training and validation
phases.

The hyperparameter tuning resulted in the following optimal val-
ues: α = 0.5, γ = 2.0, λ = 0.005, fp = 10.0, and fn = 1.0 and the
remaining terms are calculated automatically in each iteration. These
parameters were used to refine the baseline CNN and LSTM models,
with all other training settings remaining consistent across the study.

The 10:1 ratio for false positives to false negatives was selected
based on the relative costs and implications of these errors in the
context of RF fingerprinting. In this application, false positives (in-
correctly identifying a device) are generally more problematic than
false negatives (failing to identify a device) because they can lead to
significant issues such as unauthorized access or false alarms. Penaliz-
ing false positives more heavily with a 10:1 ratio helps mitigate these
risks by making the model more cautious about incorrectly classify-
ing devices.

The value of α was determined through a grid parameter search
process, where different values were tested to find the optimal set-
ting for model performance. In this context, α = 0.5 was chosen to
balance the weight between classes in the loss function. This value
provides a moderate level of emphasis on each class, ensuring that
neither the majority nor minority classes dominate the loss compu-
tation excessively. The choice of α = 0.5 was based on achieving a
balance that improved overall model performance and stability while
handling class imbalance effectively.

The focusing parameter (γ) in the Focal Loss function adjusts the
rate at which easy examples are down-weighted relative to difficult
ones. A value of γ = 2.0 was selected based on grid parameter search,
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where this specific setting effectively improved the model's perfor-
mance on harder-to-classify examples without excessively diminish-
ing the importance of easier examples. This value strikes a balance
that enhances the model's ability to focus on challenging cases, lead-
ing to better overall accuracy and robustness.

The penalty weight (λ) controls the strength of the dynamic penalty
applied to the loss function based on the confusion matrix. A value
of λ = 0.005 was chosen to ensure that the penalty mechanism has a
subtle yet effective influence on the loss function. This value allows
the model to emphasize the minimization of false positives and false
negatives without overwhelming the primary loss components. The
choice of this parameter is intended to finely tune the balance be-
tween correcting misclassifications and maintaining overall loss func-
tion stability.

6.5 different slice and stride lengths

We are working with time-series data sampled at regular time inter-
vals to form the IQ data, how we segment the data plays an important
role in the performance of machine learning models. This segmenta-
tion involves two key parameters: slice length and stride length.

Slice Length: This refers to the length of each data segment or
"slice" that is fed into the model. The slice length determines how
much of the signal is captured in each segment. Shorter slices cap-
ture finer details, while longer slices provide a broader view of the
signal but may miss finer nuances.

Stride Length: This determines the step size or the amount of over-
lap between consecutive slices. A smaller stride means more overlap,
which can capture more continuous details but at the cost of more
computation. A larger stride reduces overlap, thus reducing compu-
tation time but potentially missing critical signal information.

To find the optimal segmentation settings, we conducted experi-
ments using different combinations of slice lengths and stride lengths.
We tested three different stride lengths (144, 288, and 576) with vari-
ous slice lengths (1, 8, 16, 32, and the stride length itself).

Slice Stride Testing Accuracy

144 1 60.67% ± 0.2154 %

144 8 68.29 % ± 0.2382 %

144 16 69.63% ± 0.1678 %

144 32 69.09% ± 0.2456 %

144 144 68.29 % ± 0.2590 %

Table 1: Testing accuracy values with standard deviation for different con-
figurations of slices and strides (Slice = 144)
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Slice Stride Testing Accuracy Mean

288 1 60.67% ± 1.2345%

288 8 68.29% ± 1.3456%

288 16 71.29% ± 1.4567%

288 32 69.09% ± 1.5678%

288 288 68.29% ± 1.6789%

Table 2: Testing accuracy values with standard deviation for different con-
figurations of slices and stride(slice = 288)

Slice Stride Testing Accuracy Mean

576 1 62.10% ± 0.7890%

576 8 70.25% ± 0.8901%

576 16 73.90% ± 0.9123%

576 32 70.55% ± 0.9876%

576 576 69.45% ± 1.1234%

Table 3: Testing accuracy values with standard deviation for different con-
figurations of slices and stride(slice = 576)

Based on the experimental results table 1,2, 3 we have chosen to
use a stride length of 144 with a slice length of 16 for further exper-
iments in our network. This configuration provides a good trade-off
between capturing meaningful signal information and maintaining
computational efficiency, ensuring the model performs well without
excessive computational overhead. This allows us to proceed with
further model training and validation, confident that our data seg-
mentation is optimized for the best possible outcomes.

Although higher performance slice and stride values were observed,
such as with a slice length of 576 and a stride length of 16, the choice
of a stride length of 144 and a slice length of 16 was made to bal-
ance performance with computational efficiency. The higher perfor-
mance configurations, while showing impressive accuracy, also ex-
hibited larger standard deviations, indicating potential variability in
model performance. This variability suggests that while these config-
urations could achieve high accuracy, they might also introduce in-
consistencies or require more computational resources, which could
impact overall reliability and training times. The selected configura-
tion offers a more stable performance with a manageable computa-
tional load, making it a practical choice for robust and efficient model
training and validation.
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6.6 selection of number of experts and k-top in moe

In MOE architecture, the number of experts and the k value, which
represents the top-k experts selected for a given input, are crucial hy-
perparameters that significantly influence the model’s performance,
interpretability, and computational efficiency. The experts in an MoE
model act like specialized sub-networks that focus on different parts
of the input space or different patterns in the data. Selecting an ap-
propriate number of experts is important because it determines the
model’s capacity to capture complex patterns; too few experts may
not provide sufficient diversity or specialization, while too many ex-
perts can lead to overfitting, increased model complexity, and higher
computational costs. The k value, on the other hand, determines how
many of these experts are consulted for each input; a low k can limit
the model’s ability to leverage the full capacity of the available ex-
perts, while a high k may introduce noise by including less relevant
experts.

In our experiments table 4, we started with fewer experts and lower
k values, such as expert=2, k=2, and gradually increased both pa-
rameters to assess their impact on model accuracy. As we increased
the number of experts and the k value, from combinations like expert=4,
k=2 to expert=4, k=4, we observed steady improvements in perfor-
mance. However, beyond the configuration of expert=4, k=4, further
increases, such as expert=6, k=2 and expert=7, k=3, did not yield
significant gains in accuracy, indicating that the model had reached a
point of diminishing returns. This suggests that expert=4 and k = 4

is a suitable balance, where the model has enough specialized ex-
perts to handle the complexity of the data while avoiding unnecessary
computational overhead. Therefore, this configuration was chosen as
it offered a practical trade-off between model performance and effi-
ciency, providing sufficient specialization without over-complicating
the model or wasting computational resources.

Number of
Experts

Top-k (k) Test Accuracy

2 2 64.00% ± 0.901%

4 2 63.29% ± 0.879%

4 4 72.50% ± 0.780%

6 2 66.67% ± 0.567%

7 3 65.34% ± 0.234%

Table 4: Test accuracy with standard deviation for different configurations
of experts and Top-k values.
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R E S U LT S

In this section, we present the results of the models developed for RF
fingerprinting, focusing on various modulation types and complex-
ities. Previous work in this field[24] has predominantly addressed
simpler modulations and datasets containing only one type of mod-
ulation, such as binary phase shift keying. These approaches often
simplify the problem, making it easier to achieve high performance.
Additionally, most previous studies evaluated their results on test sets
that were split from the training data, which may not fully capture
the model´s performance on truly independent data.

In contrast, our dataset comprises M-array QAM and M-array PSK
modulations, which introduce significant challenges due to their intri-
cate variations in frequency, amplitude, and phase shift. For example,
in 256-QAM, there are 256 possible combinations of bits. When ex-
tending from 4-QAM to 256-QAM, the total number of combinations
across all modulations becomes enormous. This vast range of com-
binations cannot be merely regarded as additional features for the
model to learn but instead represents a fundamental increase in com-
plexity that the model must accurately navigate. Furthermore, to ad-
dress the time-varying and complex nature of RF signals, which can
exhibit significant variations when generated at different instances,
we used an independent dataset for evaluating our models. This ap-
proach provides a more rigorous assessment of model performance,
ensuring that the results reflect the models’ abilities to handle real-
world variations and complexities beyond those seen in training and
test splits.

We utilize a dataset simulated at the full power level of the power
amplifier ( 0 dB ), where power amplifiers tend to exhibit significant
instability [45]. Operating at 0 dB often leads to nonlinear effects such
as gain compression and intermodulation distortion, making the sys-
tem more prone to errors. This instability is particularly pronounced
in high-speed data communication systems employing complex mod-
ulation schemes like M-PSK and M-QAM. Additionally, our dataset
spans frequencies ranging from 2 GHz to 28 GHz, further increas-
ing the challenge of designing a model that can handle such a broad
range of high-frequency signals effectively.

We used an independent dataset for training and testing, highlight-
ing the important role of channel characteristics. The data collected
at different times can vary due to these characteristics. If we do not
apply channel de embedding to reduce these effects, differences be-
tween the training and testing datasets can occur, leading to varia-

49
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tions in accuracy and robustness. Factors like noise levels, interfer-
ence, and changing environmental conditions can affect how well the
model generalizes from the training data to the testing data. This can
ultimately impact the reliability of device identification in real world
situations, making it crucial to address these channel variations to
enhance model performance.

To address the challenges of RF fingerprinting, we first developed
a baseline CNN model, which provided a solid foundation for han-
dling the complex data. We then explored LSTM models, which out-
performed CNNs due to their ability to manage temporal depen-
dencies, and further examined advanced architectures like MTL and
MOE, which improved accuracy but introduced added complexity
and longer training times. Finally, we proposed a customized model
tailored to our dataset, achieving a balance between performance and
computational efficiency.

7.1 model performance

Working with RF signals across different modulation orders intro-
duces significant complexity due to the varying ways in which infor-
mation is encoded. Higher modulation orders, such as 256-QAM, in-
crease the density of the signal’s constellation, making accurate sym-
bol differentiation more challenging. This section evaluates how well
our models perform under these conditions, highlighting their ability
to manage and classify signals effectively across diverse modulation
schemes.

7.1.1 0 dB Power Back Off

0 dB is a fundamental reference point for studying signals in RF sce-
narios. At this level, the signal power is at its maximum relative to
noise, making it an ideal benchmark for evaluating performance. Us-
ing 0 dB data, models can be tested under optimal conditions, provid-
ing a baseline for comparison with more challenging environments
with lower signal strength. Additionally, channel de-embedding is
applied to this data, removing the effects of the transmission chan-
nel and isolating the true signal characteristics; this process ensures
that the model evaluates the intrinsic properties of the signals with-
out channel distortions. As a result, when the model is tested on the
same dataset (using an 80:20 split) or across different datasets, the
results remain in a comparable range.

The training dataset comprises 140,028 samples, each containing
144 slices ( time series data ) across 2 channels. One channel repre-
sents the I value, while the other represents the Q value. Similarly, the
independent test dataset also consists of 10,052 samples, each struc-

[ September 26, 2024 at 14:40 – classicthesis version 4.0 ]



7.1 model performance 51

tured with 144 slices in 2 channels, where one channel contributes to
the I value and the other to the Q value.

Model No. of Pa-
rameters

Accuracy (Same
Data, 80:20 split)

Accuracy (Inde-
pendent Data)

F1 Score (Inde-
pendent Data)

CNN Baseline 12,504 70.45 ± 0.72% 69.63 ± 0.636% 0.6963 ± 0.0049

CNN CLF 12,512 72.86 ± 0.06% 71.50 ± 0.070% 0.7200 ± 0.0115

LSTM Baseline 12,578 72.02 ± 0.13% 71.80 ± 0.225% 0.6969 ± 0.0075

LSTM CLF 12,578 72.64 ± 0.11% 72.00 ± 0.150% 0.6990 ± 0.0045

MOE CNN 12,504 73.87 ± 0.33% 72.50 ± 0.780% 0.7200 ± 0.0100

MOE LSTM 12,560 71.78 ± 0.24% 71.75 ± 0.340% 0.7150 ± 0.0045

MTL CNN 12,579 74.57 ± 0.26% 72.75 ± 0.420% 0.7250 ± 0.0070

MTL LSTM 12,522 71.55 ± 0.31% 71.25 ± 0.330% 0.7100 ± 0.0045

Table 5: Model performance metrics including accuracy, F1 score with their
respective standard deviations, and the number of parameters for
each model.

In Table 5, Same Data refers to the model's performance when eval-
uated on a subset of the training dataset, following an 80:20 split. In
contrast, Independent Data indicates the model's performance on a
dataset that was generated independently and is not a subset of the
training data.

The analysis of the results is based on testing accuracy and F1

score, measured using an independent dataset. The CNN Baseline
and LSTM Baseline models offer simplicity and moderate performance,
with the LSTM Baseline slightly outperforming the CNN Baseline in
terms of accuracy but with comparable F1 scores. The CNN Base-
line has fewer parameters (12,504) compared to the LSTM Baseline
(12,578), indicating lower complexity and potentially faster training
times.

The CNN CLF and LSTM CLF models, which utilize custom loss
functions, demonstrate improved accuracy over their baseline coun-
terparts without a significant increase in parameter count or complex-
ity. The CNN CLF, with an accuracy of 71.50% and F1 score of 0.7200,
shows a notable enhancement in performance, suggesting that cus-
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tom loss functions can effectively tailor the learning process to the
specific challenges of the data.

In contrast, the MOE CNN and MOE LSTM models incorporate
the MOE approach, which adds complexity through a gating mecha-
nism and noise addition that is also trainable. While the total number
of parameters is higher due to these components, the experts them-
selves have fewer parameters since the gating and noise mechanisms
take up a substantial portion of the parameter budget. Despite this
increased complexity, these models achieve higher performance met-
rics, with the MOE LSTM achieving the highest F1 score of 0.7150.
The MOE models, such as MOE CNN and MOE LSTM, have more
parameters (12,504 and 12,560 respectively) compared to their base-
line and CLF counterparts, which can lead to longer training times
and greater computational requirements.

The MTL CNN and MTL LSTM models utilize multitask learn-
ing to handle multiple tasks simultaneously. This approach requires
knowledge of the type of modulation beforehand, adding complex-
ity in terms of model configuration and training. Although the MTL
CNN and MTL LSTM models achieve high accuracy and F1 scores,
they rely on the correct specification of modulation types to perform
optimally. The MTL CNN, in particular, stands out with the highest
accuracy of 72.75% and F1 score of 0.7250, demonstrating the bene-
fit of multitasking learning in leveraging shared information across
tasks.

The CNN CLF and LSTM CLF models improve accuracy with-
out significantly increasing model complexity, whereas the MOE and
MTL models while offering enhanced performance, come with added
complexities and training difficulties. The choice between these mod-
els depends on the specific requirements of performance, computa-
tional resources, and the nature of the tasks being addressed.

Our results, evaluated on an independent dataset, demonstrate that
our models outperform previous work [25] that also utilized inde-
pendent data for testing but focused on a single modulation type.
This improvement is evident in both enhanced performance metrics
and reduced model complexity. Although the enhancement is mod-
est at 1-2%, it is significant when considering the complexity of our
task and the fact that earlier studies with simpler modulation types
achieved similar improvements [46], [47]. This underscores the sub-
stantial progress our approach represents in the field of RF finger-
printing.

7.1.1.1 Different Modulation Orders

In RF fingerprinting, evaluating model performance across different
modulation schemes provides insight into their effectiveness and adapt-
ability. The below tables presented detail the performance metrics
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of various models, specifically focusing on two distinct modulation
types: 4 QAM and 256 QAM.

4 QAM, being the simplest modulation scheme, serves as a bench-
mark for assessing model performance under less complex condi-
tions. This modulation is characterized by its straightforward signal
structure, making it a useful test case for evaluating basic model ca-
pabilities. Conversely, 256 QAM is a more challenging modulation
scheme with a significantly higher signal complexity, presenting a
more demanding environment for model evaluation. The comparison
of model performance across these two modulations helps in under-
standing how well each model handles both simple and complex RF
signal scenarios.

Model Accuracy F1 Score

MOE CNN 83.50 ± 0.9100% 0.8250 ± 0.010

MOE LSTM 78.00 ± 0.8700% 0.7650 ± 0.012

CNN Baseline 81.31 ± 0.9363% 0.8083 ± 0.0109

LSTM Baseline 78.40 ± 3.875% 0.7784 ± 0.045

Table 6: Performance metrics for 4 QAM modulation.

Model Accuracy F1 Score

MOE CNN 71.75 ± 0.53% 0.7000 ± 0.0147

MOE LSTM 70.71 ± 0.75% 0.6667 ± 0.021

CNN Baseline 70.45 ± 0.6303% 0.6876 ± 0.0141

LSTM Baseline 71.02 ± 0.63% 0.6876 ± 0.0265

Table 7: Performance metrics for 256 QAM modulation.

For 4 QAM, which is the simplest modulation scheme, the models
generally show high performance. MOE CNN achieves the highest ac-
curacy of 83.50% with an F1 score of 0.8250, indicating robust perfor-
mance and effectiveness in handling this modulation. CNN Baseline
follows closely with an accuracy of 81.31% and an F1 score of 0.8083.
MOE LSTM also performs well, with an accuracy of 78.00% and an F1

score of 0.7650. On the other hand, the LSTM Baseline demonstrates
lower performance with an accuracy of 78.40% and an F1 score of
0.7784. The high accuracy and F1 scores across the models reflect the
relative simplicity of 4 QAM, allowing the models to perform well
even with standard and custom configurations.

For 256 QAM, which is a more complex modulation scheme, the
performance differences between the models become more pronounced.
MTL CNN achieves the highest accuracy of 72.75% and the highest
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F1 score of 0.7250, indicating its effective handling of complex signal
characteristics. MOE CNN follows with an accuracy of 71.75% and
an F1 score of 0.7000. CNN Baseline performs slightly lower with an
accuracy of 70.45% and an F1 score of 0.6876. In comparison, LSTM
Baseline and MOE LSTM show somewhat lower performance, with
LSTM Baseline achieving an accuracy of 71.02% and an F1 score of
0.6876, and MOE LSTM showing an accuracy of 70.71% and an F1

score of 0.6667. The decrease in performance with the more complex
256 QAM modulation underscores the increased challenge for models
to capture intricate signal details.

7.1.1.2 Custom Loss Function

Figure 12: Loss comparison plot over 5 folds

Figure 13: Custom Loss Function plot over 100 epoch

The figures 12 illustrate the graphical comparison of loss between the
cross-entropy loss and the custom loss function. It is evident from the
graph 12 that the total loss decreases from 0.55 to 0.1 when employ-
ing the custom loss function instead of cross entropy loss. Figure 13

depicts the focal loss and penalty loss separately, both losses show
a significant reduction over the epochs. Together, these components
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contribute to the overall decrease in total loss which improves the test
accuracy.

7.1.1.3 Heavier and lighter models

We experimented with heavier and lighter models with more parame-
ters and fewer parameters, within the CNN and LSTM baseline archi-
tectures, differing from the current model, which has approximately
12,000 parameters. Although these alternative models demonstrated
improved training accuracy, they exhibited signs of overfitting, lead-
ing to disappointing testing accuracy results when compared to the
outcomes presented in Table 5. This suggests that, despite their perfor-
mance during training, the models struggled to generalize effectively
to the testing dataset.

Model No. of Parame-
ters

Testing Accuracy on Inde-
pendent Folder

CNN 5,401 60.35%

ResNet 41,552 65.78%

VGGNet 1,023,242 65.01%

LSTM 328,612 66.56%

Table 8: Model Parameters and Testing Accuracy

7.1.2 Performance Metrics for Reduced Signal Power (-6 dB Power Back
Off)

As the signal power decreases from 0 dB to -6 dB, the signal becomes
weaker and less distinct. This reduction in signal clarity affects the
model’s ability to accurately classify and process the data, akin to
how RF receivers struggle to detect and interpret weaker signals. Just
as RF receivers would exhibit reduced performance and accuracy
when receiving lower power signals, the models also demonstrate a
decrease in performance under similar conditions in the simulations.
Thus, the drop in model accuracy at lower power levels reflects the
challenges that real-world RF receivers would encounter when oper-
ating with diminished signal strength.

Furthermore, since channel de-embedding was not applied to the
data, the decline in performance is particularly noticeable when com-
paring the results on the subset of the training data(using an 80:20

split) to those on the independent dataset. This is because channel
de-embedding typically removes the effects of variations in the trans-
mission medium, allowing the model to focus solely on the inherent
characteristics of the signals. Without this correction, the models are
subjected to additional noise and distortion introduced by the chan-
nel, leading to discrepancies in performance between the training
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subset and independent data, where channel conditions may differ
significantly.

The training dataset comprises 200072 samples, each containing 144

slices across 2 channels. One channel represents the I value, while the
other represents the Q value. Similarly, the independent test dataset
also consists of 20020 samples, each structured with 144 slices in 2

channels, where one channel contributes to the I value and the other
to the Q value.

Model No. of Pa-
rameters

Accuracy (Same
Data)

Accuracy (Inde-
pendent Data)

F1 Score (Inde-
pendent Data)

CNN Baseline 12,504 87.35 ± 0.68% 63.82 ± 1.4449% 0.6214 ± 0.0196

LSTM Baseline 12,578 90.25 ± 0.53% 65.80 ± 0.6870% 0.6297 ± 0.0134

MOE CNN 12,504 95.76 ± 0.33% 55.50 ± 0.8694% 0.5201 ± 0.0107

MOE LSTM 12,560 95.47 ± 0.21% 56.01 ± 0.340% 0.5150 ± 0.0145

MTL CNN 12,579 98.73 ± 0.02% 56.96 ± 0.0593% 0.5701 ± 0.6100

MTL LSTM 12,522 97.08 ± 0.021% 56.12 ± 0.0330% 0.5808 ± 0.6089

Table 9: Performance metrics of different models, including accuracy, F1

score with their respective standard deviations, and the number of
parameters evaluated using -6 dB data.

In Table 9, Same Data refers to the model's performance when eval-
uated on a subset of the training dataset, following an 80:20 split. In
contrast, Independent Data indicates the model's performance on a
dataset that was generated independently and is not a subset of the
training data.

When analyzing the results in Table 8, it is noteworthy to reference
the work by H. Li et al.[25]. While a direct comparison of results is
not feasible due to differences in training settings and model archi-
tectures, their findings provide valuable insights into how accuracy
can fluctuate when tested on independent datasets, particularly in
relation to channel characteristics.

In their study, the authors focus on a single modulation type, Bi-
nary Phase Shift Keying (BPSK). Table 1 of their work illustrates
the significant performance degradation experienced when evaluat-
ing different test sets. Specifically, with a slice length of 288 and a
stride of 1, the model achieves an accuracy of 99.74 ± 0.23% when

[ September 26, 2024 at 14:40 – classicthesis version 4.0 ]



7.2 results overview 57

tested on the same subset of training data. However, this accuracy
dramatically decreases to 6.26 ± 1.95% when tested on an indepen-
dent dataset. This significant difference highlights the challenges as-
sociated with channel variations.

7.2 results overview

The primary goal of this thesis was to develop a model capable of
managing multiple modulations in RF fingerprinting. To achieve this,
we introduced a new model specifically tailored to our dataset, en-
hancing both accuracy and F1 score while maintaining simplicity
through the implementation of a custom loss function. Alongside this,
we explored advanced architectures such as MOE and MTL to assess
their effectiveness in addressing the complexities of RF signals, which
include variations in frequencies, amplitudes, phase shifts, and uncer-
tainties.

Our comprehensive evaluation of RF fingerprinting models demon-
strates significant advancements in handling diverse modulation schemes
and signal complexities. Advanced models like MOE and MTL showed
superior performance compared to baseline approaches, with MTL
CNN achieving the highest accuracy and F1 score for complex sig-
nals. The performance improvements observed with these models
underscore their ability to capture and classify intricate signal char-
acteristics, although they come with increased complexity and longer
training times.

The evaluation of models across different modulation orders, from
simpler 4 QAM to more complex 256 QAM highlights their varying
abilities to manage signal intricacies. Additionally, the observed per-
formance degradation at lower power levels, such as –6 dB, reflects
real world challenges faced by RF receivers, indicating the model's
sensitivity to signal strength.

Overall, this research advances the state-of-the-art in RF fingerprint-
ing by improving model performance and robustness. The use of
independent datasets ensures a rigorous assessment of the models’
capabilities against real-world variations. While our advanced mod-
els offer significant performance gains, they also necessitate complex
designs and additional computational resources. This underscores
the need for balancing model complexity with performance to meet
the evolving demands of RF fingerprinting technology. Future work
should focus on optimizing this balance to achieve optimal perfor-
mance in increasingly complex signal environments.
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C O N C L U S I O N A N D D I S C U S S I O N

The research aligns with and contributes to the goals of the CORENext
EU project, especially in advancing computing architectures for fu-
ture wireless technologies.

To advance the field of RF fingerprinting, our research focuses on
evaluating different model architectures and configurations. We have
addressed key questions regarding model performance, data segmen-
tation, loss functions, and generalization to understand their impacts
on RF fingerprinting tasks. This evaluation helps in identifying the
most effective approaches for handling complex RF signal characteris-
tics. Below are the research findings which are answered in 4 sections:
1. Model Selection and Evaluation:

Machine learning methods can effectively capture hardware im-
perfections in RF signals from IQ data by leveraging sophisticated
models. Advanced architectures, such as MOE and MTL, along with
custom loss functions, enhance the model's ability to identify and an-
alyze hardware-induced imperfections. Among the Baseline models,
the LSTM Baseline slightly exceeds the CNN Baseline in accuracy,
though their F1 scores are similar. The introduction of custom loss
functions in CNN CLF and LSTM CLF models improves both ac-
curacy and F1 scores. MOE models involve higher complexity and
longer training times. MTL models, particularly MTL CNN, achieve
the highest accuracy and F1 score, though they require precise modu-
lation type specification. Overall, advanced models offer better perfor-
mance but with increased complexity compared to Baseline models.

2. Data Segmentation Parameters:
Optimal data segmentation parameters, specifically a slice length

of 144 and stride of 16, balance model performance with computa-
tional efficiency. A slice length of 144 is long enough to capture the
essential temporal and frequency characteristics of the signal, includ-
ing variations introduced by modulation schemes and power ampli-
fier effects, while keeping the input manageable for the model. The
stride, set at 16, controls how much the window moves forward after
each segment is extracted. A smaller stride ( like 16 ) ensures over-
lap between consecutive slices, capturing more fine-grained temporal
relationships and reducing the chance of losing critical signal transi-
tions. This overlapping approach enhances the model's ability to gen-
eralize across different parts of the signal without overly increasing
the amount of data or the computational burden.

3. Design an Effective Loss Function:

59
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Our custom loss function, incorporating focal loss and confusion
matrix-based penalty loss, has shown significant improvements in
model accuracy and robustness. By focusing on specific data char-
acteristics such as modulation variations and signal distortions, this
loss function enhances performance while maintaining circuit sim-
plicity. The integration of focal loss helps to better handle difficult
to learn data samples, and the confusion matrix-based penalty ad-
dresses specific classification errors, resulting in more accurate and
reliable models compared to standard loss functions.

4. Performance Comparison and Generalization Testing:
Performance and generalization testing, measured using accuracy

and F1 score, reveals that while Baseline models offer baseline per-
formance, advanced models like MOE and MTL achieve significant
improvements. Both for 4 QAM and 256 QAM, MOE CNN leads in
accuracy and F1 score. These advanced models exhibit strong gener-
alization capabilities, effectively handling the complexity of RF finger-
printing tasks. Performance reduction at lower power levels parallels
the challenges faced by actual RF receivers, highlighting the model's
sensitivity to signal strength.

8.1 conclusion

Our proposed approach achieved a classification accuracy of approx-
imately 72%, which is a significant improvement over the random
guess baseline of 25% for four classes. This demonstrates that our
model effectively captures distinctive features introduced by hard-
ware imperfections inherent in different PA models, making it a promis-
ing candidate for RFF. As RFF serves as an additional layer of security
in wireless communication systems, it enhances existing authentica-
tion mechanisms by leveraging the unique hardware-induced signa-
tures of devices.

One of the major challenges in RF fingerprinting is the dynamic
nature of RF data, where channel characteristics can vary significantly
over time due to environmental factors, signal propagation, and noise.
These variations make it difficult for models to maintain consistent
performance, especially with complex modulations like higher-order
QAMs, where subtle signal differences are harder to classify reliably.
This is a common challenge in the field, and existing models also
struggle with this issue. Our approach shows potential in addressing
these complexities, but further optimization is needed to improve its
robustness in such dynamic environments.

Determining a universal minimum classification accuracy for de-
ploying ML-based RFF systems is complex and context-dependent.
The accuracy threshold varies based on the application’s security
needs, risk tolerance, and operational environment. In general, an
accuracy range of 85-90% is desirable for high-stakes security appli-
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cations. However, given that our model achieves up to 72% accuracy,
it demonstrates the potential for real-world applications, especially
when combined with other security measures.

In addition to accuracy, practical deployment of RF fingerprinting
models also depends on factors like computational efficiency. Our
model is relatively lightweight, making it suitable for real-time appli-
cations. However, to fully assess its feasibility in real-world scenarios,
further evaluation is required. This includes running the model on
dedicated hardware, and optimizing the model as needed to balance
accuracy and performance with efficiency.

In conclusion, while our approach represents a step forward in RF
fingerprinting and contributes to ongoing research, achieving higher
accuracy and robustness in varying real-world conditions remains a
challenge. As with other models in this field, further improvements
are necessary to address the complexities of higher-order modula-
tions and dynamic channel conditions before their deployment in
real-world applications can be fully realized.
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F U T U R E W O R K

Based on our research, there are many exciting opportunities for fu-
ture work in RF fingerprinting. One key area is the exploration of
meta-learning for modulation diversity. Since machine learning ac-
curacy can vary significantly across different modulation schemes,
investigating meta-learning techniques could offer valuable insights.
Meta-learning could treat each modulation type as a distinct task dur-
ing training, potentially enhancing the model’s ability to generalize
across diverse RF signal characteristics. Additionally, active RF fin-
gerprinting strategies present another exciting opportunity. By under-
standing how various impairments influence RF signals, researchers
can develop tailored challenge signals that accentuate specific impair-
ments. For example, generating high-power signals to push power
amplifiers into non-linear regions or employing rapid frequency sweeps
to enhance local oscillator phase noise could refine device authentica-
tion in security-sensitive applications.

Domain adaptation is also crucial for improving model performance
across different operational environments and datasets. Future re-
search should focus on techniques that enable models to adapt to
variations in signal characteristics and hardware conditions that were
not present in the training data. Domain adaptation methods could
facilitate the transfer of learned knowledge from one environment to
another, ensuring that models remain effective even under new or
previously unseen conditions. Transfer learning offers another valu-
able strategy by leveraging knowledge from pre-trained models on re-
lated tasks to enhance performance in RF fingerprinting. Fine-tuning
models trained on similar RF signal types or hardware impairments
can reduce training time and improve accuracy, which is particularly
useful in scenarios with limited data or rapid adaptation needs.

Finally, addressing the scalability and real-world deployment of
advanced models is critical. Research in this area should explore the
trade-offs between model complexity and computational efficiency
to ensure that advanced RF fingerprinting models can be practically
implemented in various hardware and operational contexts. By pur-
suing these directions, future work can build on the foundations laid
by our research, pushing the boundaries of RF fingerprinting and en-
hancing its applicability in both security and commercial contexts.
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9.1 research challenges in rf fingerprinting

Deep learning-based RF fingerprinting systems face several challenges
across data collection, training, and deployment phases:

1. Data Collection: Challenges include gathering diverse training
datasets, ensuring RF fingerprint observability in fixed-size models,
and selecting optimal data segments for unbiased learning. Feature
normalization for dynamic wireless data is crucial but complex, im-
pacting model stability and performance.

2. Training: Adapting traditional deep learning models, designed
for tasks like image recognition, to handle wireless data is challeng-
ing. Setting model parameters, understanding their impacts, and man-
aging variability in signal sizes are critical considerations. The lack of
standardized tests for RFF systems makes performance assessment
difficult.

3. Deployment: Issues include biases from static receiver hardware,
scalability in distinguishing similar devices, and sensitivity to pro-
tocol changes. Key considerations involve recognizing unauthorized
devices, handling simultaneous transmissions, deploying on resource-
constrained devices, and ensuring system adaptiveness. Additionally,
addressing threats like jamming, spoofing, and adversarial risks is
essential for robust and secure implementation.

These challenges underline the need for ongoing research and in-
novation to advance RF fingerprinting technologies. Our focus now
shifts to specific problem areas within these broader challenges that
are critical for advancing deep learning techniques in RF fingerprint-
ing.
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Wireless communication refers to the transmission of information be-
tween devices without using physical wires or cables, relying instead
on radio waves or other forms of electromagnetic signals. Modulation
is used to send data through these signals effectively. Modulation is
the process of altering certain characteristics of a signal, such as its fre-
quency, amplitude, or phase, to carry information, ensuring that the
data can travel long distances, avoid interference, and fit within the
limits of the communication channel. Without modulation, it would
be difficult to transmit data clearly and reliably in wireless systems.

a.1 modulation

In the realm of modulation, two broad categories exist: analog modu-
lation and digital modulation. Analog modulation encompasses tech-
niques where the carrier signal is modified to carry analog informa-
tion, while digital modulation is specifically tailored for discrete sig-
nals, typically represented as binary code (0s and 1s). In the context
of this thesis, the focus is exclusively on digital modulation.

Digital modulation schemes encompass various techniques for en-
coding digital data onto carrier signals, each serving distinct commu-
nication needs. Binary Phase Shift Keying (BPSK) is a simple scheme
where the phase of the carrier signal denotes binary 0s and 1s, mak-
ing it suitable for low-data-rate applications. In Frequency Shift Key-
ing (FSK), the carrier frequency is shifted between two distinct fre-
quencies to represent different binary states. Quadrature Phase Shift
Keying (QPSK) extends BPSK by using four phase shifts to represent
two bits per symbol, striking a balance between data rate and spec-
tral efficiency. ASK is a simple digital modulation scheme where the
amplitude of the carrier signal is varied to represent binary data. In
ASK, the presence of a binary 1 might be represented by a higher
amplitude, while the absence of a binary 0 corresponds to a lower
amplitude. Quadrature Amplitude Modulation (QAM), on the other
hand, is a more sophisticated modulation scheme that combines both
amplitude and phase modulation. QAM employs a constellation of
points in the complex plane, where each point represents a unique
combination of amplitude and phase, allowing the encoding of mul-
tiple bits per symbol. The number of points in the constellation (e.g.,
8-QAM,16-QAM or 64-QAM, 256-QAM) determines the amount of
information transmitted in each symbol. QAM is widely used in high-
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data-rate applications, including digital communication systems like
Wi-Fi and cable modems, where efficient use of available bandwidth
is crucial.

a.1.1 Quadrature Signal

In RF applications such as Wi-Fi, Quadrature signals, commonly re-
ferred to as IQ signals, IQ data, or IQ samples, are frequently em-
ployed. In the field of RF fingerprinting, IQ data plays a crucial role in
providing an accurate representation of the signal. This complex rep-
resentation of digitally modulated radio signals, known as IQ data,
captures both the in-phase (I) and quadrature (Q) components of the
signal, providing a comprehensive view of its characteristics.

A constellation diagram is a graphical representation used in digi-
tal communication to visualize the complex plane of modulated sig-
nals, where each point corresponds to a unique symbol in the trans-
mitted signal. The horizontal and vertical axes represent the in-phase
(I) and quadrature (Q) components, respectively, forming a two-dimensional
coordinate system. In these diagrams, the distance and angle between
constellation points convey information about the signal’s amplitude
and phase, crucial for demodulation and accurate data retrieval in
digital communication systems.

In PSK schemes, each point on the constellation corresponds to a
specific phase angle, typically representing a binary symbol. For ex-
ample, in BPSK, there are two constellation points, denoting 0 and
180 degrees. QAM extends this concept by incorporating both ampli-
tude and phase components into the diagram. In a QAM constella-
tion, each point represents a unique combination of amplitude and
phase, allowing the simultaneous transmission of multiple bits per
symbol. For instance, 16-QAM features a constellation with 16 points,
enabling the encoding of 4 bits per symbol. The distance between
constellation points in both PSK and QAM is a crucial factor, as it in-
fluences the modulation’s susceptibility to noise and channel impair-
ments. Higher-order constellations, such as 256-QAM, offer increased
data transmission rates but may be more susceptible to noise due to
the reduced separation between points.

In a diverse communication landscape, a wireless network with
multiple TXs operates to provide connectivity across various scenar-
ios. Different modulation schemes are strategically employed, con-
sidering factors like signal interference and transmission distance. In
the context of RF fingerprinting, the network’s TXs utilize specific
modulation schemes to impart unique signatures to their signals. For
instance, high-order QAM may be employed to enhance data rates
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in certain areas, while simpler schemes like BPSK or QPSK might
be chosen for improved signal reliability in environments prone to
interference. In scenarios where diverse modulation schemes are em-
ployed across a wireless network, RF fingerprinting must account for
the variations introduced by these schemes. For instance, QAM and
PSK introduce specific amplitude and phase variations in the trans-
mitted signals, potentially influencing the identifiable features within
the RF fingerprint. The intricacies inherent in high-order modulation
schemes can introduce more subtle variations, contributing to the
complexity of RF fingerprints. The impact of modulation schemes on
RF fingerprinting underscores the need for adaptive and robust algo-
rithms capable of discerning and extracting unique hardware-related
characteristics in the presence of varied modulation techniques.

Figure 14: Constellation diagram for QPSK,8PSK,16PSK,16QAM.

1 The Figure 14 illustrates the constellation points for various modu-
lation schemes: (a) QPSK (Quadrature Phase Shift Keying), (b) 8-PSK
(8-Phase Shift Keying), (c) 16-PSK (16-Phase Shift Keying), and (d)
16-QAM (16-Quadrature Amplitude Modulation). Each modulation
scheme represents data using a different number of distinct phase
or amplitude states, with QPSK using four phase states, 8-PSK us-
ing eight, 16-PSK using sixteen, and 16-QAM using a combination
of amplitude and phase states to represent sixteen distinct symbols.
The diagrams visually show how the symbols are mapped to specific
points in the complex plane, with ℜ (real) and ℑ (imaginary) axes.

a.1.2 IQ data

IQ data encapsulates the fundamental attributes of a complex signal,
decomposing it into its in-phase (I) and quadrature (Q) components.
In practical terms, this decomposition allows for the representation of
both the amplitude and phase of a signal, enabling a comprehensive
analysis and manipulation thereof. By capturing both amplitude and
phase information, IQ data provides a richer representation of signals
compared to traditional real-valued representations.

1 Figure14Source:https://tex.stackexchange.com/questions/627211/
plot-constellation
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Figure 15: IQ modulation and demodulation.

2 Figure 15 illustrates a typical block diagram for IQ modulation
and demodulation. In the modulation section, the input signal is split
into in-phase (I) and quadrature (Q) components, each mixed with
a carrier signal 90 degrees out of phase. These components are then
combined to form the modulated signal. In the demodulation section,
the received signal is similarly split into I and Q components, which
are then processed to recover the original input signal.

The modulated signal can be represented as:

s(t) = sin(2πfct)I(t) + sin
(
2πfct+

π

2

)
︸ ︷︷ ︸

cos(2πfct)

Q(t) (18)

At the receiver, a coherent demodulator individually multiplies the
received signal with both a cosine and sine signal to generate the
received estimates of I(t) and Q(t). For instance:

r(t) = s(t) cos(2πfct)

= I(t) cos2(2πfct) −Q(t) sin(2πfct) cos(2πfct).
(19)

r(t) =
1

2
I(t) [1+ cos(4πfct)] −

1

2
Q(t) sin(4πfct)

=
1

2
I(t) +

1

2
[I(t) cos(4πfct) −Q(t) sin(4πfct)]

(20)

Filtering r(t) with a low-pass filter eliminates the high-frequency
components containing 4πfct, isolating only the I(t) term. Consequently,
this filtered signal remains unaffected by Q(t), indicating that the in-
phase component can be received autonomously from the quadra-
ture component. Analogously, by multiplying s(t) with a sine wave
and subsequently applying a low-pass filter, Q(t) can be extracted.
The process is mathematically represented by the above equations 18,
19,20 which are taken from [8].

2 Figure 15 Source: Wikimedia Commons (https://commons.wikimedia.org/wiki/File:
IQ_Mod_Demod_block_diagram.svg).
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The accuracy of RF fingerprinting measurements is important for
effective device identification, relying heavily on the utilization of In-
phase and Quadrature (IQ) data. This IQ data, which forms the basis
for applying Machine Learning (ML) techniques in RF fingerprint-
ing, comprises two essential components: the In-phase (I) and the
Quadrature (Q). These components capture the critical spatial and
temporal features of a signal, offering a comprehensive view of its
characteristics. The spatial aspect of the IQ data refers to the ampli-
tude and phase information of the signal at a given instant, while
the temporal features involve the evolution of these characteristics
over time. Advanced neural networks in ML models are particularly
adept at extracting these complex patterns from IQ data, enabling ef-
fective RF fingerprinting. So our thesis is to analyze new RF datasets
using various machine-learning techniques, focusing on how differ-
ent modulation schemes impact the generalization capabilities of RF
fingerprinting models. This is important because signal characteris-
tics can vary significantly with different modulation techniques, af-
fecting the performance of deep learning models in authenticating
wireless devices. Our research aims to develop a lightweight DL ar-
chitecture that remains efficient and secure across diverse wireless
environments. Additionally, we will conduct a comparative analy-
sis of Mixture of Experts(MOE) and multitasking machine learning
(MTL) methods to determine their effectiveness in handling RF data,
an area previously unexplored. This work addresses a significant gap
in current literature, providing new insights into the robustness and
efficiency of machine learning models in RF device identification.

a.2 hardware impairments

Hardware impairments refer to measurable deviations or imperfec-
tions in the behavior of the hardware components within an RF sys-
tem. These impairments play a crucial role in creating unique signa-
tures that can be utilized for the identification and authentication of
wireless devices. Quadrature imbalance, marked by an uneven dis-
tribution of power between in-phase (I) and quadrature (Q) compo-
nents, introduces measurable power differences, adding distinctive
variations to the RF fingerprint. Local Oscillator (LO) phase noise, re-
flecting the instability in the carrier signal’s phase, becomes a quantifi-
able parameter through the measurement of phase variations, enrich-
ing the fingerprinting process. Frequency jitter, or frequency devia-
tion, captures variations in the carrier frequency over time, providing
a measurable parameter that enhances the overall uniqueness of the
RF fingerprint. Power Amplifier (PA) in-band distortion effects, stem-
ming from non-linearities during amplification, contribute to the fin-
gerprint’s characteristics, measurable through distortion within the
signal band. Intermodulation distortion, a consequence of signals at
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different frequencies mixing, results in additional spectral compo-
nents whose measurement adds valuable insights to the RF finger-
print. Reference spurs, unwanted spectral components arising from
imperfections in the reference signal, are measurable in the frequency
domain, further enriching the unique profile of the RF fingerprint.
Together, these hardware impairments offer quantifiable metrics that
collectively shape the distinctive identification features in RF finger-
printing for secure wireless communication.

Figure 16: [29] The origins of signal distortions in a communication system.

Figure 16 illustrates a simplified RF transmission and reception sys-
tem, emphasizing how hardware impairments influence the transmit-
ted and received signals. In the transmitter, IQ imbalance and non-
linearity, among other imperfections, introduce deviations in the ideal
baseband signal. These impairments, along with Carrier Frequency
Offset (CFO) and phase noise from the Local Oscillator (LO), mani-
fest in the RF signal and are further impacted by the Power Amplifier
(PA). Upon reception, these distortions are carried through the signal
chain, creating unique, measurable variations that contribute to the
RF fingerprint used for secure wireless device identification.
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