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Abstract

This study explores Convolutional Neural Networks (CNNSs) in detail, this includes
various layers and architectural designs. It highlights the creation of a dataset for the
Swedish Sign Language (SSL) and the use of augmentation techniques to enhance model
training. The dataset consisted of 47320 images. The project uses hand-tracking to locate
the sign for translation. Furthermore, the models included a fine-tuned MobileNet model
and a custom model. Notably, fine-tuning MobileNet's architecture achieved the highest
test accuracy of 97%. Additionally, the research evaluates the applicability of image
recognition models on low-power devices, exemplified by a Raspberry Pi 4 model B for
practical experimentation. Through these processes insights into the efficacy of CNNs
and their potential deployment on low-power platforms are analyzed.

Datasets are available at:
https://huggingface.co/datasets/Bachelor2024/SwedishSignLanguageAlphabet
Code and models:

https://github.com/gooligang/SSLAIphabetTranslator



https://huggingface.co/datasets/Bachelor2024/SwedishSignLanguageAlphabet
https://github.com/gooligang/SSLAlphabetTranslator




Table of Contents

N 0L = Uod S USRS RPROPRRN 3
N T 4 (oo {1 o1 o] o 1SRRI 7
1.1 Project SPECITICAION ........cviieieieieee s 7
1.2 PUIPOSE. ..ottt 8

2 BACKGIOUNG ...t bbbttt 9
2.1 Sign Language RECOGNITION .......cc.ciiiiiiiiiiiisiieeeee et 9
2.2 HaNd RECOGNITION ...t 10
2.2.1 Data GlOVE APPIOACH.......cciiiiiiiece e 10
2.2.2 Computer ViSioN APPrOACH ......ccoiiiiiiiieieeie e 11

B T NBONY bbb bbb bt 13
3.1 Convolutional Neural NetWOrK...........ccooveriiieiieiiieseese s 13
I N O\ N I = T PP 13
3.1.1.1 CoNVOIULION LAYEF ...ecvvieieiieeie ettt 13
3.1.1.2 ACHIVALION LAYET ....c.viciieciieiece sttt 14
3.1.1.3 POOING LAYET ...ttt 14
3.1.1.4 Fully Connected LAYET ......ccccveieeiireie et ste et 15
3.1.1.5 NOrmalization LAYEr.........cccociviiieiieeiee e 15
00 0 I I 0 0 [0 | ST PR 15

3.1.2 CNIN ATCIITECLUIE ..o 15

3Ll 2.1 LENEBL ettt 15
B.1.2.2 ALBXNEL. ..ot 15
B.L.2.3 VGG ittt 16
3.1.2.4 Inception (GOOGLENEL)......ccoiiiiiirieieeee e 16
3125 RESNEL ... 16
3.1.2.6 DENSENEL ... 16
3.1.2.7 MODIIENEL ...t e 16
3.1.2.8 MOdel COMPATISONS.......eeeiiiieriiriisiieieeie et 17

3.3 Preprocessing Of IMages/data..........ccoviviieieierienie e 17
3.3.1 LOWET DIMENSIONS ...cuveevieciieiiieiesiiesieeie e ste et ssee e sae e ssaesaeeneesnaenaeeneesneeneas 17
3.3.2 Image ENNANCEMENT .........ooiiiiiiiieii e 17
3.3.3 AUGMENTATION ...ttt bbb sbe e 18

4 Materials & MEthOAS ........c.cooveiiiiii e 19



4.1 MENOUOIOZY ....eii ittt et b e e e s anbbee s 19

4.1.1 HanNd Tracking......ccuuiiiiiiiiie ittt e s e e e snbaee e e e 19
A |V, o Yo [ I I 11T o V- SRR PRPTRPRR 19
A.1.2. 1 MOGEIS ...t 19
4.1.2.2 CADACKS ...t 21
4.1.3 DAtASET wuviiiiiiiiiie it aeans 22
4.1.3.2 Augmentation and PreproCesSiNg.........coeoverererererinieeieieesie e 23
4.1.4 IMPIEMENTALION. ..ottt 26

4.2 MALETTAIS ..ottt ettt ns 27
O R o =10 1V U SRS 27
4.2.2 IMportant LIDFaries.........oociiieiieie s 27
4.2.3 Machine Learning FrameWOorK ...........cccovviieiieie s 28

B RESUITS ...ttt nb b b 29
5.1 EVAIUALION IMBLIICS ...ttt 29
5.2 MobileNet (FINE-TUNE) ........ccoeiiee e 30
5.3 CUSLOM IMOGEL......ccuiiiiiiieieieece e et 32

B DISCUSSION ...ttt ettt b e bbbt st e st e e nbe st be b e e reenes 39
6.1 COMPAIISON ...ttt ettt et e et te et e s e st e e s e e seesbeeaesaeesbeenesreesnaenneas 39
6.2 PTEVIOUS STUTIES.......cviiiiiiiiiieiieiieie ettt ettt 41
6.3 SUMMArY Of FINAINGS......cooiiiiiiece e 42
6.4 LIMITATIONS ...ttt st beene e 42
6.4.1 Limitations in APProach..........ccooiiiiiiiiiiicee e 42
6.4.2 LIMItation iN DataSEL.........c.coiveririieiieie e siese et 43

GRS T o] o Tod 11151 o] o USSR 43
6.6 FINAI REMAIKS .....ccveeiiiieiieie ettt sreeeesreenneenne s 44
APPENTIX .t b bttt 45
] (=] =] o0 USSP I



1 Introduction

Sign language is a widely used language in the hearing-impaired </den EQ‘@ IR @
and mute community, which is a relatively large groupof people. A B C D E FGH |
Sign language recognition is therefore important. The process is i\‘ ﬁ %\._%Q.,@\‘g; Jéf‘\‘@
done by receiving input from a device that interacts withtheuser. KL M N O P Q R
The program then translates the input into text. In this project, 1% %ﬁ Ni;‘ ??\ V.7 §q| S ﬂj@l
the input will consist of letters from the Swedish Sign Language T U VWX Y Z A A

SSL, See Figure 1. Despite notable advancements in the field SSEiglllgﬁalbet

of computer vision and sign language recognition, challenges

regarding the field persist and demand attention and solutions [1]. “Sign language
recognition helps promote the better integration of deaf and hard-of-hearing people into
society [2]”. Sign language recognition plays a vital role in promoting accessibility,
empowerment, and inclusion, among the deaf and hard-of-hearing community. Fostering
technological advancements contributes significantly to creating a fairer and more
inclusive society. This project will focus mainly on translation of the SSL which utilizes
a manual alphabet system similar to many other sign languages worldwide. The SSL
alphabet consists of manual gestures representing each letter of the Swedish alphabet.
Each gesture corresponds to a specific handshape or movement that symbolizes a
particular letter. SSL consists of 29 letters, this project will focus on static signs therefore
excluding A, A, O.

1.1 Project Specification

Our approach involves employing a camera with a hand recognition and image analysis
program to translate sign language. The program will translate a specific set of signs into
corresponding letters and deliver the output as text, providing a conversion from sign
language to text. Furthermore, a dataset will be created and annotated for the SSL
alphabet, to ensure reproducibility. This dataset will be the foundation on which the CNN
models are trained. These models will be integrated into a classifier, enabling real-time
translation of a live video feed. This project aims to assess the viability of implementing
a sign language recognition system for the SSL alphabet on resource-constrained devices.
The system's performance will be evaluated across various scenarios, including training
in different environments, fine-tuning from pre-trained models, and initializing training
with random weights (cold start). The analysis will encompass experimentation with
different convolutional neural networks (CNN) architectures to determine the most
effective approach. By investigating these factors, the project aims to optimize the
model's accuracy and efficiency for real-world deployment on devices with limited
computational capabilities.

! Figure 1 from: https://en.wikipedia.org/wiki/Swedish_Sign_Language
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1.2 Purpose

The reasoning behind this project is to expand knowledge within the field of Visual sign
language recognition, which is a complex area in the field of computer vision. Similar
projects with varying success have been made before. However, the lack of projects in
SSL with fewer established projects within the field is one of the justifications for this
project. Furthermore, this project will analyze how this technology works on smaller
devices such as a Raspberry Pi. This is important because it could potentially aid in real-
time sign language recognition on portable and low-power devices, increasing
accessibility for individuals who rely on SSL for communication. This project contributes
to the preservation and promotion of SSL as a unique cultural and linguistic heritage,
ensuring its continued relevance in modern society. Furthermore, it can be used as an
interactive educational tool to teach SSL.



2 Background

2.1 Sign Language Recognition

Several advancements have recently been made in the field of Sign Language
Recognition. Despite recent progress, the field still severely lacks in comparison to
similar fields such as audio recognition according to the article [3]. Furthermore, the paper
discusses future applications in sign language recognition, aiming to facilitate the
integration of deaf individuals into hearing society. It highlights the complexities of sign
language, which includes manual and non-manual parameters for communication. Unlike
spoken languages, sign languages have a simultaneous structure and vary significantly
across regions. The primary focus is on developing robust visual sign language
recognition systems capable of signer-independent operation using a single video camera.
These systems extract both manual and facial features for classification, employing
sophisticated algorithms to handle ambiguity and overlapping gestures. Classification is
done using hidden Markov models.

Sign Language is both static and dynamic, however, recognition of dynamical signs is
more complex and computationally heavier. Isolated dynamic inputs are used at word
level, the continuous dynamic inputs are utilized for sentences [1]. The degree to which
sign languages incorporate static or dynamic elements varies across different languages
such as American Sign Language (ASL), SSL, or German Sign Language (DGS).
However, commonly, the alphabet and the first ten integers are predominantly expressed
through static signs. The article [4] proposes a sign language digit detection system. This
project uses Teachable Machine, a Google system for generating trained models for a
given dataset. Teachable Machine provides a user-friendly platform for creating custom
machine-learning models that can be seamlessly integrated into recognition programs [5].

The research in the article [6] presents an effective method for recognizing Indian Sign
Language (ISL) digits, alphabets, and words commonly used in daily routines. It proposes
a CNN architecture with convolutional layers, rectified linear unit (ReLU) activation,
and max-pooling layers, utilizing different filtering window sizes to enhance speed and
accuracy. A dataset of 35,000 images from 100 static signs, captured under various
environmental conditions using a web camera, was generated for training and testing. It
deals with robust modeling of static signs in the context of sign language recognition
using deep learning-based CNN. It has received strong results of up to 99.72% training
accuracy for colored images.

The paper [7] explores using sensor gloves to recognize ASL gestures, converting them
into English sentences via neural networks. The glove, equipped with 7 sensors, captures
finger movements, translated into alphabets and punctuation. Despite an 88% accuracy
rate, challenges like dynamic gestures persist. Proposed solutions include adding arm
sensors and employing Hidden Markov Models. Future enhancements could involve
capturing facial expressions and spatial gestures, ensuring accurate translation. Their
prototype suggests potential for partial sign language recognition, with applications in



public spaces and communication aids for mute individuals through portable hardware
devices. Furthermore [8] provides valuable insights into the advancements and challenges
in hand gesture recognition, including its applications in sign language interpretation. It
underscores the importance of ongoing research in this field to develop more robust and
accessible communication tools for the deaf-mute community. The paper provides
information about the strengths and limitations of different methods used for gesture
recognition.

2.2 Hand Recognition

The field of computer vision is rather large, this segment will focus primarily on hand
recognition. Hand recognition is the process of identifying and interpreting hand gestures
or movements using various technologies such as computer vision or sensor-based
systems. It involves detecting the presence of a hand and tracking its movements. Hand
recognition is essential in sign language recognition as it forms the foundation for
accurate interpretation and translation of sign language gestures.

2.2.1 Data Glove Approach

One important thing to mention is that not all hand recognition techniques are vision-
based. Some of the methods use gloves equipped with flex sensors or touch technology.
The sensor approach is fairly accurate. In article [7] the idea of sign language recognition
using sensor gloves is discussed. The main —
advantage to this approach mentioned is the = sensor grooves
user flexibility, the user of the glove can — ‘/.-f
move freely and does not have to remain in /%Qf
front of a camera to achieve the results. [REEEEEEII
However, in the article [8] it is mentioned that
there needs to be a physical connection to the
device which limits the freedom of movement
when using the glove-based method. See Figure 2

Figure 2 which illustrates a data glove. Example on Data glove from article [8]

For more accurate results using the glove approach haptic devices can be implemented
that can give feedback to the user using vibration. Furthermore, this implementation
commonly uses pressure sensors, The article [9] well describes how this is implemented
in robotic surgery using Tactile Sensors. This is a great method for simulating human
interactions with the virtual world. Even Though haptic sensors are not used in sign
language recognition, it is a part of the glove-based approach to hand recognition.
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2.2.2 Computer Vision Approach

Numerous vision-based recognition approaches are available,
including motion-based, appearance-based, 3D model-based,
and skeleton-based recognition. This segment will focus on
skeleton-based and appearance-based recognition. Article [6]
emphasizes the significance of appearance-based recognition
methods, particularly deep learning, in advancing sign
language recognition systems for various applications. |
Article [8] discusses methods for appearance-based

.. . .. Figure 3
recognition In hand gesture recognition systems. It MediaPipe implementation for

emphasizes the importance of extracting image features to hand recognition

model visual appearance, particularly the hand, without prior segmentation. Furthermore,
it is discussed how the AdaBoost learning algorithm can be utilized to maintain fixed
features for hand recognition. Figure 3 illustrates vision-based hand recognition using
MediaPipe.

Skeleton-based gesture recognition is described well in [10] it discusses the importance
of hand gesture recognition in various Human-Computer Interaction (HCI) applications
and highlights the limitations of traditional motion capture devices in terms of
naturalness, cost, and complexity. It introduces the use of depth sensors like Microsoft
Kinect or Intel RealSense as more effective and affordable alternatives for hand gesture
recognition, particularly due to their robustness in handling common issues in RGB
imagery. The article describes utilizing the geometric shape of the hand to extract an
effective descriptor from hand skeleton connected joints. Article [11] proposes a skeleton-
based dynamic hand gesture recognition method that divides geometric features into
multiple parts and uses a gated recurrent unit-recurrent neural network (GRU-RNN) for
each feature part. Furthermore, article [12] proposes a framework for skeleton-based
dynamic hand gesture recognition. They designed a method for encoding compact joints,
that can adaptively select compact joints based on the convex hull of the hand skeleton
and encode them into a skeleton image for fully extracting spatial features.

11
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3 Theory

3.1 Convolutional Neural Network

A CNN is often used for image recognition and processing and has been used in many
fields such as speech recognition and face recognition [2]. The technology has also been
implemented in finding diseases. It has been used for early diagnosis of bone cancer [13]
in which they used computer tomography (CT) images as input. It has also been useful in
posture assessments [14], detecting forgery of images [15], and many other fields and
implementations. The objective of a CNN is to train on a set of data by having an initial
set of weights. The CNN takes the input data, and depending on the weights of each layer
and neuron it determines the classification of the image. The network then tweaks these
weights depending on the result and the label of the input data. These small changes in
weights help find key features in the classified images.

3.1.1 CNN Layers

CNN relies on its layers to process and generalize the input data and define which
architecture is used. The task of the layers is to take the input data, compress it, and extract
features. CNN consists of a convolutional layer, pooling layer, normalization layer, fully
connected layer [2], and the activation layer sometimes called a hidden layer, however, it
is not always considered a layer by itself. Each layer serves a different function and
together they form the neural network.

3.1.1.1 Convolution Layer

The convolutional layer is the characteristic of a CNN it is built upon the mathematical
procedure convolution which takes the integral of two functions one of them is first
reflected and then shifted over the second function. This produces a third function (1) that
is merged with the value given of the area from the second function within the first
function.

(f* g)(0) 2 j Fg(t - Ddr (1)

In the formula (1), f represents the kernel and g is the input signal. The input signal g is
reflected shown by — in g(t — ) and is then moved over t where the area is calculated
of the function f, with regards to g. In computer vision and image recognition, this is
applied by having a matrix slide over the image input and calculating the dot product of
weighted filters/kernels and the pixels in the input image. These weights change during
model training and “learn” features of the input data [16]. Through the dot product, the
convolutions calculated result returns a single value. It also contains a stride value which
determines the amount the convolution matrix should move each time, it also determines
how much to sample down the image. See Figure 4. A stride of 1 would mean that the
matrix moves one pixel of the image, and a stride of 2 would mean that it moves 2 pixels
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in each convolutional step. Increasing the stride of a convolutional layer can decrease the
risk of overfitting, while large strides can lead to the loss of important information [16].

A C
A B C D E A*X1+ B*X2 + C*X3 C*X1 + D*X2 + E*X3
= H B |
G [y X4+ GX6 LHXB | HXd 1 1XG 1 )

KILIMIN|O X1 X2 X3

P Q R S T X4 | X5 | X6 K™X1+ L"X2 + M'X3 [ M"X1 + N"X2 + O"X3
P*Xd + QX5 +R*XB | R*X4 + S*X5 + T*X6

U V W Y Z XT X8 Xg U*X7 + V*X8 + W*X9 | W*XT7 + Y*X8 + 7Z*X9

Figure 4
The process of convolution is illustrated as a 5x5 image and a convolutional filter of 3x3 and stride of 2. The
filter does a convolution operation on the image displayed as the different colors (gray, red, blue and green. The
A grid represents the image input, B is the kernel and C is the result of the convolution.

3.1.1.2 Activation Layer

The activation layer is used to make the network non-linear. This is often achieved using
a ReLu function which sets a value to zero if it is negative and keeps the value if positive
[17]. The use of non-linearity helps the neural network to learn and model complex
relationships. It is also a preventative way of overfitting. However, other functions are
used, such as leaky ReLu, sigmoid function (2), and SoftMax (3). The leaky ReLu works
similarly to the normal ReLu except if the value is negative, it will multiply the negative
value with a small constant thereby allowing small negative values to pass. This avoids a
term called “dying ReLu problem” which is when some neurons “die down” and always
output 0 [18]. The Sigmoid function (2) output is a value between 0 and 1 following the
formula where x represents the weight of the input neuron.

s(x) =

! 2
1+e‘x()

The characteristic of the sigmoid function (2) is giving an output between 0 and 1 which
makes it suitable when dealing with probability and binary outputs [19]. The SoftMax
function (3) is often used when dealing with multi-classification and works by
normalizing the outputs into probabilities [16, 20].

Xi

e
s(x) == (3)
l 7_=1€x]
Here, n represents the number of classes available, i is the input element and x is the input
vector. The activation layer is sometimes integrated into the convolutional layer and is
often not seen as a layer by itself.

3.1.1.3 Pooling Layer
The pooling layer is used to decrease the input volume while keeping the characteristics
of the image, which has the benefit, of reducing the computation of the network. The two
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main types are max-pooling and average-pooling. Max pooling takes the max value of
the image segment [13], while average pooling instead takes the average [21]. Both
approaches help in reducing computational complexity.

3.1.1.4 Fully Connected Layer

The fully connected layer or dense layer connects each neuron from the previous layer to
the neurons of the next layer [22]. This is done, by having the input from the previous
layer multiplied with a weight and summed up to be the output of the neurons on the next
layer [23]. This layer is usually placed at the end of the network [22] along with a non-
linear activation function such as SoftMax.

3.1.1.5 Normalization Layer
The normalization layer is used to normalize the input of each layer. This helps in
improving the performance of the neural network.

3.1.1.6 Dropout

Dropout is a layer used during the training phase of the model to prevent overfitting [17,
26]. This is done by setting some neurons in a layer to zero through probability. This
helps by forcing neurons to rely less on a single value or neuron and instead rely more on
inputs from several values and neurons. Dropout can be used at many different parts of
the model. While it is commonly used at the end of the model after a dense layer, it can
also be applied after a convolutional layer or at each convolutional layer [27].

3.1.2 CNN Architecture

With these layers, many different approaches have been used in creating uniqgue CNN
architecture with the use of these layers, but they all follow the same principles. Some of
these are LeNet, AlexNet, VGG, Inception, ResNet, DenseNet, and MobileNet.

3.1.2.1 LeNet

One of the earliest forms of convolutional neural networks used for image processing
contains three types of layers, convolution layer, pooling layer, and full connection layer.
The LeNet architecture was implemented to identify handwritten numbers between 0-9
and has been used in projects with similar needs. A downside mentioned in the article
[24] is that LeNet was used to determine whether a number is 2 or 3 and not that it can be
2 and 3. The use of the LeNet architecture is therefore incompatible with tasks that require
the identification of multiple aspects.

3.1.2.2 AlexNet
An architecture similar to LeNet but with a much larger model with more filters/ kernels
than LeNet [21]. This makes it better in performance in exchange for complexity.
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3.1.2.3 VGG

VGG is a variant that is deeper than most architectures, with VGG-16 and VGG-19 being
the most used, has 16 and 19 layers respectively. These layers are however simpler with
the convolution layers being relatively small with 3x3 filters.

3.1.2.4 Inception (GoogLeNet)

Inception uses different convolution kernels for the same input and then staking the output
for each of them [25]. Incorporating parallel convolutions with different kernel sizes for
example, 1x1, 3x3, or 5x5, allows the model to identify patterns at varying spatial scales
without significantly increasing computational complexity.

3.1.2.5 ResNet

The ResNet architecture helps to solve a problem called vanishing gradient.
This occurs when the neural network becomes very deep with several layers causing the
first layers in the model not to change their weights and thereby not learning correctly.
The solution to this used in the ResNet is to implement residual blocks which allow the
model to skip layers [26].

3.1.2.6 DenseNet

DenseNet works on a similar principle as ResNet apart from adding all the previous layers
to the current layer [27]. This means that the n:th layer receives input from layers
1,2,3,...,n-1. This feature allows the model to take information from the previous layer
and therefore can more accurately learn from data with complex input.

3.1.2.7 MobileNet

MobileNet is a lightweight CNN that can provide a less computationally complex
architecture [28] compared to previously mentioned architectures. The architecture has
different versions V1, V2, and V3. All the MobileNets use depthwise separable
convolution which is faster than the regular convolution with

minimum loss of accuracy [29]. The depthwise separable
convolution separates the convolution into two parts. The
depthwise and pointwise convolution. The depthwise

convolution works by applying convolution on each channel o el Nl ik
separately. In MobileNets, this is done using a 3x3 kernel.

The pointwise convolution then does a convolution across all
the channels with a 1x1 kernel. This approach greatly lowers
the computational time required as well as fewer parameters

which reduces overfitting [30]. This enables MobileNet to
operate on devices with lower processing power than a " P Conbon

. - . . - (b) Depthwise Separable Convolutional Neural Networ
standard computer while maintaining high accuracy. See o "Figures " k

Figure 5. representation of the depthwise
separable convolution [31]
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3.1.2.8 Model Comparisons

The mentioned architectures have their benefits in different environments. Within this
project's scope, certain architectures are more suitable than others. The best-suited
architecture for a model that will operate on a light device is MobileNet. With its
depthwise separable convolution, it requires less computational power. Compared to
VGG and other architectures such as ResNet MobileNet also has much fewer parameters
with Keras MobileNet having ~4.3M parameters, MobileNetV2 containing even fewer
with ~3.5M while VGG16 and VGG19 having ~138.4M and ~143.7M respectively. The
various ResNet versions available in Keras contain significantly higher parameter counts,
with the smallest architectures (ResNet50 and ResNet50V2) having approximately 25.6
million parameters.?

3.3 Preprocessing of images/data

Preprocessing of images is an important step to train and use models more efficiently. It
helps prevent overfitting by increasing the size of the dataset and reducing computational
time in the model through changes in input size. Additionally, it extracts and enhances
wanted features in images, such as edges or colors.

3.3.1 Lower Dimensions

Lowering the dimension of an image is a common way when dealing with big sets of data
and models that operate on low-processing devices. Decreasing the dimensions of an
image saves memory in the dataset and reduces computational time for the model.
Lowering dimensions can be done by cropping or resizing the image to a smaller width
or height or both and by gray scaling the image instead of RGB [16, 33]. This can
however come at the cost of losing important features. While resizing or cropping can
help reduce the input need for a model it can come at the expense of accuracy. A too-
pixelated image can lose its key features. The same goes for gray scaling. If the
classification of objects depends on color, then reducing the dimension from RGB to
grayscale is not an option.

3.3.2 Image Enhancement

Implementation of image enhancement is used to alter the image to ease the detection of
wanted features. It can enhance features through noise reduction by changing the gradient,
finding bounding characteristics of an image [34], and removing unwanted features that
might have come up due to limitations in equipment or environment such as lights or
shadows. Sharpening is used to improve the overall quality of the image and can be used
to increase the contrast or as a deblurring tool to restore images to higher quality.

2 https://keras.io/api/applications/
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3.3.3 Augmentation

Augmentation is a way to increase the size of a dataset by transforming the images. It can
be achieved through cropping or scaling the image into different sizes and altering the
features. Mirroring is used in cases of unsymmetrical or tilted objects. Rotating is a
commonly used approach if the task does not require special orientation of the object/
Image, a great way of increasing the size of the dataset is by changing the angle of the
image. Introducing noise such as a color filter or changing contrast can be used when a
task does not depend on the colors in the image. Gradient filtering is a common way to
enhance the visualization of edges. These approaches make it possible to greatly increase
the size of the dataset and help reduce the overfitting of the model with a more varied
dataset [21].
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4 Materials & Methods

4.1 Methodology

4.1.1 Hand Tracking

Hand tracking is done by capturing frames of the video feed and then using the open-
source library MediaPipe to track the movement of the hands. Hand-tracking is used to
narrow down the area used by the model to determine the displayed sign. Hand tracking
facilitates the precise extraction of images for the model input, it also plays a crucial role
in dataset creation. By aligning captured images with the same cropping method used
during model input, consistency between training data and real-time inference was
ensured, enhancing the model's ability to generalize effectively. In Figure 3, the hand-
tracking process using MediaPipe is illustrated. However, this project opted to enhance
the cropped images by removing the visualized landmarks and adjusting the bounding
box to encompass the entire hand. This modification ensures that the entire hand is
captured within the image, thereby improving the quality and consistency of the input
data for the model.

4.1.2 Model Training

The model is trained as a convolutional neural network. The reasoning for this is due to
its benefit of being efficient for image recognition with lower complexity and needed
processing power compared to other neural networks that are often used in image
classification and language translation such as RNN.

4.1.2.1 Models
e MobileNet

The architecture chosen for this project was MobileNet. Thanks to its modest parameter
count and shallow depth compared to bigger architectures such as VGG or ResNet. For
fine-tuning the MobileNet architecture, ImageNet was utilized, a large dataset of images
on which the MobileNet architecture was pre-trained on. This model was imported and
fine-tuned for the project’s needs. The image size used for Fine-Tuning MobileNet was
224x224.

e Fine-Tuning (Pseudocode)

1. Importing MobileNet
The process starts by importing the MobileNet architecture. This loads the pre-trained
weights along with the model architecture.
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2. Customizing the Output Layer
MobileNet, like most pre-trained models, typically ends with a dense layer suited for the
original classification task. Since the dataset has a different number of classes than
ImageNet, the original output layer was replaced with a new dense layer having the
appropriate number of units and activation function (SoftMax for multi-class
classification).

3. Freezing Layers
Freezing layers helps to prevent the model from overfitting and to retain the knowledge
learned during pre-training most layers are frozen. In this case, the frozen are all layers
except the last few, which are left trainable to be fine-tuned.

4. Compiling the Model
Once the model architecture is set up, it is compiled using an optimizer (Adam in this
case), and a suitable loss function (categorical cross-entropy for multi-class
classification).

5. Fine-Tuning
It is achieved by setting specific layers to be trainable or non-trainable. This allows the
model to be trained on new data. In this example, the weights were kept frozen for the
first layers while allowing the final layers to be trainable. This selective fine-tuning helps
the model adapt to the nuances of the dataset while retaining the general feature extraction
capabilities learned during pre-training.

Parameter count before changing the last few layers.

Total params: 4253864 (16.23 MB)
Trainable params: 4231976 (16.14 MB)
Non-trainable params: 21888 (85.50 KB)

Parameter count after changing the last few layers.

Total params: 3255514 (12.42 MB)
Trainable params: 1889306 (7.21 MB)
Non-trainable params: 1366208 (5.21 MB)

See Appendix Figure 6 for a code explanation.
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e Custom Model
For a visual representation of the model. See Appendix Figure 7.

The custom model followed the MobileNet architecture similar to the fine-tuned model.
This model takes in an image size of 128,128 which is smaller than the input size of the
fine-tuned model (224,224). The model is built up with the pattern of a convolutional
layer that increases the channels, followed by a batch normalization layer and then an
activation layer that uses a ReLu function. This is followed by a depthwise convolutional
layer, batch normalization, and another ReLu function. The first convolutional layer uses
a 5x5 kernel size and stride (1,1) and a filter of 32. This is followed by a depthwise
convolution of 3x3 in kernel size and stride (2,2). The pattern mentioned earlier is then
continued with a convolution containing a kernel size 1x1, stride (1,1), and 64 filters and
a depthwise convolution of kernel size 3x3 and stride (2,2). Another Three convolutions
and depthwise convolutions are then applied the same as before except for the
convolutions containing 128 filters and a dropout of 0.1 and the first two depthwise
convolutions having a stride of (1,1). The next convolution contains 256 filters and is
followed by a depthwise convolution of stride (1,1) the convolution with 256 is repeated
with a depthwise convolution containing a stride of (2,2) a final convolution with 512
filters and a dropout of 0.15 is then applied followed by a final depth wise convolution.
The input is then flattened and followed by a dense layer of 128 and a dropout of 0.3
another dense layer of 64 and a dropout of 0.2 and lastly, a dense layer of 26 containing
a softmax function. In total, it is 8 convolutional layers, and 8 depthwise convolutional
layers each containing a batch normalization layer and activation layer.

The gray-scaled, and the colored version followed this architecture with the only
difference being that the gray-scaled version had an input of 128,128,1 and the colored
version had 128,128,3. The difference in parameters can be seen in Table 1.

Table 1 as seen below shows the difference in parameters between the grayscale and colored model. The grayscale
version contains slightly fewer with 1600 of a difference.

Colored | Grayscale

model model
Total parameters 2410586 | 2408986
Trainable parameters 2404570 | 2402970
Non-trainable parameters | 6016 6016

4.1.2.2 Callbacks

During training, different callbacks were employed, which makes it possible to schedule
events to happen during training if certain defined criterias are met. Earlystopping was
one of the callbacks employed. This helped prevent overfitting by checking if validation
loss is starting to plateau. Earlystopping made training more effective because the training
process became less reliant on the number of epochs. Another callback used when training
models was ModelCheckpoint, which made it possible to save the best model during
training. In this case, the best model was considered the one with the highest validation
accuracy. This ensured that if the model best suited for new data was achieved at the 6™
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epoch, it would be saved even if the training continued beyond that epoch. Furthermore,
a custom-made callback was created for adjusting the model when it plateaus. This
callback focused on the learning rate parameter. If the model showed signs of overfitting,
the learning rate would be adjusted. Similar to earlystopping it had a patience parameter
of how many times it allowed validation loss to increase before adjusting the learning
rate. This callback can let models train for more epochs without overfitting. Explanatory
code for callbacks can be found in Appendix Figures 8 & 9.

4.1.3 Dataset

Due to the lack of existing datasets in the SSL, the datasets used needed to be created by
ourselves. The classes contained in the datasets were the letters A-Z due to them being
the letters that are static and thereby excluding the letters A, A, and O, which require
movement. A total of 26 classes were therefore made in each subset and images were
separated into three subsets training, validation, and testing. See Table 2.

The training set contains the most images, people, and the highest rate of pictures taken
per person. The number of different people in the training dataset was 27 individuals, of
which 15 were male and 12 female. Pictures were taken in varying environments,
most people within the dataset took pictures in more than one scenery. These
environments varied in terms of light and background. Photos were taken in dark and
light rooms, and the background consisted of different colors and patterns. When
capturing images, the goal was to vary their positions, this includes, rotation of the hand,
distances from the camera, and using both the right and left hand. The ratio of left and
right hands did not have to be exact, as that would be fixed later during augmentation
through mirroring. The total number of images was about 50 per person, with some taking
more. The total number of pictures per letter is 1600 totaling 41600 images in the training
dataset.

For the validation dataset, the number of participants was fewer than in the training
dataset. Of 15 individuals, 9 were male and 6 female, none of which were part of the
training dataset. This ensured that the model could give true training and validation
accuracy. Thereby establishing a simpler evaluation of the model's performance. Taking
pictures followed the same approach as for the training set, in different lights,
backgrounds, and different rotations of the hand. The number of images in the validation
set was much smaller than that of the training dataset but stayed slightly below one-tenth
of the size of the training dataset. The validation dataset contains 140 for each letter,
with a total of 3640 images.

The test set was the smallest consisting of 80 images for each letter. While smaller, more
care was put into ensuring that pictures were varied with 20 different people for the
subset, 10 male, and 10 female. None of the individuals participating in the test set was
part of the validation or training set. The images in the test set were made to differ from
each other greatly. This ensured that even though the sign was slightly wrong, the model
would recognize it. Thereby, a greater variance of images would give a better view of the
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model's weaknesses for example, if the model is worse when the image is dark, or if the
hand is in front of a background with many different shapes and patterns.

When collecting the dataset, consideration of keeping the individuals who participated
anonymously was important. Cropping out hands from images was a good solution, as
faces would automatically be removed. Thereby decreasing the overall editing of the
dataset.

Table 2 displays the number of images in each set and the ratio of male, female, right hands, and left hands in each.

Training | Validation | Test
Number of images 41600 3640 2080
Female ratio ~0.44 ~0.4 0.5
Male ratio ~0.56 ~0.6 0.5
Right-hand ratio ~0.52 ~0.54 0.51
Left-hand ratio ~0.48 ~0.46 0.49

4.1.3.2 Augmentation and Preprocessing

When augmenting the dataset, different characteristics were altered to enhance wanted
features that were of interest and improve the generalization for the model. The project's
model should not be biased based on color or lightning. Therefore, it was important to
apply color filters such as blue, red, and green shifting and adjust the contrast, saturation,
and gamma in the pictures. The color filters applied were grayscale, saturation, blue shift,
red shift, green shift, and combinations of red, green, and blue shifting. Examples can be
seen in Figure 10. Applying the color filters altered the colors of the hands while the
contrast filter changed how light or dark the images were.

Figure 10 Some examples of color augmentations. The picture in the upper left corner shows the original image, from
that image going right are the following augmentations. Grayscale, saturation, gamma, contrast(dark), contrast
(light). Below that from left to right are red-, green-, and blue-shifted. The three last are different color combinations.
The images were randomly rotated between -20 and 20 degrees. This was done to mimic
the alternating positions of the hands. Figure 11 shows this with two persons, both

showing the sign letter J while each holding their hand at a different angle.
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Figure 11 Example of two people displaying the sign J but each at a different angle.

The reasoning for choosing a rotation between -20 and 20 degrees was to keep the signs
in the images relevant to its letter conveyed, as a letter rotated 90 or 180 degrees would
not be considered the same sign for some letters. 20 degrees was decided as it gives a
good variance while keeping the image relevant. A more rotated angle could have been
chosen but, for images where the hand is already angled, increasing the rotation runs the
risk of causing the conveyed sign to lose meaning. Figure 12 shows an example of how
this rotation looks.

L. ,

Figure 12 Example of how the augmentation for rotation is made. The original image is on the left displaying the
letter H, and the image on the right is an augmented version with a rotation of 10 degrees.

Blurring was also used as an augmentation to make the dataset more varied by feeding
the model images that have lower-quality edges. This type of augmentation was added to
allow the model to detect the sign even if the user is moving the hand, or the camera is
out of focus. An example is seen in Figure 13.

Figure 13 Example of blurring. The image on the left displays the original image of the letter T, the right image is an
augmented version using blurring.

Mirroring as seen in Figure 14 was to train the model to detect the presented sign
independent of whether the person was conveying the letters with their right or left hand.
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Figure 14 Example of a mirrored image. The image on the left is the original image displaying the letter T. The right
image is an augmented version using mirroring.

Augmentations were combined to increase the dataset further. For example, rotating and
changing the contrast or mirroring and rotating. Figure 15 shows an example of rotation
and blurring.

Figure 15 Example of combined augmentations. The image on the left is the original and the one on the right is an
augmented version of rotation and blurring.

Augmentation was used to fit data into the models by resizing and adding a black border
behind the images. This was necessary as the raw image data were of many different sizes
and needed to be reshaped into a uniform width and height. Figure 16 shows some
examples of how this reshaping affected the images.

Figure 16 Example of reshaped images. The images on the left side are H (top) and C (bottom) each having a
different shape. The ones on the right are how the augmented images look after reshaping.

The use of augmentations greatly increased the size of the dataset, by applying different
combinations of augmentations the subsets, training, and validation were able to grow to
almost 5 times the original size. Table 3 shows the increase in the training and validation

25



set through augmentation. The test dataset was not augmented with any augmentation
other than to fit the input criteria of the model.

Table 3 Displays the number of images per class in the training, and validation set before and after augmentation.

Training Validation

Number of images before | 1600 140
augmentation per class
Number of images after | 7880 691

augmentation per class

4.1.4 Implementation

The project was tried in two parts one with a fine-tuned model and one smaller model
trained from scratch. The program employed hand-tracking to crop out the hand from the
whole image. The crop-out version would then be resized and given as input to the
classifier. The classifier then processed the image and guessed the held-up sign. This
approach assisted the classifier by lowering the input array size and made each image
more uniform. The program was designed to translate signs in real-time from a live video
feed. The images within the datasets were preprocessed to fit the models and augmented
to increase the dataset. The model was analyzed using TensorBoard®. TensorBoard is a
visualization toolkit provided by TensorFlow, an open-source machine learning
framework developed by Google. It's designed to help developers understand, debug, and
optimize the performance of machine learning models built in TensorFlow. The model
was fine-tuned, to have desirable accuracy while using low computing power. See Figure
17.

Implement Train Model N Aﬁﬁ“ﬂ:zﬁg‘er
i Lal W
Hand - Tracking on Dataset to Hand - Tracking

Figure 17
Flowchart visualizing the creation of the Sign Language Recognition program.
For a more detailed flowchart see Appendix Figure 18.

h 4

3 https://www.tensorflow.org/tensorboard
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4.2 Materials

4.2.1 Hardware

Raspberry Pi
e Processor: Broadcom BCM2711 quad-core Cortex-A72 (ARM v8) 64-bit SoC
running at 1.5GHz.
e Memory (RAM): 4GB
e Operating system: Raspbian
e Version: Raspberry Pi 4 Model B

Lenovo Yoga
e Processor: Intel(R) Core(TM) i7-10510U CPU @ 1.80GHz, 2304 Mhz, 4 cores,
8 logical processors.
e Memory (RAM): 16GB
e Operating system: Windows 10

Camera
e Manufacturer: PlexGear
e Resolution: 720p
e Connection: USB

4.2.2 Important Libraries

NumPy* - NumPy is a fundamental library for numerical computing in Python. It provides
support for large multi-dimensional arrays and matrices, along with a collection of
mathematical functions to operate on these arrays efficiently.

OpenCV? - OpenCV (Open Source Computer Vision Library) is a popular open-source
computer vision and image processing library. It offers functionalities for tasks, such as
image and video processing, object detection and tracking, facial recognition, augmented
reality, and more.

MediaPipe® - MediaPipe is an open-source framework developed by Google that offers
customizable machine-learning solutions for various media processing tasks, primarily
focusing on video and image analysis. It provides a set of pre-built, reusable components
that simplify the development of complex pipelines for processing media data. The
implementation of MediaPipe is for the hand-tracking feature. It consists of two models.
One is for palm detection which localizes the positions of the hands. The other is
landmarks on the hands such as fingers and knuckles. MediaPipe can run on low-
processing devices while maintaining high accuracy [35].

4 https://numpy.org/
5 https://opencv.org/
6 https://developers.google.com/mediapipe
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4.2.3 Machine Learning Framework

TensorFlow’/ Keras® - TensorFlow is an open-source machine-learning platform
developed by Google. It provides tools, libraries, and community resources for building
and deploying machine learning models. With TensorFlow, users can easily develop and
train machine-learning models using high-level APIs like Keras or dive deep into model
customization with low-level TensorFlow operations. TensorFlow offers scalability and
flexibility, allowing users to deploy models on different platforms, from mobile devices
to large-scale distributed systems. Along with TensorFlow, this project used Keras,
leveraging Keras within TensorFlow offers a wide array of tools and functionalities,
streamlining the process of building and training machine learning models.

7 https://www.tensorflow.org/
8 https://keras.io/
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5 Results

This section will focus solely on results achieved in the project. Different models are
evaluated with the same metrics, to analyze their working in a general sense (accuracy),
and the project-specific part on a low-power device. The most important metric in the
latter part is speed.

5.1 Evaluation Metrics

The following section explains the different methods used to evaluate and compare the
models and the results measured during training. This was done in two separate parts. In
the first part, accuracy was measured in percentage, the second part, effectiveness was
measured in seconds. Additional evaluations were made from the results gathered during
training such as training accuracy, validation accuracy, and the number of parameters.

The accuracy test was conducted with the test dataset. In this dataset, there were 80
images for each letter. Each person in the test set had not been in the training or validation
set. This was to ensure that test data for the model was unseen. The model predicted each
image in this set and the result was mapped on a confusion matrix. The result from the
confusion matrix was used as model evaluation to see common mix-ups between letters.

The evaluation of effectiveness was done by measuring the execution time required for
each of the models when running on a Raspberry Pl 4. Both the models were given the
test set, and the time was measured over how long each model took to predict all the
images. Furthermore, the full time was tested on how long it takes for the program to
conduct a prediction by feeding the program an image, and let the program crop, and
preprocess it to the correct size, and lastly allowing the model to predict.

The results measured during training were evaluated by comparing the results from
training accuracy, validation accuracy, training loss, and validation loss to know how well
the model trained and if there were any signs of overfitting.
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5.2 MobileNet (Fine-Tuned)

Training phase
loss: 3.1129e-04 - accuracy: 0.9999 - val_loss: 0.4732 - val_accuracy: 0.9170

Here a batch size of 64 was used which was found to be working well while testing
batch sizes. The learning rate was adjusted from 0.001 to 0.0001. The fine-tuned
model performed well during the training phase with a steady increase in accuracy
and validation, the results during training gave an accuracy of 99% on the training
dataset and 92% on the validation dataset.

Accuracy

The results of the model with 23 layers trainable, the test accuracy was quite
promising with a test score of almost 95.8% as seen in the confusion matrix Figure
19. The confusion matrix showed that it could accurately detect all signs with little
to no error. Letters the model sometimes struggled to detect were D and J, M and
N. This however can be expected as these signs are quite similar and when
reviewing the testing pictures that were wrongly predicted it is not odd that the
model confuses the signs, See Figure 20. When reviewing
similarities between D and J, the only difference is the
location of the thumb. Furthermore, the only difference
between M and N is the location of the ring finger. These
similarities make it difficult for the fine-tuned model to
predict the four letters accurately. When analyzing the
confusion matrix, the model wrongly mistakes D for J 22.5%  rigyre 20 Example of D
and N for M 18.75% of the time. andJ, and M and N
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Confusion matrix, without normalization
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Figure 19 Confusion matrix of the fine-tuned model with the last 23 layers trainable.

Furthermore, when training all layers, the accuracy was 97%. When looking at
the confusion matrix as seen in Figure 21 the wrongly predicted letters are
distributed more evenly. For example, while the model predicted the letters D and
J wrongly fewer times, wrong predictions between E and G increased. When
reviewing the two confusion matrices, the model that had all layers trainable

performed slightly better.

Confusion matrix, without normalization
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Figure 21 Confusion matrix of the fine-tuned model with all layers trainable.
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e Speed on Raspberry Pi 4

The following results were achieved when testing the model. See Figure 22

Locating Hand: 0.23 (s)
Preprocessing: 0.021 (s)
Prediction: 0.17 (s)
Total: 0.421 (s)

041

0.3

021

0.1}

0.0

[1Locating Hand

"1 Preprocessing Time Fine-Tuned
W Avg Prediction Time Fine-Tuned
W Total Time Fine-Tuned

Figure 22 Bar graph describing the time consumption of the different steps in the translation process for the fine-

tuned model.

5.3 Custom Model

e Training phase of the colored model

The result of training and validation gave a final accuracy of 93.43% and 77.92%
respectively as seen in Figure 23. This is a large gap of ~15.5% which can be a
concern of overfitting. In the figure, the training and validation keep a similar learning
rate up to approximately 0.65 or 65% mark in which the validation accuracy slowed
down while the training accuracy continued. The validation accuracy did however

continue to increase up to ~78%

epoch_accuracy

Run
model10_color_v2\train
® model10_color_v2\validation

a 5 6 7 8 9%

Value Step Relative
0.9343 9 1.359 day
07792 9 1.359 day

Figure 23 Graph of the custom color model training accuracy (light green) and validation accuracy (dark grey).
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Looking at the accuracy, and validation loss, the validation loss stops decreasing at
around the 8" epoch as seen in Figure 24. This could indicate that the model fails to
generalize the new data and has become to specialized for the training dataset.

epoch_loss T

Fd

4 5 3 7 8 ax

Run Value Step Relative
model10_color_v2\train 0.207 9 1.359 day
L] model10_color_v2\validation 0.8056 9 1.359 day

Figure 24 Graph of the custom color models training loss (light green) and validation loss (dark green).

e Accuracy of the colored model.

The self-made colored model showed results of up to 85.6% accuracy on the test set.
When reviewing the confusion matrix as seen in 6, the error amongst letters is not divided
equally with most errors clustering in pairs. The greatest confusion among these pairs was
E and G. Analyzing these letters they share some similarity in shape. For both E and G,
the hand is curled into a fist with the only difference being that on G the thumb is placed
on the side of the fist, whereas for E the thumb is placed inside the curled fist. The
confusion matrix shows that the model confuses the letter E more as G than G to E. E had
a 32.5% error toward G while G was confused with E at 13.75%. Looking at some of the
images that were wrongly predicted, some features could be the cause of confusion. One
cause of confusion can be objects in the background, that can cause the model to confuse
it for a part of the hand. In Figure 26 there is a lamp at the edge of the hand. It is possible
that this part of the lamp was seen as the thumb by the model. The wrong predictions of
G for E are harder to notice. One test image that was wrongly predicted was Figure 27.
In this image, the thumb is barely visible and quite dark compared to the rest of the hand
which can be the reason for the mix-up. Looking at the other images that were confused
it is unclear what could have caused the wrong predictions. The two other images in
Figure 27 were predicted as E and shared the feature of a raised index finger slightly more
than the other. While many of those labeled as E and confused as G had the index finger
hidden as seen in the two other images in Figure 26, this could be a feature that the model
picked up. Considering that for E, the thumb is clutched inside the fist which can cause
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the index finger to become more raised, compared to the other fingers. This could be
caused by the training dataset containing a pattern of E having a raised index finger while

G has a pattern of a hidden or covered index finger.
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Figure 25 Confusion matrix of the custom color model.

Figure 26 Example of images labeled as E but predicted as G. The Left image displays an image with a lamp in the
background possibly causing the model to predict it as G. The middle and right image displays examples where the

index finger is hidden.

Figure 27 Examples of images labeled as G but predicted as E. The Left image displays an example where the thumb

is barely visible. The image in the middle and right are examples of when the index finger is raised slightly.
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Other predictions with equal error rates were D and J, and M and N. For D and J there
can be confusion where the thumb is slightly visible on images labeled as J. D predicted
wrongly when the thumb was visible but not next to the hand and instead further out as
seen in Figure 28. For M and N there doesn’t seem to exist a feature that explains the
confusion. Looking at the confusion matrix the model appears to confuse signs where
fingers point towards the camera such as M, N, R, and X. The model mostly predicted
right on M, N, R, and X when the hand is pointing more downwards that can be seen in
Figure 29.

Figure 28 The two images to the left show examples of images labeled as J but wrongly predicted as D. The two
images on the right were labeled as D but predicted as J

Figure 29 On the top marked in red are examples of wrongly predicted images of M, N, R, and X. The images on the
bottom marked in green are the corresponding labels as above that were predicted correctly.

e Speed on RP4 (colored model)

When testing the model on the Raspberry P1 the following result was achieved as seen
in Figure 30. The result shows that the total time for the program to read the input
image produced by the camera to predict the label takes approximately 0.321 seconds.
Most of this time as seen in the figure is due to hand-tracking which takes 0.23
seconds while the time consumed to preprocess the image and predict the sign takes
around 0.018 and 0.073 seconds respectively.

35



Locating Hand: 0.23 (s)
Preprocessing: 0.018 (s)
Prediction: 0.073 (s)
Total: 0.321 (s)

1 Locating Hand

[ 1 Preprocessing Time Custom Model
M Avg Prediction Time Custom Model
M Total Time Custom Model

010

0.051

1
0.00

Figure 30 Bar graph describing the time consumption of the different steps in the translation process for the custom
color model.

For the grayscale version, the same augmented dataset was used when training the
grayscale model as the MobileNet and the custom model, except that the data was

converted from RGB to grayscale.

e Training phase of grayscale model

The result of the training gave a final accuracy of 93.73% and validation of 78.14%. As
seen in Figure 31. This gap is around 15% which raises concerns for overfitting. The
learning rates of validation and training start at similar rates, up until around 0.55. Here
the learning rate of the validation began to slow down faster than the learning rate of the

training.

epoch_accuracy I

Run+ Value Step Relative
model10_grayscale_v2\train 0.9373 9 1.301 day
[ ] model10_grayscale_v2\validation 0.7814 9 1.301 day

Figure 31 Graph showing the training accuracy (light orange) and validation accuracy (dark orange) of the
grayscale custom model.
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Figure 32 shows that the training loss steadily decreased to around 0.2 when reviewing
training and validation loss. The validation loss initially declined at the same rate as
training loss but began to plateau at around the 6 - 7 epoch with a slight decrease between
the 8th and 9th.

epoch_loss

1 2 3 4 5 6 7 8 9x 10

Run4 Value Step Relative

model10_grayscale_v2\train 0.1961 9 1.301 day

® model10_grayscale_v2\validation 0.7336 9 1.301 day

Figure 32 Graph of the training loss (light orange) and validation loss (dark orange) of the custom grayscale model.

e Accuracy of the grayscale model

The result of the test accuracy showed an accuracy of 84.2%. When looking at the
confusion matrix as seen in Figure 33 there was a pattern that most of the errors
occurred in pairs. This was an issue that the colored model experienced as well. The
common mix-ups were J and D, and M, N, R, and X, with a rate like the colored
model.
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Figure 34 Bar graph describing the time consumption of the different steps of the translation process for the custom
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6 Discussion

6.1 Comparison

In terms of accuracy on the test set the fine-tuned model performed better with higher
accuracy and ability to distinguish similar signs. The models that were not fine-tuned had
issues with the signs that had fingers pointing toward the camera. While most predictions
were correct on these, the results show a much higher error rate compared to the fine-
tuned model. Looking at the results during training of the custom model, further training
would most likely not help improve this result as it already had a large gap between
training accuracy and validation accuracy.

In Table 4, the custom model performed slightly better when using 3-channel input
compared to 1-channel. However, the difference between these approaches is small.

Table 4 displays the result of the custom model's accuracies when using grayscale as input compared to color.

Custom Color Grayscale
Test Accuracy 85.6% 84.2%
Training Accuracy 93.4% 93.73%
Validation Accuracy | 77.92% 78.14%

Table 5 shows that setting more layers trainable gave a better test, and validation
accuracy. However, the training time increased substantially when training all layers.

Table 5 displays the results of the fine-tuned models accuracies when 23 layers, and when all layers are trainable.

Fine-tuned 23 Layers Trainable All Layers Trainable
Test Accuracy 95.8% 97.0%

Training Accuracy 99.99% 99.99%

Validation Accuracy | 91.7% 93.2%

Augmentation helped the model generalize intricate patterns in the data. This is illustrated
in Table 6. This shows that augmentation techniques can greatly increase model
performance in terms of accuracy. Further work on augmentation could be beneficial to
increase performance.

Table 6 displays the result of the fine-tuned model's accuracies when using augmentation compared to not using any
augmentation techniques.

Fine-tuned With Augmentation Data | Without Augmentation Data
Test Accuracy 95.8% 91.8%
Training Accuracy 99.99% 98.7%
Validation Accuracy | 91.7% 89.6%
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The custom-colored model compared to the custom gray-scaled model in terms of
accuracy in the test dataset showed similar results in accuracy where the colored model
had an accuracy of 85.6% and the gray-scaled model had 84.2%. Both performed almost
the same, and most of the errors occurred with the same letters with the gray-scaled
version performing minimally worse. This can however be due to randomness as the gray-
scaled version had a slightly better performance on the training as seen in Figure 35 but
the difference is small. This was most likely caused by the shuffling of the dataset as
during training the dataset was shuffled randomly, therefore one model could be taught
on the dataset in an order that was slightly more favorable than the other. The only big
difference was that the gray-scaled version confuses N and X more than the colored
version.

epoch_accuracy s

1 2 3 4 5 6 7 8 9% 10

Run+ Value Step Relative
model10_color_v2\train 0.9343 9 1.359 day
® model10_color_v2\validation 0.7792 9 1.359 day
model10_grayscale_v2\train 0.9373 9 1.301 day
9

[ ] model10_grayscale_v2\validation 0.7814 1.301 day

Fl

Figure 35 Graph showing the difference in training and validation accuracy of the colored and grayscale versions of
the custom model.

Reviewing the differences in, validation, and training loss as seen in Figure 36 the
custom, colored model, and the gray-scaled model had very similar results.

epoch_loss I

1 2 3 4 5 3 7 8 9% 10

Runt Value Step Relative
model10_color_v2\train 0207 9 1.359 day
[ ] model10_color_v2\validation 0.8056 9 1.359 day
model10_grayscale_v2\train 0.1961 9 1.301 day
9

® model10_grayscale_v2\validation 0.7336 1.301 day

Figure 36 Graph displaying the difference between the colored and grayscale custom models.
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When comparing the speed of the models as seen in Figure 37 the custom models were
faster than the fine-tuned model. The fine-tuned model prediction time was what caused
it to be slower than the custom color model. Between the custom models, the gray-scaled
version was slightly faster than the colored version. The gray-scaled version was faster in
preprocessing and prediction, as seen in Table 7.

Table 7 displays the effectiveness of each step, in seconds for each model.

Fine-Tuned Custom Colored Custom Grayscale
Locating Hand 0.23 0.23 0.23
Preprocessing 0.021 0.018 0.013
Prediction 0.17 0.073 0.07
Total 0.421 0.321 0.313

[1Locating Hand

[1Preprocessing Time Fine-Tuned

"1 Preprocessing Time Custom Model

"1 Preprocessing Time Custom Model Gray-scale
H Avg Prediction Time Fine-Tuned

M Avg Prediction Time Custom Model

H Avg Prediction Time Custom Model Gray-scale
H Total Time Fine-Tuned

Il Total Time Custom Model

W Total Time Custom Model Gray-scale
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I
Figure 37 bar graph showing the difference in effectiveness for the models. The fine-tuned model is displayed in light
red, red, and dark red. the custom color model is displayed with light green, green, and dark green and the custom
grayscale model is shown in light blue, blue, and dark blue.

6.2 Previous Studies

When reviewing similar projects, this one is on par in terms of accuracy in the fine-tuning
process of the MobileNet architecture. This suggests that the dataset is of good quality.
For instance, the project [36] MobileNet was used to classify American Sign Language
and received an accuracy rate of 95.41%. Furthermore, the paper [37] worked with fine-
tuning MobileNets architecture to recognize Arabic sign language. The dataset consisted
of 47697 images and achieved an accuracy of 94.46%. Both papers achieved results
similar to 97%. This ensures that the dataset created in this project, and the training
process are of likewise quality. However, it is important to note that this project focuses
on SSL, unlike the mentioned projects. Therefore, small differences in accuracy can be
the result of different languages.
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6.3 Summary of Findings

e MobileNet
The MobileNet architecture is well-suited for low-power devices. The rather low
parameter count allows the model to run without large time-delays, while still
achieving good results.

o Dataset
The fine-tuned model is of similar accuracy as MobileNet models created in other
sign language translation projects. This suggests that the dataset created in this
project is on par with pre-existing datasets in other sign languages which is
discussed in, 6.2 Previous Studies.

e Hand-tracking
Hand-tracking might be excessive as it uses a large amount of computing power.

e Low power devices
It is feasible to run image recognition models on small devices.

e Real-time translation
The real-time translation program worked well. However, it was not efficient on
the Raspberry P1 4.

6.4 Limitations

6.4.1 Limitations in Approach

One limitation concerns the approach with MediaPipe’s hand-tracking model, it had
issues detecting the hands when the background was orange. Furthermore, it had
problems when the room was very dark. Beyond this, the library was not optimal for this
approach since it contains features that were not completely necessary for this project but
were not removable. The time to execute the hand-tracking could therefore have been
shortened.

These limitations could have been prevented by excluding the hand-tracking part entirely
from the project and instead opting for a model that directly searches for the sign. This
approach was never tested in the project and could be more effective in predicting the
sign. One reason as to why the approach was not tested was due to the requirements of
the dataset. It would most likely be harder to have people agree to participate in the dataset
as more parts of their body would be in the picture such as faces which would require
more editing of the dataset by blurring or covering the faces to comply more with GDPR
laws. Some limitations that could be expected through this approach would be the larger
input data of the sign language recognition model as it would need to take in the whole
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image captured by the camera. This approach would most likely require a larger dataset
to distinguish key features.

6.4.2 Limitation in Dataset

Limitations in the dataset that could be improved upon include more hands with unnatural
features such as jewelry and tattoos. There are currently pictures in the dataset containing
rings and watches, but no images containing tattoos on the hands.

6.5 Conclusion

This project achieved promising results when testing SSL recognition models on a small
device. The main conclusion is that running a small to medium-sized model on low
computing power devices is feasible. Furthermore, the fine-tuned model is on par with
similar projects in the field. The low-power device used was a Raspberry Pi 4 model B.

e Future Direction
The following approaches could benefit this project, creating a greater model and a more
varied dataset.

The dataset in future works can be improved by including more images of hands with
altered features such as tattoos and jewelry. This could expand the dataset further with
more variance to increase the model’s performance. Furthermore, the augmentation
techniques could be improved in future projects, by constructing augmentation that
clearly defines key features on certain signs that confuse the model. One unconsidered
approach was the Sobel filter, a common way of extracting edges from an image.

Regarding the approach of using two models, one that finds the hand and one that
classifies the sign can be optimized. Regarding the model that finds the hand, the library
used in this project contains some features that do not benefit the project. As mentioned
previously the library has more than one built-in model. One of these is the palm detection
model which is used to find the location of the hand(s). The other part consists of several
smaller models designed to detect landmarks of the hands such as knuckles, fingertips,
and other parts of the hand. Unfortunately, no possible ways were found to exclude these
smaller models, which creates efficiency problems. The landmarks became the bounding
box for this project to crop out the hands, as the palm detection model could not be solely
accessed. For future work, a way to exclude these inefficiencies could be to either find a
way to remove the models used for landmarks or to create a custom palm detection model.
This could decrease the time for the hand-tracking model and thereby improve the
program, as a big part of the time needed between getting an input and predicting was the
hand-tracking part.

43



Future projects could use other low-power devices to see if similar or harder tasks can
be achieved, for example, work with more classes or deeper networks.

6.6 Final Remarks

The findings of this project contribute to the field of computer vision, by analyzing the
efficiency of image classification models on low-power devices. The findings suggest
that using classification models on smaller devices is not optimal. However, it can be
useful in scenarios where it might be necessary.
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Appendix

Figure 6 Code for fine-tuning MobileNet, here the last layer was changed to a dense layer of 26 with a softmax
function and the weights of last 23 layers of the model are to be trained.
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Figure 7 Architecture of custom model. This shows the example of custom colored model, the grayscale version is the
same except for the input of 128,128,1 instead of 128,128,3.
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LRAdjustOnPlateau(Callback):
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(LRAdjustOnPlateau . 9]
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.factor = factor
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.min_lr = min_1lr
.num_increases =
.best_loss =
.current_1r =

on_train_begin( logs= JE
.current_lr = (tf.keras.backend.get_value( .model.optimizer.lr))

on_epoch_gnd( epoch, logs= )
current_loss = logs.get( .monitor)
.best_loss
.best_loss = current_loss
current_loss > .best_loss:

.num_increases +=

.num_increases =
.best_loss = current_loss

.num_increases »= .patience:
new_1lr = ( .current_1lr * .factor .min_1lr)
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Callback for adjusting learning rate during training.
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Figure 18 A more in-depth flowchart explaining the process depicted in Figure 17.
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