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Abstract

Our study provides evidence that CNNs struggle to effectively extract ori-

entation features. We show that the use of Complex Structure Tensor, which

contains compact orientation features with certainties, as input to CNNs con-

sistently improves identification accuracy compared to using grayscale inputs

alone. Experiments also demonstrated that our inputs, which were provided

by mini complex conv-nets, combined with reduced CNN sizes, outperformed

full-fledged, prevailing CNN architectures. This suggests that the upfront use

of orientation features in CNNs, a strategy seen in mammalian vision, not

only mitigates their limitations but also enhances their explainability and

relevance to thin-clients. Experiments were done on publicly available data

sets comprising periocular images for biometric identification and verifica-

tion (Close and Open World) using 6 State of the Art CNN architectures.

We reduced SOA Equal Error Rate (EER) on the PolyU dataset by 5-26%

depending on data and scenario.
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1. Introduction

Computer Vision (CV) defines texture as a repetitive pattern [1]. Ex-

tracting texture features amounts to finding a vector of parameters from

subsets of the pattern to uniquely characterize it. Ideally, it is then neces-

sary for the vector to be invariant to translation inside the same texture and

different in another [2]. The squared magnitude of Fourier Transform, FT,

a.k.a. the power spectrum, of an image is invariant to image translations.

Consequently, the power spectrum of local images has been a main source

of texture perception studies [3], and texture feature vectors [4][1][5]. Even

Convolutional Neural Networks (CNN) are biased towards texture informa-

tion [6], even showing that some first-layer ImageNet trained CNNs’ filters

have similar appearance as members of a Gabor filter-bank [7]. Since Hubel

and Wiesel’s Nobel Prize-winning work, [8], we know that mammalian vision

is enabled by cells, each tuned to a unique orientation of translating bars in

its visual field, and are upfront in the brain’s data flow, at the visual cortex.

There exist cell layers that are invariant to translation, with tune-in angles

uniformly and densely sampling [0 � �], like Gabor functions [9] magnitude

responses [10].

Texture plays a crucial role in many image-based biometric recognition

systems such as the case of fingerprints [11] or iris [12]. In 2009, the authors

of [13] showed the potential of the periocular region for biometric recog-
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nition. This region encompasses the iris, eyebrows, eyelids, commissures,

skin texture, and the general eye’s shape that can be used for recognition.

This information-rich area has shown not only to be quite stable but also to

provide high performance for soft-biometrics recognition [14]. The periocu-

lar area provides flexibility regarding acquisition and occlusion as a middle

ground between face and iris recognition. Like its biometric siblings, it has

been the target of several texture extraction algorithms for recognition pur-

poses with good performance [15][16].

In this paper, we propose a set of complex mini conv-nets specialized in

extracting texture presence and orientation with texture pattern complexity

perfectly representable up to the n-th order moments of the power spectrum

[17] in a region to enhance the performance of CNNs. The main contributions

of this paper are as follows:

• We show that CNN networks can benefit from compact orientation

features as texture features at the input by improving their a) explain-

ability and focus, b) convergence, c) network size, and d) performance.

• We suggest complex Structure Tensors (CST), which is a further gen-

eralization of the ordinary Structure Tensor (ST), as a mini conv-net,

relying on complex scalar products and complex non-linearities to pro-

vide compact inputs to CNNs. The features provided are dense equals

of the local power spectrum, including one provided by a full Gabor

filter bank, which approximates cell layers of mammalian vision well.
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• Our evidence from biometric recognition confirms more explicitly pre-

vious indications that SOA CNN networks alone cannot produce orien-

tation features significant for decisions on training data with reasonable

size (� ten thousand images).

• Results indicate that the findings above generalize across different CNN

architectures and spectra.

2. Background and Related Work

This paper uses a method based on the Structure Tensor Theory (ST)

[18] as a compact texture orientation descriptor combined with CNNs. The

descriptor, explained in detail in Section 3, employs Complex Derivative of

Gaussians to extract gradient information and detect the presence and orien-

tation of line patterns. Besides biometrics, STs have been studied and used in

numerous applications, including image enhancement, [19], and medical im-

age analysis [20], but also as a fundamental tool in computer vision, to detect

and track key-point with [21] or without scale-space [22], to generate dense

optical flow, [23], as well as orientation maps [24]. Symmetry descriptors

have been used previously in biometric recognition with success, given their

resilience to viewpoint or scale changes [25], but their possible contribution

has not yet been studied in the context of Deep Learning. Regarding perioc-

ular recognition, the works [25] used the presence and orientation of several

symmetry patterns at different scales around selected image keypoints for
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both periocular and forensic fingerprint recognition, achieving performance

comparable to SOA.

Traditional methods like ST [18], LBP [5], HOG [4], and Gabor [9] try to

quantify the presence of line patterns in images, specifically their orientations.

However, lately, their use has been superseded by CNNs. Even other studies

on CNNs show the importance of quantifying orientation. While filtering

profiles similar to Gabor filters are observed in the initial layers of CNNs

[26][7], such filtering i) lacks systematic uniform orientation tuning and ii)

the (non-linear) magnitude processing for translation invariance. This gap

may arise from the assumption that all layers in CNNs must be determined

by training data, whereas mammalian vision quantifies orientation uniformly

up-front and maintains it throughout adult life.

To exploit potential synergies, researchers have tried to create robust

models by combining traditional methods and CNNs in different ways. The

authors in [27] combined LBP and RGB features with CNNs for face anti-

spoofing, increasing performance while reducing the network size. In [15],

the authors proposed a double stream CNN that takes RGB ocular images

and Orthogonal Combination-Local Binary Coded Pattern (OCLBCP) tex-

ture descriptor as inputs, improving recognition performance. In [28], the

authors created a new CNN layer called Local Binary Convolution (LCB) as

an alternative to convolutional layers. The network, called Local Binary Con-

volutional Neural Network (LBCNN), performed the same as regular CNNs

while reducing network size and learnable parameters between 9 and 169
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times.

In [29], the authors used HOG features and CNN to create an efficient

pedestrian tracking and reidentification model across multiple camera views.

The authors of [30] used handcrafted HOG features, pre-trained CNNs fea-

tures, and gender information extracted from a shallow network for periocular

recognition. The work [31] used a HOG descriptor over spatial and temporal

CNNs shallow features for face expression recognition in video.

The work [26] introduced GaborNet, a modified CNN in which the first

layer filters are set to fit the Gabor Function by learning Gabor filter pa-

rameters instead of filter values directly. They showed that this modified

CNN can outperform classic CNN while reducing the number of learnable

parameters. The authors of [32] apply a bank of Gabor filters to face images

to obtain responses. Each response image was used to train its own CNN

network to achieve face classification. In [33], the authors used the output

of two consecutive Gabor filters to train a CNN to recognize between seven

possible facial emotions. They showed that Gabor outputs can help CNNs

achieve better emotion classification and faster convergence. The work [34]

showed that using the response of Gabor filters as input of CNNs can im-

prove recognition of soft-biometrics recognition on face images in CNNs and

capsule networks.
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3. Structure Tensor and power spectrum

The Structure Tensor, ST [18], was originally introduced to provide a

compact parametrization of the local power spectrum, which provides rich

translation invariant features in texture. ST fits the total least square error

line to the local spectrum and calculates the best and worst possible errors.

Linearly symmetric patterns family in a local patch, those having iso-curves

that are parallel, excite ST the most. In Figures 1 a), b) two (local) patches

exemplify the family, here defined as real parts of two distinct planar waves,

A exp(i!xx+ i!yy).

Figure 1: a),b): Examples of 1-folded (linearly) symmetric textures of planar waves with
I20 and gradient vectors; c) dito but 2-folded symmetric, with n = 2. The angle of I20

(red arrows) is twice that of the gradient (blue arrows). FT magnitudes are below.

ST is the 2� 2 symmetric real semipositive definite matrix obtained by

averaging the tensor products of image gradients ST = hrfrTfi with a filter

representing the neighborhood. Its three real elements encode the presence

of an oriented texture in the neighborhood.

Satisfying STu = �u, eigenvalues 0 � �2 � �1 with corresponding (or-
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thogonal) eigenvectors u2 and u1 constitute another representation of ST,

useful to explain the neighborhood in terms of measurable human observa-

tion, texture orientation.

The matrix ST can be decomposed as

ST = (�1 � �2)u1u
T
1 + �2(u1u

T
1 + u2u

T
2 ) (1)

where u1u
T
1 + u2u

T
2 = E is the unity matrix. Accordingly, ST can be

uniquely decomposed into an oriented “line” component (encoded by u1u
T
1 )

with weight-power of �1 � �2 and a non-oriented, “balanced”, component

(encoded by identity) with the weight-power of �2.

If and only if the neighborhood is linearly symmetric, i.e. it possesses

texture orientation, its entire spectral power collapses to Dirac distributions

located on a line through the (spectral) origin. In the solution, the error of the

best fit is �2 (ideally zero for direction u1), and the worst fit is �1 (for direction

u2). Accordingly, the difference �1 � �2 represents the confidence in the fit,

whereas � = \u1 is the direction of the pattern. However, the confidence is

energy dependent, and can vary with the neighborhood contrast.

To exploit the ST theory more effectively, complex numbers can be used to

represent the unique decomposition. The main advantage of this “overhaul”

is the mathematical completability of STs by power series expansion enabled

via the complex representation, allowing to express more elaborate oriented

textures, those possessing n-folded symmetries.
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Figure 2: Pipeline of the proposed method.

Complex numbers reduce the unique decomposition (1) to second order

complex moments1 of the neighborhood power spectrum, the complex I20,

and real I11,

CST=

(
I20; I11

)
=

(
(�1��2) exp(2i\u1); �1+�2

)
(2)

Here i =
p
�1, and the CST vector has 3 degrees of freedom. Components

are readily connected to the unique decomposition of ST. The CST vector

is thus the complex equivalent of ST. Replacing the tensor mapping u1u
T
1

in 2D, the complex mapping 2\u1 is similarly invariant to pattern rotation

with � i.e. 2(\u1 + �) = 2\u1.

The sum �1 + �2 = I11 is a tight upper bound for the confidence 0 �

�1 � �2 � �1 + �2 as �2 approaches to zero. An exploitable fact is then,

that confidence jI20j equals the upper bound I11 if and only if the pattern

possesses texture orientation (=linearly symmetric).

The first benefit is that we can estimate these moments with just 3 separa-

1Ipq,
∫
(!x+i!y)

p(!x�i!y)
qjF (!x;!y)j2dω where F is FT of f .
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ble filters, i.e., without a massive filtering process (with a Gabor filter bank),

producing the local power spectrum after taking magnitude responses. This

is because the axis fitting process is directly available in CST. As illustrated

by Figure 2, the moments can be obtained directly via a mini-complex convo-

lutional network, comprising convolution of the original image with complex

filters given by

Γ{n;�2}(x; y) = (Dx + iDy)
nG�2(x; y)g (3)

where Dx, Dy are partial derivatives, and

G�2(x; y) =
1

2��2
exp(�x

2 + y2

2�2
); (4)

is the familiar Gaussian function with variance �2. In the case of texture

orientation of linear symmetry type (n = 1), the first (linear) box becomes

the gradient computation.

The linear symmetry algorithm generates elements of CST, via three

steps each, as follows.

1. Convolve gray image f with the filter Γ{n;�2}, by setting n = 1, and

� = �1. The result is a complex valued image, r.

2. Square each pixel in r while emphasizing (gradient) magnitudes with


 to yield two outputs, complex ra = jrj
 exp(2\r) having double gra-

dient angles, and real rb = jrj
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3a Convolve the ra strand of Step 2 with the Gaussian filter Γ{n;�2} where

n = 0, and � = �2 to provide the complex I20.

3b Convolve the rb strand of Step 2 with the same Gaussian filter to output

the real I11.

Textures with unique orientation have their 2D power spectra concen-

trated into a line, as illustrated in Figure 1 a), b). However, multiple orienta-

tions can occur in textures such as repeated squarish patterns, as exemplified

by Figure 1 c), which will then produce a cross-like pattern in the power spec-

trum. This makes I20 with n = 1 insufficient, requiring more sophisticated

models of orientation presence.

The texture model represented in the above algorithm can then be com-

pleted in the mathematical sense by increasing n to n = 2 in the first box,

[17]. This changes only the used filter in the box to Γ{2;�2}, (3), and the same

algorithm will instead compute elements of the vector (I2n;0, In;n), complet-

ing the descriptive ability of lower ”n”s. Such increases yield even orders of

complex moments of the (local or Gabor) power spectrum, which is even, to

quantify its n-folded symmetry concentration. Instead of 1 axis as in n = 1,

each (I2n;0; In;n) pair fits n evenly distributed axes through the origin. The

orientation delivered in I2n;0 is texture group orientation, e.g., how many

radians the lines of a squarish pattern deviate from a reference direction.

Using CST, we present evidence that CNNs are not able to reach the

valuable information embedded in texture orientations. Likewise, the evi-

dence supports that if the orientation of power spectrum concentrations is
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extracted and presented to CNNs via complex moments, then they can make

decisions with improved accuracy.

4. Methodology

We follow the pipeline shown in Figure 2 to introduce the CST into CNN

architectures. The �1 of the first step determines the frequency band in

which CST acts, whereas �2 in the third step determines neighborhood size.

Figure 3 a) shows the effect of using different � values. Preliminary results

showed us that the highest frequencies in our datasets contained the most

discriminative information. The neighborhood size only influenced methods

where alignment was an issue. We settled therefore for a value for �1 of

0:6 to extract high-frequency gradients and �2 of 4:0 to define minimum

neighborhood size. Furthermore, we set 
 to 0:1 to alleviate the difference

in magnitudes between the regions with subtle and fast changes. Figure 3 b)

shows the type of texture extracted according to different values of n and 


for the selected �1 and �2.

To corroborate conclusions, we carried out biometric recognition exper-

iments by six widely used CNN architectures: ResNet50 [35], DenseNet121

[36], Xception [37], InceptionV3 [38], MobileNetV2 [39].

We used Tensorflow-Keras as our Deep Learning framework to download,

initialize, train, and test the models. The CST process was transparent to the

network and not affected by the training process. We use the standard models

provided by the Keras library, only changing the last fully connected layer
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Figure 3: Effect of hyperparameters in the CST output, shown in HSV-colors where Hue
is modulated by \I20 (i.e. 0◦ is mapped to red), saturation by I11, and Value by jI20j.
When the latter two are high (vivid colors), certainty is high.

to fit the number of users in the database and the input size to fit the type

of data used. We trained the networks using Stochastic Gradient Descent

with a learning rate of 0:001 and a momentum of 0:9. The networks were

trained for 100 epochs with a batch size of 16. No data augmentation was

used during training. Model checkpoint was used to monitor the validation

loss and recover the best-performing version after training. All training was

conducted on a Windows 10 machine with an i7-8700, 32GB of RAM, and

an Nvidia Titan V.

13



Database Protocol
Images
(Classes)

Train Parition
Images (Classes)

Gen./Imp.Pairs
Test Partition

Images (Classes)
Gen./Imp.Pairs

PolyU
5-fold

6,270 (418)
5,016 (418) - 1,254 (418) -

CW 4,180 (418) 18,810/8,715,300 2,090 (418) 4,180/2,178,825
OW 3,135 (209) 21,945/4,890,600 3,135 (209) 2,1945/4,890,600

Cross-Eyed
5-fold

1920 (240)
*1,680/1,440 (240) - *240/480 (240) -

CW 1,200 (240) 2,400/717,000 720 (240) 720/258,120
OW 960 (120) 3,360/456,960 960 (120) 3,360/456,960

Table 1: Summary of Train/Test partitions per database, spectrum, and protocol for
the verification experiments, Both databases contain the same number of images in each
spectrum. The Close-World (CW) and Open-World (OW) protocols with PolyU and
Cross-Eyed are defined following [40]. ∗The values indicate the number of images when
the test fold is composed of 1 or 2 images per class due to the number of images per user
not being divisible by 5.

Figure 4: Example images from the databases employed.

5. Databases, Metrics, and Protocol

5.1. Databases

We employed two commonly used periocular datasets in the experimen-

tation: Cross-Eyed [41], and PolyU [42]. Figure 4 shows some examples of

each database.

The Cross-Eyed dataset is a cross-spectral periocular database that of-

fers Near-Infrared (NIR) and Visible (VIS) images from subjects of different

nationalities, ethnicities, and eye colors using a custom dual-spectrum image

sensor under normal indoor illumination. The database contains 8 images of

each eye from 120 subjects per spectrum, for a total of 3; 840 images. Images

were normalized to have the same sclera radius, center, orientation, size, and
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dimensions.

The PolyU database is a bi-spectral iris database captured using simul-

taneous bi-spectral imaging by the Hong Kong Polytechnic University. It

provides images in NIR and VIS, captured simultaneously, offering exact

pixel correspondence between both spectral image versions. The database

consists of 15 instances for each spectrum of both eyes of 209 different sub-

jects for a total of 12; 540 iris images. Since the periocular region in this

dataset is smaller, images are zero-padded to be square while maintaining

the aspect ratio.

5.2. Metrics and Protocol

To evaluate the performance of the proposed system, we carried out both

biometric identification and verification experiments. For the identification

cases, we did 5-fold cross-validation and tested across all user samples using

softmax and cross-entropy loss. We performed biometric verification to frame

our methods across the SOA results for the used databases. We followed the

same protocols as in [40]: the Close-World (CW) protocol, in which the

training and test partition contains images of all users without overlap, and

the Open-World (OW) protocol, in which the users are split into training

and testing along with all their images. The networks used for biometric

verification were previously trained for identification using the same training

and validation partitions. For testing, we extracted the features from the

second to last layer and compared them using the cosine similarity.
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