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ABSTRACT

Convolutional neural networks have been successfully used in ac-
tion recognition but are usually restricted to operate on Euclidean
data, such as images. In recent years there has been an increase in
research devoted towards finding a generalized model operating on
non-Euclidean data (e.g graphs) and manipulation action recognition
on graphs is still a very novel subject. In this thesis a novel graph
based deep neural network is developed for predicting manipulation
actions and reconstructing graphs from a lower space representation.
The network is trained on two manipulation action datasets and uses
their, respective, previous works on action prediction as a baseline. In
addition, a modular perception pipeline is developed that takes RGB-
D images as input and outputs a scene graph, consisting of objects
and their spatial relations, which can then be fed to the network to
lead to online action prediction. The network manages to outperform
both baselines when training for action prediction and achieves com-
parable results when trained in an end-to-end manner performing
both action prediction and graph reconstruction, simultaneously. Fur-
thermore, to test the scalability of our model, the network is tested
with input graphs deriving from our scene graph generator where
the subject is performing 7 different demonstrations of the learned
action types in a new scene context with novel objects.
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INTRODUCTION

The deep learning eld has had a huge development during the last
decade as a result of more processing power utilizing GPU's, cheaper
hardware and new groundbreaking networks. In some scenarios it is
easier to learn a behavior that is demonstrated by an human expert
rather than manually developing a reward system for the network to
follow. This is called imitation learning and is the core of this thesis.
Imitation learning works by gathering information about the instruc-
tor's behavior and the surrounding environment together with ob-
jects that are being manipulated. From the information gathered the
learner, e.g a computer or a robot, tries to learn a mapping between
the currently observed situation and demonstrated behavior. The ex-
amples in imitation learning demonstrate pairs of actions and states,
as in more common supervised learning examples represent pairs of
labels and features. States in this thesis will be represented as nodes
and edges while actions will be embedded into a graph.

This thesis aims at classifying human manipulation actions with a
Graph Network (GN) classi er and also applying graph reconstruc-
tion, from a latent space representation, which could be further devel-
oped into future graph prediction. The input of this network consists

of a scene graph that is constructed from a preprocessing pipeline
which takes RGB images as input and outputs a scene graph. The
nodes represent each detected object and edges indicate the spatial
relationship between two objects. Furthermore, we will also consider
the temporal relation between consecutive scene graphs and com-
pare our proposed solution with earlier work for manipulation action
recognition.

1.1 objective

Imitation learning has grown steadily during the past decade and
covers several research areas such as human-robot interaction, ma-
chine learning, machine vision[ 4] and rising demand for intelligent
applications. A considerable number of papers focus on manipulation
action recognition but using graph based deep neural networks is a
rarity. We propose a deep learning approach to classify object-action
relations by utilizing GN, considering both spatial and temporal re-
lations. Spatial relations are de ned between two objects, e.g hand is
touching a bowl where touching would represent the spatial relation.
The temporal relations are between objects in consecutive frames and
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represent the relation over time. Furthermore, we propose a second
branch of the network for graph reconstruction that lays the ground
for further development. Our novelty in this eld lies in the following
research questions.

Implementing a modular perception pipeline by grounding on
continuous signal data.

Implementing a deep graph network for two tasks:
— Manipulation action recognition

— Graph reconstruction

Providing a framework for real-time demonstration.

The system will also be tested with novel subjects with images de-
rived from the modular perception pipeline, going from raw image to
graph and nally to predicted action. As the eld of graph based ma-
nipulation action recognition is narrow, our work will be compared
with two different baselines for two separate datasets.

1.2 limitations

To be able to realize this thesis within the time constraints the limita-
tions are de ned as following.

Single xed camera view

Fixed number of objects and actions



BACKGROUND

Convolutional neural networks have been used successfully in almost
every machine learning domain but are usually restricted to operate
on Euclidean data, such as images which can be represented as &D
grid. However, not all data t into the Euclidean space and nding a
generalized model operating on non-Euclidean data (e.g. graphs) is
thought to be a motivation for the graph network development[ 29].
One of the earlier studies on neural networks operating on graphs is
found in the late 90's by Sperduti et al.[ 22] classifying structures from
directed acyclic graphs. A acyclic graph is de ned as a graph without
cycles, meaning that going from one node to another the same node
will never be visited twice, and directed meaning that the edges have
a direction between the nodes. In the last decade a noticeably number
of different graph neural networks (GNN) have been proposed. GNN
can be divided into four subcategories [ 24].

Recurrent Graph Neural Networks
Convolutional Graph Neural Networks
Graph Autoencoders

Spatial-temporal Graph Neural Networks

As these networks are fed with graphs the output is categorized
as one of three: Node-level where the output relates to regression or
classi cation of nodes, Edge-level that outputs classi cation related
to the edges and nally Graph-level that relate to classi cation of the
entire graph.

2.1 graphs

As a de nition of a graph this thesis refers to DeepMinds publication[ 3],
"... a directed, attributed multi-graph with global attribute." Follow-
ing the de nition, agraphisde nedasa 3-tuple G=(u,V,E). Where
u represents the global attribute, V represents a set of nodes andE a
set of edges. The global attribute can be used to describe a universal
attribute but can also serve as a way of representing the true label
of a graph. The set of nodes is described asV = fvig=1:nv Where v;
represents the node attributes that hold the information about the ob-
ject. The edge set is de ned asE = f(ex,rk, Sk)gwhere e is the edge
attribute that contains the spatial or temporal information between
two nodes. The ri represents the index of the receiving node and sy
the index of the sender node.
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2.1.1 Convolutional Graph Networks

In 2017 Kipf et al.[ 16] proposed a semi-supervised classi cation net-
work applying a graph convolutional approach for both node classi -
cation as well as graph classi cation. The objective is to encode graph
structures and features of nodes into low dimensional representations
in order to modify these representations to t the node labels.

Image convolution is a popular method that aggregate the features
of local pixels sequentially, reducing the spatial dimension by clus-
tering the features of neighboring pixels which can be seen on the
left in Figure 1. This is very well de ned for image data since it is
ordered (i.e. structured) and has a xed size. However, in graph data
the neighbors of a node can vary in size and are un-ordered which
make it more complex to de ne a kernel that can be applied onto the
graph. Kipf et al.[ 16] proposed a novel propagation rule to handle this
aggregation mechanism seen in Equation 1 where H('*1) represents
the hidden features at the next layer. This is de ned as a non-linear
activation function ~ where A is the adjacency matrix of the graph,
containing the edge connections, and D de nes the dimensions of
A which is used to normalize nodes with large degrees. The weight
matrix for the current layer is de ned by W),

HO*D = (B 2AD" zHO WD) (1)

When applied to, for instance, citation networks and knowledge
graphs this method outperformed the state-of-the-art by a signi cant
margin and the source code is publicly available 1. Different networks
for graph convolution have been successfully applied in elds such
as action recognition [1][25][ 28] and traf ¢ forecasting [ 26].

(a) 2D image convolu- (b) Resolution 533x400
tion.

Figure 1: Graph convolution.

Simonovsky et al.[21] proposed a convolution operation on graphs
in the spatial domain where Iter weights are conditioned on the edge

1 https://tkipf.github.io/graph-convolutional-networks/
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labels and is applicable on graphs of various sizes. This operation,
also known as Edge-Conditioned Convolution (ECC), is described in

Equation 2 where N(i) is a neighborhood of vertex i containing all
adjacent vertices, }i denotes the edge-speci ¢ weight matrix, X'* 1(j)
is the weighted sum of signals in its neighborhood and b' denotes the
learnable bias.

1

| /iy —
0= N

P X+ b @)
2N (i)

The output of this operation is the Itered signal X' (i), and |
is computed from a Iter generating network which can be imple-
mented with different network architectures but in the original paper
MLP's were used. Collectively with the paper, the source code for this
architecture was made publicly available 2. Giler et al. [13] generalized
the convolution operator to irregular domains by a message passing
scheme.

2.1.2 Message Passing

Message passing[L3] has two phases, a message passing phase and a
readout phase. The message passing phase (also referred to as pro-
cessing step) runs for T steps and is de ned in a message function
M and vertex update function U;. Hidden states h!, at each node are
updated based on messagesm!* ! using the following equations.

X
my"t = M¢(hy,hyy e ) ©)
w2N (v)
hy"t = Ue(hy,my™ ) (4)

N(v) in the summation stands for the neighbors of v in a graph
and e,y represents the features of the edge from node v to w. In the
readout phase a feature vector is calculated for the whole graph using
some readout function R. A simple example is shown in Figure 2 on
how information is shared with message passing.

2 https://github.com/mys  007/ecc
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Figure 2: An example of message passing. Note that the graph edges are
getting thicker when a message is passing through that edge and
that nodes with colors show that the message has been passed.

Each graph highlights the information that spreads throughout the
graph from a particular starting node. The dark colored nodes indi-
cates how far the information has traveled from the start node and the
arrows (edges) indicates how the information from a particular node
can travel. During a full message passing procedure, this happens for
all the edges and nodes simultaneously.

2.1.3 Recurrent Graph Networks

The idea of a recurrent graph network is to apply some parameters
recurrently over the nodes in a graph to nd high-level representa-
tions. The earlier recurrent models, that would apply to acyclic and
cyclic as well as both directed and undirected graphs, were proposed
by Scarselli et al.[19] in 2002 The hidden states of each node is re-
currently updated by Equation 5, where the summation enables the
function f() to be applied to all nodes, independent of neighbor size
and order. In this equation, x, represents the feature vector of node v
and x¢, , is the edge feature vector between nodev and u.

X
h\(/t) = f(XV’X(eV’u)!XU ’ h&t 1)) (5)
u2N(v)

In recent years, models combining graph convolution and LSTM
to learn temporal dependencies have been successfully used in traf ¢
forecasting[10]. These temporal dependencies can also be captured
by convolution in both the spatial and temporal domains such as for
skeleton based action recognition[25)].

2.1.3.1 Long Short Term Memory

LSTM is an recurrent neural network architecture the core concept
of which is to remember valuable information over arbitrary time
intervals. This is controlled by three gates: input, output and forget
gate. The aim of the gate assignment is to control the information
going in and out of the cell state while the cell learns values over
the time interval. These networks are well suited for classi cation on
time-series data as they naturally model the temporal dependencies.



2.2 related work

The LSTM was rst proposed in  1997by Sepp Hochreiter and Jirgen
Schmidhuber[14] to deal with the vanishing gradient problem that
could occur when using recurrent neural networks. In the last few

years there has been several publications on graph based LSTM net-

works for elds such as traf ¢ forecasting[ 10][5] that shows promis-
ing results.

2.1.4 Spatial-temporal Graph Networks

Spatial-temporal graph networks main objective is to to learn hid-
den patterns from spatial and temporal relations within a graph. The
main idea is to consider the spatial and temporal dependencies at the
same time. To account for the timeline multiple graphs can be concate-
nated with a temporal edges between the same nodes in consecutive
graphs, generating a larger graph that also models the temporal infor-
mation. The temporal dependency can then be captured with CNN
or RNNJ 24] which has been used in both action recognition[ 25][11]
and traf c forecasting[ 26).

2.1.5 Graph Autoencoders

The graph autoencoder is an unsupervised learning framework that

encodes the nodes, or entire graphs, into a latent vector space and

then tries to reconstruct the original graph from the encoded data.
These models are used to learn network embeddings and graph gen-
eration. In for the former the latent node representations are learned
by reconstructing the graph structural information, such as the adja-
cency matrix[24]. The latter is mostly designed for molecular graph
generation which either suggests nodes and edges in a sequential
manner or processes the entire graph at once[/].

2.2 related work
2.2.1 Deep Pose Estimation

Trembley et al.[23] proposed a deep learning approach to nd the

6-DoF pose of objects in real-time using only RGB images as input.
Together with the paper, the source code was made publicly avail-
able together with the trained weights for 6 objects from the YCB
dataset[6]3. The approach is performed in two stages, rst a deep neu-
ral network takes an RGB image and outputs a belief maps of 2D key
points and vector elds. The belief map contains the 8 vertices from
the 3D bounding box and 1 for the centroid. The vector eld contains

8 vertices that represent the direction from each of the 8 vertices to the

3 http://www.ycbbenchmarks.com/object-models/

7
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centroid. Secondly, the belief maps are fed to a perspective-n-point al-
gorithm which determines the 6-DoF. The network was trained only
on synthetic data and then the experiments were conducted on real
data by trying to bridge the gap between synthetic and real world. It
manages to achieve state-of-the-art performance even when compar-
ing to models trained on real data. This framework is refereed to as
DOPE.

2.2.2 Hand Pose Estimation

OpenPose is a real-time, multiperson joint detector that can nd hu-
man body, face, hand and foot keypoints which are mostly based on
the work of Z. Cao et al.[ 8] with addition to the hand and face detec-
tor from T. Simon et al.[ 20]. It uses, what the authors call, multiview
bootstrapping approach which works by rst detecting the keypoints

in multiple views and creating initial noisy labels. These labels are
then triangulated in 3D or marked as outliers. The triangulations are
then used as new labeled training data which is employed to improve
the detector. This process is then repeated which generates more la-
beled data every iteration. The input for this multiview bootstrap
method is unlabeled data and the output consists of an improved
detector as well as a labeled dataset. In this thesis the hand keypoint
detector is used.

2.2.3 Seperating Axis Theorem

The Seperating Axis Theorem(SAT) is a technigue to calculate if two
convex polygons are in collision and is commonly used in different
physical game engines because of its low computational cost. This
theorem is applicable to both 2D and 3D polygons and the main idea
is to nd if there is any line, or plane, that can be drawn to separate
the two polygons, if so the objects are not in collision. This theorem
is limited to work on convex shapes, such as a 3D bounding box,
and requires one of the objects to be axis-aligned to achieve accurate
results.

In the context of manipulation action recognition, Dreher et al.[ 11]
presented an object-action learning by demonstration for bimanual
actions. They use a feature extraction pipeline to create scene graphs
from RGB-D videos. The rst stage of the pipeline is a 2D object
tracker which calculates bounding boxes of the objects of interest (e.g.
hands, knife, box). The second stage uses the data from the previous
stage together with a point cloud to create 3D bounding boxes of the
detected objects. The last stage calculates spatial relations between the
objects to be further used to generate the scene graphs that can be fed
to their classi er referred to as an encode-process-decode model. The
encode-process-decode has two independent graph blocks for each of
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the encoder and decoder and a full graph block for the process part.
Dreher et al.[11] used a MLP for each graph block with a structure of
2 layers and 256 neurons per layer. They emphasize the importance
of temporal relations between frames as the model does misclassi -
cation and concatenate 10 scene graphs to create one larger temporal
scene graph. The evaluation is done on their own dataset without any
baseline comparison.

Yan et al.[25] presented a network to recognize actions of dynamic
skeletons and outperformed the state-of-the-art methods. Previous
methods in the area rely on rules to analyze the spatial patterns,
which makes it dif cult to generalize in applications other than the
speci ¢ application area. To go beyond these limitation the authors
investigate a method to automatically capture the patterns of spatial
and temporal dynamics. They learn temporal and spatial patterns
from data by using multiple layers of GCN to extract higher-level
feature maps of the graphs. The model consists of 9 layers of spatial
temporal graph convolution operators. The rst three layers consist
of 64 channels for output, the following three have 128 channels and
the last three consist of 256 channels for the output. The action is then
classi ed by a softmax activation function.

Li et al.[18] proposed a variational auto-encoder for graph net-
works to predict the future state of a graph. The novelty of the paper
lies in the design, where the encoder and decoder explicitly model the
global features to capture global interactions and assist communica-
tion between nodes that are not connected directly. Both encoder and
decoder use DeepMind's Graph Nets-architecture with node, edge
and global features. The update function for nodes, edges and global
features is a MLP with a hidden node size of 64. The input to the
encoder is a sequence, where each element is a set of nodes, with the
objective to estimate the inferred interactions, e.g the edges. The de-
coder takes the estimated interaction graph, learns the dynamics and
predicts the future state.

2.2.4 PyTorch Geometric

PyTorch Geometric[12] is an extension to the well known machine
learning framework PyTorch focuses upon upon deep learning on

graphs and other irregular structures. It consist of a collection of im-

plemented architectures from a variety of different papers on graph

based learning. It also supports batch-loading for graphs of different

sizes and a number of transformation tools. The framework utilizes

sparse GPU acceleration by using dedicated CUDA kernels and can
therefore achieve a high data throughput. PyTorch Geometric were
used in this thesis for the development of deep learning models.
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2.25 Dataset

Aksoy et al.[ 2] presented the MANIAC dataset for manipulation ac-
tions. The dataset is recorded with a Microsoft Kinect with 30 differ-
ent objects in a single-view perspective. The dataset consists of8 ma-
nipulation actions, pushing putting, hiding, stirring, cutting, chopping
taking and uncovering where each action has15 different variations of
it, which gives in total of 120 demonstrations. There are two spatial
relations de ned e.g touchingand noTouching The rst 10 variations
were used for training, variation 11-13for validation and the remain-
ing for testing. The Kinect sensor is positioned on a xed place above
a table recording one hand doing a manipulation action on different
objects.

Dreher et al.[1]1] published a bimanual action classi cation (BAC)
framework with a graph based approach and a collectively dataset
for bimanual manipulation actions. The dataset consist of 14 manipu-
lation actions, idle, approachretreat lift, place hold stir, pour, cut, drink,
wipe hammery sawand screw and 16 different objects. There are 6 sub-
jects that are performing 9 different tasks where 5 of these are in a
kitchen context and 4 in a workshop context. In contrary from MA-
NIAC the actions are not separated and several actions occur in each
of the performed tasks which is comparable to the chained actions
provided by MANIC. This yields a total of 540 recordings which can
be parsed into 221000individual scene graphs. The data was split as
following: testing consists of all recordings from one subject, training
consists of the remaining subjects where 1 of every 10 repetition for
each task is set aside as validation.

This thesis will use the results from [ 2] and [11] as a baselines for

the classi cation tasks. An overview of these datasets can be found
in Table 1.

Table 1: Dataset overview.

Dataset | Graphs | Subjects | Actions | Objects | # Edges
MANIAC 1916 5 8 30 2
BAC 221000 6 14 16 15
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2.3 current research

An overview of some action recognition models and their metrics are
presented in Table 2 where two models are graph based methods.
These models vary from bimanual actions to full body actions with
different datasets as well. Besides the action recognition models some
state-of-the-art graph-based networks are presented in Table 3.

Table 2: Overview of action recognition models, graph based networks are
marked with bold.

Model Dataset Metric
Accuracy | Recall
BA Model [11](2019 | Bimanual Action Dataset | - 66%
MV CNNJ[ 27](2019 | UCF101 86.4% -
- o
ST-GCN[25](2018 Kinetics 30.7% i
NTU-RGB+D 88.3%
0
TS CNN[30](2017) HMDB 51 78.7% i
UCF101 97.1%
0
TS 13D[9](2017) UCF101 98.0% )
HMDB- 51 80.9%
SECsp](2015 MANIAC - 96%

Table 3: Other graph based models

Model Dataset Metric
Accuracy | RMSE | MSE
TGC-LSTM[10](2019 LOOP - 4.63 -
INRIX 2.18
SUGAR[1§](2019 Mass : : 201
Skeleton 1.72
BJER! 5.20
STGCN-LSTM[2€](2018 | PeMSD7(M) | - 4.04 -
PeMSD7(L) 432
Citeseer 70.3%
0,
GCN[16](2017) Cora 81.5% i i
Pubmed 70.0%
Nell 66.0%







METHOD

This section covers the proposed framework and aims to de ne the
work ow that answers the research questions adequately. First the
high level architecture is presented then the pre-processing pipeline
is described followed by the proposed network designs.

3.1 system overview

The high level architecture is presented in Figure 3 where the novelty
lies within the scene graph generator as well as the network, marked
in purple. The blue boxes describe the frameworks mentioned in Sec-
tion 3.2 are shown with their outputs, respectively.

Figure 3: High level system architecture

3.2 generating scene graphs

The input of our graph based network consists of scene graphs that
describe an abstract representation of the objects and their relations
in an image. There are two separate cases for generating the scene
graphs: rst graphs from the MANIAC ! and Bimanual Actions Dataset?
are used for training, testing and validating the network and secondly

1 https://alexandria.physik3.uni-goettingen.de/cns-group/datasets/maniac/
2 https://bimanual-actions.humanoids.kit.edu/

13
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the modular perception pipeline that takes an RGB-D image and out-
puts a scene graph. A visualization of this can be seen in Figure 4
where each colored edge represent a spatial relation and the pink
edge the temporal relation between the same nodes in consecutive
frames.

For the rst case both datasets
contain the information needed
to generate graphs based on
the input images. MANIAC pro-
vide GraphML 2 les on each ac-
tion with keyframe images and
Bimanual Actions Dataset pro-
vide JSON les containing the
graph information. The main dif-
ference is that the MANIAC
dataset only de nes graphs for
keyframes which indicates that
a spatial relation has changed Figure 4: Temporal_ concatenation of
compared to the previous frame, consecutive frames.
and can be seen in Figure 5,
whereas the Bimanual Action Dataset captures graphs for every sin-
gle frame. This contributes to the large difference in number of graphs
for the two datasets, see Tablel.

Figure 5: Four keyframes of chopping in MANIAC dataset.

The nodes and edges were one-hot-encoded and placed as features
in each graph together with the ground truth label following the same
encoding. Multiple graphs were also concatenated to model the tem-
poral dependencies by adding a temporal edge between the same
nodes in consecutive frames, which can be seen in Figure4.

For the second case the objective is to generate scene graphs from
RGB-D images utilizing the two frameworks described in Section
2.2.1 and 2.2.2 respectively. This pipeline runs on top of ROS and
the overview is presented in Figure 6. The camera used was a Intel
RealSense @335 which is a stereo camera capturing both RGB and

3 http://graphml.graphdrawing.org/
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depth. As images are being received the DOPE node performs pose
estimation on the RGB images and publishes an array containing the
estimated 3D bounding box information, in meters, for all detected
objects as well as the cuboid overlays in pixels. The estimated rotation,
from the camera view is also contained in this array in quaternion val-
ues. A listener node captures these outputs as well as the raw RGB-D
image and performs a synchronization to ensure the values derive
from the same original image. This listener node is the last step be-
fore computing the scene graph where OpenPose is applied to the
raw RGB image to nd the hand key points that are used to compute
a 2D bounding box around the hand. By measuring the mean depth
value inside this bounding box, the 3D location of the hand is deter-
mined.

Figure 6: Image processing pipeline that outputs a scene graph

The computation of spatial relations between objects has two sepa-
rate branches, object to object and object to hand. In the former, the 3D
bounding box values and rotation are used to apply the Seperating
Axis Theorem(SAT) described in Section 2.2.3. To apply this theorem
at least one of the bounding boxes are required to be axis aligned and
to ensure this the inverse rotation matrix, computed from the quater-
nion values, are applied to the two objects currently being compared.
A threshold value is set to extend the objects bounding box so that a
collision is found as long as the objects are within this value.

In the latter branch, the hand 2D bounding box is compared with
each objects front, and rear, bounding box to detect a 2D collision,
also utilizing the SAT. If a collision is found the objects depth value
is compared to the mean depth of the hands bounding box and if
these are within a set threshold a collision is detected. The graph is
generated using the NetworkX Python package which is then saved

15
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into JSON les for further analysis or visualization. Debugging and
visualization in ROS were done with RVIZ.

The images are captured in 192x1080resolution with 30 FPS but are
down scaled to 533400to lower the computational cost. The pipeline
was running on a NVIDIA GeForce GTX 1060(6GB) and can process
around 1.5 image per second but could be further improved by a
more potent GPU and more optimized code. As a comparison the
DOPE framework can process around 10-12 images per second as
standalone when running on a Titan X GPU.

3.3 models

In this section the proposed network architecture is described. The
overview of the models is shown followed by a detailed description
of the different components.

3.3.1 Architecture

The proposed architecture is illustrated in Figure 7. The architecture
has a graph autoencoder with two branches that will be trained in an
end-to-end fashion.

Figure 7: Our proposed framework.

The rst step in the graph encoder is a fully-connected layer (FCL),
that maps the node features in the graph to an arbitrary size and re-
shape it into desired input size to the next convolutional layer. The
next two layers are graph edge-convolution layers (GCL). The input
size of the rst GCL is C channels and output size is C 2. The second
GCL input size is C 2 with an output size of C and these layers en-
code the data into lower dimensional representation of the graph. Be-
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tween the rst GCL and second GCL there is a Batch Normalization
(BN) which is used to reduce covariate shift and increase the training
speed. Inside the GCL there is a neural network (h ) that maps each
individual edge feature into a weight vector, in our network h is a
MLP. The nodes are updated according to Equation 6.

X
Xp = X+ Xj+h (&) (6)
J2N (i)

As the message passing aggregation function the mean operation
is used and the activation function is ReLU to introduce non-linearity.
In the following section a more detailed description is presented on
how the two branches of the network differ.

3.3.1.1 Prediction Branch

The objective of the rst branch is to predict the manipulation action
from a graph and the input consist of a latent representation of the
input graph, encoded by the previous GCL layer. This is fed into an
LSTM that will capture important features over time where the last
hidden step is used to decode the one-hot-encoding of the graph. A
FCL receives the input from the LSTM and applies weights to predict
the correct label and a nal FCL applies softmax which generates a
probability distribution for the actions. The loss function used is a
cross entropy loss, which is useful when facing a multi-class predic-
tion problem. The loss is described in Equation 7, where j represents
the number of inputs and class represents the number of classes.

0 0 11

X
Loss= @- x[class]+ log @ exp(x[[)AA 7
j

3.3.1.2 Graph Reconstruction Branch

As the latent representation, Z sample is xed, intuitively the deriva-
tive should be zero but by using the reparametrization trick[ 15] on the
training, it helps to de ne gradients that can be later backpropagated.
Where Z is computed as following:

z= 4+ 6)

Where = GCL(Xhiggen ) and is recomputed as = €95 109 var |
is sample noise N(0,1) of and = GCL(Xhigden ). These distribu-
tions will also be used to calculate the Kullback-Leibler divergence
(KL-div) for the loss. KL-div is a statistical method to compare two
probability distributions, if the KL-div value is 0, it indicates that the
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two distributions are identical. Notable isthat and share the same
weights from the rst two layers of GCL. The decoders goal is to re-
construct an adjacency matrix A from latent representation Z.

The target graph is constructed as a adjacency matrix (A) with the
size of NxN , where N is a xed number of maximum nodes. This is
chosen as the maximum number nodes found out of all of the graphs
in the dataset and smaller graphs are padded with zeroes. Normally
the adjacency matrix only store the information about which nodes
have a connection but we extend this matrix by adding the node infor-
mation itself. This is done by storing the node feature in the diagonal
and the in- and out-degrees, that is otherwise zero valued. By extend-
ing the values on each row and column to the number of possible
edges in the dataset the edge features can be modeled as well. This
results in a modi ed adjacency matrix containing all the information
needed to recreate a graph with its associated node- and edge fea-
tures. The target A is normalized to tinto a sigmoid function.

To reconstruct the adjacency matrix A from Z, a decoder is con-
structed. The decoders rst layer is a FCL with ReLU as activation
function and the second layer is a FCL with output size of N N to-
gether with a sigmoid activation function. The sigmoid function is
used to construct a normalized A, that can later be compared with
the A in a binary cross entropy (BCE) loss function.

) X
Loss= BCE(A,A)- 05 (1+ logyar - 2- €99 var) (9)

3.4 evaluation

This section covers the evaluation metrics used in this thesis and de-
scribes the approach to acquire guantitative results.

3.4.1 Confusion Matrix

Confusion matrix is a type of evaluation for classi cation problems
where the output has two or more classes and it aids the understand-
ing of how the model is performing on individual classes. The pre-
dictions of the model can be visualized in a numeric format, the total
number of samples of a speci ¢ class that is predicted correctly and
how many samples that are misclassi ed.
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Figure 8: An example of a confusion matrix

The rows in Figure 8 are the actual classes and the columns are the
predicted classes.

1. True positive is the number of positive samples correctly classi-
ed.

2. False negative is the number of positive samples misclassi ed.
3. False positive is the number of negative samples misclassi ed.

4. True negative is the number of negative samples correctly clas-
si ed.

From the confusion matrix there is several metrics that can be com-
puted.

precision = TP{TP+ FP)
recall = TP{TP+ FN)

F1score= 2 precison recall= (precision recall)

Precision shows how precise the model is out of those predicted
positives. Recall quanti es the number of correct positive predictions
made out of all positive predictions. F 1 score is a combination of
both precision and recall and can be described as a trade-off between
these two. If the F1-score is1 it means that the model has the highest
precision and the highest recall at the same time.

3.4.2 ROC and AUC

Receiver Operating Charateristic (ROC) has been successfully used
with binary classi cation problems since it is easy to de ne and com-
putationally feasible. ROC is using the ratios which can easily be ob-
tained from the confusion matrix.

False Positive Rate = FP£FP+ TN)

TP{TP+ FN)

True Positive Rate
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ROC is based on plotting false positive rate over the x-axis and true
positive rate over the y-axis. The ideal point in Figure 9 is the upper
right at (1, 1), which means all samples are correctly predicted.

Figure 9: An example of ROC diagram

Area Under the Curve (AUC) measures the area under the ROC
curve. AUC ranges from 0 to 1 where a model that predicts 100%
correct has an AUC of 1.0 and whose predictions are 100% wrong
has an AUC of 0. As this thesis focuses upon multiclass predictions,
this will help getting a deeper understanding of the performance on
each individual class.



RESULTS

This section covers the results from the proposed framework. In the
rst two sections the results of our scene graph generator and how
our generator distributed graphs from [ 2] and [11]. Our deep graph
network results are divided into two sections for each dataset, inside
those sections the stand-alone and end-to-end results are presented.

4.1 scene graph generator

The modular perception pipeline had some drawbacks, especially in
terms of limited computational powers leading to a downsampling

in image size and therefore reducing the accuracy of the pose esti-
mations. This made the pose estimation of both objects and hand un-
reliable in some situations with missed frames or erroneous outputs.
However, with well de ned threshold values the pipeline can still
manage to generate accurate graphs and in Figure 10, four keyframes
and their respective outputs are presented. In the last row the nodes
represents the following objects, Right hand Sugar, Soupand Gelatin
which corresponds to the node colors Blug Yellow, Pink and Red Ad-
ditionally, the edges represent two spatial relations, Touchingand No
touchingwhich is visualized by Greenand Black

In Figure 10 the Take downaction is being performed and in the
rst column all objects are in rest and the only connection is between
Sugarand Soup In the second column the Right handhas approached
the objects and is now in connection with Sugar The object is then
removed and placed on the side which is in line with the Take down
action from the MANIAC dataset.

21
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Figure 10: The rst row represents raw input images followed by the second
row for detected human pose information and hand bounding
box. The object detection is found in the third row and at the end
the graph representation and the output of the modular percep-
tion pipeline. The green edge represents that objects are touching
and black is no connection. The blue node is the hand, yellow is
sugar, purple is tomato can and red is gelatin.

The main drawback, when considering OpenPose, is missed hand
key points partly from the low resolution images. In Figure 11 the
detection algorithm is applied onto the same image in different res-
olutions and shows how the algorithm cannot correctly detect the
hand key points in the lower resolution image.

When considering the DOPE branch the detection also performed
worse in lower resolutions and the estimation error would be higher
even if an object was detected. In Figure 12 the framework fails com-
pletely to nd the Gelatinbox in the lower resolution image and the
estimated 3D bounding box of the Souphas a higher error compared
to the ground truth.
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(a) Resolution 64x480 (b) Resolution 533x400

Figure 11: OpenPose resolution comparison.

(a) Resolution 64x480 (b) Resolution 533400

Figure 12: DOPE resolution comparison.

Running the entire pipeline the lower resolution was used because
of computational limitations. Ideally, a more potent GPU should be
used for this type of computational heavy work to achieve a real-
time solution with low error margin. However, referring to Section
3.2, where DOPE can process around 10-12 images per second on a
Titan X, it would require one or several high-end GPU's to enable the
entire pipeline to run in 30 FPS with a moderately high resolution.

42 dataset

Parsing the data from the MANIAC dataset resulted in 1916 indi-
vidual graphs captured from the 8 performed actions and contained
some imbalance. To generate sequences for temporal concatenation
a sequence lengthn was chosen and placed at the start of an action
sequence, the rst n graphs were selected and the windows moved 1
step forward in the action sequence. In the end of the action sequence
the window was shifted backwards to maintain the same number of
graphs as the original dataset. This can be seen as a data augmen-
tation as the same information in individual graphs were reused to
obtain concatenated graphs containing temporal information without
reducing the size of the dataset. The distribution of among different
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classes can be seen in Tablé.

Table 4: Maniac distribution among actions.

Action # Graphs || Action # Graphs
Chopping | 372 Cutting | 484
Hiding 217 Pushing | 137
Putontop | 178 Stirring | 456
Take down | 207 Uncover | 214

Total 2265

Regarding the Bimanual Action Dataset the same augmentation
was performed. Because of class imbalances2 out of 3 samples from
action Idle and Hold were discarded, following the authors approach.
Some ground truth data also contained Nonevalues and were there-
fore discarded resulting in 173784graphs in total. The distribution
between actions can be seen in Tableb.

Table 5: Bimanual Action Dataset distribution among actions.

Action # Graphs || Action # Graphs
Idle 15515 Cut 3474
Approach | 16875 Hammer | 5550
Retreat 12049 Saw 6387

Lift 12594 Stir 31232
Place 15997 Screw 27646
Hold 7762 Drink 1765
Pour 7534 Wipe 9404

Total 173784
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As mentioned in Section 3.3.1 the model uses two different loss func-
tions depending on the branch of the network. The optimizer is ADAM
with a learning rate that varies from 0.01- 0.001 depending on the
size of the graph input and the batch size is set to 32

The input channel size of the rst GCL is 64 and output 128 and
the MLP that maps edge features has an input size of 3 (the number
of edge features) and outputis 64 128 The second GCL has an input
size of 128and output size of 64. The LSTM parameters for sequence,
input and output channels are set to 8 and consist of 4 stacked layers
of LSTM. As regularization a dropout of 0.1 is applied on the LSTM
and a batch normalization is used between the GCL layers. The train-
ing is running for 500 epochs and from the 15 original sequences of
each action, 10 is set for training, 3 for validation and 2 for testing.
All hyper parameters were found in a trial-and-error approach from
running experiments. In the upcoming sections the results of each
branch is shown independently and nally, the end-to-end model is
presented. The stand-alone branches produces better results as their
weights are not shared compared to the end-to-end model, however
it still gives an indication on how to ne-tune the end-to-end model.

4.3.1 Graph Reconstruction

The graph reconstruction branch used binary cross entropy loss func-
tion and as the incoming graphs contain a dynamic number of nodes

the minimum size of the reconstructed adjacency matrix is set to
N N, where N is the maximum number of nodes among all the

graphs in the entire dataset. Graphs containing a smaller number of
nodes are padded with zeroes and post-processed. For single graph
input N = 13, for two graph input N = 26 and four graph input

N = 52

Table 6;: Number of nodes and edges reconstruction in the MANIAC dataset.

N | Node error margin | Accuracy
13 1 96%
26 3 93%
52 4 86%

As displayed in Table 6 the model accuracies remarkably decrease
as the adjacency matrices increase in size. When predicting the object
type by encoding the adjacency matrix, as described in Section 3.3.1.2,
the model only achieves 68 correct object prediction out of total 797
objects which derives 320 graphs from the training split. The model
is greatly under tted when predicting objects and relation features
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but achieves an acceptable result for predicting number of nodes and
edges.

4.3.2 Manipulation Action Recognition

The manipulation action recognition used a cross entropy loss func-
tion and ADAM as an optimizer with a learning rate of 0.001 for
single graph and 0.01 for two or more graphs as input. In Table 7 the
results on the different constellations of temporal concatenations are
shown together with the baseline. Worth noticing here is the increase
in metrics as the temporal edges increase which suggests that there
is an important information to be captured in the temporal domain.
Our best performing model uses a total of 4 graphs as input for each
prediction which can be compared to the baseline that uses the entire
segment for their predictions.

Table 7: Stand-alone Action Recognition Results on the MANIAC dataset.

Data input Metric

Accuracy | F1 Precision | Recall
Single graph | 0.85 0.81 | 081 0.85
Two graphs | 0.87 0.85| 0.89 0.89
Four graphs | 0.89 0.88 | 0.92 0.89
SECP] - - - 0.92

When studying the confusion matrix for our best model, see Figure
13, the model performs very well on all classes except pushingwhich
is confused with the action hiding and put on top takedownis also
highly confused with uncover These classes consist of a similar graph
shape which might be a reason for this confusion.
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Figure 13: Confusion matrix from model with 4 temporal graphs on the MA-
NIAC dataset.

4.3.3 End-to-end

The model is training both the reconstruction and action prediction
branches in an end-to-end manner meaning the weights of the en-
coder network is shared between the two branches. The model uses
one cross entropy (CE) loss for the action prediction and a binary
cross entropy (BCE) loss function for the graph reconstruction. Eval-
uation of the uni ed prediction is done by computing a net loss(NE)
as NE = BCE + CE, where < 1 to emphasize on the CE which
will increase the weight update from action predictions, is setto0.7.
ADAM optimizer with a learning rate of  0.01is used with a batch size
of 64. The model have a total of 2,168072 parameters in the encoder
and action prediction branch, the decoder have different parameter
size depending on the maximum number of nodes, however with a
maximum number of 52 nodes it results in 711,568 parameters and
the total number of parameters is 2,879,640 When using four concate-
nated graphs as input, one epoch of training takes an average of 1,7
seconds (907graphs were used in training per epoch) when training
on a GeForce RTX208Q Note that the computational time is reduced
when using lower number of concatenated graphs.

As a result of the inadequate performance of predicting node and
edge features the reconstruction branch only predicts the number of

27



28

results

nodes and edges. The metric used for the reconstructed graph is AUC
and AP, since it is now a binary adjacency matrix. The results from

both branches can be seen in Table8 and evidently the performance
is lower compared to the stand-alone networks. The model that has 4
graphs as input have the highest metrics in the action prediction but

the lowest in reconstruction due to the higher number of nodes and

edges to reconstruct.

Table 8: Action prediction and graph reconstruction results on the MANIAC
dataset when the network is trained in an end-to-end fashion.

Data input Action Prediction Reconstruction
Acc | F1 | Prec | Recall | AUC | AP
Single graph | 0.73 | 0.73 | 0.77 | 0.73 095 | 0.86
Two graphs | 0.77 | 0.73 | 0.72 | 0.77 091 | 0.80
Four graphs | 0.81 | 0.81 | 0.83 | 0.81 0.872 | 0.58

The end-to-end model follows the same pattern as previous exper-
iments. Increasing the concatenated graph size the prediction scores
are increasing, but as the input graphs become signi cantly larger it
is harder to reconstruct the graph from the limited latent representa-
tion. Therefore, leading to a trade-off between action prediction and
graph reconstruction.

4.4 bimanual action dataset

The Bimanual Action Dataset contains a higher number of both ac-
tions and spatial relations and consists of a considerably higher num-
ber of graphs. The learning rate is set to 0.01 and the batch size to
128 The input channel size for the rst GCL is 64 and the output is
128 The MLP inside GCL that maps edge features has an input size
of 16 and an output size of 64*16. The second layer GCL has128 as
input size and 64 as output. The LSTM has 8 input and output chan-
nels and consists of 2 stacked layers of LSTM. As regularization batch
normalization is used between the two GCL layers.

4.4.1 Graph Reconstruction

With a lower number on N the model produces accurate results on
number of nodes and edges. From Table 9, when N = 12 it achieves
9% accuracy with no margin of error. Similar to the previous exper-
iments on MANIAC, when N is increasing, the accuracy drops and
the margin of error gets larger as well.
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Table 9: Number of nodes and edges reconstruction in the Bimanual Action

Dataset.
# Nodes | Node error margin | Accuracy
12 0 9%
53 1 96%
106 2 87%

When the model tries to reconstruct the node and edge features it
struggles. An example of ground truth is bottle whisk bowil, right hand,
left handand the prediction of the same sample is cup, cerealscereals
cup and cup.

4.4.2 Manipulation Action Recognition

The baseline produce the highest results when they use 10 concate-
nated graphs with temporal information. In this experiment, 3 differ-
ent number of temporal concatenated graphs are used to evaluate the
branch. The results are presented in Table 10, the model top 1 and
3 predictions are used for the metrics. Our models produce higher
metrics in top 1 but notin top 3 as the baseline. The model that was
trained with 8 temporal graphs has the highest F1 score and precision
in top 1. Baseline [L1] has the highest result in all metrics when using
the predictions in top 3.

Table 10: Stand-alone Action Recognition Results on the BAC dataset.
Data input Top 1 Top 3

F1 Prec. | Recall | F1 Prec. | Recall
Our (4temp) | 0.65| 0.66 | 0.64 0.83 | 0.84 | 0.82
Our (8temp) | 0.70| 0.71 | 0.70 0.86 | 0.87 | 0.86
Our (10temp) | 0.70 | 0.67 | 0.74 0.86 | 0.82 | 0.84

Baseline [11] 0.66 | 0.69 | 0.64 0.89 | 0.89 | 0.89
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In Figure 14the confusion matrix from the 8temporal model is pre-
sented. In Figure 14a is the normalized result of the top 1 predictions
and n Figure 14b is the normalized result of the top 3. Noteworthy is
that the same confusion occurs in the top 1 as in the top 3, for exam-
ple that pour is confused with placeand lift. The model is con dent
in actions where an object is highly correlated with the action, e.g
screwand saw The model is highly confused with the action drink, as
it cannot classify any of the samples.

(a) Classi cation of classes normalized

(b) Classi cation of top 3 classes normalized

Figure 14: Confusion matrix of our best temporal using Bimanual Action
dataset.
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443 End-to-end

As stated in Section 3.3.1, the end-to-end model is a combination of

the two stand-alone models that trains simultaneously. The results is

presented in Table 11 with the action prediction and graph reconstruc-

tion. The encoder has a total number of 16,879232 parameters, the
action prediction has 1,278 parameters and the decoder has 738553
when the maximum number of nodes is 53.

When using four concatenated graphs as input, one epoch of train-
ing takes an average of5.2 minutes (128579graphs were used in train-
ing for each epoch) when training on a GeForce RTX 2080 Note that
the computational time is reduced when using a lower number of con-
catenated graphs and is increased with a higher number of graphs.

All models have the same recall score in the action prediction of
0.60, but they differ in precision and F 1. The model with 4 graphs
as input has a result of 0.57 in F1 and a precision of 0.60. When
increasing the number of graphs to 8, the model increases FL and
precision to 0.63 and 0.69 respectively. Whereas using 10 temporal
graphs the metrics F1 and precision are decreasing to 0.60 and 0.65.

As the results from Section 4.4.1 show the number of nodes has a
high effect on the accuracy. The model with 4 graphs as input has the
highest AUC and AP reconstruction scores.

Table 11: Action prediction and graph reconstruction results on the Biman-
ual Action Dataset when the network is trained in an end-to-end

fashion.
Data input Prediction Reconstruction
F1 Precision | Recall | AUC | AP
Four graphs | 0.57 | 0.60 0.60 0.98 | 0.87
Eight graphs | 0.63 | 0.69 0.60 0.97 | 0.76
Ten graphs 0.60 | 0.65 0.60 096 | 071

45 inference on novel data

The best model on the MANIAC dataset was also tested with inputs
derived from our Scene Graph Generator for predicting the follow-
ing seven actions: hiding, pushing putontop takedownchopping cutting
and uncover Graphs were generated for every frame and then the
keyframes were extracted, each represents a change in the spatial rela-
tion between objects an hand. Because of the shortcomings explained
in Section 3.2 a keyframe is only considered as valid if the change in
spatial relations has been consistent for 5 consecutive frames. In ad-
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