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Abstract

Simulation enables preliminary testing of products that may otherwise be difficult, ex-
pensive, or dangerous to test physically. Unfortunately, intellectual property concerns
can make it difficult or impossible to share the human-readable simulation models to
end-users. In fact, there can even be difficulties with sharing executables because of
the possibility for reverse-engineering. This presents a problem when simulating if the
model relies on components for which the source code or executable is not available,
such as proprietary components developed by another party. This thesis investigates
whether it is possible to enable a set of networked peers to all take part in computing
the same simulation without any of them having access to the entire model. One way to
solve this problem is to let each system that holds a model of a component to compute
its part of the simulation for a single timestep and to share the new state through peer-
to-peer connections with the other systems, once a response has been received from
all other peers, the local simulation can advance one timestep and the process can be
repeated. But running a simulation over a network can make it significantly slower,
since local operations on the CPU and memory are much faster than operations over
a network, and the peers will be spending most of their time waiting for each other as
a result. To avoid such delays, each peer maintains expected values for variables that
are not in the local model, and updates are sent only when a local variable changes.
These updates are stamped with the local simulation-time, thus allowing the recipient
peers to know when the update is required in the simulations future, or to when it
should be retroactively applied in the simulations past. Using this technique, the peers
can compute their respective local models under the assumption that the variables
that the other peers control are unchanged. Thus the peers can advance any number
of timesteps without needing to stop and wait for other peers. These techniques will
likely result in wasted work if one or more peers are advancing their simulation time
slower than the others, when this happens, the peers have the ability to re-distribute
the workload on the fly by transferring control over models. This also makes it possible
to accommodate for systems joining or leaving the simulation while it is running.
In this thesis we show that co-simulating in this fashion is a workable option to tra-
ditional simulation when the local models are incomplete, but that the performance
is very dependent on the models being simulated. Especially the relation between the
frequency of required synchronizations, and the time to compute a timestep. In our
experiments with fairly basic models, the performance ratio, compared to traditional
simulation, ranged between less than one percent of that of traditional simulation, up
to roughly 70%. But with slower models always having a better ratio.





Contents

1 Introduction 3
1.1 The problem: Sharing source code for models . . . . . . . . . . . . . . 4
1.2 Peer-to-peer co-simulation . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.2.1 Method 1: Compressing state update messages . . . . . . . . . . 6
1.2.2 Method 2: Advancing optimistically to avoid waiting . . . . . . 7
1.2.3 Method 3: Migrating objects to hot-spot peers . . . . . . . . . . 8

1.3 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.4 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2 Peer-to-peer communication infrastructure 11
2.1 Traditional computer networks . . . . . . . . . . . . . . . . . . . . . . . 12
2.2 Peer-to-peer networking model . . . . . . . . . . . . . . . . . . . . . . . 13
2.3 A text chat application . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.3.1 Performance evaluation . . . . . . . . . . . . . . . . . . . . . . . 16
2.4 Sending only changes in the simulation’s state . . . . . . . . . . . . . . 18

2.4.1 Models for experimentation . . . . . . . . . . . . . . . . . . . . 20
2.4.2 Performance evaluation . . . . . . . . . . . . . . . . . . . . . . . 22

3 Advancing optimistically to avoid waiting for updates 25
3.1 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
3.2 Optimistic simulation correctness . . . . . . . . . . . . . . . . . . . . . 26
3.3 Optimizations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.4 Performance evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

4 Object migration 33
4.1 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
4.2 Performance evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

5 Further improvements 37
5.1 Limited dependencies . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
5.2 Duplicated objects . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
5.3 Time required to compute timesteps . . . . . . . . . . . . . . . . . . . 38
5.4 Adjusted size of timesteps . . . . . . . . . . . . . . . . . . . . . . . . . 39
5.5 Performance estimations . . . . . . . . . . . . . . . . . . . . . . . . . . 39

6 Conclusion and future work 43

Bibliography 45

1



Contents 2



1

Introduction

With the ever increasing rate at which new products and systems are developed the
demand for testing grows in proportion, and as the complexity of the products grow,
designers cope by splitting the workload into manageable parts that are developed
independently. But when products are designed part-wise, on different locations and by
different agencies, coordinating all resources to one place in order to enable a complete
test of the entire system becomes a problem. Partly because of logistic reasons, but
more so because the owners of a component design may not want to reveal their industry
secrets by sharing their models.
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1. Introduction 4

1.1 The problem: Sharing source code for models

Any simulation requires the following two components in order to give a meaningful
result:

1. A completely defined initial state, and

2. A complete definition of the rules that govern the simulated environment and the
behavior of the simulated objects.

These components together are referred to as a complete model. The initial state
usually involves one or more of the items to be tested being placed with initial values
in the simulation environment, the rules are most often an approximation of some of
the physical laws found in the real world, and a set of conditional statements that
determine how the simulated items interact with each other.

This is an example of a model with a single object, viewed in terms of its initial state
and its rules. This is a simple bouncing ball model where the ball starts above the
implied ground and accelerates downward. Bouncing whenever it hits the ground.

Initial: p” = -0.1 //The initial acceleration. Represents gravity.
Initial: p’ = 0 //The initial speed, stationary.
Initial: p = 1 //The initial position, one unit of distance above the ground.

Rule: p’ = p’ + p” //Acceleration affects the speed.
Rule: p = p + p’ //Speed affects the position.
Rule: if p <0 then p’ = -0.95 * p’ and p = -p //The ball bounces on the ground.

The problem arises when parts of the initial state cannot be defined on a single machine,
or when there are rules that are specific to the simulation and some of those rules
are unavailable. In other words, when we cannot obtain the full model. Intellectual
property concerns prohibit the sharing of models, and indeed even executables since
there is a risk of reverse engineering. It could also be a logistic issue where there are
too many components to feasibly merge into a single model manually.

The challenge then is how to enable a simulation to be run without a complete model
available locally.
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1.2 Peer-to-peer co-simulation

Internally, a simulation can be viewed as sequentially completing tasks, these tasks
affect objects in the simulation and whenever a task is finished it may or may not add
new tasks to be handled in the future, further down the list. Since our problem is that
the objects and the methods required to resolve their associated tasks are distributed
over several systems, one possible solution would be to let each system connect to a
peer-to-peer network, and to divide control over the simulated objects between the
systems in such a way that each system controls only objects for which it has the
models, and so that each object is assigned to only one system. One task only ever
affects one single object, but when a task is resolved it could spawn new tasks for many
other objects. Such objects may not be accessible on the local machine. When this
happens the system will hand over the generated task to the controller of the associated
object.
In short, each system runs the simulation as if they had the entire model in hand but
send the tasks it cannot handle to the systems that can.
The problem with assessing a simulation by its tasks is that the concept of tasks can
vary greatly depending on the model being simulated. In addition, the ordering of the
tasks in the task-queue matters, and each peer needs to have access to the full task-
queue. This means that only one peer may do any processing at any given moment,
and that all other peers must wait until all other peers report that they are up to speed
with the task-list.

Figure 1.1: Traditional simulation represented by its objects.

Another, and simpler, way to approach co-simulation is to instead look at the way
the simulation state evolves over time in a traditional simulation. The next simulation
state is always computed using the last complete state. More specifically, the new state
of each simulated object is computed from the state of all the simulated objects from
the previous timestep, this is illustrated in Fig. 1.1. This implies that, within the same
timestep, the order in which the new states for the simulated objects are computed
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does not matter, since none of the object-states within the same timestep affect each
other directly. This means that since each peer is assigned unique control over a subset
of the simulated objects, each peer may compute the new states for their objects in
parallel. For enabling co-simulation each peer then needs to share the new states for
their controlled objects. When a peer has sent the new state for its objects it goes
into a waiting pattern, once the new state for all foreign objects has been received,
a complete state for the current timestep exists locally, and the peer will be able to
accurately simulate the next state for the simulation objects that it controls.
Waiting for the state from each other peer means that all peers share a common clock,
guaranteeing the correctness of a simulation, but this comes with the drawback of
synchronising over the network at every timestep, which leads to a lot of waiting.

1.2.1 Method 1: Compressing state update messages

Since each peer maintains an accurate local copy of the state for foreign objects, it is
aware of the objects that are not in its locally available models. These representations
maintain only the externally apparent properties of the true model, but contain none
of the rules of the true model. In order for these representations to change their states,
the system needs to receive an update from the peer controlling that object, describing
how the apparent state of the representation is changed. But since sending updates by
network is costly in terms of performance, it would be useful to minimize the size and
quantity of the updates as much as possible. To achieve this, at least two optimizations
are possible.
First, when it comes to networking, sending a small number of large messages is usu-
ally more efficient than sending the same data divided into a larger number of small
messages. This is because each message requires a certain amount of overhead in the
form of encapsulation, scheduling and handling, in order to be transmitted to the other
peer. The exact impact of this network overhead depends on the protocols used, and
the the topology. But to minimize the impact, each peer can withhold sending any
updates until it is finished with that timestep, at that point, all messages that would
have been sent can be condensed and transmitted to the other peer as a single message,
the recipient can then divide it into its constituent messages.
Second, for many models, a simulation object does not always change its state at every
timestep, and for some models, it usually changes its state in a very predictable man-
ner. When this is the case, a state update being sent across the network is actually
superfluous. To take advantage of this, each peer can maintain an approximation of
the true model for all objects it does not control, and in addition to the true model
for the objects it already controls. Whenever a new state is computed for a controlled
object, the approximation model for the same object is also executed and the resulting
object-states are compared. If there is a difference, an update needs to be sent. Then
the peer executes the approximation models for the objects it does not control. If no
update for an object is received, then that means that the approximation yielded the
same result. Of course, this means that the peers will need to inform each other when
they have finished a timestep, to let the other peers know that any and all updates
up to this point have been sent, and that this peer is ready to proceed to the next
timestep. When a peer has received such a message from each other peer, then that
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peer can be sure that there are no more updates and that the current state is complete.
The approximation models can be of any level of accuracy. Even a trivial approxima-
tion that just copies the previous state would suffice. A better approximation, however,
would be more efficient at reducing the number of updates that needs to be sent. Non-
trivial approximations would presumably be provided by the developer behind the true
model, to be distributed as a demo. Unfortunately, this still requires waiting for an or-
der of N2 messages at every timestep. Moreover, the slowest system would necessarily
dictate the simulation time. Not only that, but this technique requires all messages to
be received in the same order that they are sent.

1.2.2 Method 2: Advancing optimistically to avoid waiting

The primary bottleneck for co-simulation performance is in the shared clock, that
emerges from each peer waiting for mutual readiness before proceeding. This is slow, is
wasteful of computation and network resources. An alternative is to let peers compute
their models optimistically at their own pace. This requires each peer to maintain at
least a trivial approximation for the objects that they do not control. By adding the
current local simulation time to every update the receiving peer will know when in
the simulation future or past to apply the updates it receives. Updates are put in a
buffer when received and when the local simulation time catches up to the timestamp
of a buffered update, then it is read and the state-changes are integrated into the local
simulation. Updates are not removed from the buffer when read, since they might be
needed again if the peer should roll back. Updates that have a timestamp which is less
than the current local simulation time must also be handled, as these could have huge
ramifications depending on how often the simulation objects interact and how they
affect each other in the model. When such updates are received the local simulation
must move backwards in simulation time, to the time for which the update is intended.
To be able to perform this time warp, each simulation system must periodically make
complete snapshots of the entire simulation state. When an update arrives with a
timestamp that is less than the current local simulation time, then the system must
revert to the nearest snapshot that was made at or prior to that time, and then add
the incoming message to the buffer and continue from there. Care must be taken when
rolling back to an earlier state, since any updates that have been sent between the
current simulation time and that of the saved state will no longer apply, and the other
peers need to be informed of this. The way to resolve this is to send anti-updates when
rolling back. Each anti-anti update is identical to a previous update that no longer
applies, and when an anti-update is received then the corresponding original update
in the receiving buffer is removed. Should an update already have been applied by the
time it is canceled, then that peer rolls back as well.



1. Introduction 8

1.2.3 Method 3: Migrating objects to hot-spot peers

The above methods enable co-simulation intended to approach the performance of tra-
ditional local simulation, but many models require very frequent interactions between
objects, or require a constantly up-to-date state for an unpredictable foreign object.
Which would effectively negate the benefits of simulating optimistically. For this pur-
pose, the control of objects may need to be transferred during a simulation. The
benefits of this technique, beyond enabling more models, is that objects that interact
frequently can be relocated so that they are executed on the same system, thus reduc-
ing the need for rollbacks. It also enables the peers to redistribute the workload to
relieve a slower peer and increase the overall speed of the simulation, or to accommo-
date peers joining or leaving a running simulation. Of course, transferring control of
an object requires that the receiving peer has access to the required model in order to
simulate that object, or, if the peer does not have the model, then the model must be
transferred, assuming the model is permitted to be shared with that peer.

1.3 Contributions

Intellectual property rights and trade secrets hamper sharing of models, and possibly
even executables. Hence, in order for another party to simulate a system that involves
the protected model, that model must never exist outside the owners machine. The
solution to this problem is to let the owner simulate the protected model and to share
only the externally visible part of the state (the input and output) of the model.
The purpose of this thesis is to explore the possibilities to enable such simulations,
and to show that it is possible to reach the same, or nearly the same, performance as
would be obtained from simulating traditionally. This is in order to make larger design
projects feasible.

1.4 Related work

Distributed simulation has been explored before, and there are many interesting ways
in which a simulation can be computed in parallel by several systems [1]. Some of the
methods employed in this project have already been analyzed and proven, particularly
the time-warp technique, the anti-messages and the find GVT algorithm elaborated on
by Samadi [2].
A technique invented by Chandy and Misra [3] proposes a hierarchy of logical processes.
The simulation is divided into processes. These are allowed to execute in parallel, as
long as they can be certain that no input will arrive, and until they eventually reach a
deadlock, at which point the deadlock is detected, resolved and the process is repeated.
The technique allows for a very high degree of parallelism since the processes do not
share any single resource, and because they will automatically stop when the simula-
tion enters a phase that needs to be computed sequentially. It is unsuited for models
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in which objects interact frequently or with many other objects. Such models would
have very small windows of certainty, making the processes advance very slowly and
be prone to deadlocks. The techniques in this project differ in that we do not arrange
the objects in a hierarchy based on their dependencies, for the purpose of making a
general solution. Though this is a venue to explore to increase performance.
Another approach to distributed analytical simulations is to divide the simulated time
[4]. Each peer is assigned one or more segments of the simulation lifetime to compute,
with an estimated initial state for those segments. The segments are then simulated
in parallel, and whenever the simulation would change the initial state for the next
segment, an update is sent to the corresponding peer. That peer starts over on its
segment with the new initial state. The big advantage for this technique is that it can
provide an approximate final result at any point during the execution, and the accuracy
of this result will increase as the simulation unfolds. Unfortunately, the technique can
be impossible to apply, in a meaningful way, if the initial states for the time segments
cannot be estimated. Finally, it requires each peer to have access to the entire model
so that they can run a traditional simulation for their time segment. It is therefore not
applicable to our problem.
A way to apply co-simulation was developed by Eskil, Sticklen, and Radcliffe. They
developed a conceptual approach to designing a modular distributed model [5], which
is a model that consists of other models. These models may be owned by other peers
on the network. Each model is for all purposes a black box, that is known only to the
system that owns it, and the owner provides co-simulation of their models as a service.
This is not a co-simulation technique in itself however, just a concept of a way to apply
such techniques.
Simulations usually serve one of two purposes: Simulations intended to test a hypothe-
sis are almost exclusively analytical, executed with accuracy and speed as the primary
concerns, they rarely involve real time human interaction with the process. Simula-
tions intended for human interaction are typically virtual environments, designed to
seem realistic and to provide cost efficient training or entertainment. A high profile
virtual environment technology is the SIMNET [6] and the High Level Architecture
(HLA) [7]. Both are frameworks for distributed simulation of virtual environments for
vehicle and combat training [4], used by the U.S. military. The technology is highly
sophisticated but is primarily aimed at virtual environment simulation. In the case of
SIMNET, the technology uses dead reckoning to enable real time simulations, it there-
fore does not produce exact results and is therefore not useful for analytical simulations.
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2

Peer-to-peer communication
infrastructure

Computer networking is a ubiquitous technology, it has been so since the turn of the
millennium. The promise is to allow the resources located on one computer system
to be available to other relevant systems. Though the idea of computer networks has
scaled from the initial vision of local networks (LANs), into a global spanning network
referred to as the internet. With most user-level and corporate-level machines today
being connected to the global network. Computer networking has led to entire new
fields of engineering, with merely presentation on the internet, in the form of web-
design, being a multi-million dollar industry. Meanwhile, networking has led to new
problems, in the form of security issues, that need to be accounted for when deploying
systems that are internet-accessible but also maintain sensitive or valuable information.

11
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2.1 Traditional computer networks

Traditionally, computer networks follow the client-server model, which is an approach
to computer network design and for applications on such networks. In a client-server
network or application, management is delegated to a dedicated machine. This machine
is referred to as the server and what it provides to the other systems on the network
is called the service. Peers or clients use the network or service provided by the server
and need only concern themselves with communicating to the server rather than to
each-other.

Figure 2.1: Connections in a client-server topology.

Client-server solutions have the advantage of being easy to develop as the applications
can be designed under the assumption that the server will be online, available and can
be found at a predefined place, and that the server will be the only other machine
to connect to. Additions or alterations to the solution can be done at the server,
servers can be made opaque to external tampering and be kept physically secured. The
drawback is that a server is by definition a single machine with a high but nevertheless
limited amount of processing power, memory and bandwidth. As such, scalability is an
issue, workarounds for this involve using multiple servers to divide the workload, but
the problem itself is one that is inescapable for any centralized model. Another major
problem is that due to the centralized nature of the solution, if the server fails for any
reason, the entire network or service would be unavailable. Finally, setting up a long
term server can be expensive, this could be avoided through a server in the form of a
cloud service, but that introduces issues with ownership and control.

A prime and widespread example of the client-server model is web browsing, whenever
one visits a web page, the browser sends a request to the server indicated by the URL,
that server sends the desired page as a file back to your browser. Another example is
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Exchange (©Microsoft), a windows network server for corporations that among other
things enable central management of users for all windows machines on the company
network.

2.2 Peer-to-peer networking model

Peer-to-peer networks or solutions are typically abbreviated with P2P. Peer-to-peer
applications or networks attempt to distance themselves as much as possible from
using servers, usually motivated by the disadvantages of the client-server model. P2P
has the major advantage in that it is decentralized, it can circumvent the issues of
scalability and vulnerability in the client-server model simply by being designed in
such a way that all peers share the workload.

Figure 2.2: Connections in a peer-to-peer topology.

The drawbacks of P2P are likewise an inverted reflection of the client-server model.
Applications that apply P2P are more difficult to develop than client-server applica-
tions. This is because each peer has to act as a miniature server as well as a client
at the same time, and it must do so in an environment full of miniature servers and
clients in some form of agreement. A P2P application must also connect to several
other peers rather than to a single server. Changes to an existing P2P system may
be difficult or even impossible to roll out without excluding the users that cling to the
older version. Another problem to be overcome is locating other peers. Since there
is no pre-defined infrastructure, each peer needs to locate others on its own. Lastly,
since the role of the server is distributed among the peers, there is no safe reference
point, so trust and security becomes a difficult problem to solve. For these reasons,
many P2P solutions are actually hybrid solutions in which one or several servers are
involved when establishing a connection between peers and they provide the desired
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coordination and security within the network, but the actual service is provided by
the peers, and once connection is established the peers communicate directly. In this
way it is possible to get the benefits of both worlds, but the complexity of the solution
grows and the drawback of having a central vulnerable node is reintroduced.

One example of a P2P application is the BitTorrent protocol and its myriad of im-
plementations. These facilitate fast file sharing by downloading different parts of the
desired file from several sources simultaneously, thus reducing the bandwidth require-
ments for other peers while maximizing the use of your own, once a part has been
received, it is shared in the same manner, so that a peer need not have the entire file
in order to help other peers. Another example, using a hybrid solution, is the famous
chat client Skype. Which uses a central server for authentication and connection brook-
ing, but clients then connect to each other directly to save bandwidth and decrease
latencies.

JXTA is an open specification of a peer-to-peer protocol [8], developed by Sun Microsys-
tems and implemented in several languages, most notably as open source projects in
Java and C. JXTA serves as an abstraction (API) for the programmer, handling the
minute control of the network and allows for an easier, object-oriented approach to
programming peer-to-peer applications without regard to the underlying protocol.

All applications that use the JXTA library are referred to as Peers and they always
belong to at least one PeerGroup. PeerGroups are logical divisions of Peers that have
something in common, it is akin to a subnet in that it is not a physical boundary but still
segments the user base, the peers are still connected, but by using its own PeerGroup
the application can filter the messages it receives and limit the visibility of its services
to peers belonging to the specified group only. In the background, JXTA operates by
transmitting XML files and any functionality is handled as a service that is available to
all other peers in the specified PeerGroup. An application that is supposed to send and
receive messages can achieve this by using a BIDIPipe as a service. In order for other
peers to know of this pipe, the application must publish a PipeAdvertisement to the
PeerGroup to inform the other peers on how to connect to the pipe. The peers must
implement a discovery routine that collects and reads advertisements in order to know
of the existence of services in the group. When a pipe is known it can be connected to
using another BIDIPipe that operates in a different mode, the advertisement is used
as a key in this step to verify your intent to the other peer. Once a pipe has been
established between two peers it becomes unavailable to any other peers and it is used
by the two connected peers to send messages to each other over the network, routing
and delivery for the messages being sent through the pipe is handled by the framework
and requires no concern from the developer.
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2.3 A text chat application

P2P was chosen over a client-server solution because of cost and ownership issues with
using a server, and because a server would entail a separate application needing to be
developed to run on the server. Lastly, in order to minimize latency we want the peers
to communicate directly to each other as much as possible. Since this project started
out with the intent of developing additional features for Acumen, whichever P2P library
we chose needed to use a compatible license and be developed in a Java compatible
language. JXTA was chosen as a framework for P2P communication because it uses a
BSD license, and because it was available in Java. Other libraries were considered but
rejected because of limited portability, functionality or incompatible licenses.

Figure 2.3: Two peers in chat mode, running on the same computer.

To serve as a framework for the communication needed by co-simulation, a basic chat
application has been developed, and is shown in action in Fig. 2.3. It was developed
using the Scala programming language and using the JXTA API. It has a basic UI which
allows the user to select other instances of the same program that the application has
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discovered and connected to on the accessible network, it allows the user to send and
receive text messages from these peers. This application serves as the network layer
and UI for subsequent experiments with distributed simulation scenarios.

Since any one connection could be accessed by any number of threads it needs to provide
its services in a thread-safe manner, and since the pipe that enables the communication
could require waiting, any interaction with the connection needs to be non-blocking.
For these reasons, each connection is managed by a dedicated thread. While starting
up, the handler is inaccessible, only once startup is successful, and there has been a
successful test of the connection, does the handler register itself in the list of handlers
available to the application. A registered handler is able to take send requests, and
will handle any received messages. All requests are buffered in the handler by the
calling thread, and they are sent by the handler thread the next time it polls the
buffer. Likewise, any received messages are buffered in the handler by the pipe, and
they are parsed by the handler next time it polls that buffer. The actual transmission
and receiving is handled by the pipe object. Since it is critical to many applications
that messages are not only guaranteed to arrive, but that they also arrive in order, the
handler provides tracking for secure messages. These are placed in a special buffer and
only one of these messages can be outstanding at any one moment. When the handler
parses a message of the secure type it sends an acknowledgement back to the sender
with a copy of the ID of the received message. If a message is not acknowledged within
a timeout it is sent anew. When a secure message is acknowledged it is removed from
the buffer and the next message in the buffer is sent immediately. This guarantees that
messages will be received by the other peer in the same order that they were requested
to be sent. In addition, since all interactions between the application and the handler
are non-blocking, the handler provides two methods for suspending another thread until
an aspect of handling is complete. A thread can either request to be suspended until
the buffer of outgoing messages to be empty, or it could wait for all secure messages to
be acknowledged.

2.3.1 Performance evaluation

For illustrating the performance of the networking code of the application, the following
test was devised. The test consisted of one peer being instructed to send a number of
messages to the other peer. First as regular non-secure messages, being sent as fast
as possible. Then as secure messages that are enqueued individually only when the
previous message has been responded to. This test was performed with four different
message sizes. The first being a 5 character string. The subsequent tests used 50,
500 and 5000 characters per message. For the non-secure messages, the transmission
is reported as being done when the outgoing buffer in the handler thread is empty,
and for the secure messages the measurement ends when the last message has been
acknowledged. The results are given as the number of milliseconds needed to complete
the test. Each experiment was performed twelve times, and the results have been
averaged to reduce the effect of noise.

Regarding the experiment for non-ordered messages (see Fig. 2.4), the reported value
represents the time until the application can forget about sending. It does not show the
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Figure 2.4: Time until outgoing message leaves buffer.

Figure 2.5: Time until response on last message is received.
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time for a message to arrive at the other peer, for that, look at the results for ordered
messages (Fig. 2.5) and divide the result by two to account for the response. Looking
at the measurements in both Fig. 2.4 and Fig. 2.5, the first observation we make is that
longer messages have a negligible amount of impact on the time to transmit, compared
to shorter messages. Since larger messages contain more useful characters, we make a
note of this as a potential optimization. Another observation we can make by compar-
ing the figures when sending multiple messages, is that waiting for acknowledgements,
in order to force message ordering, results in a huge performance hit. This tells us that
we want to avoid any implementation that requires messages to be ordered, if possible.

2.4 Sending only changes in the simulation’s state

A distributed simulation faces one major problem that must be solved before the
simulation can give a meaningful result. Unlike a traditional simulation, none of the
peers have access the entire model, but they nevertheless need to be aware of the state
of all the objects in the simulation, in order to compute the new state for any of the
objects it does have access to.

Figure 2.6: The problem of distributed simulation, required objects are unavailable.

To resolve this, we let each peer maintain an approximation of the true model for
each object it does not control. These approximations are models that, to a greater or
smaller extent, emulate the true model. The only requirement for an approximation,
is that it must produce a state with the same externally accessible variables that the
true model would. This is so that dependants on that object will be able to use its
state to compute their own. The same approximations must also exist locally for those
objects for which the simulator has access to the true model. After computing the
state for a new timestep, if the simulator detects a difference in the state, between
the approximation model and the true model, then the simulator will send an update



2. Peer-to-peer communication infrastructure 19

for that object. Thus informing every other peer that is involved in the simulation of
the new true state so that those peers can correct the state for that object. A trivial
approximation for any model just duplicates the last known state. This goes a long
way to reduce the amount of updates that are necessary. But since all peers use the
same approximation models, even a flawed approximation that always produces a false
state is still admissible, since the peer that controls that object will compensate for the
incorrect approximation with updates.

Since updates are sent whenever the state of the low resolution model differs from
that of the true model, and since every message needs to be waited for, we want to
mitigate the number of updates. A better approximation can be used for that purpose,
if the approximation can predict the behavior of the true model better than the trivial
approximation. An ideal approximation model would be identical to the true model,
predicting and mimicking the true behavior perfectly without compromising the secrets
of the true model. Such a model may not exist for all situations however.
The second problem of distributed simulation is that the peers have no shared clock. If
they were naively allowed to simulate independently using non-ideal approximations,
then they would quickly yield different results. To prevent this, each peer is instructed
to inform the other peers when it has finished a timestep, has nothing more to report,
and is ready to proceed. The peers then wait until it has received such a readiness
report from every other peer. This however, requires that any messages that are sent
are also received in the same order.

Figure 2.7: Lockstep simulation with two peers.

The result of using representations to emulate the foreign objects, and using readiness
reports to keep the simulation synchronized, is a version of co-simulation in which the
peers march forward through simulation time in lockstep with each other (illustrated in
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Fig. 2.7) and produce an equal result to a traditional simulation with the same model
running on a single machine.

Pseudo code describing the lockstep simulation main loop:

Initially t = 0

Look for messages
Record readiness of other peers
Apply any updates
If all other peers have reported that they have finished computing timestep == t
t = t +1
compute the new state for timestep = t
send updates
send ready message for timestep = t

This loop is repeated until the simulation terminates, either by meeting some finishing
criteria, or by being terminated by the user.

2.4.1 Models for experimentation

For experimenting with co-simulation, two models were developed.

Figure 2.8: N-Body simulation with 7 objects.

The first model was a 2D n-body simulation (pictured in Fig. 2.8)), in which the bodies
repel each other with a force inversely proportional to their distance from each other,
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but they were all attracted to the origin (0,0) with a constant force. This type of model
will reach an increasingly stable state, but will never truly reach stasis as speeds grow
infinitesimally small and encounter rounding errors. This simulation could either be
executed with perfect approximations (the approximation model is identical to the true
model), in which case it emulated an ideal co-simulation case with no updates needing
to be sent. The other case, using trivial approximations, demonstrated a worst case
scenario for co-simulation where each object caused an update each at every timestep.
This model was useful for identifying the behavior of extreme cases.

Pseudo code describing the behavior of each object in the n-body model:

Compute the forces that would be applied to each object for this timestep
Apply the forces to the speed of the object
Apply the speed to the current position of the object

Figure 2.9: The Pong model, with one bat to either side and the ball in the middle.

The second model was developed for illustrating a more realistic case that did not
exhibit the extremes in update frequency of the n-body model. Imitating the classical
video game Pong, the model consisted of three objects. Two bats and one ball (illus-
trated in Fig. 2.9). A bat could either be still, moving up, or moving down, with two
different speeds available. It always sought to maintain an equal position in the Y-axis
to the ball, but only if the ball was approaching and on the same half of the playing
field. The ball moved with a constant speed in X and Y, and inverted its speed along
one dimension whenever it hit an edge, so as to remain in the playing field. Two levels
of approximation are available, with the lowest approximation being the trivial one,
simply assuming that the state remains unchanged, while the higher approximation
does that and applies the current speed to the position of the new state, but does not
predict the decisions of the bats or the bounces of the ball.
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Pseudo code describing the behavior of each object in the pong model:

If the object is a bat
If the ball is in the same half of the playing field, and is heading towards the bat
Set speed of the bat to intercept the ball where it would pass the arena edge
else
Set speed to 0

If object is the ball
Apply the speed to the position
If position is outside the playing field
Bounce by changing the speed
If object migration is enabled and the ball changed direction along the x-axis
Set flag indicating that control of this object should be transferred

2.4.2 Performance evaluation

To summarize, we have enabled a form of co-simulation in which each peer computes
the objects it controls, notifies the other peers when the new state is different from the
last, and then waits for all other peers before proceeding to the next timestep. And we
devised two optimizations for this. We discovered earlier that a few larger messages
are much more efficient than several smaller messages, so to take advantage of that,
we condense messages that would be sent on the same timestep. We also provided
a method to reduce the number of updates through using better approximations to
predict the behavior of the true model.
With this in mind we propose five experiments to perform with each of the models.

1. A traditional (purely local) simulation to serve as a benchmark.

2. A lockstep simulation with no optimizations enabled.

3. A lockstep simulation that condenses all messages for the current timestep into
a single large message before sending.

4. A lockstep simulation that uses better approximation models to reduce the num-
ber of updates.

5. A lockstep simulation using both condensed messages and improved approxima-
tion models at the same time.

The tests were first performed on two separate but identical machines, but since the
techniques we explore could also potentially be employed for multi-threaded simula-
tions, the experiment was also repeated on a single PC running two peers in parallel.

All tests were allowed to run for 15 seconds, after which the lowest current simulation
time of the two peers is recorded. The result is given as the number of timesteps
completed.
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Figure 2.10: Steps completed in 15s using lockstep co-simulation.

A traditional simulation (not included in Fig. 2.10) completes roughly two million
timesteps in the alloted time, on our machines. With that in mind, it immediately be-
comes apparent that traditional simulation performs several orders of magnitude better
than our lockstep co-simulation technique. This was not unexpected since in a lockstep
simulation, every single timestep requires a synchronization between the peers, aside
from any updates that are necessary. A process that takes time in the order of mil-
liseconds to perform. Unlike the traditional simulation that need not wait for anything
and can complete a timestep for these models in the order of hundreds of nanoseconds
to a few microseconds, depending on the model. The result is a co-simulation with
less than 0.015% of the performance of a traditional simulation. However, if we had a
model for which computing the new state would take an order of milliseconds of time,
or more, then the percentage would increase significantly, as it is primarily determined
by the ratio between time spent processing and time spent waiting for messages.
We also notice that condensing messages has a very minor effect on performance, and
actually decreases performance slightly when approximations are enabled. This is be-
cause at this point it just entails more delays, the network throughput is not the
primary bottleneck, that and the optimization serves the same purpose as approxima-
tions. We keep this optimization around for later where it might become more useful.
Using better approximations did yield a small benefit, the reason it does not have a
bigger impact is because the peers are still waiting for a readiness message on every
timestep.

The experiment was also performed using two peer instances running on the same
system.
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Figure 2.11: Steps completed when running both peers on the same PC.

Running the two peers on the same machine eliminates the delay caused by the actual
physical transmission of messages, but the peers are still communicating through net-
working code, using a peer-to-peer library designed for use on the internet. For this
reason, running two peers on the same machine yields only a very small performance
boost compared to running on two separate machines. Co-simulation in this manner
is still significantly slower than traditional simulation.
Performance for this type of scenario could be significantly improved by using shared
memory to enable direct communication between the peers.

As is apparent by the enormous difference between a traditional simulation and any of
the lockstep cases, constantly synchronizing over the network is not a tenable solution
unless the computation time for a timestep eclipses the time needed to synchronize.
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Advancing optimistically to avoid
waiting for updates

From the lockstep case, it became apparent that waiting for any kind of message over
the network is devastating for performance, at least for small models. While the re-
sult is correct, the maximum simulation speed is dictated by the slowest peer and is
strongly affected by latencies.
To gain more performance, peers must be able to progress without synchronizing im-
mediately. To avoid the need to synchronize at every timestep, each peer can use its
approximations to compute a number of timesteps in advance under the assumption
that the approximation is accurate. This introduces a number of new concerns and
cases to account for before the correctness of the result can be ascertained.
The big issue then, is that making assumptions implies that the assumptions can be
proven wrong. When this happens the peer must be able to not only go back and
correct itself, it must also be able to undo the updates it has sent that were based on
the disproven assumption.
Since each peer bases its assumptions on the result of approximation models, and up-
dates are only sent when the results from the true model and approximation model
differ, then any and every update indicates a false assumption.

25
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3.1 Implementation

We can use the lockstep simulation implementation from before as a basis for an opti-
mistic simulator, but to implement it, several adjustments are needed.

• We no longer wait for ready messages.

• Any updates that are sent need to be saved in an outgoing buffer.

• Anything that is sent or saved needs to be stamped with the local simulation
time.

• The entire local simulation state needs to be saved frequently.

• Any received update is put in an incoming buffer.

• If the timestamp of a received update is less than the local simulation time, then
the peer must roll back to a saved state with the same or a lower timestamp than
that of the update, and any states with a higher timestamp than the loaded state
are removed since they were created based on the dispelled assumption.

• Should a peer roll back, then it needs to cancel the updates is has sent in the
interval between the time rolled back to and the simulation time rolled back from.
All updates in the outgoing buffer with timestamps in this span are removed, and
for each of them the peer must send an anti-update.

• When an anti-update is received, the corresponding update in the incoming buffer
should be removed. Since the update was proven false, then the peer must roll
back if its simulation time is higher than that of the removed update.

• Updates are not applied the instant they are received, instead the buffer of re-
ceived updates is scanned and only the updates with the same timestamp as the
local simulation time are applied. These are applied just before advancing to the
next timestep.

Note that since we permit updates that belong in the simulation past, messages need
not be ordered in an optimistic simulation.

3.2 Optimistic simulation correctness

Of course, it would be good to to know that this implementation will provide an
accurate result. To determine this we can obtain a set of rules from the description of
the implementation.

1. The initial state given is correct, and is available to all peers.

2. Peers compute the state for the next timestep by using the current state and any
updates that apply to the current timestep.

3. A peer will compute the state for the next timestep in finite time, making as-
sumptions for the objects for which it does not have an update and it does not
control.

4. Once a peer has computed a new state it checks if an assumption made on the
objects it controls would be false, if so, an update is sent.
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5. It stands to reason that: At any given moment there is at least one peer or at
least one outstanding update that has the lowest simulation time among all peers
and outstanding updates.

6. Assuming that there is nothing wrong with the connection, any update that is
sent will be received by each other peer after finite time.

7. A peer that receives an update with a simulation time lower than that of the
peer, will roll back to the simulation state it had for at that timestep.

We are arguing that the simulation not only will be able to continue progressing
indefinitely, but that it will also produce all the correct states up to any given
timestep in finite time.

The rules allow us to infer that:

8. If the lowest simulation time among all peers and outstanding updates is shared
by one or more peers, and there are no outstanding updates with the same simula-
tion time, then that means that these peers have not made any false assumptions
up to this point, and that their current simulation state is correct. Any updates
sent by these peers when computing the next timestep must therefore reflect the
true state for the controlled objects.

Which in turn implies that:

9. If the lowest simulation time among peers and outstanding updates is shared
by one or more outstanding updates, then these updates were created without
being based on any false assumptions and reflects the true state for its object
and timestep.

And:

10. Since updates are bound to arrive in finite time, and since peers advance to
the next timestep in finite time. The lowest simulation time among peers and
outstanding updates will increase after finite time. And since the slowest peer
or outstanding update is always correct, then the simulation state for all prior
timesteps are correct.

That means that the point up to which the simulation is correct will continue to increase
after finite time.

3.3 Optimizations

Just like with the lockstep implementation, using better approximations would reduce
the number of updates that need to be sent. The impact of this optimization is even
greater for optimistic simulations since each update implies a synchronization, thus it
spares peers from unnecessary rollbacks and wasted work.
The performance impact from condensed messages also stands to be re-evaluated in a
context where the imposed delay does not necessarily translate into a longer waiting
time for the recipient.
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One of the two bigger issues at this point is that peers can advance very far optimisti-
cally, likely sending many updates based on false assumptions, updates that will all
need to be cancelled when the first false assumption is dispelled by a single update
with a lower timestamp. This scenario can lead to congesting the pipes if the model
being simulated changes its state very frequently, even if the peers advance slowly.
Therefore, a limit is needed on how far the peers are allowed to simulate optimistically.
But to establish this limit we need to be able to determine how far the simulation as a
whole has gotten. The other problem is that the buffers for updates and saved states
grow in proportion to the simulated time, and for simulations with many objects, poor
approximations, or that span any longer runtimes, these buffers will bloat quickly. We
need a method for determining what information is old enough to be safe for removal.
These two problems can be solved with the same solution. Sending readiness messages
would allow us to track where the peers are in simulation time with just a single message
delay, but since latency is measured in milliseconds and timesteps can be completed
by the thousands in such time, any peer could suddenly receive an old update and
rollback to virtually any simulation time, even a time less than that of the reported
time of the slowest peer, that means that readiness is not sufficient for determining a
lower bound. Moreover, unless we guarantee that messages are received in the order
that they are sent, an outstanding update can remain outstanding for any amount of
time, and a readiness report does not exclude the existence of updates with a lower
timestamp.
We need a method that takes outstanding updates into account, and one method that
does so calculates a global minimum timestamp. To do this, each peer must record
the messages they have sent in a separate buffer and acknowledge any messages they
receive. One peer (Peer #1) can then ask all other peers what is the lowest simulation
time among the messages in the buffer of unacknowledged updates, as well as what
their current simulation time is. Once peer #1 has received an answer from all other
peers (including itself) it can broadcast the lowest of all the values, this is the lower
bound for how far back any peer needs to be concerned. This value is probably al-
ready outdated by the time it is determined, but it is guaranteed to be smaller than
or equal to the the simulation time of the peer or outstanding update with the lowest
simulation time. The correctness of the simulation can be guaranteed up to that point.
Between receiving the question from peer #1 and receiving the result, peers mark any
acknowledgements they send. If a peer receives an acknowledgement that is marked,
then the message being acknowledged may not be removed from the buffer until peer
#1 has broadcast the global minimum timestamp. The reason for this is so that no
update that might have the lowest timestamp might elude the algorithm by completing
its exchange faster than the algorithm.
Once the global minimum timestamp has been determined or received, a limit for how
far peers are allowed to simulate optimistically can be determined simply by adding
the desired limit to the lower bound. Also, since the algorithm guarantees that no out-
standing messages exist with a timestamp less than the lower bound, it also means that
no peer will ever roll back to a time lower than the minimum timestamp. Therefore,
all sent and received updates, and all saved states, made prior to the timestamp can
be safely removed. Peer #1 then immediately sends the question anew after having
sent the last result.
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The optimal limit to which a simulation is allowed to advance optimistically varies
greatly between models, and it can even vary throughout the execution of a model.
It also depends on the speed of the simulation system and the latency of the network
connection. If we recall the reason that we wanted this limit, it was to prevent updates
from congesting the pipe and to stop buffers from growing unmanageably large. If we
allow the optimistic limit to be infinite, but force the simulation to pause whenever
it has one or more outstanding updates in its buffer, or whenever the biggest of its
buffers have grown beyond some large arbitrary limit. The result is that peers advance
however many timesteps they need to until they send an update. At that point, they
do not proceed until the other peers have acknowledged that update.
Would this slow performance? Imagine two peers, A and B, and assume that A is
sending an update. Consider the following three cases for the two peers.

1. Peer A is far ahead of Peer B.

2. Peer A and Peer B have the same, or nearly the same, number of timesteps.

3. Peer A is far behind Peer B.

In case 1, the completed number of steps for the simulation in general is equal to the
simulation time of B. It matters little for the overall performance that A is waiting.
In case 2, B would complete several timesteps and possibly send an update of its own
before the update from A is received. B would be rolling back as well as sending an
anti update. If A and B had been allowed to proceed after sending their respective
updates then they would both need to roll back, and would likely need to send many
more anti updates.
In case 3, B has likely sent an update that is still in As future. Waiting for B to
acknowledge the update from A will also mean that A has a better chance of getting
any applicable anti updates before passing that simulation time and needing to roll
back.
So it does not seem like much time is wasted that would not otherwise be spent com-
puting states that would subsequently need to be discarded.



3. Advancing optimistically to avoid waiting for updates 30

With all optimizations in mind, the main simulation loop now looks like this:

Initially t = 0
Initially GVT = 0
Initially GVT list = empty list
Initially save the state
Initially send the initial state for the model if needed
Initially if this is peer #1, send a GVT request with timestamp = 0

Look for messages
Put any updates in a buffer
For each update, send an acknowledgement
For each update with timestamp <t, roll back to that timestamp
For each acknowledgement, update the corresponding outgoing update
For each GVT request, GVT = timestamp, and send a GVT report with the local
minimum
For each GVT report, if this is peer #1, add to the GVT list
If GVT list length equals the number of remote peers
Add the local minimum to GVT list
GVT = lowest value in GVT list
Send a GVT request with timestamp = GVT
GVT list = empty list
If there is no saved state for this timestep, save the state
Delete any saved states and any sent or received updates with timestamp <GVT

condition 1: t <GVT + optimistic limit
condition 2: number of outstanding updates <outstanding limit
condition 3: size of the largest buffer <buffer size limit
If passed all conditions
apply updates with timestamp == t
t = t +1
compute the new state for timestep = t
send updates if needed

Where the rollback action looks like this:

T = target timestamp to which we want to roll back
Load = Find the saved state with the highest timestamp that is lower or equal to
T
Simulation state = Load

Delete all saved states with timestamp ≤ Load.t
Create a new saved state to replace the loaded state
Send an anti update for each sent update with timestamp >Load.t
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3.4 Performance evaluation

As we did with lockstep simulation, we test both models, and we do so on the same
two identical computers on the same LAN. The experiments are:

1. An optimistic simulation that is allowed to compute two timesteps in advance,
that uses condensed messages and improved approximations.

2. An optimistic simulation that is allowed to compute any number of timesteps
in advance, that uses condensed messages and improved approximations. But is
required to wait for a response whenever it has any outstanding messages.

3. An optimistic simulation that is allowed to compute any number of timesteps
in advance, that uses condensed messages and improved approximations. But
is required to wait for a response whenever it has three or more outstanding
messages.

The tests were run for 15 seconds, and the result is the last lower bound computed by
the end of the test.

Figure 3.1: Steps completed in 15s using optimistic co-simulation.

Before going into any comparisons, it should be said that, optimistic simulations are
able to approach the same level of performance as a traditional simulation if the approx-
imations are good enough so as to nearly eliminate all updates, and if the optimistic
limit is set sufficiently high. At that point, the peers are basically performing the
same traditional simulation in parallel, with only the buffering of saved states being
the difference. This is the case for the n-body model, which has ideal approximations
in this experiment. For the sake of readability, only the results from the pong model
is shown in Fig. 3.1 when the optimistic limit is disabled.
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From Fig. 3.1 we observe that optimistic co-simulations are roughly three times faster
than the best lockstep configuration. This is because the optimistic simulator is allowed
to complete three times as many timesteps before needing to synchronize. This of course
implies that a higher limit on the number of optimistically computed timesteps would
yield even more performance. This is true up to a limit, but that limit is not constant.
In the next test we disabled the limit on optimistic timesteps and instead force the
peers to wait after having sent an update, and the result is over five times faster for the
pong model. In the case of the n-body model, since it uses ideal approximations, the
result is limited only by the speed in which the computers can handle large buffers of
saved states, and how fast the lower bound can be determined in order to clear those
buffers. The result is approximately 1.3 million timesteps, that is 60% of the speed of a
traditional simulation for the same model. The ideal number of outstanding messages
is not constant either, for it too is highly dependent on the model being simulated, the
accuracy of the approximation models, and the distribution of the simulated objects
among the peers.

The pong model used in these measurements produces an update at least once every
fifty timesteps. This is simply a function of the ball speed and the arena size, with an
update being generated when the ball bounces against the edge of the arena, as well
as when it crosses the middle line and prompts an action from one of the bats. If we
used smaller timesteps, or a lower speed for the ball, then the number of timesteps that
need to be completed between each update would increase in proportion. This serves
to highlight the importance of using good approximations since the update frequency
is the primary factor, that determines the speed with which it is possible to simulate.
Increasing the resolution of the timesteps, or reducing the speed of the objects, however,
would only create the illusion of increased performance. When in practice, all that
is achieved by doing this is to slow down the traditional simulation, and giving the
optimistic simulation more busy work to complete between synchronizations.

Comparing the best results from our experiments, it is clear that traditional simu-
lation still performs better than co-simulation, though the difference is diminished
significantly. While the result we obtained from the pong model is still considered
to be very slow, it is within the realm of feasibility. But conversely, as we can see
from the n-body model, with sufficiently advanced approximations, the performance
can approach that of traditional simulation. Ideal approximations are rarely available
however.
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Object migration

Up to this point, since the focus has been on analytical simulations, there has been no
reason to let the peers themselves influence the state. Implementing a way for peers
to alter the state of the objects they already control is trivial. But the only way for
a peer to influence an object that it does not control, is to alter the current state for
an object it controls in such a way that when the peers compute the next state, the
desired effect is achieved on the remote object.
And this is assuming that the remote object even depends on an object that we control.
This is needlessly complicated, has an inherent delay of one timestep, requires editing
objects other than the target, and might not even be possible in some cases.
But why would you even want this? Assume that the two peers are playing a ball
game, such a game involves a very special kind of object, the ball. But only the peer
that controls the ball is able to alter its state. If the ball in the game was passed over
to another player, i.e. another peer, then that peer would need to alter the state of the
ball in order to play the game, but it would not be able to.
Besides enabling peers to access the internal state of objects, solving this problem
also yields a performance boost for some models. In a simulation case where two
objects frequently cause updates, but are controlled by different peers, there will also be
frequent synchronizations. If the objects could be relocated so that they are controlled
by the same peer, then the peer controlling the objects would not be prompted to roll
back as often, since it is now the only peer that frequently sends updates. In the case
of a ping pong game, the ball depends on the bat, and the decisions of the bat depend
on the ball, and if both objects were located on the same peer, then that peer would
not need to synchronize on account of those two objects.
This line of thought requires taking a sidestep from the premise of the primary problem
of this thesis, the problem being that protected models must not exist exist outside the
computers of the owning party, and the true model for an object is required in order
for a peer to control that object. So for this feature we assume that only authorized
systems are involved.

33



4. Object migration 34

4.1 Implementation

This implementation assumes that the receiving peer already has access to the full
model of the object for which control is being transferred. All that is required then is
to perform the transaction in a safe manner. For a lockstep simulation, this is trivial.
Since all peers are constantly synchronized, there is no risk in simply sending a message
to the new controlling peer and then relinquishing control. For optimistic simulations
however there is the possibility that after receiving control of an object, the receiving
peer would be prompted to roll back to a timestep prior to being given control, or the
sending peer could be prompted to roll back to a time prior to having handed over
control. It turns out that these problems have already been solved with regards to
updates, and transferring objects is no different. So for implementation we just add a
new type of update, these updates are handled in every way just like a regular update.
They are acknowledged, they can be cancelled by an anti update, they are buffered and
can cause rollbacks. The only difference is what happens when this update is applied.
When control of an object should be transferred is determined by the model setting
a flag for the simulator. In addition, we need to account for this in our saved states,
each save must contain a list of what objects the peer was controlling at that time.

4.2 Performance evaluation

The performance cost for using object migration in this manner is equivalent to just
another update, thus the impact depends on the update frequency when including
migration. If it can be orchestrated to occur simultaneously to another update then
the impact would be negligible if we use condensed messages. We perform the following
experiments using two peers on separate machines on the same LAN:

1. An optimistic simulation that is allowed to compute any number of timesteps
in advance, that uses condensed messages and improved approximations. But is
required to wait for a response whenever it has one or more outstanding messages.
And transfers control of simulated objects whenever the model indicates so.

2. An optimistic simulation that is allowed to compute any number of timesteps
in advance, that uses condensed messages and improved approximations. But is
required to wait for a response whenever it has three or more outstanding mes-
sages. And transfers control of simulated objects whenever the model indicates
so.

Unlike the previous experiments, we do not run these with the n-body model, this is
because that model does not support object migration, and therefore does not benefit
from it. Therefore the experiments were made using only the pong model.
The tests were run for 15 seconds, and the result is the last lower bound computed by
the end of the test.

For comparison, we included the best results we obtained from our experiments with
optimistic co-simulation in Fig. 4.1. As we can see, with a low limit on outstanding
messages, object migration does not benefit us. That is because the object transfer
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Figure 4.1: Steps completed in 15s using object migration.

message is a form of update that needs to be acknowledged before we can proceed, and
since the limit on outstanding updates is set to one, that means that the simulation
pauses and synchronizes whenever an object is transferred, in addition to any updates
the peer was already sending. The benefits of object transfer compensate for the
slowdown to an extent, but the net effect is that the simulation progresses slightly
slower. When the limit for outstanding messages increase however, we see a clear
performance boost, caused by all active objects being located on the same peer, and
therefore not causing rollbacks that affect the overall performance. Our experiments
showed a peak in performance when the limit was set to 3, though this is dependent
on the speed of the system running the simulation, and the speed of the network for
delivering messages. The benefit of using object migration with the pong model in this
context is roughly 33%.
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5

Further improvements

Specifically with regards to the pong model, a best measured performance ratio of
barely 0.4% is not good enough. How can we obtain a higher performance ratio with
co-simulation? There are four topics that can each improve the performance, and thus
need to be expanded on.

37
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5.1 Limited dependencies

In the case of the pong model, the two bats do not affect each other. The new state
of the bat is only dependent on the previous state of the same bat, and the state of
the ball. Any information regarding the other bat is unused, but is still handled as if
it was important.
Since, with object migration enabled, the ball is always controlled by the peer who
would hit the ball next, that means that the peers has all the information it needs
available locally, and it can completely ignore any updates pertaining to the bat of
the other player. This would spare the simulation from at least one synchronization
in every cycle. The peer could still listen for the updates regarding the other bat, the
difference is that these would not cause rollbacks, but would simply be applied, out of
order, as they are received. This allows the local UI to still show a representation of
the other bat.

5.2 Duplicated objects

In the experiments conducted with the pong model in previous chapters, the approx-
imation model for the ball has been of the good but not perfect variety, that updates
its position based on its last known speed, but does not account for when and how
the ball bounces. This is the most realistic scenario a simulation object, since in a
real context you would rarely have access to the true model. But in the case of the
pong model this means that, whenever the ball touches the top or bottom wall of the
arena, an event that occurs regularly, the ball changes course and there needs to be a
synchronization.
If both peers instead used an exact duplicate of the true model, in place of the ap-
proximation model (in effect, an ideal approximation), this would remove the need to
synchronize at these events.

5.3 Time required to compute timesteps

The performance ratio given in the experiments performed throughout this thesis,
show only the number of steps completed when co-simulating in relation to the num-
ber of steps completed in the same amount of real time using traditional simulation.
The only difference between co-simulation and traditional simulation then, is that co-
simulation needs to synchronize, and synchronization is a costly operation that takes
several milliseconds to complete. And synchronizations need to be made when an ob-
ject is changed in a way that cannot be predicted by the other peers, in other words,
whenever an update is sent.
It stands to reason then that the performance ratio depends on the computation time
needed to complete a timestep, as well as the frequency at which updates are being
sent and how long the synchronization takes. If the timesteps were to take longer, the
update were less frequent, or the time to synchronize was shorter, then the ratio would
improve.
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5.4 Adjusted size of timesteps

The pong model uses fairly large timesteps, so large in fact that it only took 100
timesteps for the ball to travel from one end of the playing field to the other. This is
not realistic, as most simulations would seek to maximize precision by using smaller
timesteps. This would lead to more more work needing to be completed between each
update, thus in effect reducing the update frequency and improving the ratio between
traditional and co-simulation.

5.5 Performance estimations

To illustrate the bottleneck that currently prevents better performance, we present the
following formulae. In this example we assume that the approximations, used by the
co-simulating peers, take the same amount of time to compute as the true model.

tr = simulation runtime in seconds
tp = seconds spent processing
ts = seconds spent waiting for messages
ppt = timesteps completed per second
p = timesteps completed in tr time
pd = timesteps discarded

1. tp = (tr - ts)

2. p = tp * ppt - pd

3. 1 & 2 =⇒ p = (tr - ts) * ppt - pd

For a local simulation:

4. ts = 0

5. pd = 0

6. 3 & 4 & 5 =⇒ p = tr * ppt

In other words, a traditional simulation is 100% efficient. This is not true for co-
simulation, for which both the time spent waiting, and the number of discarded
timesteps, can be bigger than zero.

Of course, the peers are only waiting when they are not allowed to proceed, and they
actually are allowed to proceed past a point that requires synchronization, as long as
they do not exceed any of the limits for outstanding messages, buffer size or optimistic
timesteps. But any work that they produce when simulating past a synchronization
point is at risk of being discarded in a possible rollback. So discarded timesteps and
time spent waiting are both symptoms of the same problem. Synchronization takes
too long for simulations for which computing a time step is fast.
However, as we can see from formula 3., if the time to complete a timestep were to
increase, and the runtime remains constant, then the only variables that can decrease
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in order to accommodate this is the number of completed timesteps, the number of
discarded timesteps, and the amount of time spent waiting. One or more of these would
need to decrease in order to preserve the equality, and the bigger share would need to
come from the number of discarded timesteps and the time spent waiting, since there
is more time for messages to arrive while the peers are busy computing.
In short, if the computation time per timestep increases, then the performance ratio
will improve, as the time spent synchronizing becomes less significant in relation to the
amount of time spent computing. A co simulation would complete fewer timesteps as
than before. But it would also produce significantly fewer false states, meaning that a
larger fraction of the time is spent processing true states.

Another formula of interest can be derived from the time required to compute a
timestep, and determines the theoretical performance ratio, given the time needed
to complete a timestep, the time needed per timestep to manage the co-simulation
algorithms, the time needed to propagate an update from one peer to another, and the
average frequency of updates.

r = ratio tpp = average computation time per timestep ht = performance cost for co-
simulation algorithms tps = average time required per synchronization pps = average
number of steps between synchronizations

7. r = tpp / ( tpp + ht + tps / pps )

Simply from observing the formula, we can determine that the size of tpp, the time
to compute a timestep, in relation to the other factors, is of greater importance when
determining the ratio.
But we also know from experience that tps, the time to synchronize, is in the order
several milliseconds, and that if the update frequency then needs to be kept as small
as possible.
The performance cost for the algorithms is of tertiary importance. Since it is a purely
local operation, it is therefore very small in relation to the time to synchronize, and
only begins to matter when the computation time per timestep is also very small, and
the number of steps between synchronizations grows very large. This is the case for
the NBody model in our measurements once we started limiting outstanding messages
instead of optimistic steps.

The following test was performed on a single machine running two peers. It illustrates
how the performance ratio is affected by the computation time. The test lasted 15s for
each configuration.
Three experiments were performed:

1. An optimistic simulation that is allowed to compute any number of timesteps
in advance, that uses condensed messages and improved approximations. But is
required to wait for a response whenever it has three or more outstanding mes-
sages. And transfers control of simulated objects whenever the model indicates
so.

2. The same test, except we impose an artificial delay of one millisecond whenever
the simulation is computing a new state.

3. The same test, except we impose an artificial delay of ten milliseconds whenever
the simulation is computing a new state.
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This test was then repeated with a traditional simulation.
The number of steps completed by the traditional simulation without any imposed
delay is omitted from the figure below, this is only to improve readability.

Figure 5.1: Number of steps completed in 15 seconds.

Excluded from Fig. 5.1 above, is the result of running the simulation locally with no
imposed delay. The result of that test was 4.52 million timesteps, which means that
the ratio when we do not impose a delay is 0.4%. As predicted, the ratio is better
when we apply a delay, with the ratio being 85% for a 1 millisecond delay, and the
ratio being 91% when the delay is set to 10 milliseconds.
Note that these results were obtained using two peers running on the same machine,
and that this was a different machine from the ones used in previous measurements.
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To justify these techniques in a more realistic context, the following real world example
is based on the Ping Pong model for Acumen [9], used annually in the Cyber Physical
Systems course at Halmstad University. This example assumes that limited dependency
is implemented, and that both peers use an ideal approximation for the ball when they
are not in control, in addition to object migration and optimistic co-simulation.

Data points:

• Acumen running the ping pong model takes roughly 0.0078 seconds to compute
a timestep.

• The number of timesteps that it takes for the ball to travel to the other side of
the table depends on the current speed of the ball. Assuming that it takes 100
timesteps. Then the computation time required for the ball to reach the other
side is 7.8 * 100 = 780 milliseconds.

• A message takes roughly 15 milliseconds to reach the other peer when using
JXTA on a LAN. Multiple messages sent from the same peer and at the same
timestep are condensed, and are treated as a single message.

We start from the point in time where the ball is struck by Peer A, there is an event as
the state of the ball is altered by Peer A, causing an update. The ball is also transferred
to Peer B in the same timestep. Since we condense messages, there is only one update
that is sent, and this takes 15 milliseconds to reach Peer B. Peer B will then roll back,
an operation that takes less than a microsecond for most models. Peer B now controls
the ball object, and simulates the ball as it travels across the table towards him. Peer
A is sending updates regarding how its bat is behaving after it hit the ball, but Peer
B does not roll back on these messages since none of the objects he controls are cur-
rently dependent on the other bat. Likewise, Peer B is moving its bat into position to
intercept the ball, sending updates to Peer A, but Peer A has no use for these updates
and ignores them.
The ball takes 780 milliseconds to reach Peer B, bouncing once against the table along
the way. But since both peers have access to the dynamics of the ball, they can arrive
to the same conclusions as to how the ball behaves when it bounces against the table,
thus no synchronization is needed. Peer B then hits the ball when it comes within
reach, sending an update since the state of the ball changed, as well as an object mi-
gration message for the ball. The game continues from event to event in this manner,
each cycle taking 780+15 milliseconds, compared to the time required if the simulation
was performed purely localy, which would be 780 milliseconds per cycle.
Thus, in theory, the performance ratio for the Ping Pong model should be about 98%,
modified by the speed of the ball. If, however, the speed of the ball is so high that
the time to travel across the table corresponds to only 10 timesteps. Then the same
formula will arrive at a performance ratio, compared to traditional simulation, of 84%.



6

Conclusion and future work

We set out to enable simulations involving one or more objects for which the models
were unavailable to the simulating system. We solved this by making all involved
systems connect through a peer-to-peer network, continuously sharing the state of
their simulated objects and letting each peer maintain a representation of the foreign
states in order to simulate their own objects. This took the form of two solutions,
one in which the peers waited for each other and advance the simulation in a lockstep
fashion. And another in which the peers made optimistic guesses about the state of
foreign objects and simulated ahead, correcting themselves when information arrived
that contradicted an earlier guess. Finally, we added object migration to group active
objects on the same peer, reducing the risk of costly rollbacks.

We then discovered that the performance ratio is just as much, if not more, dependent
on the computation time per timestep, as it is on the time needed to synchronize. With
the update frequency, determined by the model and approximation being used, being
an important yet secondary factor. With more realistic computation times leading to
a performance ratio between 80 and nearly 100 percent.

The final conclusion is that co-simulation is a workable option if traditional simulation
is not possible.
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There are several ways in which the co-simulation techniques could be improved. It
is also very likely that the platform can be improved. This project was developed
using a peer-to-peer library intended for use on the internet, but the experiments were
performed on a local area network, for which a simpler network protocol would suffice,
and would likely perform better.
There is more testing that can be done, by using peers on different locations, as well
as using different forms of connections between the peers, such as wifi.
In other areas, a method for adjusting the limit for outstanding messages could poten-
tially speed up simulations with object migration when it becomes evident that only
one peer is sending any updates, at which point the simulation could, in theory, reach
the same speed as a purely local simulation.
Further expansions could track the dependency between objects. Thus filtering what
updates can cause rollbacks in a peer that does not control any objects that depend on
the information in that update. If these dependencies are known, then object migration
can be used preemptively to improve performance, by placing highly dependent objects
on the same peer to reduce the number of updates that can cause rollbacks. Moreover,
currently the model dictates when an object should be migrated, but we would rather
not force the model developers to adapt their models in order to co-simulate. Thus an
algorithm that determines the dependence between objects can also be used to inform
object migration during runtime.
More rigorous measurements can be made to determine the effect of timestep resolu-
tion, as well as the impact on performance caused by more advanced models that take
more time to compute.
The implementation given herein has been written to support any number of peers,
and future experiments or measurements ought to be made to analyse the impact of
having N peers partaking in the same co-simulation instead of two.
Approximation models are currently expected to be provided by the developer behind
the true model, but these could just as well be generated on the fly through a learning
process, or possibly by using waveform relaxation. An interesting topic, that ties into
this, is to assess the risks for reverse engineering. Seeing as one party is being provided
with the source code or executable for an approximation, and is then given the ability
to remotely test the responses for various inputs to the true, black-box model.
Of course, the techniques given herein could potentially be used for high performance
simulation on a multi-core system. However to obtain better performance than a
traditional simulation would require a different protocol for communication, possibly
through shared memory rather than through the much slower internet protocol. It
would also require that the approximation models to be fairly accurate, but also, at
the same time, significantly faster than their corresponding true models.
Most interesting among possible future work however is to apply the techniques into an
existing simulation environment, in order to demonstrate the usefulness in practice.
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