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Abstract  

In recent years, the increase in the amount of elderly people has gained importance 
and significance and has become one of the major social challenges for most 
developed countries. More than one third of elderly fall at least once a year and often 
are not able to get up again unsupported, especially if they live alone.  
 
Smart homes can provide efficient and cost effective solutions, using technologies in 
order to sense the environment and helping to understand the occurrence of a 
possible dangerous situation. Robotic assistance is one of the most promising 
technologies for recognizing a fallen person and helping him/her in case of danger. 
 
This dissertation presents two methods, to detect first and then to recognize the 
presence or non-presence of a human being on the ground. The first method is based 
on Kinect depth image, thresholding and blob analysis for detecting human 
presence. While, the second is a GLCM feature-based method, evaluated from two 
different classifiers, namely Support Vector Machine (SVM) and Artificial Neural 
Network (ANN) for recognizing human from non-human. 
 
Results show that SVM and ANN can classify the presence of a person with 76.5 and 
85.6 of accuracy, respectively. This shows that these methods can potentially be used 
to recognize the presence or absence of fallen human lying on the floor.  
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Chapter 1  

1 Introduction 

1.1 Motivation  

In recent years, the increase in the amount of elderly people has gained importance 
and significance and has become one of the major social challenges for most 
developed countries. 
 
According to an annual survey, about one third of people aged 65 or older fall at 
least once a year. Between those people, one out of three up to one out of two fall 
more than once every year [1]. These falls can be not only extremely negative for the 
person because they can cause a loss and a decrease in quality of life due to possible 
physical injuries. But also they can be extremely dangerous due to the fact that 
victims can easily lose consciousness and therefore not be able to seek help if they are 
at home alone, which is harmful to their long-term health if the fall is serious and is 
not discovered on time [2]. 
 
Although not all falls lead to physical injuries, however, potential impacts on the 
psychological level that the elderly might have cannot be underrated. These impacts 
could be fear of falling, fear of not being independent anymore, and a decrease in 
self-confidence [1]. To avoid the occurrence of these scenarios, a timely aid after a fall 
is needed [12]. 
 
Recent progress in the field of Information Technologies (IT) has brought the 
realization of new technologies suitable for the detection of falls, and their related 
consequences, in indoors environments. Smart homes are one of the best examples of 
technologies that can provide efficient and cost effective solutions [31]. They are 
environments that aim to facilitate the life of the user in many different ways, 
making it more comfortable and safe by using different kind of tools. The latter have 
the purpose to sense the immediate environment using various types of sensors, and 
to process this information in order to understand the occurrence of a possible 
dangerous situation.  
 
One of the technologies that can be used in smart homes is robotics [31]. The use of a 
mobile robot as an agent and sensor inside a smart apartment is the main appearance 
and feature of this dissertation. With an indoor robot, we can avoid the use and 
installation of many other sensors that would increase greatly the complexity and the 
cost of a smart home. Especially with the invention of new technologies, it is possible 
to obtain very small and non-intrusive robots that can move seamlessly within an 
apartment [31]. Along the same lines of thought, the robot could also be used for the 
same reasons in other environments, such as hospitals, and retirement homes. A 
mobile robot can investigate possible hazardous situations, or generic unclear 
situations, and send an alarm in case a dangerous situation is detected. 
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1.2 Scenario 

In this dissertation, the discussion centers on the development of a system that 
should be able to fulfill a determined scenario: ascertain if there is a dangerous 
situation in the smart home. This scenario is based on the assumption that the 
Ambient Assisted Living system (the system that takes cares of all the data coming 
from the different tools within the house) detects a possible dangerous situation. In 
this case the distress situation could be the elderly fall in a specific place within the 
house. The smart home can dispatch one of the connected robots to investigate the 
situation. Once the robot is in the location provided by the system, it will check the 
presence of a possible human on the floor and it will verify and ascertain whether it 
is a true human being or not. Thereafter, it will try to communicate with the person, 
in order to understand if the alarm from the smart home was correct or not. In case 
the robot discovers that the person needs help, it will make an emergency call. 

1.3 Objectives  

As mentioned in the paragraph above, the general purpose of this work is to 
establish and recognize the presence or the non-presence of a human on the ground. 
This would occur, hypothetically, if the presence of a problem is determined by the 
smart home system, in this case a possible elderly fall. The robot should be able to 
recognize the presence of an obstacle in front of itself, analyzing the environment. 
Then must be able to ensure whether the obstacle is a human or something else. 

1.4 Contributions  

To the best of our knowledge, two different contributions distinguish this 
dissertation from previous work. We introduce a new 2D approach for detecting a 
possible fallen person using Kinect depth image, thresholding and blob analysis; and 
we introduce an approach for discriminating fallen people from other objects based 
on certain features extracted from 3D Kinect camera using a GLCM feature-based 
method, evaluated from two different classifiers, namely Support Vector Machine 
(SVM) and Artificial Neural Network (ANN). 



 

 

Chapter 2  

2 Related Work 

2.1 Fall Detection 

Over recent years, a great deal of research has been done in the field of fall detection 
(while falling), however even the most recent approaches continue to suffer from 
drawbacks. Basically, fall-detection solutions are normally classified in three classes: 
wearable device, ambient device and camera-based device [3].  
 
Regarding the first one, it requires that the elderly holds some kind of devices (e.g. a 
bracelet) sensors-based like accelerometers and/or gyroscopes to detect the motion 
of the body. On one hand, worn devices have the advantage of being operative in 
any situation and place, both indoors and outdoors. However, on the other hand, 
they have some drawbacks. A SeniorWatch market study [4] discovered that the 
sensors are not worn all the time (e.g. at night). On top of that, they are intrusive 
tools that can be forgotten and damaged. 
 
The second one, instead, includes the use of multiple sensors, such as presence and 
pressure sensors, in order to collect data related to the person when the latter is close 
to the sensor. Although the ambient approach adopts cheap and non-intrusive 
sensors, it has the drawback of being inaccurate due to the frequency of false alarms 
[3]. 
 
The camera-based approach has the great advantage of being a non-intrusive 
solution, since the sensor is a fixed camera installed for example in a wall or in a 
ceiling [11, 12]. However, this kind of solution has some problem when furniture 
obstructs the camera's viewing and when there is the need of using the camera with 
all the possible light conditions. Another important drawback is that, with any 
camera-based solution, the monitored person's privacy is violated. 
 
In our smart home we decided to avoid doing fall detection because of many 
reasons. First of all, we have chosen to do not have cameras positioned in a fixed 
place due to privacy aspects; we decide to do not bother the elderly with portable 
and wearable devices; we have thought to use a mobile robot in order to interfere as 
little as possible with the elderly normal life and, for the specific thesis scenario, 
doing so the robot would interact with the elderly only after that the fall has already 
happened. 
 
The key words used for the literature review were: fallen person/human 
detection/recognition, human lying down detection/recognition and 
detection/recognition of human lying on the ground.  
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2.2 Human Detection 

There is an extensive literature on human detection. It is an area of ongoing research, 
which involves pattern recognition, computer vision, image analysis, artificial 
intelligence and machine learning and many other technical areas. Detecting humans 
in images or videos is a challenging task owing to many different reasons. By human 
detection we not only mean the whole body itself, which includes head, trunk and 
limbs; but also face, arms, legs and other small-scale body-parts. Detecting human in 
images or videos is a challenging problem due to variations in body shape, clothing, 
lighting conditions, complexity of the backgrounds, and the wide range of poses that 
the person can adopt. 
 
In the following sections, different ways for recognizing a human within an image or 
a video will be taken into analysis. Each one of them will be described with regards 
to its general characteristics, with a greater interest in their possible use for fallen 
person detection. 

2.2.1 Human Body Detection 

Human body detection is a new field of research that is rising in the recent years, and 
it is one of the biggest parts inside the main field of human detection. It has the goal 
of detecting and identifying the presence of either full human body or upper and 
lower body. The research carried out in recent years on human body detection can be 
divided into two main branches [5]. The first contains all those searches in which the 
various parts of the human body are identified and associated with a pre-existing 
human model [7, 8, 15]. The second branch covers the searches with algorithms that 
combine a set of local features within a detection window to classify the window as 
containing a human or not [9, 10, 13, 14, 17].  
 
Among the approaches adopted and known for the analysis and identification of the 
human body, which we initially considered for fallen human detection, there are: 
Histogram of Oriented Gradient features [5]; Haar-like features [14, 17]; skeleton 
tracking and Chamfer distance matching algorithm [21-23]. 

2.2.1.1 Histogram of Oriented Gradients features 

Dalal & Triggs [5] introduced a new method for objects detection, followed by its 
application for recognizing the human body, based on the classification of Histogram 
of Oriented Gradients computed over blocks of different sizes and scales in specific 
and defined portions of the image. The algorithm counts the occurrences of the 
gradient orientation in those areas. In order to discern the real human presence 
inside the block, a classification method based on a SVM cascade is used.  
 
Histogram of Oriented Gradients (HOG) detector is bases on the assumption that the 
target analyzed, in this case the human being, should be in an upright and erected 
position. This is due to the fact that it is an algorithm with limitations in geometrical 
variation [5]. Which leads to ensure that this type of detector fails in trying to 
monitor normal, daily actions such as relaxing, sleeping and crouching. This negative 
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aspect makes the HOG inappropriate and unusable with regard to the recognition of 
a person lying on the ground. 

2.2.1.2 Haar-like features 

The algorithm introduced by Viola and Jones in 2001 [17], based on Haar-like 
features, is one of the most used methods for detecting objects. It is considered the 
fastest and most accurate pattern recognition method for faces and bodies in 
monocular grey-level images. 
 
The Haar-like features analyze adjacent rectangular regions at a specific location, 
using simple detection windows with rectangle combinations. In order to determine 
relative light and dark areas, the contrast variances between the different groups of 
pixels are taken into account. That is, by subtracting the average of the pixels values 
in the dark area from the average of the pixels values in the light area. If the 
difference is above a pre-determined threshold, the feature is present.  
 
At the beginning of this project, the standard Viola-Jones detector for face and upper 
body detection was taken into consideration. It is perfect for detecting face and upper 
body of people that are standing, sitting or crouching, but, as the authors mention in 
[17], it is not effective for detecting people that are lying on the floor. Following by an 
examination and use of another kind of Viola-Jones detector, the pedestrian detection 
one [14]. Even in this case, good results were reached using human frontal and back 
views of the body, but it is not adequate for side views or laying down bodies. 

2.2.1.3 Skeleton tracking 

Microsoft 's Kinect is mostly used as a sensor for the detection and analysis of human 
body and movements. There are several applications that use it, including for 
example, close to the case of fallen person detection, determining when a person 
during a walk suddenly falls to the ground [18]. Consequently, at the beginning of 
this project, it was thought that it could be used and applied with positive result 
even in the case of fallen person detection. 
 
Kinect is easy to implement, thanks to the ROS (Robot Operating System) framework 
for the skeleton tracking and can be used with different possible approaches. Some 
approaches studied skeleton tracking with both Microsoft SDK and OpenNi [32]. An 
occurred fall could be verified thanks to use and identification of some joints (head 
or hands, for example), and, at the end, calculating their distance from the floor. By 
applying a threshold you would know if to consider it either as an effective fall or as 
a false alarm. 
 
The most important problem is that the algorithm gives really good results only if 
some small movements are detected. This means that this technique and approach is 
not applicable in the scenario studied in this dissertation, because sometimes it can 
happen that the person remains unconscious after a fall. In conclusion, Kinect has an 
important limitation to track joints when the individual is motionless [32]. 
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2.2.1.4 Chamfer Distance Matching Algorithm 

The Chamfer Matching has been employed in a wide range of applications, like 
object [22], pedestrian [21] and head detection [23]. It places its bases on shape 
matching using distance transforms. First of all, a template in a binary format 
represents the shape of the target object. Choosing the template should be done in 
order to facilitate its discovery. The analyzed image is then pre-processed by edge 
detection and distance transformation. The latter method computes distances 
between pixel and the closest edge to it, and gives as an output a distance image. At 
the end, the matching consists of translating and positioning the template in all the 
various locations of the distance image, and calculating the value of dis-similarity 
between distance and template images. The lower this value is, the better the match. 
This method could be a possible solution to the problem of the human lying on the 
floor detection, using an appropriate template. 

2.2.2 Face Detection 

Nowadays, detecting humans is principally done by performing face detection [7, 8, 
19, 20]. Moreover, this can be done by adding other kind of detectors, like an upper 
body detector [7, 8]. Together, these detectors provide powerful cues for reasoning 
about a person’s presence. 
 
Most of the methods for face detection apply the Viola-Jones algorithm [17] to a real 
time image sequences generated from a standard camera. As aforementioned in the 
human body detection part, this algorithm is known as the fastest and most accurate 
pattern recognition method for faces detection.  
The problem with these and the others methods is that detecting people lying on the 
ground using normal camera images, i.e. the subject is unaware of the camera 
presence, is very different from standard face detection. These standard face 
detection algorithms relying on face or upper body detection, assume that the 
person’s face is clearly visible in the camera image and that the person is standing 
straight up, such that the upper body can be easily detected [6]. A fallen person, 
however, does not tend to look straight into the camera and does not have a straight 
position. For these reasons, face detection is not recommended in case of fallen 
person detection.  

2.2.3 Fallen Person Detection 

In contrast to the near fall detection, the detection of a person already fallen does not 
seem to be thoroughly studied. 90% of the researches are about the detection of the 
fall itself. Probably this is due to the fact that to recognize and to distinguish a person 
lying on the ground is not trivial and can give many false positives due to the 
background and all the types of objects that you may encounter. Oftentimes, for the 
identification of people who have fallen, the studies refer to very simple techniques, 
which are very limited in their application, such as background subtraction [12, 33]. 
Employing such techniques, for instance, is limited by the use of fixed cameras or 
Kinect mounted on ceilings or walls. Which cannot be applied in the case of mobile 
robots. In addition, this leads to a lack of privacy when recording and analyzing the 
elderly's life.  



First Response to Emergency Situation in a Smart Environment using a Mobile Robot 

 

14 

 
Another technique used is pose detection [16, 18, 33], which aims at detecting and 
recognizing the type of human posture in the image. Methods based on this 
approach are designed to differentiate standing up poses from lying down poses. Its 
limitation is that it becomes really hard to cover all of the possible position that a 
body could have when lying on the floor. Among the reference articles found there 
are those relating to victims detection, where the identification of the human body is 
reduced to specific positions (i.e. pre-defined poses), such as victims lying face down 
and more or less horizontally in front of the camera [25].  
 
The research, which is closest to the subject of this thesis, is the one presented by 
Volkhardt et al. [26]. They investigated a 3D method for detecting people lying on 
the ground using a mobile robot, Kinect and point clouds. Their method for human 
detection is divided into two phases. The first pre-processing phase is used to 
convert the Kinect range image to a point cloud image with attention to the lower 
part of the image (ROI), i.e. the lower part of the image is the ground, the place 
where falls occur. The second is the segmentation phase, where the pre-processed 
point clouds are divided and partitioned into objects. Attention is given to the 
detection and the elimination of the points belonging to the floor. Consequently, all 
the points that do not belong to the floor are considered and are divided into 
clusters. At the end, all clusters of objects with a height greater than the half of the 
image cut previously (ROI) will be deleted. This could be a method to apply in case 
of use of a mobile robot, a possible solution in case of fallen person detection. 

2.2.4 Skin Color Detection 

Using the technique of skin color detection to identify a person within an image and 
therefore his/her being lying on the ground in case of fall, was taken into 
consideration. The use of human skin color for the identification of persons is 
generally connected also to the identification of the face [8, 19, 20, 34]. This is due to 
the fact that face is one of the parts of the body that has greater chance of being free 
from clothing, although there is the possibility of dealing with the presence of 
scarves or hats. 
 
Human skin color detection is a technique which, taken individually, has proved to 
be not enough robust and secure and is therefore not feasible. It is due to either too 
many false positive because of different light conditions inside the apartment (such 
as chairs and tables), and the possibility of not having enough skin presence in the 
images to be analyzed, due to possible clothes, scarves, hats and other clothing. 
When detecting a fallen person, his/her position could be given from a back view 
and face and hands skin could be hidden to the camera view. 

2.3 Human Identity Recognition 

When it comes to human recognition often it alludes to the recognition of actions 
performed or the posture/pose adopted by the human, taken for granted that the 
subject analyzed is a human being. In this thesis, by human recognition we mean 
establishing and proving that the possible obstacle in front of the robot with human 
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semblance is a human being, i.e. it's true identity, rather than a pillow, a blanket, or 
any other object that could normally be found in a home. 
 
To the best of our knowledge, it seems that there are few works in this field. Perhaps, 
this is due to the fact that the most of the studies are based on human detection, 
using for example the analysis of human movement and actions [23] or peculiarities 
of the human body (silhouettes, face, body parts, skin, etc.). In case of analysis of the 
human body in the upright position, can be thought the employment of techniques 
such as: pose estimation, skin color recognition and skeleton and human points 
tracking. 
 
There are many works based on human poses estimation but, in case of fallen person 
detection, as mentioned earlier, it becomes really hard to cover all of the possible 
position that a body could have when lying on the floor. This technique is limited by 
the fact that it does not certify the identity of the human, but only its possible pose. 
The same pose that could have a human lying down or crouching, a blanket or a puff 
sofa might have it. 
 
For the same reason aforementioned in the section on human detection, it is not 
applicable the use of skin color for recognizing a person, at least as regards its use 
alone. While, the use of skeleton and human points tracking cannot be taken into 
consideration for the reason listed above, i.e. is not possible to track joints when the 
person is motionless. Moreover, the body could take weird positions where the 
presence of the body parts cannot be recognized.  
 
Among the few studies found, particular attention goes to the biometrics studies, 
especially at a specific research based on texture analysis and to the body 
temperature studies. 

2.3.1 Biometric Security 

Most of the effort of the scientific community and industrial research is oriented 
towards the study of those variables that allow the reliable identification of 
individuals. The biometric identification techniques are, in fact, designed to identify 
an individual on the basis of its particular physiological or behavioral characteristics, 
that are difficult to alter or to simulate. Among the variables most frequently 
considered are fingerprints, hand and face geometry, retina or iris shape, timbre and 
tone of voice.  
 
In particular, Alonso and Bigun [24] in their fake iris detection work have employed 
GLCM features. GLCM is used when it comes to texture analysis. It takes into 
account the pixels positions having similar gray level, i.e. it is a matrix where each 
element is the number of occurrences of the gray level pairs, with a certain distance 
between them, from which you can extract a number of features that represent 
certain aspects of the image (contrast, entropy, mean value, etc.). The texture analysis 
could be the ideal solution when it comes to differentiate a person from a pillow or a 
blanket. This is due to the assumption that a blanket contains less texture than a 
human with clothes, shoes, scarves or hats. 
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2.3.2 Body Temperature 

Infrared cameras provide a complete picture of the heat into the surrounding 
environment, which is very useful in identify humans. Although infrared cameras 
are expensive, they seem to be a good solution to distinguish human from non-
human presence. The use of infrared images, on the one hand, leads to advantages 
with respect to color images. The brightness of an object in an infrared image 
depends on its temperature and to its radiant heat in the infrared imaging system, 
and has no relation with the current light in the environment. But, on the other hand, 
there are also some disadvantages. For example, it may be that high temperatures are 
detected by non-human presences such as stoves or radiators, and there are some 
shortcomings such as low-resolution, weak contrast and noise [27]. In our specific 
case is not possible to consider the use of an infrared sensor for seeking the body 
heat, because the robot does not have it. 





 

 

Chapter 3  

3 Materials and Tools  

3.1 Turttlebot, ROS, Kinect and Camera 

The type of robot available inside our smart home environment is the Turtlebot 2. 
This is a small, low-cost robot equipped with common and known hardware 
components, such as camera and Kinect. The developed system is based on the use of 
the operating system ROS (Robotic Operating System), a collection of libraries, 
applications and tools developed with the aim of simplifying the implementation of 
applications in the field of robotic. Thanks to ROS, you can design, execute and 
modify quickly the software to current needs, with respect to the current project. 
Between the sensors available to the robot that could be used for the fallen person 
detection purpose, as aforementioned, there are camera and Kinect. 
 

 
Figure. 1: Picture of the Turtlebot 2 setup. 

 
Having at our disposal two different sensors for human identification on the ground, 
i.e. camera and Kinect, it was decided to analyze the pros and cons of using one of 
them instead of the other. As previously mentioned in the section dedicated to fall 
detection, the camera solution has some problems when furniture obstructs the 
camera's viewing and when there is the need of using the camera with varying light 
conditions. Moreover, with any camera-based solution, the monitored person's 
privacy is violated. In order to avoid the presence of these possible downsides, such 
as breach of privacy and dependency on light conditions, in this work the Microsoft 
Kinect sensor has been preferred to the use of the camera sensor. Furthermore, it is 
the best solution when it comes to mobile robots, because it provides both an RGB 
image and a depth image by using only one device and not multiple cameras.  
 



19 Chapter 3. Materials and Tools 

 

Microsoft Kinect is an accessory for Xbox 360, sensitive to human body movements. 
Built initially as a simple device to control the movements for entertainment 
applications, thanks to its high capacity in developing sensory data, the device is 
currently experiencing a huge success in other areas, such as robotics and computer 
vision. The Kinect camera uses a technique of structured light to generate depth 
maps in real time, containing discrete values of the measurement performed on the 
physical scene. The quality of the depth sensing is interesting; just think of its low-
cost nature and the real-time analysis of the device, especially when compared with 
the previous sensors belonging to the same trading range. However, the analysis is 
still noisy. Depth image has some pixels with no correct information due to noise, 
shadows, etc. In those "holes" no range estimations are obtained. 



 

 

Chapter 4  

4 Pre-Study  

Before identifying the final implementation, i.e. the most appropriate in case of this 
project, we tried to implement and adapt pre-existing systems and algorithms. In this 
section, the implementations performed within this pre-study thesis period will be 
described: the first part is devoted to human detection; the second part to human 
recognition. In both cases, we will explain the experiments carried out and the 
reasons why these methods initially seemed appropriate for our project. The initial 
assumtions that led to the implementation of those methods, for one reason or 
another, were not considered sufficiently reliable and robust. The final chosen 
methods are explained in the section “Method”. 

4.1 Human Detection 

The first approaches to fallen human detection were those related to pre-existing 
algorithms for human detection, such as face detection [7, 8, 19, 20], skin color 
detection [8, 19, 20, 34] and Viola and Jones Haar-like features for both pedestrian 
and face and upper body detection [14, 17]. But in all these approaches, we found 
great limitations with regard to determining the presence of an individual on the 
ground. 
 
The first considered approach was the standard Viola-Jones detector for face and 
upper body detection using Haar-like features-based cascade classifiers available in 
OpenCV (Open Source Computer Vision). As mentioned earlier, it works perfectly 
for detecting face and upper body of people that are standing, sitting or crouching, 
but it does not work for people that are lying on the floor. Along the same line of 
thought, we tried the detector for pedestrian detection available in OpenCV. Even in 
this case, good results were reached using human frontal and back views of the 
body, but it doesn't work for side views or laying down bodies. 
 
Afterwards, we moved to try face detection using the KLT-features algorithm found 
in Matlab, based on the study of Lukas and Kanade [35], hoping to get a good 
response at least on the positions on the ground with visibility on the faces. This is 
because in the case of face not visible, the robot may move until it finds a match. But 
even this approach is not reliable and operable in the event of fallen person 
detection, because it requires certain characteristics of visibility from the person. 
Fallen person does not tend to look straight into the camera and does not have a 
straight position. 
 
The most basic approach tried has been the skin color detection. In the first moment, 
the presence of skin color in the input image is detected using a skin color model 
based on a Bayesian decision rule, in order to decide if a color is a skin or non-skin 
color [34]. Then, the detected regions are re-adjusted using homogeneity property of 
the human skin, i.e. groups of pixels having similar colors. As aforementioned, 
human skin color detection is a technique which, taken individually, has proved to 
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be not robust and secure enough and is therefore not feasible. It is due to either too 
many false positive because of different light conditions inside the apartment (such 
as chairs and tables), and the possibility of not having enough skin presence in the 
images to be analyzed, due to possible clothes, scarves, hats and other clothing.  
 
The only one approach that we fully implemented was the template matching, in 
particular, the Chamfer Distance Matching Algorithm [23], made for fallen person 
detection.  

4.1.1 Human Body Chamfer Distance Matching 

The research from which we took inspiration is the Xia's [23] one, in which the 
matching is performed with a template depicting the person head and shoulders. We 
thought that with an appropriate template for detecting a person lying on the 
ground, an algorithm of this type could work. 
 
The output considered from the Kinect sensor is a matrix of depth values. Given this 
matrix, the first thing to do is to reduce the noise, due to the low resolution of Kinect, 
and smooth the matrix for the purposes that will follow. Thereafter, we explore and 
find in the image those border areas that are similar to the used template, thanks to 
the chamfer distance matching. Once you find a possible response, further analysis 
will be performed for better reliability. 

Figure. 2: Human Fallen Detection Algorithm 

4.1.1.1 Pre-processing 

As has already been mentioned, the quality of the Kinect depth sensing is noisy. In 
order to obtain models visually of good quality and usable for the matching, it was 
chosen to pre-process and modify the data received from the Kinect. This pre-
procedure is used to obtain relevant data from an image initially full of pixels with 
some incorrect information due to noise, shadows, etc. In those "holes" no range 
estimations are obtained. More explicitly, the pre-processing part will fill in these 
regions with information. 
 
Taking a cue from Xia's method [23], to estimate the true depth values of the missing 
pixels, we took into consideration the likelihood that the missing pixels have a depth 
value similar to that of their neighbors. Following this line of thought, a nearest-
neighbor interpolation was applied to fill these "holes" and, thus, obtain a depth 
matrix with significant values in all the pixels. This method assigns to each new 
pixels of the output image the intensity of the pixel nearest in the original image. It is 
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definitely the faster and easier interpolation method. Then, a median filter was used 
to smooth the data on the depth matrix, in order to reduce the noise. The median 
filter works running through each element of the image and replace each pixel with 
the median of its neighboring pixels. 
 
Before proceeding with the main part of the algorithm, the obtained image is cut by 
one-third along its height. This decision was taken because, in the analysis of a 
person lying on the ground, the important information to be analyzed will all be at 
the bottom of the image. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

Figure. 3: Examples of depth images before pre-processing 
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Figure. 4: Examples of cut depth images 
 
 
 
 

 
 
 
 
 
 
 
 
 
  
 
 

 
 

Figure. 5: Examples of pre-processed depth images 
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4.1.1.2 Chamfer Distance Matching 

Once the depth image has been pre-processed, it is time to enter the active and vital 
part of the algorithm. This is the part where more distance is taken from the method 
proposed by Xia [23]. 
 
In short, the algorithm consists of the following steps: 

∗ Calculate edge image (Canny detection) 
∗ Compute distances between pixel and the closest edge to it (Euclidean 

distance) 
∗ Calculate different scales for the template 
∗ Match all the scale templates with the resulting distance image 
∗ Use a threshold in order to get the best matches 
 

 
Figure. 6: Chamfer Distance Matching 

 
 
The first level of this approach is the one concerning the edges analysis of objects in 
the image. In this way a first idea of the possible person location is done. To 
determine the edges, the canny edge detector is applied. The image that comes from 
this level is binary. 
 
The second level is related to the calculation of the Euclidean distance transform 
from the edge image. This results in a distance image, where the pixels contain as a 
value the distance between the pixels and the nearest edge pixel to it. 
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Figure. 7: Examples of distance images 

 
 
The main difference with the method proposed by Xia [23], resides in performing a 
pyramid of templates, rather than a pyramid of the main image, i.e. distance image. 
The pyramid consists of replicating the template with different sizes, so to be sure to 
get a matching for any distance the image could be taken, at any depth. This is 
because the body size changes with the change of distance between the robot and the 
person lying on the ground. This makes the method scale invariant. The template has 
to be in a binary format. 
 

 
Figure. 8: The binary template applied 

 
 
The phase of matching consists of translating and positioning the template, shown in 
Figure 8, in all the various locations of the distance image, and calculating the value 
of dis-similarity between distance and template images. The lower this value is, the 
better the match. 
 



First Response to Emergency Situation in a Smart Environment using a Mobile Robot 26 

 

If the found distance value is below a pre-determined threshold, the target object is 
considered detected. In our case, this means that a possible human body could be in 
that specific position. At this stage we are not sure that is a real body, the matching 
that we have detected. As an output we have an array of different possible matching.  
 
The final phase consists of taking all the matching points found and comparing each 
of them with the output image from the preprocessing phase. This is because we 
want to eliminate all the wrong correspondences that do not correspond to the white 
pixels in the pre-processing image, i.e. all the white outliers in the image that are not 
part of the human body. In this way we are sure that the matching found are 
belonging to the human and not to the background. An average of all the points 
belonging to the white area is done, and a boundary box could be calculated as a 
basis for the position of the body and used as a output from this phase. 
 

 

 
 

Figure. 9: Example of body matching. The gray pixels are the body-matched points. 

4.1.1.3 Conclusion 

At the beginning a general template was used, in the form of a generic fallen body. 
But it proved to be impossible to be used for all types of poses that a human can take 
when lying down. Then, a template with a half-circle shape was considered. This 
template was chosen because is applicable to both ends of the body that the camera 
can visualize, i.e. independent from head and foot position. It works with opposite 
orientation of the template, as well. With this template it can be possible to reach a 
matching quite feasible for the majority of the positions assumed. The word "quite" is 
precisely used because we have understood that this template is not robust enough 
to be applied in this project. In conclusion, the general chamfer distance matching 
technique used for fallen human body detection is not applicable. 
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4.2 Human Recognition 

At the beginning, in order to ensure that the obstacle found in the Human Detection 
phase, which matched the template, was a human and not a possible pillow or 
blanket, some simple methods were taken into account. Once the "obstacle-like-
human" has been detected, a RGB image of that area is analysed.  

4.2.1 Template Matching 

The first and easiest approach tried at the beginning of the analysis, was to match 
some templates of objects with the current image taken from the Kinect using the 
RGB portal. Those templates were small images with parts of objects, such as 
pillows, carpet, sofa and blanket, found inside the smart home.  
 
Template matching is a technique that performs a direct comparison between the 
image to be scanned and the target model that needs to be located, which takes the 
name of template. The choice of the latter must be done in order to facilitate its 
discovery. It is appropriate to select particular image areas containing features easily 
traceable. The template is used in the process of matching by shifting it in all the 
image positions and for each of them considering the degree of similarity with it. The 
size of the template could be any, depends on the subject investigated. As can be 
imagined, given its simplicity, this method proved to be full of false positives and 
therefore inappropriate and unsuitable for this work. 

4.2.2 Skin Color Recognition 

Recognize skin color in an RGB image is not an easy task. This is because the human 
skin color can vary from almost black (in the presence of high concentrations of 
melanin) to nearly colorless (the latter appears slightly pinkish for the presence of 
blood vessels), depending on the person.  
 
As previously indicated, as a method alone is not robust enough due to either too 
many false positive because of different light conditions inside the apartment (such 
as chairs and tables), and the possibility of not having enough skin presence in the 
images to be analyzed, due to possible clothes, scarves, hats and other clothing.  
This is another easy approach tried at the beginning of the analysis that was 
eventually discarded. One possibility would be adding it to an analysis with other 
techniques. In this project, we decided not to base our research on color images, but 
to gray scale images in order to generalize the research as much as possible, trying to 
depend ever less on lighting conditions. 



 

 

Chapter 5  

5 Method  

Here the final chosen methods are presented. The final implementation, i.e. the most 
appropriate in case of this project, as we have done earlier in the section "Pre-Study", 
will be divided into two parts: the first one is devoted to human detection; the 
second one to human recognition. In both cases, we will explain the method adopted 
and the various parts that compose it.   

5.1 Human Detection 

Regarding the human detection there are similarities with the method discarded 
about the Chamfer distance matching. These similarities are related to the Pre-
processing phase. Consequently, it will not be explained in detail, as already done in 
the Pre-Study section. Afterwards, we will continue analyzing certain characteristics 
of the depth images in order to extract the region of interest containing the object-
like-human. 

5.1.1 Pre-processing 

The pre-processing phase is the same as in the Human Body Chamfer Distance 
Matching, explained deeper in the Pre-Study section. In order to reduce the amount 
of noise, it was chosen to pre-analyze and modify the data received from the Kinect. 
Taking a cue from Xia's method [23], to estimate the true depth values of the missing 
pixels, we took into consideration the likelihood that the missing pixels have a depth 
value similar to that of their neighbors. Following this line of thought, a nearest-
neighbor interpolation was applied to fill these "holes" and, thus, obtain a depth 
matrix with significant values in all the pixels. This method assigns to each new 
pixels of the output image the intensity of the pixel nearest in the original image. It is 
definitely the faster and easier interpolation method. Then, a median filter was used 
to smooth the data on the depth matrix, in order to reduce the noise. The median 
filter works running through each element of the image and replace each pixel with 
the median of its neighboring pixels. 
 
The obtained image is then cut by one-third along its height. This decision was taken 
because, in the analysis of a person lying on the ground, the important information 
to be analyzed will all be at the bottom of the image. 
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5.1.2 Threshold and Blobs Analysis 

The differences with the first algorithm implemented start here. All started when we 
noticed that we were able to eliminate most of the background objects in the image, 
limiting with a bounded threshold the gray level values displayed in the depth 
image. Simply speaking, we decided to display only those gray levels that are within 
a pre-determined range. This technique can be applied because the Kinect hardware 
has a practical range of about 4 to 11 feet [23]. With this distance we can know the 
range of gray levels that the possible obstacle could have. Even more because with a 
mobile robot is better to keep and maintain the distance from the possible human 
over a certain level.  
 

 
Figure. 10: Example showed in order to do a comparison between pre-processed image and 
thresholded image. 
 
As you can see from the example above, the thresholded image shows that the 
biggest object inside is the human that we are looking for. For this reason we firstly 
transform the image from gray level image to binary, and then we applied an 
algorithm that aims to find the biggest blob (in our case the human). Once the 
biggest blob is founded a bounding rectangle surrounding the biggest blog is 
computed.  
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Figure. 11: Example showing an image of the biggest blob and the same image with the 
bounding rectangle. 
 
Finally, once the area of the obstacle-like-human is found, a RGB image of that area 
will be analyzed in order to establish if the obstacle is a real human or not. 

5.2 Human Recognition 

Everything started when thinking about the difference between a common pillow 
and a person. We thought that the main difference lies in texture. Texture can be 
defined as a two dimensional image that represents information about the structure 
and surface of a particular object or region [28]. Textures are variations of intensity or 
color typically originated by the roughness of the objects surfaces hit by a light 
source. Although in general there is no information about causes of this kind of 
variation, the differences between pixels in the image provide a practical means of 
analysis of the texture properties. A pillow or a sofa could have different texture than 
a human with clothes, shoes, scarf, skin and hair. For this reason, we tried to focus on 
texture analysis in order to classify the detected object as a human or a non-human. 

5.2.1 Feature Extraction 

As aforementioned, texture is portrayed as an image showing the structure of the 
surfaces that it describes. This property allows its use in a process of image coding, 
with as a target the extraction of statistical characteristics mathematically defined, 
also called "features". The feature so extracted allows the characterization of the 
specific texture analyzed. This phase is the starting point for the recognition and a 
subsequent classification of a fallen human set of images. Therefore, one of the main 
objectives of texture analysis is performing a modeling of the texture structure and 
then being able to process it and thus derive the desired features.  
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5.2.1.1 Entropy 

One simple and single feature that could be taken into account is Entropy. We can 
define Entropy as a statistical measure of randomness, which can be used to 
characterize the texture of an image. Roughly speaking, it quantifies the amount of 
information contained in an image, and in this work it was used to differentiate 
elements (objects) highly structured, i.e. that have a lot of information, such as a 
person, from elements that have little information, such as a pillow.  
 

𝐻(𝑥) = − 𝑃 𝑥! log! 𝑃 𝑥!
!

 

 
Where 𝑃 𝑥!  is the probability mass function. 
 
Entropy calculation was the first texture feature discussed and thought about. 
However, as you can see in the figure below, there is no level perfectly defined that 
allows to differentiate the two types of figures. Consequently this method, taken 
alone, is not enough to classify the analyzed object. 
 

Figure. 12: Entropy plot of all the images. The blue circular line divided the first images that 
are the "fake" images, from the "real" images. 

5.2.1.2 GLCM 

A possible method for feature calculation is represented by the work of Alonso-
Fernandez and Bigun. In their paper, 13 different features are extracted from the co-
occurrence matrix, the GLCM [29].  
 
The GLCM is a joint probability distribution of gray level pairs in a given image I. 
Supposing that the analyzed texture area has 𝑁! resolution cells in the horizontal 
direction and 𝑁! resolution cells in the vertical direction, and that the gray levels that 
make up the image are quantized into a number equal to 𝑁!. Thus 𝐿! = {1, 2, .. , 𝑁!} 
will be the spatial domain in the horizontal direction, 𝐿! = {1, 2, .. , 𝑁!} will be the 
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domain in the vertical direction and 𝐺 = {1, 2, .., 𝑁!} will be the set of quantized 𝑁! 
gray levels.  
 
Therefore, the image I may be represented as a function that assigns the gray values 
in 𝐺  to each cell of the domain or pair of coordinates 𝐿!×𝐿! . The gray level 
occurrences can be specified in a matrix of relative frequencies 𝑃!", with which two 
cells of adjacent resolution occur in the image, one with a i gray level and the other 
with a j gray level. Those cells are separated by a distance d. The matrix is of size 
𝑁!×𝑁!, and is called co-occurrence matrix. 
 
The function 𝑃 that associates a certain value to the pair of coordinates 𝑁!×𝑁!, is 
chosen based on the relations that you want to extract from the image and can then 
act according to different orientations; the most used are 0 °, 45 °, 90 ° and 135 °. In 
case of the distance d is related to neighboring pixels, it will be equal to 1. 
 

𝐺   =   
𝑃(1,1) ⋯ 𝑃(1,𝑁!)
⋮ ⋱ ⋮

𝑃(𝑁!, 1) ⋯ 𝑃(𝑁!,𝑁!)
 

 
Figure. 13: Co-occurrence matrix, with 𝑁! numbers of gray levels 

 
Figure. 14: Possible directions for calculating the Co-occurrence matrix 

 
Following [24], once the Co-occurrence matrix is computed, different texture features 
are extracted: 
 

Contrast 𝑓! = 𝑃!,! 𝑖 − 𝑗 !

!!!!

!,!!!

 

Dissimilarity 𝑓! = 𝑃!,!

!!!!

!,!!!

𝑖 − 𝑗  
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Homogeneity 𝑓! =
𝑃!,!

1 + 𝑖 − 𝑗

!!!!

!,!!!

 

Inverse Difference Moment 𝑓! =
𝑃!,!

1 + 𝑖 − 𝑗 !

!!!!

!,!!!

 

Energy 𝑓! = 𝑃!,!!
!!!!

!,!!!

 

Maximum Probability 𝑓! = 𝑚𝑎𝑥!,!𝑃!,! 

Entropy 𝑓! = 𝑃!,! −𝑙𝑛𝑃!,!

!!!!

!,!!!

 

GLCM mean 𝑓! = 𝜇! = 𝑖𝑃!,!

!!!!

!,!!!

 

GLCM std 𝑓! = 𝜎! = 𝑃!,! 𝑖 − 𝜇! !

!!!!

!,!!!

 

GLCM autocorrelation 𝑓!" = 𝑖𝑗𝑃!,!

!!!!

!,!!!

 

GLCM correlation 𝑓!! = 𝑃!,!
𝑖 − 𝜇! 𝑗 − 𝜇!

𝜎!𝜎!

!!!!

!,!!!

 

Cluster shade 𝑓!" = 𝑃!,!

!!!!

!,!!!

𝑖 − 𝜇! + 𝑗 − 𝜇!
!
 

Cluster prominence 𝑓!" = 𝑃!,!

!!!!

!,!!!

𝑖 − 𝜇! + 𝑗 − 𝜇!
!
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5.2.2 Feature Selection 

Often we find ourselves faced with data set where some features are more 
discriminative than others. Not always, however, we know a priori the 
discriminatory potential of each individual feature. Thus, in these cases, feature 
selection techniques allow to identify those features that guarantee optimum 
problem separation. Frequently the number of features is reduced significantly, with 
a marked improvement with respect to computation time (train a classifier with 10 
features is much faster than 1000 features) and sometimes also with regard to the 
classification results. 
 
As mentioned previously, the feature reduction aims to identify the more 
informative features, in other words, those features that determine a better 
separation of the analyzed classes. In this context, one of the possible and simplest 
applicable parameters to determine whether a feature is more or less important in 
the classification stage is the F-score. F-score is one of the simplest techniques for 
measuring the discrimination of two sets of real number. In this method, F-score 
values of each feature are computed according the equation showed below and 
presented by Chen and Lin in their paper [30]. 
 

𝐹_𝑠𝑐𝑜𝑟𝑒(𝑖) =
𝑥! ! − 𝑥!

!
+ 𝑥! ! − 𝑥!

!

1
𝑛! − 1

𝑥!,! ! − 𝑥! !
!
+!!

!!!
1

𝑛! − 1
𝑥!,! ! − 𝑥! !

!!!
!!!

 

 
Where 𝑥! , 𝑥! ! , 𝑥! ! are the average of the 𝑖th feature of the whole, positive and 
negative data set, i.e. in our case the two groups of pictures, respectively.  𝑥!,! !  is 
the 𝑖th feature of the 𝑘th positive instance, and 𝑥!,! !  is the 𝑖th feature of the 𝑘th 
negative instance. The numerator indicates the inter-class variance, while the 
denominator represents the sum of the variance within each class. 
 
Therefore in order to select the best features from the whole dataset, a possible 
threshold value is selected by picking some possible thresholds by visual human eye 
to cut low and high F-scores. This is done until we find the best threshold value. If 
the F-score value of a feature is bigger than the threshold value, that feature is 
selected. Otherwise, that feature is removed and not used. A larger F-score indicates 
that the feature is more discriminative. 
 
We applied this technique in order to improve the results of our classification 
method. Thanks to it we have been able to reduce the amount of features, from 13 to 
11, and to improve the accuracy of the classification method. 

5.2.3 Classifiers and Learning Algorithms 

In this section a general explanation and introduction to classifiers and learning 
algorithms is given, followed by a discussion of the two methods used in this 
dissertation, namely SVM and ANN. Those two methods are really important within 
this project, because they aim to analyze and classify the "obstacle-like-human" 
relying upon an analysis of GLCM features. 
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The term classification refers to a statistical procedure that allows associating each 
object, in this case an image, to one or more labels that correspond to the possible 
classes the object could belong to. More generally, classification aims to select the 
most appropriate category for an unknown object, given a set of known categories. 
 
Classification involves the construction of a decision procedure based on a sequence 
of cases and can be considered as one of the major machine learning applications, 
where the classifiers are constructed based on pre-observed knowledge coming from 
example data. In order to obtain a good classification, the information coming from 
the objects’ features under consideration are used and compared with that 
information coming from the training set. If the latter is labeled, i.e. the possible 
classes are known and each sample in the set is already associated with the class to 
which it belongs, it is called supervised learning. Otherwise, i.e. when the possible 
classes have to be directly derived from the data themselves, we are dealing with 
unsupervised learning. We can therefore make a distinction by discriminating 
techniques that take into account the a priori knowledge, from those that do not take 
it into account. Within the first type of technique, the easiest classification approach 
is the linear classification [36], which defers from non-linear classification [37]. The 
discussion will continue presenting one method for each of the last two mentioned 
techniques, namely SVM and ANN. They were chosen in order to analyze and 
compare the two most known and simple methods within the two different 
classification techniques. 
 
In supervised classification, the classifier learns how to recognize the membership of 
an object belonging to classes known a priori. For this purpose, the set of samples to 
be labeled in the classification process is divided into two disjoint sets: the training 
set and the test set. 
The first one has the goal of training the classifier, providing several examples of 
correctly classified samples, while the test set contains the set of samples used to 
estimate the classifier error probability. Since the training set is used to assess several 
parameters, usually, the number of samples contained in the training set is greater 
than or equal to the number of samples in the test set. 
 
First of all, we are going to analyze and explain the two types of techniques, briefly. 
Thereafter, for each of them, we will describe the process used to analyze and 
classify the different GLCM features obtained from the texture analysis. 

5.2.3.1 SVM 

SVM is a binary classifier useful in many research fields. When compared with most 
of the traditional classifiers, it is able to categorize unknown samples with a good 
degree of accuracy. What characterizes this algorithm is that, instead of trying to 
estimate the density probability of the classes, it solves directly the interested 
problem, i.e. finding the decision surfaces that define the classes, called classification 
boundaries. The underlying idea is the following: given two classes of 
multidimensional patterns, the SVM determines the hyper-plane that best separates 
the classes, i.e. it classifies patterns of both classes correctly maximizing the marginal 
distance between the classes.  
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It has to be emphasized that, when dealing with classes linearly separable, no 
particular problems arise. However, when dealing with classes non-linearly 
separable there is no hyper-plane able to separate them and the algorithm has to 
change. In essence, the hyper-plane is searched in spaces of higher dimensionality. In 
fact, if two classes are not linearly separable in one dimensionality, the probability 
that they will become linearly separable, increases when increasing the space 
dimensionality. 
 
Thanks to Matlab basic functions, it was possible to implement the SVM classifier. 
The first step is to train the classifier based on the features extracted from the images. 
The training set is created from the total group of images available. It was decided to 
have a training set containing 80% of the images. More specifically, 40% are images 
depicting real humans, while the remaining 40% are images of false humans, such as 
pillows, sofas and puff. In this way, we have sought to train the classifier in the most 
homogeneous manner. Thereafter, once the classifier is trained, we pass to the 
creation of the test set with the remaining 20% of the images that belongs to the total 
group. Even here, in more detail, we have that 10% are images of real humans and 
the remaining 10% are false humans. Each time the program is executed, the images 
that make up the training and test sets change because they are randomly chosen. 
With the test set in hand, we can test the accuracy of the classifier. 

5.2.3.2 ANN 

Another classifier widely used in various application fields is ANN (Artificial Neural 
Network). The ANN is a system inspired by the human brain. When it comes to 
artificial neural networks, we refer to information processing systems whose purpose 
is to simulate the biological networks functioning within a computer system. 
Artificial neural networks can be considered as a large computer network consisting 
of several dozens of computers that play the same role that neurons play within 
biological networks. Each of these nodes (or artificial neurons) is connected to the 
other nodes through a dense network of interconnections, which also allow the 
network to communicate with the outside world. The ultimate goal of such 
structured network is to acquire information from the outside world, process it and 
return a result in the form of impulse. 
 
The nodes that make up an artificial neural network are divided into three main 
categories: nodes belonging to the input unit, nodes belonging to the output unit and 
nodes belonging of the hidden units. Each of these units performs a very simple task: 
working only in case the total amount of signal received (either from another unit or 
from the outside world) exceeds specific activation threshold. In case one of them is 
activated, it emits in turn a signal through the communication channels in order to 
reach the other units connected to it. 
As we mentioned before, in this thesis supervised learning process is used. The 
input-output relationship is not programmed, but is defined by a learning process. If 
the training is successful, our ANN learns to recognize the unknown relationship 
that binds the input to the output variables. 
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The ANN was constructed with the help of a toolbox, dedicated to neural networks, 
found in Matlab. It is a type of feed-forward neural network with back propagation, 
composed of 10 neurons and one hidden layer. 
 
Unlike the process used for the SVM classifier, in this case the main group of images 
with their respective features analyzed, instead of being divided into two groups, is 
divided into three: training set, test set and validation set. The input set is randomly 
divided, as it is done for SVM, but with different amount of percentage. We decided 
to divide it with 70% used for training, 15% for validation and 15% for testing. The 
input group of image is so divided: 47 images for training, 11 for validation and 
finally 10 for the test. But going to assess the situation more deeply, we must reflect 
on the fact that we have two different categories (fake and real), and we want to have 
an equal number of both types of images. This involves having from 47 images of the 
training set, 23 are labeled as belonging to the first category and 24 to the second one. 
The same happens for the other two groups: 5 for validating the fake images and 6 
for the real ones; 5 for testing the fake images and 5 for the real ones. 
 
It is the test set that provides a completely independent measure of network 
accuracy. Once the training is completed, the trained ANN can be tested with the 
samples coming from the test set. This test gives us an idea of how well the network 
will do when applied to new data. 
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6 Experimental Results   

We tested our algorithm on two different datasets we collected ourselves, within the 
smart home. One dataset is based on Kinect depth images and it is used for human 
detection, while the other dataset is based on Kinect RGB image and it is used for 
human recognition. 

6.1 Human Detection  

To test the robustness of the algorithm, we collected a dataset based on human lying 
down poses using Kinect. A group of three university students have been used as a 
model. As aforementioned, Kinect hardware has a practical range of about 4 to 11 
feet. We evaluate our method on more than six of the possible poses in various 
directions that a body could assume when lying down. 
 
The algorithm created has proved to be robust to all types of adoptable positions 
when it comes to lying on the ground. In case of presence of objects with a certain 
thickness, such as pillows or sofas, they will be recognized without problems and 
output for texture analysis. 

 

 
Figure. 15: Examples of Kinect depth images 
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Figure. 16: Examples of threshold images 

 
 

 

 
Figure. 17: Examples of biggest blob images 
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Figure. 18: Examples of bounding rectangle images 

6.2 Human recognition  

6.2.1 Data Description  

The global set of images was collected and arranged in two blocks of data depending 
on the subject of the image, human or object. The set of images presents a balanced 
distribution of subjects, in fact, contains 35 images of people in different positions 
(examples in Figure 20) and 33 images of objects found inside the house with a shape 
similar to the human one (examples in Figure 19). The images were taken using the 
mobile robot and Kinect in eight different places within the smart home, involving 
completely different backgrounds and light conditions. The human subjects of the 
images of the real group are three: one woman, two men. The positions showed in 
the real images are varied and represent a very representative set of lying down 
possible positions. Meanwhile, the objects of false images are pillows, a large puff 
and a sofa. For each of those pictures, the GLCM features will be extracted and 
analyzed.  
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Figure. 19: Examples of images belonging to the fake class 
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Figure. 20: Examples of images belonging to the real class 

6.2.2 Feature Selection  

Following, shown in the table, are the F-score values for each of the 13 features. We 
can notice that the highest value, which concerns the feature that allows a more 
distinction between the two classes, is the GLCM Autocorrelation. A blue line 
separates the features used by the SVM classifier based on the F-score. 
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GLCM Autocorrelation 0.1230 

Cluster shade 0.0703 

Homogeneity 0.0607 

Inverse Difference Moment 0.0572 

Dissimilarity 0.0452 

Entropy 0.0334 

Maximum Probability 0.0252 

Energy 0.0237 

Contrast 0.0144 

Cluster prominence 0.0063 

GLCM std 0.0023 

GLCM correlation 0.0018 

GLCM mean 0.0016 

 
 
While for SVM the final results in percentage are almost independent from the 
features selections, for the ANN the story is different. If we use the all set of GLCM 
features we have an accuracy of 85.6%, while we have an accuracy of 79.4% if we 
skip using the feature with the lowest F-score value. This means that we can have for 
SVM a faster implementation using less amount of feature computation, while 
maintaining a good accuracy. On the contrary, we cannot do it for ANN. 

6.2.3 SVM Classifier  

The test of the SVM classifier aims to provide the classification for each sub-image so 
that to obtain as output, whenever the program is executed, the percentage of 
accuracy corresponding to the test set of that specific moment.  
 
The accuracy of the classifier is given by: 
 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 = 𝑝% =
𝑛

𝑆𝑢𝑚!"
 

 
where p is the percentage of accuracy found from the classification, represented by 
the ratio expressed as 𝑛 (number of images classified correctly) and the total number 
of images available 𝑆𝑢𝑚!" for that particular test set. 
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We decided to run a series of 10 simulations to evaluate the performance of our SVM 
(k-fold cross validation). Taking an average of the output values from the 
simulations, give us a general idea of the SVM performance value. The average result 
using all GLCM features is 76,5%. A percentage of this kind is considered a good 
result. 

6.2.4 ANN Classifier 

As we mention earlier in the paragraph related to the ANN classifier, we have 
chosen an ANN composed of 10 neurons and one hidden layer. 
 
One measure of how well the neural network has labeled the data is confusion plot, 
coming from Matlab. The confusion matrix shows the percentages of correct and 
incorrect classifications. Correct classifications are the green squares on the diagonal 
matrices. While, incorrect classifications are the red squares. If the network has 
learned to classify properly, the percentages in the red squares should be very small, 
indicating few misclassifications. 
 

 
 

Figure. 21: Examples of confusion matrix plotted across all samples. 
 
We decided to run a series of 10 simulations to evaluate the performance of our 
ANN. Taking an average of the output values from the simulations, give us a general 
idea of the ANN performance value. The average result using all GLCM features is 
85,6%. A percentage of this kind is considered very positively. 

6.2.5 Conclusion  

 
As we may deduce, looking at the percentages output from the different classifiers, 
the ANN classifier is the one with the best result and thus seems to be the most 
suitable for classifying the two classes in this project. Moreover, sometimes when the 
SVM has not a good accuracy percentage, i.e. lower than 70%, the ANN provides a 
higher accuracy, a value higher than 85%. This means that ANN in this case is more 
reliable than SVM for this specific project task. 
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7 Discussion  

At the beginning of the project we had to make certain choices regarding the design 
of the work, i.e. problem formulation and how to overcome it. 
 
We have shelved the idea of using infrared camera. That's because we decided to 
challenge ourselves and to understand how far we could go with only one sensor 
before making the investment of buying a new sensor. Moreover, this kind of sensor 
is not always reliable, especially when it comes to using it within a home: heat 
sources are always around the corner, such as oven, lights and radiators. 

 
Choosing to use Kinect sensor has many advantages compared to using a standard 
RGB camera. First and foremost, the Kinect has two sources of information in a 
single sensor: depth and RGB. Although it is not possible to use both types of 
information simultaneously, there is the possibility to use one firstly and then the 
other, as was done in this thesis. In addition, the privacy factor is very important 
when it comes to smart homes and systems that aims to help elderly or needy people 
in general. To ensure the privacy aspect through the use of Kinect is very important. 
Using a RGB image is something focused and limited to the purpose of texture 
analysis and would occur only in case of a hazardous situation. 
 
The human visual system perceives and interprets the scene as a set of objects with 
multiple relationships between them. It is for this reason that human is able to 
distinguish various objects even if the latter are affected by non-uniform 
illumination. Totally different considerations must be made for texture recognition 
made by an artificial machine. In this case, the illumination of the objects plays a 
fundamental role since, as it changes, there will be different reflectivity conditions. 
Those conditions would result in a different texture aspect associated with the same 
object, creating different textures. Consequently, the texture analysis will inevitably 
be dependent on the illumination characteristics of the scanned image. From all of 
this comes the fact that there is the need to use an objective and not a subjective tool 
that will allow us to calculate features without being influenced by external factors, 
such as light conditions. In practice, we needed to identify a method that analyzes 
the arrangement of pixels and local variation of the gray levels. That's why we have 
chosen GLCM, instead of other color-based methods. 
 
The distance between the robot and the fallen person has to be between specific 
levels since Kinect hardware has a practical range of about 4 to 11 feet. This allows us 
to do blob analysis with the found boundary gray colors values, i.e. the analysis 
focuses on gray level values between a pre-determined range.  
 
As far as it concerns us, we unfortunately found a promising direction after a long 
time, a time with a lot of research and implementations. This fact brought on the 
need for extra work in order to refine the method, and make it more reliable on what 
concerns the texture analysis. Moreover a good thing would be implementing and 
testing it in an online experiment.  



47  Chapter 7. Discussion 

 

 
One thing that could be optimized and improved with regards to the texture analysis 
is the use of only the object-like-human (detected from the depth image) instead of 
the whole rectangle extracted from the human detection. The color image that is 
extracted includes not only the object, that have to be analyzed, but also the 
background of the house. This, in our view, could lead to a distortion of the texture 
analysis and to a greater difficulty in classifying the subjects analyzed. The concept, 
used to compare and differentiate the presence of a human from that of an object of 
the house, takes into account the simplicity of the object concerning the amount of 
"information", in contrast to the multitude of information of the image of person. The 
home background could add too much information and could lead the classifier to 
classify an object as a human being. We have noticed that images of humans and 
objects with the same background are easily distinguishable. But if we take a human 
picture with a flat and absent background, such as sofa or wall, and a picture of a 
pillow with as a background the kitchen (that is full of information), the classifier has 
trouble to distinguish them. For this reason, suppressing the background image 
might help. 
 
As mentioned above, in creating and thinking the texture analysis to distinguish the 
two different classes, we took inspiration from the idea of quantity of information 
and details that diversifies objects from individuals. This approach is very different 
from that addressed and implemented by [26]. In their search, the features are 
analyzed in reference to surfaces characteristics of the analyzed subject. For example, 
a table is angular and is formed by straight lines, rather than a person with smoothed 
and rounded contours. In our case, we decided to make a distinction between a 
possible fallen elderly and some kind of object with shape and size similar to the 
human one. Consequently, in the present case it would be inappropriate to analyze 
the differences in contours, between human and a pillow or a puff for example, 
because of the similarity between them. A possible future work could be the 
implementation of a new classifier, that takes into analysis both types of features, so 
as to further increase the accuracy rate of the classification. 
 
The decision not to try and apply the algorithm proposed by [26] is due to the fact 
that we tried to implement and introduce one simpler and faster method, aimed to 
ascertain human presence in a potentially hazardous situation. We preferred to 
create a 2D method with the use of depth data, rather than a 3D method based on 
point cloud to determine the human presence even in case it is partially hidden by 
furniture. One possible future improvement of the all project could be to modify the 
algorithm in order to add the occlusion possibility.  
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8 Conclusions  

Concluding, we have presented two approaches, one for human detection and the 
other one for human recognition using a mobile robot in a smart home.  
 
In the first place, we proposed a simple and fast method for detecting fallen human 
lying on the ground from depth images.  Thereafter, we further presented an 
algorithm able to recognize and distinguish the human from the non-human 
presence using GLCM features. As outcome, the new algorithm can classify the 
presence of a person with an accuracy of 85.6. This shows that this method can 
potentially be used to recognize the presence or absence of fallen human lying on the 
floor. 
 
The algorithms are tested on existing and new dataset collected using Kinect within 
the smart home. We have shown that using depth information helps and simplifies 
fallen human detection, taking care and respecting the concept of privacy. Moreover, 
depth data is robust to illumination changes (day and night) and lighting conditions. 
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