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Abstract 

 

 

Domain Name System Security Extension (DNSSEC) is a promising technology to handle weak 

security issues in old DNS system. The deployment of DNSSEC seems to be going well and 

more zones are getting signed to provide secure and authenticated DNS records to the end users. 

Datagram TLS is a widely used version of TLS that provides UDP based mechanism to secure 

the datagram. In the present work, the confidentiality and security of the DNSSEC protocol are 

investigated at the last mile. The benefits of protecting the DNSSEC traffic using DTLS at this 

portion of the path are also investigated and evaluated. DTLS was implemented in small scaled 

network to measure influences caused by DTLS on the end user's queries and responses.     
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Chapter 1: Introduction 

 

In the internet community, Domain Name System (DNS) is a distributed database which contains 

all the zone records and their corresponding IP addresses. The DNS basic function is to translate 

the domain names, into IP addresses. This function is very essential to the internet as it makes 

people easily memorize the domain names (which are words) instead of the IP addresses (which 

are long numbers), and to allow a flexible IP scheme for a fixed domain names.  

As the Internet grew and became widely deployed, the need for security and privacy has become 

more critical. DNS security and privacy issues are affecting almost all the internet users today.   

The DNS does not address the security and confidentiality issues. Instead, it focuses more on 

scalability, which was a success key in the rapid internet growth in the past years. The zone 

records themselves are well protected each by its authoritative server, but security vulnerabilities 

are presented once DNS data is exchanged due to the lack of origin authentication and integrity. 

Internet Engineering Task Force (IETF) introduced an extension to the existing DNS in 2005, 

known as DNS Security Extension (DNSSEC), which helped to solve critical security 

vulnerability. But the confidentiality issue was left unaddressed [1]. 

The DNSSEC adds data origin authentication to digitally sign the DNS records using public key 

cryptography. This will enable the DNS resolver to ensure that the received records have not 

been modified and that are issued by the authoritative name servers. Despite the security 

improvements introduced by DNSSEC, the DNSSEC inherited the non-confidentiality problem 

from the DNS [1] [2]. 

The end user computers (Stub Resolvers) usually rely on a DNS server called recursive resolver 

to fetch and validate the DNS response from the authoritative name servers. This communication 

(last mile) is sent in plaintext and unsecured neither by the DNS nor by the DNSSEC and the end 

users are left vulnerable to security issues (namely man-in-the-middle attacks). 

 

1.1 Motivation 

The requests and responses between stub-resolvers and recursive resolvers are sent in plain text, 

left open and unencrypted. This will leave the DNS communication at the last mile between the 

users and the recursive resolvers exposed to the following issues: 



6 

 

1. Abuse and privacy violation: Especially on unsecured public wireless networks. All the 

users' DNS requests and responses can be gathered easily. For example, information 

gathered on how regularly a user visits specific sites and when, including sites people 

may consider private. This information can be abusively used.  

 

2. Security issues: Although DNSSEC provides data origin authentication and integrity, the 

communication at the last mile is left unsecure and, by altering one bit (Authentication 

Data (AD) bit) the man-in-the-middle-attack can easily be performed once the attacker 

has access to this portion of the network.  

 

1.2 Problem Statement 

The main question to be addressed is: Does the Datagram Transport Layer Security (DTLS) 

protocol provide a suitable mechanism to protect the DNSSEC
1
 traffic at the last-mile?  

 

A sub question to be addressed is: What are the effects of protecting the DNSSEC traffic at the 

last-mile using DTLS on the end user?  

 

1.3 Approach Chosen to Solve the Problem 

With the currently available DNSSEC system being deployed, several security and privacy risks 

are left open in the last mile. We propose adding additional security layer using DTLS to 

investigate the effect on DNSSEC security and privacy at the last mile.  

For this, a test bed will be created of small scale network under Windows environment. The 

experiment will include setting a DNSSEC enabled recursive resolver and sniffing packets from 

and to a stub resolver, analyzing them and investigating the effect on the end user when applying 

DTLS in different modes. 

 

 

 

 

1
 The term DNSSEC traffic in this thesis refers to a DNS packets carrying DNSSEC enabled query or a DNSSEC 

validated response. 
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1.4 Objectives of the Present Work  

Main objectives are: 

 To provide a complete understanding of the DNS, DTLS and the DNSSEC protocols. 

 To protect the DNS communication at the last mile using DTLS and to investigate the 

effect on the end user. 

1.5 Thesis Structure 

This thesis starts with the introduction and problem statement. Chapter 2 gives a background on 

the DNS system, DNSSEC, TLS and DTLS. A review of related works is presented in Chapter 3,  

while methodology, the experimental environment, tools and measurement metrics are presented 

in Chapter 4. Results and their analysis are given and discussed in Chapter 5. Finally, the 

conclusions and recommendations for future work are presented in Chapter 6. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



8 

 

Chapter 2:  Background 

 

2.1 Domain Name System (DNS) 

Programs can open web pages, mailboxes and other web applications by using only the IP 

address of the servers, where these Internet objects are located, but these IP addresses are 

difficult for people to remember. To make the browsing and use of the Internet more convenient 

and readable, easy to remember names are presented in order to be used instead of IP addresses. 

Although this is valid for most of the Internet applications, some network parts or layers need 

only numerical addresses to work properly and, therefore, a method should be introduced in 

order to convert names into IP addresses and vice versa [13]. 

To connect and obtain a name for an IP addresses, a program starts a library procedure named 

resolver, delivering it the host name in the form of a parameter. The resolver forwards the query 

which includes the name to a local DNS server. That server finds the name and returns a 

response with the IP address to the resolver. Then the resolver sends this information back to the 

user. The query and the response are usually transited as UDP packets [14]. 

 

2.1.1 DNS Topology: 

The main elements in the DNS topology are: 

● Domain name space and resource records – this contains the rules for tree structured 

name space and the data associated with names. [14] 

● Name servers – server programs which contain data about the domain tree structure and 

set information. [15] 

● Resolvers – special software (programs) which obtain information from name servers in 

order to answer clients’ requests. [15] 

 

2.1.1.1 Domain Name Space and Resource Records 

The domain name space is in the form of a tree. Each node and leaf of this structure contains a 

resource set (could be empty). A domain has its own name. A domain is a sub-domain of another 

domain when it is contained within that other domain. [15] 

A domain name specifies its own node. Each separate nod contains a resource information (could 

be empty). A set of resource information connected with a specified name is composed of 
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another resource records (RRs). RRs’ order is not important and is not required to be known by 

name servers, resolvers and the other elements of the DNS. Domain name space tree structure 

example is presented in Figure1. 

 

Figure 1 – Domain name space tree (Partial). 

 

 

All the DNS names, IP addresses and other information are maintained on the DNS servers in the 

form of Resource Records (RR) [16]. Figure 2 shows the Resource Record structure [14]. 

 

The RR fields are [14]: 

NAME: The domain name (owner name). 

CLASS: Containing the RR class code. 

RDLENGTH: Holding RDATA length in octets. 

RDATA: A variable length string that describes the RR. The format of this record varies 

according to the TYPE and CLASS of the RR. 

TYPE: A two byte field containing the type code of the RR. The most used TYPEs are: 
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● A: Represents an IPv4 host address. 

● AAAA: Represents an IPv6 host address. 

● CNAME: The canonical name for an alias. 

● NS: The authoritative name server hosting the domain. 

● PTR: A domain name pointer, the pointer record used in reverse DNS look-ups. 

 

.  

Figure 2: Resource Record structure [14]. 

 

2.1.1.2 Name Servers 

Name servers contain all the information related to the domain names. This database is divided 

into different segments called zones. These zones are places around the name servers. A single 

zone is placed on several name servers in order to be available from different locations in case of 

link disruption. The main function of the name servers is to answer queries using the data in their 

zones although they can support additional (optional) features. The name server always returns 

simple answers – the response is generated from its local database or it contains a referral to 

other name server which can answer the question [15]. 
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2.1.1.3 Resolvers 

Resolvers should have direct connection to a minimum of one name server and use its 

information to answer queries directly or forward the query using referrals to other name servers. 

The resolver is usually a system service which is directly connected to the user programs because 

no special protocol is needed between it and the user software [15]. 

A Stub-Resolver is a limited resolver that is used by an end user. The stub resolver relies on a 

recursive resolver to do the DNS lookup on its behalf. 

 

2.1.2 Fully Qualified Domain Names (FQDN) 

The FQDN consists of strings separated by dots and it follows the order of the domain name 

space tree in Figure 1. The rightmost side of any FQDN represents the root and is followed by 

the top level domain (TLD) (like COM or SE), then the domain that is registered under that top 

level domain is presented (like Example.com) which is called Second Level Domain SLD[17]. 

The FQDN is used to point to a specific host in the domain name space tree. To ensure these 

FQDNs are unique, no two identical names can exist on the same node [18]. 

2.1.3 Queries and Responses 

Queries are messages which may be sent to a name server to provoke a response. In the Internet, 

queries are carried in UDP Packets. The response by the name server answers the question posed 

in the query, refers the requester to another set of name servers, or signals some error condition 

[15]. 

In the DNS protocol, TCP can be used to carry DNS data if the UDP packet size is larger than 

512 byte [14]. 

In general, the user (stub-resolver) does not generate queries directly, but instead makes a request 

to a resolver which in turn sends one or more queries to name servers and deals with the error 

conditions and referrals that may result. Of course, the possible questions which can be asked in 

a query do shape the kind of service a resolver can provide. 

The main responsibility of name servers is to answer standard queries. Both the query and its 

response are carried in a standard message format which is shown in Figure 3. 
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Figure 3 – Standard Message Format of a shown query [15] 

The question section is used to carry the "question" in most queries and its format being shown 

in Figure 4. 

 

Figure 4 – Question Section Format [15]. 

The query includes a QTYPE, QCLASS, and QNAME. These parameters show the types and the 

classes of needed data and name. 
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2.2  DNS Security Extension (DNSSEC) 

The lack of security in the DNS made it vulnerable to many attacks. The DNSSEC was 

standardized in 2005 by IETF RFC's (4033, 4034, 4035) to help mitigate DNS problems. This 

chapter describes the mechanism and improvements offered by the DNSSEC and the 

modification that has been made to the old DNS system. 

 

2.2.1 New Resource Records (RRset) 

DNSSEC provides data integrity and origin authentication to the existing DNS protocol.  To 

achieve this goal, the DNSSEC adds four new resource record types [1]: 

1. Resource Record Signature (RRSIG): Containing the DNSSEC signature for the 

Resource Record RRset. 

2. DNS Public Key (DNSKEY): A public key used to verify the RRSIG. 

3. Delegation Signer (DS): Containing a hash of the public key (DNSKEY) of the 

delegation zone. 

4. Next Secure (NSEC):  A pointer to the next valid name in the zone in case of non-

existence of any name within a zone.  

DNSSEC also adds two new message header bits: 

1. Checking Bit (CD): Included in the DNSSEC query to indicate if the response must be 

validated or not. If the CD=0 then the response will not be sent if the DNSSEC response 

is not validated, while CD=1 indicates that the requester can perform the validation itself.  

2. Authenticated Data Bit (AD): Included in the DNS response to indicate that this response 

is validated as DNSSEC response.  

 DNSSEC OK (DO) bit - This bit is inherited from the EDNS0 but is very essential to the 

DNSSEC process [20]. The DO bit indicates that the requester is DNSSEC aware and ready to 

accept DNSSEC response.  

2.2.2 Security-Aware and Security-Oblivious 

The DNS components, i.e. resolver, recursive resolver, stub resolver, name server can be either 

security-aware or security-oblivious based on its awareness of DNSSEC [1].  

Security-Aware Stub Resolver can either be validating or non-validating. A validating security-

aware stub resolver sends its request to a recursive name server and validates the signature of the 
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response by its own, while the non-validating security-aware stub resolver cannot validate the 

signature by its own. Instead, it relies on the trusted recursive resolver to validate the response. 

In the case of non-validating stub resolver, the stub resolver must be informed if the response 

signature has been verified or not. This is done by setting the Authenticated Data (AD) bit in the 

response message header. 

 

2.2.3 Authentication Process 

The DNSSEC adds data integrity and origin authentication to the existing DNS response. To 

achieve this, an RRSIG is sent along with the RRset which has the signature authenticating this 

RRset. Because the RRSIG is a signature for an RRset not for a specific response, this makes it 

possible to calculate the RRSIG off-line which is important for performance and security [6]. 

 Each zone generates signing and verification key (Sk, Vk). The signing key is kept secret and 

offline and is used to sign the zone data. Upon a request, the RRset is sent along with the RRsig 

which contains the signature of that RRset. The Vk for the RRsig is stored in the DNSKEY RR, 

the client then uses it to authenticate the response [2]. 

 

2.2.4 Trust Anchors and Chain of Trust 

Trust Anchors are the zone’s verification keys that are configured in the resolver. The root zone 

has to be a trust anchor for each resolver. 

If the requested DNS zone is not a trust anchor, the resolver must create a Chain of Trust to 

verify the authentication of that specific RRset. The Chain of Trust is created between the 

resolver and the root zone or any other trusted zone as specified in the local policy of the 

resolver. The resolver requests the DNSKEY RR of the requested zone and uses the DS RR from 

the parent zone to authenticate the DNSKEY RR (DS RR is verified using the parent RRsig). 

Once the DNSKEY RR is authenticated, the Vk inside it is used to verify the RRsig of the 

requested zone which will authenticate the requested RRset. 

As an example, if the WWW.EXAMPLE.COM  is not configured as a Trust Anchor in the 

Resolver and a client requests the RRset for example.com, the following steps will be taken 

(Figure 5) [7][17]: 

1. The client (Stub-Resolver) sends a query about example.com to the Recursive Resolver 

(Step 1). 
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2. The Resolver looks in its cache first. If the request does not exist, the Resolver sends the 

request to the root zone (which is a Trust Anchor) (Step 2) and checks the DO bit in the 

query indicating that it is ready to receive DNSSEC response; the root zone replies with 

Delegation sign (DS RR) of the .com top level domain and an NS record pointing to the 

.com top level domain (Step 3). This information is verified using the Vk of the root 

stored in the resolver. 

3. The Resolver requests the example.com from the .com top level domain (Step 4) which 

replies with DNSKEY RR of the .com zone, a DS RR of the example.com and an NS 

record pointing to example.com (Step 5). The DNSKEY RR is accepted if it matches the 

DS RR obtained from the parent root zone.  Once DNSKEY is verified, it is used to 

verify The DS RR of the example.com zone. 

4. The Resolver then sends the request to example.com zone (Step 6). The received 

DNSKEY is verified using the DS RR obtained from the .com parent zone. If verified, 

the DNSKEY is then used to validate the signature in RRsig for the received RRset 

(www.example.com) (step 7).  

5. The Recursive Resolver saves the response in its cache, sends the response to the stub 

resolver which requested it and sets the AD bit ‘ON’ (indicating that the response has 

been verified as DNSSEC response) (step 8).  

This sophisticated process provides origin of authentication for the received RRset. Using this 

procedure, the DNSSEC protocol ensures that the received RRset has not been modified and is 

issued by the authoritative name server managing that specific zone [1]. 
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Figure 5: DNSSEC Validation Process 

 

2.2.5 Last mile DNSSEC Packet Size 

The original DNS UDP packet size limit is 512 byte [14] (not counting the IP or UDP headers), 

in which labels use up to 63 bytes, names use up to 255 bytes, TTL values take 4 bytes. The size 

of the query is small as it consists of the fully qualified domain name that is needed to be 

resolved. The size of 512 bytes is therefore considered to be sufficient. For the DNS response, if 

the response exceeds the allowed 512 bytes then a TCP session is started to transfer the DNS 

data [14]. 

Due to the proposed DNSSEC protocol improvements, and to allow for carrying the new 

recourse records (some of big sizes like keys), the DNSSEC packet size was extended. The 

DNSSEC relies on the Extension Mechanisms for DNS (EDNS0) which offers a much bigger 

DNS packet size and allows the sender to specify the packet size that it can receive (4096 bytes 

maximum) [26]. Table 1 shows the response size for some of the DNSSEC signed zones as they 

are received from the recursive resolver. 
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Query 
Response Size 

(bytes) 

www.iis.se 
189 

www.icann.org 
80 

www. internetsociety.org 
232 

www.nlnetlabs.nl 
187 

 

 

 

 

Table 1: The Response Sizes for Some of the DNSSEC Signed Zones. 

     

 

2.3 TLS and DTLS 

2.3.1 Transport Layer Security (TLS) 

As of today TLS/SSL is one of the widely used protocols for protecting network data. The older 

versions of TLS – 1.0 and 1.1 and the newest version of TLS 1.2 standardized in 2008 by IETF 

in their RFC 5246 offers the following advantages: 

 Server authentication  

 Communication channel confidentiality 

 Integrity of the message 

TLS offers also client authentication and certificates along with public key based digital 

signatures, which are used for that purpose. The server authentication is done by decryption of a 

message by its public key.  

Structure of the TLS Protocol is shown below in Figure 6: 
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Handshake 

Protocol 

Change 

Cipher Spec 

Protocol 

Alert 

Protocol 

Application 

Protocol 

Record Protocol 

TCP 

Figure 6: TLS Protocol Structure. 

 

2.3.1.1 Handshake Protocol 

The handshake protocol is part of the TLS set of protocols. There are several types of messages 

included in the handshake procedure. These messages are sent back and forth between the client 

and the server before any secured data transmission is established. In Figure 7 a typical TLS 

handshake is shown. There are several types of TLS handshake, the most widely used is 

described below. Some handshake exchanges are grouped together in flights and they are defined 

in the TLS specification as contiguously sent messages [22]. 

 



19 

 

Figure 7: TLS Handshake 

 

The definition and the content of the messages are as follows [22]: 

 ClientHello (CH) – the first message of the handshake. The content of the message 

includes:  

 - Protocol version; 

 - A client random token, used in premaster secret generation; 

 - A session ID; 

 - An optional compression algorithm; 

 - A list of possible cipher suites; 

 ServerHello (SH) is the answer to the ClientHello. It includes the following: 

 - The protocol version employed by the server and the client. 

 - The random token of the server 

 - A session ID for resuming following connections. 

 - The strongest client cipher suite (and compression algorithm) also supported by 

the server that will be used for the transmission. 

 - The best cipher suite and algorithm for compression supported by the server for 

the negotiated communication. 

 ServerCertificate (SC) - this message is sent after the Sever Hello. It includes server 

certificate with its public key and is used to confirm the identity of the server. 

 ServerHelloDone (SHD) - this is an empty message which points to the conclusion of the 

ServerHello flight.  

 ClientKeyExchange (CKE) - this message is sent after the premaster secret using client 

and server random token. Next, the premaster secret is included in the 

ClientKeyExchange message and is encrypted with a key exchange algorithm through the 

server public key. 

 ChangeCipherSpec (CCS) - this message informs the other communication side that all 

upcoming messages will be encrypted with the already negotiated parameters. This 

message is part of the ChangeCipherSpec Protocol, not the Handshake Protocol.  

 ClientFinished (CF) - this message is the first hashed and encrypted by the Record Layer 

and informs the other side that there are not any more handshake messages to be sent. 



20 

 

 ServerFinished (SF) - this message, like CF message shown above, is a hash of the entire 

handshake process up to that moment. If the client was able to read this message and its 

payload, the TLS handshake is done correctly and the two sides are prepared to send 

application data in a secured channel. 

2.3.1.2 TLS Change Cipher Spec Protocol 

The ChangeCipherSpec protocol consists of the CCS message shown in the previous paragraph. 

The main reason behind its existence is to allow users to use their own CCS policies. The 

following cipher suites are most widely used today [23]: 

 RSA_WITH_RC4_128_MD5 

 RSA_WITH_AES_128_CBC_SHA 

 DHE_RSA_WITH_AES_256_CBC_SHA 

 RSA_WITH_AES_256_CBC_SHA 

 RSA_WITH_RC4_128_SHA 

 RSA_WITH_3DES_EDE_CBC_SHA 

 RSA_WITH_NULL_SHA 

 DHE_RSA_WITH_CAMELLIA_256_CBC_SHA 

 RSA_WITH_NULL_MD5 

 DHE_RSA_WITH_AES_128_CBC_SHA 

 

2.3.1.3 TLS Alert Protocol 

  Messages, which are part of the Alert Protocol, consist of special TLS alerts. They usually 

include data about errors found in the connection. There are two types of alerts - fatal and 

warning. The first type represents a fatal error and the communication must be ended 

immediately, and a new session is established with the purpose of having an uncompromised 

connection for data transmission. The second kind of alert, the warning, issued by one of the two 

communication sides can be ignored or terminate the session[22]. 

 

2.3.1.4 TLS Record Protocol 

TLS Record Protocol is responsible for the security mechanisms and data transport. It combines 

the information which comes from the other TLS protocols, such as Alert Protocol, Handshake 
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Protocol etc., and puts them into equal blocks. Preferably several messages of the same kind can 

be grouped together in a single record. The other possibility is to use a single long block which 

can be delivered and put into several records. There are some optional features in the TLS 

Record Protocol which include data compression, and additional MAC field. The data is then 

encrypted and transmitted with the already established connection. Upon reception of a new 

packet from the lower layers to the Record Protocol the following steps are undertaken; data 

decryption and verification, decompression and reconstruction and then transmission to the 

higher layer protocols. The different TLS Record Protocol operations are shown in Figure 8: 

 

 

 

 

 

Figure 8: TLS Record Protocol Operations 

 

2.3.2 Datagram Transport Layer Security (DTLS) 

The TLS protocol is mainly used for reliable transport protocols (e.g. TCP). A revised version of 

TLS is invented in order to transmit unreliable and out of order messages. This new protocol is 

called Datagram Transport Layer Security (DTLS) and its main functions and specifications are 

described in RFC 6347. 
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The DTLS protocol, as well as the TLS protocol, has a Record Layer protocol and four sub 

protocols over it, which are the Handshake protocol, ChangeCipherSpec Protocol, Alert Protocol 

and the Application Protocol [24].  

While DTLS has been developed for transmitting data over unreliable connections, it has several 

incompatible differences with the TLS protocol. These differences are mainly in the Handshake 

Protocol and the Record Protocol. 

The structure of the DTLS protocol and its parts is very similar to the TLS structure. The main 

difference is that the transport medium for DTLS is UDP, while for the TLS is TCP. In Figure 9, 

the DTLS protocol structure is shown. 

 

 

Handshake 

Protocol 

Change 

Cipher Spec 

Protocol 

Alert 

Protocol 

Application 

Protocol 

Record Protocol 

UDP 

 

Figure 9: DTLS Protocol Structure 

 

2.3.2.1 DTLS Handshake   

The DTLS Handshake Protocol exchange of messages is a little different compared to its TLS 

counterpart mainly in the additional messages, with more flights of exchange messages, in order 

to prevent DoS attacks. In Figure 10 a full DTLS Handshake is shown. 
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Figure 10: DTLS Handshake 

 

First, the client starts the connection setup with the ClientHello message. Then the server sends 

its HelloVefiryRequest message containing an arbitrary cookie. Afterwards it sends the 

ServerHello message to conclude the initiation of the connection. When the client receives the 

ServerHello message it sends another ClientHello containing this time a cookie. This is used for 

verification for the server that the client transmits its messages from its address not from some 

other spoofed source. If this verification is not done, an attacker could take advantage of the 

connection-less transport protocol to send malicious ClientHello messages to the other side 

(server). If some fake messages are sent to the server, their purpose is to occupy almost all of the 

resources of the server by starting numerous new sessions or to mislead the server’s many 

message responses to another destination, resulting in multiplying the bandwidth many times. 

The server’s answer at the end is a ServerHello and it is followed by the non-mandatory 

messages - the ServerCertificate, which includes the right certificates for authentication, the 



24 

 

CertificateRequest if the client has to authenticate itself and the ServerKeyExchange if the used 

cipher needs more information. The flight of messages is finished by the ServerHelloDone 

message. The client continues sending messages with the ClientCertificate when authentication 

is necessary, the ClientKeyExchange including data needed by the cipher suite (e.g. public key), 

and the non-mandatory or optional CertificateVerify message which includes the hash acquired 

from the last handshake message exchanges. The client then informs the server of the chosen 

encryption with the ChangeCipherSpec message which is followed by the Finished message. 

This message is being the first to be encrypted and it contains the hash computed from all 

previous handshakes.  Finally the server sends ChangeCipherSpec and the handshake sequence 

concludes with a Finished message [24]. 

 

2.3.2.2 DTLS Record Layer 

The DTLS Record Layer, as well as the already described DTLS Handshake Protocol, has its 

own distinguished features which make it incompatible with the TLS Record Protocol. DTLS 

Record Layer is adopted to run over unreliable transport protocols, such as UDP, and it mainly 

affects its cipher modes – stream ciphers maintaining the residual state between encryption of 

records. It is necessary for the records to be decrypted in a precise order without missing 

messages on the receiver side. Also the MAC of each record is calculated with the unique 

sequence number of the records. This also requires the messages to be sent and received in a 

precise order without any lost messages. This function is not provided by UDP [24]. 

Therefore, DTLS Record Protocol is not suitable to be used with stream ciphers. That leaves 

only the block ciphers suitable for requirements described above. DTLS Record Protocol also 

uses explicit record sequence number field to solve the problem of the ordering of messages and 

the MAC issue [25].  

The matter of sequencing the DTLS packets is solved by restarting the sequence number when a 

ChangeCiphetSpec message is received. In that case a problem can appear if a delay occurs in 

the channel where multiple messages with the same sequence number, but from different cipher 

suites, can be present. To solve that scenario there is another field – epoch field – used for 

another purpose. The value in that field is incremented at every transmitted ChangeCipherSpec 

message. It allows the receiver’s side to distinguish them from one another and to avoid the 

above problem [25]. 
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2.3.2.3 Encapsulated Packet Layout 

The DTLS encapsulation adds a DTLS Record Layer to the original packet, shown in Figure 11. 

This record layer consists of the following [28][29]: 

 Type: One byte represents the type of the data (handshake, application data etc). 

 Version: Two bytes represent the DTLS version. 

 Epoch:   Two bytes which is incremented upon cipher suits change (ChangeCipherSpec). 

 Sequence Number SQN: Six bytes which is incremented for each record sent. 

 Length: Two bytes which represent the length of the payload. 

 

 

Figure 11: Encapsulated Packet Layout 

 

This 13 byte DTLS record header is mandatory to every encapsulated packet. This header is 

followed either by the plain text if no security were implemented, or by the DTLS block cipher 

[25]. In the case of encryption, an Initialization Vector is added before the plaintext. The 

plaintext is then followed by the Hashed-based MAC(HMAC) for integrity check by the 

receiver. All these modifications are presented in detail in the next section. 
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2.3.2.4 Expected Packet Overhead 

The DTLS imposes overhead on the protected packet. A part of this overhead is fixed and the 

other part depends on the cipher suite being used. 

The DTLS record header is mandatory and has a fixed length for every protected packet, which 

is exactly 13 bytes [29]. 

The DTLS uses the Cipher Block Chaining (CBC) for block ciphering, for which an 

Initialization Vector IV is pre-pended to the plaintext. This IV has the same size of a cipher 

block length (8 bytes for DES, 16 bytes for AES) [25]. 

The plaintext is then followed by the HMAC, The size of the HMAC is 16 bytes for (HMAC-

MD5), 20 bytes for (HMAC-SHA-1), or 32 bytes for (HMAC-SHA-256)[ 29]. 

Additionally, bytes may be represented during the padding process. The padding may add bytes 

to ensure that the length of the plaintext in bytes is a multiple of the block-size of the selected 

block cipher (8 bytes for DES and 16 bytes for AES). 

Calculating the exact encapsulated packet size can be done as follows: 

 DTLS packet size with no encryption = (Original Packet Size + HMAC Size) + 13. 

 DTLS packet size with encryption = ((Original Packet Size + HMAC Size + IV) + 

Padding) + 13.  
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Chapter 3:  Review of Related Works 

 

This chapter presents a review of other solutions that are currently being used to protect the 

DNSSEC communication at the last mile. A comparison between the DTLS and the existing 

solutions will also be presented. In the last section of this chapter, the IETF ongoing draft 

(DNSoD) will be presented in detail. 

 

3.1 Existing Solutions 

3.1.1  DNSCrypt 

Many attempts have been made to protect the last mile portion of the communication. DNSCrypt 

is an existing solution that relies on the DNSCURVE protocol [9]. DNSCrypt uses elliptic-curve 

cryptography to encrypt and authenticate DNS packets between stub resolvers and recursive 

resolvers. 

DNSCrypt requires the installation of a, client and server side, software to secure the 

communication. It works as a proxy on both the client and the server that encapsulate the DNS 

and DNSSEC packets to provide integrity and some kind of confidentiality [9]. DNSCrypt is a 

commercial solution more than a standalone technology and very few publications exist on 

DNSCrypt and how it works. However, DNSCrypt is not widely deployed and the DNSCURVE 

is not standardized yet [10] [11]. 

 

3.1.2 Internet Protocol Security (IPsec) 

IPsec is a set of protocols that provides security to the internet [37]. IPsec was standardized in 

1998 by the IETF and has been widely used since then to provide confidentiality, authenticity 

and integrity to the data. 

IPsec has two different modes; transport mode and tunneling mode. In transport mode, only the 

payload is protected by either encryption or authentication or both, while in tunneling mode the 

whole packet is protected and a new IP header is added. 

IPsec uses two mechanisms, Encapsulated Security Payload (ESP) and Authentication Header 

(AH). The ESP, Figure 13, provides authenticity, integrity and confidentiality to the packet but 

leaves the header unprotected [38]. The AH, Figure 12, provides integrity and authentication of 
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the packet. Optional anti reply can also be provided, and the AH also protects the payload and 

the header field. 

IPsec uses the Security Association (SA) to build the security architecture. SA bounds the 

algorithms and parameters to authenticate and encrypt data flow in a unidirectional way [39]. 

The SA is established using Internet Security Association and Key Management Protocol 

(ISAKMP). 

  

Before: 

IP Header 

 

TCP Header Data 

After: 

IP Header Authentication 

Header (AH) 

TCP Header Data 

Figure 12: IPsec with AH. 
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Figure 13: IPsec with ESP. 

 

Protecting the DNSSEC last mile using IPsec is strongly recommended and widely used in 

Windows Server environment. Microsoft states clearly that “Last mile communication refers to 

the communication between a DNSSEC-enabled client computer running Windows 7 and its 

local DNS server. We strongly recommend the use of Internet Protocol security (IPsec) to secure 

last mile communication between the client and the DNS server” [40]. 

The DNS resolver is installed on Windows Server and serves the Windows clients in the domain. 

The IPsec policy is usually configured to protect the DNSSEC communication by local security 
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policy. This allows the Active Directory domain members to use the existing domain trust for 

key exchange.   

 

3.1.3 Transaction SIGnature (TSIG) 

TSIG is a protocol defined in RFC2854 to help providing authentication to the DNS messages. 

The TSIG is used mainly during DNS updates and zone transfer, and can be used to protect the 

last mile DNS messages between the stub resolver and the recursive resolver using secret key 

encryption[41][11]. 

The TSIG uses one way handshake to create a signature that is used by the receiver host to verify 

the authenticity of the message based on a shared secret. 

 

3.1.3.1 Record Format 

To provide the authentication process, a new RR TYPE called TSIG RR TYPE was added. This 

RR is temporary and should not be cached [41]. This TSIG RR TYPE has the following format 

[11]: 

 

o NAME - Used for the key indenter in domain name syntax 

o TYPE - Must be (TSIG) 

o CLASS - Must be (ANY) 

o TTL  - Must be (0) 

o RdLen - Number of bytes in RDATA 

o RDATA - Has many fields, these fields and their description are shown in table 

x3. 
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Field Name Notes 

Algorithm Name Name of the algorithm in 

domain name syntax 

Time Signed Seconds since 1-Jan-70 UTC 

Fudge Seconds of error permitted in 

Time Signed. 

MAC Size Number of octets in MAC. 

MAC Defined by Algorithm Name. 

Original ID Original message ID 

Error Expanded RCODE covering 

TSIG processing. 

Other Len Length, in octets, of other 

Data. 

Other Data Empty unless Error == 

BADTIME 

Table 2: TSIG RDATA Format 

 

3.1.3.2 Protocol Operation 

The MAC field in the RDATA shown in Table 2 is used to carry the signature of the DNS 

message. The length of the signature depends on the algorithm being used. The HMAC-MD5 

must be at least supported in the TSIG protocol [41]. 

Once the DNS query is received from the client, the server first checks if there is any error. 

These errors can be of the following nature: 

1. Key error - Happens when the key identifier in the TSIG RR NAME is not recognized. 

2. Time error - When the time gap is too much between the receiver's current time and the 

time signed value. 

3. Signature error - If the signature cannot be verified.   

 

If no error is found, the DNS request is accepted and the server sends the response with the 

signature in the MAC field. The client finally accepts the response by examining the signature, if 

the signature is not verified then the response will be discarded [41]. 
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Many modifications were proposed to improve the TSIG weakness of the manual secret key 

distribution and lack of confidentiality. Generic Security Service - Transaction SIGnature (GSS-

TSIG) which is described in RFC3645 proposes the use of Generic Security Service to eliminate 

the need for manual distribution of the keys. 

Cryptographically Generated Addresses - Transaction SIGnature (CGA-TSIG) is another way to 

provide key distribution and optional confidentiality to the DNS last mile communication, but 

this solution is under development and has not been standardized yet [42]. 

  

 

3.2 Benefits of Using DTLS 

As mentioned in the previous section, the existing solutions suffer from some drawbacks. The 

DNSCrypt works as a standalone proxy and the mechanism it is based on (DNSCURVE) has not 

been standardized yet. 

The IPSec is well known and widely deployed solution as a security policy to protect the 

DNSSEC last mile. IPSec drawback is that it resides in the kernel while the DTLS works in the 

application layer and can be shipped with the DNS software, which results in full control of the 

API's by the software [19][28].  

The TSIG is a weak solution for securing the DNS. It relies on manual distribution of the secret 

key which can be unsecure and hard to implement knowing that the recursive resolver serves a 

huge number of clients and all the clients need to have the secret key installed manually. The 

lack of confidentiality is another big disadvantage of the TSIG. 

The GSS-TSIG deals with automatic distribution of the secret key instead of the manual way, but 

this protocol extension does not address the confidentiality issue. 

DTLS offers a wide selection of cipher lists to provide integrity, authenticity, and optional 

confidentiality to the packets. DTLS works on the application layer which makes it easier to 

integrate it with the DNS system as it is also an application layer protocol.  
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3.3 IETF Ongoing Draft - DNSoD (DNS over DTLS) 

The IETF has many ongoing drafts on protecting the DNS and the extended DNSSEC and DNS 

over DTLS (DNSoD) is one of such drafts. This IETF draft discusses the opportunity of 

protecting the DNS using DTLS for the whole DNS communication (not only for the last mile). 

Nevertheless, DNSoD implementation has neither been standardized nor tested yet [12]. DNSoD 

can work along with DNSSEC but it does not eliminate the need for DNSSEC [12]. The 

proposed DNSoD shall be described in detail in this section. 

 

3.3.1 DNSoD Incremental Deployment 

DNSoD can be offered incrementally by the ISP or as a separate Internet Service. If the ISP’s 

DNS resolver offers DNSoD, then the DNS messages are secured from passive listening and 

from many active attacks on their way through the network [12]. 

Furthermore, DNSoD can be implemented as a separate Internet Service. A stub resolver can be 

configured to point to a special DNSoD Server. 

 

3.3.2 Demultiplexing, Polling, Port Usage, and Discovery 

Most of today’s OS can detect and inform the users if a web proxy is taking part in their Internet 

communications. After such mechanisms have run, the DNSoD connection should start. This 

sequence of events saves time while the user joins the network and minimizes the risk of sending 

the initial DNS queries without any protection [12]. 

DNSoD can be sent over standard UDP port 53. A DNS user or a resolver that does not comply 

with this will not respond to the incoming DTLS packets because they are not recognized as 

DNS messages (the DNS Opcode is 15, which is being undefined). A DNS user or a resolver 

who does not implement this specification can work with DNS and DTLS messages by looking 

into the third octet. For TLS 1.2, a DTLS packet will consist of 253 in the third octet, while a 

DNS packet will never contain 253 in the same third octet [12]. 

After applying the above steps, the user should realize if the DNS resolver supports DNSoD by 

sending DTLS ClientHello message. A DNS resolver which has no DNSoD support will not 

answer to the ClientHello messages because they are not valid DNS queries (e.g. DNS Opcode is 

invalid). The user must use timers for retransmission of these hello messages if no answer is 

received from the DNS resolver/server. After 15 seconds it must stop any retransmission of the 
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hello messages. The user/client may repeat the procedure if the DNS server has been upgraded to 

support DNSoD but such tryouts should not be more frequent than one per 24 hours. This 

procedure does not require additional exchange of signaling between the user and the server [12]. 

 

3.3.3 DNSoD Performance Considerations 

In order to limit the octets of the DTLS handshake and respectively the size of the certificate in 

the ServerHello (it could reach a number of kilobytes), plain public keys can be used [12]. 

Several DNS messages can be transmitted over a single DNSoD security association. The 

existing Query ID allows multiple requests and responses to be interleaved in any order they can 

be fulfilled by the DNS resolver. The result of this is that DNSoD minimizes the usage of UDP 

ports and, because the DNS secures the communication between the DNS user and its server, the 

resolver should not use random ephemeral source ports (such source port usage can add 

unnecessary DTLS load on the DNSoD Server) [12]. 

It is highly recommended to avoid server-side DTLS state and reduce the number of new DTLS 

security associations on the server which can be done with [43]. The need of round-trip for 

subsequent DNSoD queries is thus eliminated because the DTLS security assassination does not 

require reestablishment.   

Compared to the normal DNS, DTLS adds a minimum of 13 octets to the header with a cipher 

and authentication overhead to every message (query and response). This affects negatively the 

size of the payload which could be sent or received. Specific DNS messages (mainly responses) 

are big in size (e.g. AAAA records) and cannot be sent with a single UDP packet and must be 

split into several UDP packets. This requires the user/client to repeat the query over TCP, which 

results in a delay. There are two possible solutions to minimize the need of TCP switch and the 

removal of such need: 

  

 The determination of the MTU path can be done by Packetization Layer Path MTU 

Discovery using DTLS heartbeat [44]. This method does not use ICMP or ICMPv6 and 

will not change the DNS state and the responsiveness of the client or server. The 

drawback is additional exchange of messages [12]. 

 In order to limit the IP fragmentation, DTLS handshake messages include their own 

fragment offset and fragment length. A similar mechanism can be used in a shim layer 
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between DTLS and DNS with main purpose of carrying big size DNS messages without 

requiring IP fragmentation [12]. 

  

DNSoD requires additional computational power from the servers. The main advantage of using 

this technology is to achieve secure communication between the DNS user/client and its caching 

resolver. Because of the additional load and the infrequency of the DNS queries to root servers, 

the DTLS overhead is unlikely to be decreased over the DNS messages transmitted through 

DTLS connection. Therefore, it is not recommended to implement DNSoD on root servers. 

 

3.3.4 DTLS Features and Cipher Suites 

In order to improve interoperability, some features of DTLS and cipher suites must be restricted 

as follows: 

 DTLS compression must be disabled. This feature could lead to exposure of information 

which otherwise would not be shown. 

 Generic compression is not needed because DNS provides compression feature itself. 

 DNS over DTLS must only be used with cipher suites that have ephemeral key exchange, 

such as Diffie-Hellman [22] or elliptic curve variant (ECDHE) [46]. Ephemeral key 

exchange must have a minimum size of 2048 bits for DHE or security level of 128 bits 

for ECDHE. 

 Authentication Encryption with Additional Data (AEAD) modes, such as the Galois 

Counter Model (GSM) mode for AES is acceptable [47]. 

 

3.3.5 DNSoD Security Considerations 

When a DNSoD user establishes a security association with a certain DNS server and a normal 

DNS communication through a secured DTLS channel has started, the DNSoD client must drop 

and ignore any subsequent normal DNS responses from that server. All responses should be 

inside the DNSoD communication channel. With this achieved, all possible attacks using DNS 

fake messages described in [45] can be avoided. 
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Chapter 4:  Methodology and Experimental Work 

This chapter presents the methodology and the exact steps and tools used to perform the 

experimental work of this research. 

 

4.1 Methodology 

The primary objective of this research is to investigate the ability of DTLS to provide 

confidentiality and integrity to the DNSSEC packets at the last mile, and to measure the effects 

on end users. To do this, a quantitative method is performed using an experimental, controlled 

test bed setup to test and gather data for further analysis.  

The setup of the test bed was made to handle different cases where pure DNSSEC 

communication are gathered first and then two forms of encapsulation are applied using two 

different cipher lists, one which provides integrity only while the second provides both integrity 

and confidentiality to the DNSSEC packets. Results are extracted from the collected data based 

on the measurement metrics described in the next section.  

 

 

4.2 Measurement Metrics  

4.2.1 DNS Response Time 

The response time that has been monitored and measured is the time that elapses when the 

request is sent from the stub resolver until the response is reserved from the recursive resolver. 

This response time includes the following: 

1. Time for packet propagation to and from the server. 

2. Time it takes the resolver to look in its cache and send back the response. 

3. Time it takes for decapsulating/decrypting the query by the server and 

encrypting/encapsulating the response before sending it in the case of DTLS. This time is 

valid only if the encapsulating is applied.  

 

4.2.2 Overhead  

The overhead in this work represents the difference between the DNSSEC packet size and the 

encapsulated packet size. Overhead affects directly the end users and the DNS server that serves 

these users. 



36 

 

 

4.2.3 Handshake Time 

The handshake consists of 6 messages in total. The handshake process that precedes any DTLS 

packet encryption influences the first DNS response that the stub resolver receives. The rest of 

the DNS communication is not affected. The handshake time is considered to be the time 

difference between the first message (Client Hello) leaving the client PC until the last message 

(New Session Ticket) is received.    

 

 

4.3 Choosing the DTLS Library 

Currently there are many libraries that support DTLS. OpenSSL[30] is an open source 

implementation of the TLS and DTLS protocols and is widely used. The OpenSSL is both a 

library and a toolkit. 

The OpenSSL project was started in 1999 and is based on the SSLeay implementation of 

SSL[30]. OpenSSL supports DTLSv1 (and DTLSv1.2 in beta version). 

At the time of this experimental work, the OpenSSL 1.0.1l was the stable version and OpenSSL 

1.0.2 was in beta version. OpenSSL 1.0.1l was therefore chosen to be used in the testing process. 

This version of OpenSSL supports DTLSv1. 

The OpenSSL library offers many Cipher Lists (Cipher Suites) [30]. Choosing the cipher list was 

not an easy task due to the variety that was offered by the OpenSSL Cipher Lists. We decided to 

implement two cipher lists (Modes): 

 

1. Mode 1: TLS_RSA_WITH_NULL_SHA : This cipher list uses RSA for key exchange, no 

confidentiality (encryption) is provided, and provides MAC using SHA-1. 

2. Mode 2: TLS_RSA_WITH_AES_256_CBC_SHA: This cipher list uses RSA for key exchange, 

encryption using AES-256, and provides MAC using SHA-1. 

 

TLS and DTLS are favorite choices for hackers and have been subjected to many attacks due to 

their wide use. Many vulnerabilities were discovered and fixed and more will undoubtedly be 

discovered in the future [30]. Although these two cipher lists are not considered to be highly 

secured but they were selected in order to avoid weak cipher suites. The first cipher list provides 
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integrity and authentication while the second provides payload encryption in addition to the 

integrity and authentication. 

 

4.4 Tools 

To perform the setup, both encryption and measurements, the following tools where used: 

 Bind (Version 9.8.8) 

Bind is one of few DNS softwares that adopted DNSSEC and provides open source 

implementation of DNS for the Internet. Bind is the most widely used DNS software on 

the Internet [31].  

 Campagnol VPN (Version 0.3.5) 

Campagnol VPN is open source distributed IP-based VPN software under the GPLv3 

license. Campagnol VPN provides peer to peer communication using DTLS encryption 

from the OpenSSL library [32]. 

 CYGWIN 

Cygwin is a Linux-like environment for Windows. It provides a large collection of GNU 

and Open Source tools which in turn provide functionality similar to a Linux distribution 

on Windows [33]. 

 Wireshark 

Wireshark is a network protocol analyzer for Unix and Windows [34]. 

 

4.5 Test Bed 

4.5.1 Bind Server Configuration  

In order for the Bind server to support DNSSEC, the following steps had to be taken: 

1. “dnssec-enable yes”; and “dnssec-validation yes”; commands had to be added to the 

named.conf file. These script commands tell the server to set the DNSSEC OK (DO) bit for 

all queries. 

2. Public key (Kjqmt7v.crt) which represents DNS Root Key Signing Key (generated 2010-

06) had to be added to support root authentication. This key was obtained directly from the 

IANA website (https://www.iana.org/dnssec/files). 
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3. Root Hints file was configured; Root hint is a file which contains the names and IP 

addresses of the root zone, so the server can bootstrap the DNS resolution process [35]. Root 

hint file obtained directly from IANA website (Version 2014110501, last update: November 

05, 2014). 

 

4.5.2 Test Bed Setup 

For this experiment, two setup scenarios were conducted. First setup represented a normal 

DNSSEC enabled system, and the second setup represented DNSSEC system when applying 

DTLS encryption over the DNSSEC packets. Packets were monitored in both setups at the last 

mile for further comparison and analysis. All setups had performed under windows environment. 

  

1. DNSSEC without DTLS Encryption    

The Bind DNSSEC enabled server was installed on windows 8 operating system. The system has 

2.00 GB of ram and Intel Pentium Dual CPU at 1.60GHz. The client running Windows 7 with 

1.00 GB of ram and Intel Atom CPU at 1.67GHz.The client configured to send DNS queries to 

the DNSSEC recursive resolver. See Figure 14. 

 

 

Figure 14: DNSSEC Enabled Setup. 
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The DNS resolver was configured to support DNSSEC protocol using steps in 4.5.1. 

The connection between client and server was done using wireless access point (802.11n), which 

was the default gateway also. The client was configured to send the DNS queries directly to the 

resolver.   

 

2. DNSSEC with DTLS Encapsulation  

The DNSSEC packets were encrypted using DTLSv1, which was the latest stable DTLS version 

supported by the OpenSSL library (see section 4.3). 

The Campagnol server was configured on a standalone system, as indicated in Figure 15. This 

server has two rolls: 

1. To generate and revoke certificates. 

2. To register clients and to authenticate them. 

The Campagnol server does not participate in the encryption / decryption process. Once the 

registration is complete, the connection is considered peer to peer [32]. 

The Campagnol client is installed on the stub-resolver and on the recursive resolver and the 

communication is peer-to-peer between them and does not pass through the Campagnol server 

[32].  

It should be noted here that the Campagnol is a standalone VPN framework and is not integrated 

with the DNS Bind server. Such arrangement is expected to have some adverse effects on the 

response time as the packet is processed by both applications. However, the handshake time and 

the overhead measurements will not be affected. 
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Figure 15: DNSSEC with DTLS Encapsulation. 
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Chapter 5:  Results and Discussion 

 

This chapter presents the results of the experimental work. The captured packets will be 

presented first followed by the handshake time, the response time comparison and finally the 

overhead. 

All time measurements were acquired using the Wireshark build in timestamp. These timestamps 

provided by the Winpcap library that retrieves the exact times directly from the kernel in 

nanoseconds [36]. 

 

5.1 Captured Packets 

Figure 16 shows partial traffic that was captured from the client side using Wireshark for the 

plain DNSSEC query/response. The Wireshark easily points that these are DNS protocol packets 

by examining the destination port for the query packet and the source port of the response 

packet, which is port 53 in both cases. 

Figure 17 shows a partial traffic including encrypted DNSSEC query/response. The Wireshark 

could not identify these packets as DNS packets as the ports being used are the tunnel predefined 

ports. Instead, these packets are categorized as DTLSv1 packets. 

 

 

Figure 16: Partial Traffic with Plain DNSSEC. 
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Figure 17: Partial Traffic with DNSSEC over DTLS. 

Figure 18 shows standard DNSSEC response for www.example.com query from the client side. 

The AD bit is highlighted in red and indicates that the response has been authenticated by the 

Bind resolver. All other information are presented and sent in plaintext including the original 

query, the responded IP address and all flags. 

 

Figure 18: Standard DNSSEC Response (with the AD bit Highlighted in Red) 
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The DTLS were implemented in two modes using two different cipher lists as described in 4.3. 

The first implementation provides integrity but no confidentiality (encryption) to the DNSSEC 

packets. Figure 19 shows a standard response DNSSEC protected using DTLSv1(first mode). 

Even though the packet is categorized as DTLS packet by the Wireshark, the requested FQDN 

can still clearly be seen in plain text as highlighted in red. 

 

 

Figure 19: DNSSEC Response over DTLS using SHA-1 only (no Encryption). 

 

In the second mode, both encryption and integrity were provided to the DNSSEC packets. 

Encryption was done using AES 256 and data integrity using SHA-1 as specified in section 4.3. 

Figure 20 shows the DNSSEC response encrypted over DTLS. 
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Figure 20: DNSSEC Response over DTLS using AES256 and SHA-1. 

 

 

5.2 Handshake Time 

The handshake consists of 6 messages in total. Figure 21 shows captured handshake messages. 

 

 

Figure 21:  Handshake Messages. 

 

The handshake time was measured in five different rounds. The handshake is done directly 

between the client and the Bind resolver and included exchange of 4828 bytes in total. Table 3 

shows the results of these measurements. 
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Round Handshake Time(ms) 

1 45,292 

2 42,599 

3 48,855 

4 43,834 

5 45,544 

Average 45,2248 

 

Table 3: Handshakes Measurements  

 

The average time for the handshake is 45,2248 ms. This result is close to what was reported by 

reference [28] where the handshake time measurement was 42.9 ms in average. The small 

difference (5.2%) can be attributed to the difference in machine specifications and the wireless 

medium (mutual gateway) used in our case. The DTLS handshake had the highest effect on the 

response time, which affects the response of the first query done by the user. 

 

5.3 Response Time Comparison 

For better comparison, the response times were measured in three different cases, as follows: 

1. DNSSEC only response time. 

2. DNSSEC over DTLS with Mode 1, which provides integrity to the data with no 

encryption, as explained in section 4.3. 

3. DNSSEC over DTLS with Mode 2, where both integrity and encryption are provided to 

the DNSSEC packets, as explained in section 4.3 

The measurements were conducted with ten rounds for each of the above cases using the “dig” 

command for website www.example.com. For accurate measurements and to exclude the time it 

takes the resolver to retrieve and authenticate the DNS records from the authoritative name 

servers, the first two rounds were ignored to ensure that the resolver has acquired the records in 

its cache. Table 4 shows the response time measurement results. 
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Round 

 

DNSSEC Response Time 

 

DNSSEC over DTLS Response 

Time (Mode 1) 

DNSSEC over DTLS Response 

Time (Mode 2) 

1 4,448 10,15 10,958 

2 3,794 11,339 13,427 

3 4,027 10,054 11,748 

4 5,434 11,767 12,998 

5 4,389 10,16 11,021 

6 4,431 11,74 11,951 

7 5,309 10,134 13,095 

8 4,211 11,004 11,255 

9 5,206 10,118 12,002 

10 4,13 9,776 11,761 

 

Average 

 

4,5379 

 

10,7242 

 

11,5816 

 

Table 4: Response Time Measurements in ms (for the three shown cases) 

 

The average response time from the recursive resolver was 4,5379ms. By applying the DTLS 

encapsulation with SHA-1 only (Mode 1) the response time increased by 6.2 ms in average. 

Applying DTLS encapsulation using AES256 and SHA-1 (Mode 2) produced 7 ms incensement 

in average compared to the normal DNSSEC response time. The difference between mode 1 and 

mode 2 is less than 1 ms, as indicated in Figure 22. 
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Figure 22: Measurement Times (for the three different cases shown) 

 

The average response time difference between DNSSEC response and both Mode 1 and Mode 2 

is considered to be on the high side (6.2 and 7 ms respectively). This is largely attributed to the 

processing of the packet by both the Bind server and the Campagnol framework (including the 

OpenSSL library), which are not integrated, as mentioned in section 4.5.2. However, the model 

addresses security and confidentiality issues successfully with fast handshake time and good 

overhead measurements. Furthermore, any future development of the model in the direction of 

integrating the DTLS protocol with the DNS protocol is expected to reduce response time 

differences substantially. 

The difference in response time between Mode 1 and Mode 2 is less than 1 ms (0.8574 ms). This 

difference may be due to the decryption/encryption mechanism for the AES256. 
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5.4 Overhead 

For better understanding and comparison of the impact of the overhead on the DNS packets, 

measurements were performed for both the query and the response packets. Measurements were 

taken for the original DNS packet, encapsulated DNS packet using Mode 1 and encapsulated 

packet using Mode 2 for five different signed websites. 

Due to the change of the packet response (depending on the current authoritative servers and 

additional records), the measurements had to be taken for every site in a short period of time 

before the record's TTL value ends in the resolver cache to avoid size mismatch.  

The Campagnol framework adds extra 28 bytes (20 bytes for IP header and 8 bytes for UDP 

header), the results shown in Table 4 and Table 5 are the actual sizes without the extra IP/UDP 

headers. 

Table 5 shows the size measurements of the queries for five different FQDN issued from the 

stub-resolver toward the recursive resolver. The sizes of the original queries are very close as 

they differ only in the FQDN characters. 

By encapsulating the DNS query with DTLS Mode 1, only integrity is added to DNS queries and 

the overhead imposed to the queries is fixed at 33 bytes consisting of 13 bytes DTLS header and 

20 bytes added by the HMAC. The average query size is 68.4 byte so that the overhead to the 

queries is 48% of the original DNSSEC packet in average. 

 

FQDN Request Packet 

Size (Byte) 

DNSSEC over DTLS 

Mode1 Size (Byte) 

DNSSEC over DTLS 

Mode2 Size (Byte) 

www.iis.se 64 97 125 

www.icann.org 70 103 125 

www.iana.org 69 102 125 

www.chalmers.se 72 105 125 

www.kth.se 67 100 125 

Table 5: Query Packet Size for five FQDN (in three cases) 
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By implementing Mode 2 (encryption and integrity), the queries' sizes became more uniform 

with 125 bytes for all the queries and an extra overhead between 53 and 61 bytes which is almost 

83% of the original query size, the extra overhead comes (in addition to DTLS record header and 

HMAC size) from the Initialization Vector IV (which is 16 bytes for the AES being used) and 

from the padding, as explained in section 5.3. The padding process explains the exact size of the 

packets in Mode 2 queries in which the size of the packet is padded by extra bytes to become 

derivable by the block size (16 for the AES in our case). 

Table 6 shows the size measurements of the responses for the same five different FQDN 

received by the stub-resolver from the recursive resolver. Mode 1 and Mode 2 are also applied to 

the responses and the size of the protected DNSSEC responses vary in magnitude . By applying 

the DTLS encapsulation in Mode 1 on the DNSSEC responses, same extra overhead of 33 bytes 

was imposed (13 bytes DTLS header and 20 bytes HMAC) and the percentage of the overhead 

varies from 10% to 30% depending on the original response size. In Mode 2, the response 

overhead is between 56 bytes and 64 bytes which is between 21% and 59% of the original packet 

size. 

 

FQDN Response Packet 

Size (Byte) 

DNSSEC over DTLS 

Mode1 Size (Byte) 

DNSSEC over DTLS 

Mode2 Size (Byte) 

www.iis.se 269 302 (12%) 333 (24%) 

www.icann.org 109 142 (30%) 173 (59%) 

www.iana.org 117 150 (28%) 173 (48%) 

www.chalmers.se 288 321 (11%) 349 (21%) 

www.kth.se 317 350 (10%) 381 (20%) 

Table 6: Response Packet Size for Five FQDN (in three cases) and the Percentage of Extra 

Overhead. 

 

In general, the overhead imposed fixed extra bytes (33) when integrity only was implemented, 

while implementing both confidentiality and integrity imposed (53-64) bytes. 
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Chapter 6:  Conclusions and Future Work 

 

The present work deals with the confidentiality and security of DNSSEC communications at the 

last mile and proposes implementing DTLS to protect the DNSSEC traffic. The DNSSEC 

communications at the last mile were studied and analyzed and DNSSEC over DTLS was also 

analyzed and then implemented using different modes whereby only integrity was being 

implemented in one case, and both integrity and confidentiality in the second case. 

Measurements were conducted to investigate the effect on end users' query and response. 

The measurements show that the DTLS handshake has the highest effect on the response time, 

but it only affects the response time of the first query performed by the user. Once the DTLS 

handshake is done, the rest of the queries and responses will not be affected by the handshake 

time to the end of the session. 

Overheads remained unchanged when integrity only was provided, but varied a little when both 

confidentiality and integrity were applied. 

In general, DTLS provides a suitable security mechanism to protect the DNSSEC at the last mile. 

DNS is not a real time protocol, thus these extra overheads and delays can be tolerated in order 

to mitigate the security and privacy vulnerabilities at this portion of the DNSSEC 

communication.        

For future work, we recommend integrating the DTLS into the DNS system for exact 

measurements of the response time. Also CPU performance measurements for different 

implementations of DTLS cipher suites can be done for better understanding of the effect on end 

users.  
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