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Abstract 

This master thesis deals with real-time algorithms and techniques for face detection and face 

tracking in videos. A new approach is presented where optical flow information is incorporated 

into the Viola-Jones face detection algorithm, allowing the algorithm to update the expected 

position of detected faces in the next frame. This continuity between video frames is not ex-

ploited by the original algorithm from Viola and Jones, in which face detection is static as 

information from previous frames is not considered.  

In contrast to the Viola-Jones face detector and also to the Kanade-Lucas-Tomasi tracker, the 

proposed face tracker preserves information about near-positives. 

In general terms the developed algorithm builds a likelihood map from results of the Viola-

Jones algorithm, then computes the optical flow between two consecutive frames and finally 

interpolates the likelihood map in the next frame by the computed flow map. Faces get extracted 

from the likelihood map using image segmentation techniques. Compared to the Viola-Jones 

algorithm an increase in stability as well as an improvement of the detection rate is achieved. 

Firstly, the real-time face detection algorithm from Viola and Jones is discussed. Secondly the 

author presents methods which are suitable for tracking faces. The theoretical overview leads 

to the description of the proposed face tracking algorithm. Both principle and implementation 

are discussed in detail. The software is written in C++ using the Open Computer Vision Library 

as well as the Matlab MEX interface. 

The resulting face tracker was tested on the Boston Head Tracking Database for which ground 

truth information is available. The proposed face tracking algorithm outperforms the Viola-

Jones face detector in terms of average detection rate and temporal consistency. 
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1 Introduction 

Face tracking describes the process of following a face through every single frame of a video. 

For that it must first be detected. When referring to face tracking in this thesis we do not use 

methods of face recognition for ensuring that a person in a frame is the same person as the one 

in the previous frame. 

Viola and Jones introduced a real-time object detector in 2001 [1]. In [2] it is shown that the 

open source algorithm developed by Viola and Jones is a reliable face detection algorithm. Face 

detection is performed by applying a classifier on several windows within the image. The win-

dows vary in location and size [1]. 

The Viola-Jones method is computationally expensive, especially when tuning it for precision 

and robustness. It has no way of incorporating temporal constraints nor combining evidence 

from previous frames to aid the inference. In short, it is a fully static algorithm. 

Apart from lacking temporal consistency, the cascade classifier also lacks a way to save infor-

mation about near-positives. Not only may face positions behave erratically, but if a face be-

comes temporarily distorted so that the very last part of the cascade fails, the detection fails 

abruptly. This thesis investigates a way to extend the Viola-Jones cascade classifier to achieve 

a likelihood map that is suited for a form of belief propagation over time. For example it is 

possible that a face is detected after several likelihood map refreshes even if it does not pass all 

stages of the cascaded classifier. As such there is an implicit connection to Bayesian inference. 

The developed tracker takes advantage of optical flow calculations between images in a se-

quence. The results of the optical flow computations are used to interpolate a likelihood map 

with respect to time. The likelihood map describes the probability for a pixel being part of a 

window, which implies a region of interest. The map is built-up by summing up the number of 

classification stages a window has passed during evaluation by the Viola-Jones algorithm. Ob-

jects are extracted by utilizing image segmentation techniques. 

The real-time optical flow enhanced AdaBoost cascade face tracker aims at calling the Viola-

Jones algorithm not at every single frame but at every nth frame. In the frames in between, face 

detection is done by processing the interpolated likelihood map. 

Within this thesis a face tracking system is presented which achieves robustness improvements 

and under certain circumstances computational power savings in comparison to the Viola-Jones 

face detector. 
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1.1 Notation 

Letters in italics c are used for numbers. 

Lowercase letters in boldface v are used for vectors and in matrix algebra contexts they are 

always column vectors. 

Uppercase letters in boldface A are used for matrices and images. 

The transpose of a real matrix or vector is denoted as AT. 
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2 Related Work 

The algorithm developed by Viola and Jones is based on a cascade classifier using Haar-like 

features, built up in an AdaBoost-based training process by both extracting features from face 

images and non-face images. AdaBoost is a method for finding the most meaningful features 

within a set of features. The algorithm achieves real-time performance through the cascade 

structure of the classifier, visualized in figure 3.1. Each window constitutes a hypothesis, which 

gets discarded as soon as a stage is not passed. The classifier is designed to cancel the evaluation 

of windows which contain no faces as soon as possible. If a window passes all stages it is 

considered to contain a face [1]. Cascade classifiers are not only limited to faces, they are all 

about what you train them for. They can be used to detect anything, including also other human 

body parts [3]. 

The method of Viola and Jones was improved by Lienhart et al. in 2002 by introducing diagonal 

Haar-like feature sets [4]. Multi-Block Local Binary Patterns (MB-LBP) are the currently used 

type of features for classification [5]. By using this type of feature, the classification process is 

faster and also more robust compared to Haar features. Furthermore, the MB-LBP-based clas-

sifiers can be trained in a fraction of time one needs for building Haar-like classifiers, due to 

fewer features being used [5]. However, the Viola-Jones algorithm does not preserve infor-

mation about near positives. Furthermore, it does not consider previously obtained information. 

The proposed algorithm works with a likelihood map that saves information about near posi-

tives as well as previously computed data.  

In common computer vision, tasks such as gesture analysis and human action recognition re-

quire an algorithm to perform human body part detections as well as optical flow computations 

[6], [7]. As already mentioned, cascade classifiers can be used to detect any objects. Therefore, 

we ask ourselves how to use existing information in an efficient manner to enhance the object 

detection of the cascade classifier. However, one condition is, that a dense flow field is available 

as warping of the likelihood map is done by utilizing optical flow computations. 

In [8] an approach is presented, where face detection is done by applying 3-D deformable face 

models. Decarlo and Metaxas use optical flow information for estimating the face motion. In 

contrast to the present work, they combine it with edge information using a Kalman filter. This 

is done in order to lower the impact of the noise which is present in the optical flow calculations. 

The algorithm does not perform in real-time [8]. 
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Kalal et al. developed a system for face tracking based on the principle of Tracking-Learning-

Detection [9]. A single example image of a certain face is given to the system which performs 

face tracking by utilizing the Kanade-Lucas-Tomasi tracker which computes sparse flow. The 

algorithm performs face recognition as it also learns a multi-view appearance of a specific face 

during execution. The algorithm does not preserve information about near positives [9]. 

In contrast to the previously mentioned algorithms Bochoux et al. do not compute optical flow 

for face tracking [10]. A static face detection algorithm is applied to every frame. This principle 

is comparable to applying the Viola-Jones algorithm to every frame. Therefore, it suffers from 

the same weaknesses which were discussed above [10].
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3 Viola-Jones Algorithm for Face Detection 

This chapter describes the Viola-Jones algorithm for determining the positions of human faces 

in images. The face detection algorithm was developed by Viola and Jones and was improved 

by Lienhart et al. Compared to other open source real-time approaches it is faster and more 

robust [2]. Furthermore, this algorithm is implemented in the Open Computer Vision Library 

(OpenCV), which is an open source library [11]. 

In order to detect if there is a face in an image and where it is located, different sized windows 

are shifted over the whole image. The number of windows depends on the scaling factor, the 

size of the image, the minimum size and the maximum size of objects to detect. The scaling 

factor is a scalar with which the features of a classifier are stretched after each iteration [1]. 

As the aim is to enhance the improved Viola-Jones face detector with usage of optical flow 

methods, this detector is discussed in detail in the following subchapters. 

3.1 Cascade Classifier 

Classifiers are built up in advance from a training set of images in order to use them later on 

for object detection. In [1] there were 4916 face images and 9544 non-face images used for 

training a cascaded classifier that detects frontal positioned faces. Every detection window is 

evaluated by such a cascaded classifier. A cascaded classifier is also called a strong classifier. 

It consists of several weak classifiers. Each of these weak classifiers corresponds to a multi-

branch tree. Each branch corresponds to a certain number of MB-LBP features [5]. 

In order to find the most meaningful weak classifiers, the AdaBoost algorithm is used. It builds 

one strong classifier by merging several weak classifiers. 

 

Figure 3.1. Classification process in Viola-Jones algorithm. 

Each circle in figure 3.1 represents one stage of the cascaded classifier. As soon as a stage 

supports a non-face hypothesis, further processing is skipped. The stages of the classifier are 
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designed to reach from stronger (higher rejection rate) to weaker (lower rejection rate). This 

early stopping is implemented for efficiency, as most regions are non-faces [1]. 

Stages with higher numbers require more complex calculations for terms of comparison. The 

utilized classifier has 20 stages. If the window passes all 20 stages it is considered to contain a 

face and it is stored into a data structure [1]. 

3.2 Features Used in the Classifier 

During classification, features are extracted in the same way from the detection window as they 

were extracted from the training images for building up the weak classifiers. The extracted 

features are compared to the ones of the classifier. 

For the purpose of speeding up feature extraction, a so-called integral image is used which was 

introduced by Viola et al. The integral image Q is an intermediate representation of the original 

image I and contains at point [x, y]T the sum of all pixels left and above inclusive x, y, see 

equation (3.1) [1]. 

 Q𝑥,𝑦 = ∑ I𝑥′,𝑦′

𝑥′≤ 𝑥,   𝑦′≤ 𝑦

 (3.1) 

The computation of the integral image allows us to derive any rectangular pixel sum within four 

references (corner points of the rectangle of which the sum should be computed) in constant 

time, regardless the size of the rectangle [1]. 

 

Figure 3.2. On the left hand side there is the original image shown. The right hand side shows the computed inte-

gral image from which the sum of the center rectangle (marked in red) is extracted. 

The average gray-scale value of a rectangle can be obtained by just dividing the sum by the 

number of pixels within the rectangle. 

3.2.1 Haar-like Features Compared to Multi-Block LBP Features 

Viola et al. and Lienhart et al. use Haar-like features for object detection. They are utilized to 

build up classifier stages within a learning process [1], [4]. 
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In [5] classifiers trained with Multi-Block Local Binary Patterns (MB-LBP) are considered to 

be more accurate and more efficient than classifiers using Haar-like features if trained with 

sufficient data. Furthermore the training process is several times faster than for Haar-like fea-

tures. This is based on the finding in [5] that during MB-LBP feature generation there is only 

an amount of about 1/20 features to choose from, compared to the generation process of Haar-

based classifiers. In contrast to ordinary LBP features, the Multi-block representation is able to 

capture large scale structures and not only neighboring pixels [5]. 

In the following, only MB-LBP feature-based classifiers are discussed since they are used in 

the implementation part of the thesis. 

3.2.2 LBP Feature Extraction 

LBP features are generated through applying a threshold to every edge-touching pixel of a win-

dow with size 3 * 3 pixels. The center pixel is the pixel for which the feature is computed 

(visualized by a unique gray shade in figure 3.3). The center pixel’s intensity acts as threshold. 

If the intensity of the edge-touching pixel is above the threshold, the pixel’s corresponding LBP 

value is set to 1 (white), otherwise it is set to 0 (black). Some examples of LBP features are 

shown in figure 3.3. The LBP features can easily be written as binary feature vector, starting 

with the upper left corner of the pattern [5]. 

 

Figure 3.3. Example LBP features. The binary feature vectors for the LBPs in the upper row equal 11110001, 

11000111, 00001110, and 00001111 (starting from left). 

In contrast to ordinary LBP feature extraction, the MB-LBP approach can cover coarser areas. 

Therefore one rectangle does not necessarily represent one pixel. If it covers several pixels, the 

average gray value of all pixels within a rectangle is compared to the threshold. The threshold 

is computed by the average pixel intensity of the center rectangle [5]. 
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3.3 Determination of Face Position 

As the positions of directly neighboring windows differ only slightly from each other, it is likely 

that the same face gets detected within several windows. In order to lower the false positive rate 

of the algorithm, Viola et al. introduced a parameter which is called minimum number of neigh-

bors, which may be referred to as n. Therefore the set of detections is partitioned into disjointed 

subsets. A subset is meaningful if it contains at least n windows. Each subset is built up by 

grouping overlapping rectangles. The corners of the final bounding box of the face are the av-

erages of the corners of all windows in a subset [1]. 
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4 Optical Flow 

This chapter covers optical flow techniques and their usage for tracking a frontal positioned 

face in an image sequence. 

In general, optical flow describes the displacement of features from one image to another image 

within an image sequence [12]. The investigated features must be visible in both images for 

getting valid results. The displacement per pixel is given by x and y offsets respective to time 

[12]. 

Several factors influence if the displacement vectors can be detected by a specific algorithm or 

not. Some of them are the surface color, its texture, the properties of the material when inter-

acting with light and illumination. A special problem all optical flow methods (and also the 

human eye) are exposed to, is the aperture problem, see figure 4.1. There we perceive only a 

cut-out from the whole image, the other area is covered by a gray shaded paper. Imagine the 

pattern to move orthogonally to the lines. We cannot determine if the real motion of the under-

lying image is horizontal, vertical or really in orthogonal direction to the lines [12]. 

 

Figure 4.1. The aperture problem. It is impossible to determine in which direction the pattern is moving unless 

the end of the bars are visible. 

Principally, there are two main types of optical flow: sparse and dense. The difference between 

dense flow and sparse flow is that dense flow operates on all pixels within an image and sparse 

flow only on a predefined subset. A sparse flow method is presented in 4.1, a dense flow method 

in 4.2. The set of displacement vectors computed by dense flow methods is called motion field 

or flow map. 

4.1 Kanade-Lucas-Tomasi Feature Tracker 

The Kanade-Lucas-Tomasi (KLT) feature tracker is based on the classical approach for com-

puting optical flow from Lucas and Kanade [13]. It is enhanced by an iterative implementation. 
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The Lucas-Kanade technique is designed to compute the flow of particular points (features) 

between two images. Therefore it is counted to the sparse flow methods [13]. 

4.1.1 Classical Lucas-Kanade Algorithm 

The Lucas-Kanade approach assumes that the flow is constant in the local neighborhood of a 

pixel of interest, in order to lower the aperture problem by having well-structured pixel regions 

[14]. 

The vector u = [ux, uy]
T, which represents the flow of a point p = [px, py]

T from one image to 

another, gets determined by applying the least square error principle within a window of interest 

on two consecutive images (I and J respectively), see equation (4.1) [15]. 

 

𝑒 =  ∑ ∑ (I𝑥,𝑦 − J𝑥+𝑢𝑥,𝑦+𝑢𝑦)
2

𝑝𝑦+𝑤𝑦

𝑦=𝑝𝑦−𝑤𝑦

𝑝𝑥+𝑤𝑥

𝑥=𝑝𝑥−𝑤𝑥

 (4.1) 

When setting the size of the window (wx and wy respectively) there has to be a tradeoff between 

local accuracy and robustness. In order to get the position of the pixel of interest as accurate as 

possible, a small window is preferable. In contrast, one should pick a large window for handling 

coarse motions as only motions inside the window can be detected [15]. 

4.1.2 Pyramidal Lucas-Kanade-Tomasi Algorithm 

The pyramidal or iterative implementation of the Lucas-Kanade algorithm allows the program 

to detect coarse motions by applying the same window on several down-sampled versions of 

the original image. Thus the impact of the window size on local accuracy and robustness of the 

algorithm is lowered. Figure 4.2 visualizes a sample application of the Kanade-Lucas-Tomasi 

algorithm. Data was post processed in order to mark the face with a bounding box. 
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Figure 4.2. Frame of an image sequence where Kanade-Lucas-Tomasi algorithm is applied in order to follow 

pupils and center point of face. Eyes and face detection was done before by Viola-Jones algorithm with respec-

tive classifiers. Bounding box is computed due to position of the pupils and distance between them. 

Pyramidal representation aims at recalculating consecutive images. In general, the pyramid con-

sists of down sampled representations of image I (see [13] for the exact calculation with an 

anti-aliasing filter kernel). 

For example, for an image I of size 640 x 480, the images I1, I2, I3, and I4
 have the sizes 320 x 

240, 160 x 120, 80 x 60, and 40 x 30 if the scaling factor equals 0.5. I0 is equal to the original 

image I. The highest index of the pyramidal images is equal to the number of levels of the 

pyramid. The choice of the number of levels of the pyramid is therefore dependent on the size 

of the captured image and on the size of the object that should be tracked [13]. 

Figure 4.3 illustrates an image pyramid as it is used for optical flow calculations. The motion 

estimation starts at the top of the pyramid, where the smallest (coarsest) image is located. 

 

Figure 4.3. Image pyramid used for optical flow computations. Computation starts at the top and ends at the bot-

tom of the pyramid. 
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In order to speed up optical flow computation one can omit pyramid levels, beginning with the 

bottom. However, this will lead to less accurate results. 

If the size of the coarsest level image of the pyramid of image I with width w should be around 

wcoarse * hcoarse, equation (4.2) is an approximation for the number of levels nL. 

 

𝑛𝐿 = 𝑟𝑜𝑢𝑛𝑑√
𝑤

𝑤𝑐𝑜𝑎𝑟𝑠𝑒
 (4.2) 

The point of interest p = [px, py]
T and its corresponding points pl = [pxl, pyl]

T on the pyramid 

images are calculated by utilizing equation (4.3), where l represents the respective level of the 

pyramid [13]. 

 pl =
p

2𝑙
 (4.3) 

The optical flow calculations start at the top of the pyramid (coarsest level). The result ul = [uxl, 

uyl]
T is handed over to the next lower level as an initial guess of the position of the point of 

interest. There it is used for replacing the point of interest in J by adding the elements of ul to 

the previously computed coordinates pxl and pyl of the point of interest in the respective image 

of the pyramid [13]. 

Note that the window size stays the same over all levels. Therefore, it is also possible to detect 

large motions as they will be detected in the coarser levels of the pyramid [13]. 

The intensity is computed by usage of bilinear interpolation which is explained in 6.6.2. The 

output of the algorithm is a list with the updated positions of previously defined points of inter-

est in J [13]. 

4.1.3 Feature Selection 

Figure 4.2 visualizes the application of the KLT tracker on features selected by the Viola-Jones 

algorithm. Usually the KLT tracker uses the algorithm of Shi and Tomasi for detecting good 

features to track automatically, but any points can be selected according to any criteria. The 

ability to track may not be as good, however [14], [15]. 

Good features to track are corners, pixels in regions with irregular intensities and points on non-

straight edges (e.g. edges of spots). These features can be found by automatic analysis of the 

texture in the region, e.g. by the method of the structure tensor eigenvalues explained in [12]. 
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Regions with a high eigenvalue are then set as features. The differentiation between good fea-

tures to track and non-good features to track is done by comparing the computed two eigenval-

ues to a threshold c (see equation (4.4)). The threshold is obtained from the histogram of the 

eigenvalues. It is not critical due to the broad gap between eigenvalues of good features and 

eigenvalues of regions which are not good for tracking (e.g. uniform background areas) [14]. 

 min(𝜆1, 𝜆2) > 𝑐 (4.4) 

Figure 4.4 visualizes two sets of good features to track within face regions found by the Viola-

Jones algorithm. Features were selected by the algorithm from Shi and Tomasi, see [14] and 

[15] for details. 

 

Figure 4.4. Viola-Jones algorithm applied to an image in order to find faces (marked with a white square). 

Within the obtained regions of interest, good features to track got selected by the algorithm used in KLT tracker 

(marked with green points). 

4.2 Optical Flow Based on Polynomial Expansion (Farnebäck Flow) 

The two-frame motion estimation based on polynomial expansion is a real-time dense optical 

flow method developed by Farnebäck in 2003 [16]. In the following, the principle of the Far-

nebäck flow is described. 

Figure 4.5 illustrates some flow vectors computed by the Farnebäck flow method. Note in par-

ticular the movement of the hand of the person in the middle. In practice there is a displacement 

vector for every pixel. However, the displacement stays the same over a certain image region 

as the flow field is determined for a pixel neighborhood. The idea is to represent the image 
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signal in the respective area by a 3-D surface. Displacement is determined by finding this sur-

face in the successive frame [16]. 

 

Figure 4.5. Partly visualized Farnebäck optical flow. Dots represent the origin of a motion and lines the actual 

movement direction. Length of a line indicates length of respective displacement vector (which is linearly related 

to speed of movement). 

The 3-D representation is done via polynomial expansion which is based on normalized convo-

lution, see [17]. After the polynomial expansion every neighborhood is approximated by a sec-

ond order polynomial, whose form is shown in equation (4.5), where A is a symmetric matrix, 

b is a vector, and c is a scalar. The indices in equations (4.5), (4.6), and (4.7) refer to the first 

and the second frame respectively [16]. 

 𝑓1(𝑥) = 𝑥
𝑇A1𝑥 + b1

𝑇𝑥 + 𝑐1 (4.5) 

A captures information about the even part of the signal, b about the odd part, and c represents 

the local DC level. Information captured by c is not used. However, c is necessary in order to 

prevent influence on A and b by the DC level. By computing the neighborhood polynomials on 

two subsequent images one can obtain directly the displacement d in case of ideal translation 

[16]. 

 𝑓2(𝑥) = 𝑓(𝑥 − 𝑑) = (𝑥 − 𝑑)
𝑇A1(𝑥 − 𝑑) + b1

𝑇(𝑥 − 𝑑) + 𝑐1  

= 𝑥𝑇A2𝑥 + b2
𝑇𝑥 + 𝑐2 

(4.6) 

In equations (4.6) and (4.7) we see how the polynomial coefficients of the second frame are 

connected to the ones from the first frame and to the displacement d [16]. 
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 A2 = A1  

b2 = b1 − 2A1𝑑 

𝑐2 = 𝑑
𝑇A𝟏𝑑 − b1

𝑇𝑑 + 𝑐1 

(4.7) 

By taking advantage of the equation for b2 in (4.7) one can solve for d, as shown in equation 

(4.8). 

 
𝑑 = −

b2 − b1
2 ∗ A1

   (4.8) 

In practice d contains an error e which is minimized by refinement. Refinement includes the 

listed steps: 

(1) Averaging of A1 and A2 because they are different in practice 

(2) Assuming d is only varying slowly and therefore information over a neighborhood of 

each pixel can be integrated 

(3) Parameterizing the displacement field to a motion model (like affine model or eight 

parameter model, see [16] for detailed information) 

(4) Incorporating a priori knowledge through a pyramidal structure 

The principle of the pyramidal structure is similar to the one described in 4.1.2. The results of 

the optical flow computations over one scale deliver a rough estimate of the optical flow to the 

scale processed next. As a consequence of the multi-scale or pyramidal structure, the polyno-

mials need to be computed for every scale [16]. 
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5 Proposed Algorithm: Optical Flow Enhanced AdaBoost 

Cascade Face Tracker 

The present chapter aims to explain the principle of the developed face tracking algorithm. 

Moreover, problems which occur when using the Viola-Jones algorithm for face detection in 

successive frames are outlined. 

5.1 Limitations of Viola-Jones Algorithm 

When detecting faces within an image sequence with the Viola-Jones algorithm every frame is 

handled separately. This means that the detection process, by shifting different sized windows 

over the entire image and evaluating them, is done on every single frame. As there is no tem-

poral information taken into consideration, the resulting face bounding boxes appear to be un-

stable. The boxes slightly change in size and position although the face does not move, and on 

occasion the tracking is lost altogether for a few intermediate frames. 

The demand of computational power limits the resources for the main program which uses face 

detection among other software parts. 

5.2 Basic Ideas of Proposed Face Tracker 

In order to lower the demand of computational power of the face tracker, the modified Viola-

Jones algorithm is only executed on every nth frame. Whenever the modified Viola-Jones 

method is called it produces a likelihood map which provides for every pixel a value that indi-

cates the probability of being a face located at the respective position in the original frame. The 

faces’ positions are extracted from the likelihood map. 

In order to detect the same faces also in frames on which Viola-Jones is not executed, optical 

flow techniques are used for warping the likelihood map. The employment of optical flow pre-

vents a face from being lost, as long as it has passed a high number of classification stages when 

establishing or refreshing the likelihood map. Additionally, the size of the tracked face area 

does not change erratically. 

In particular, the algorithm utilizes the Farnebäck dense flow method presented in 3.3. The 

Farnebäck method is suitable for real-time applications and exists as ready-to-use function in 

OpenCV. 

In our case it is required to use dense flow, as we want to do pixel-wise interpolation. Sparse 

flow is faster to calculate but in its native form it cannot be used for an interpolation scheme 

between frames. One could conceive of an approach to use sparse flow for interpolation, but 
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one would then be required to estimate dense flow as an intermediate step towards the final 

interpolation. In such a case, the use of sparse flow would become questionable. 

Due to the computational demands of the utilized optical flow method, the presented algorithm 

is ideally used in an environment where face detection is demanded and dense optical flow 

needs to be computed anyway. 

5.3 Algorithm Flow Chart 

This subchapter describes the flow chart of the developed face tracking algorithm, which is 

shown in figure 5.1. 

 

Figure 5.1. Flow chart of the developed face tracking algorithm. 
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5.3.1 Algorithm Initialization 

The initialization is called once at the start of the program. Among other things in this phase 

the video input is opened. There are two possible sources for input: pre-recorded video and 

stream from webcam. Both input sources are treated as real-time as the algorithm takes frame 

per frame from the video and processes it. 

Also the classifier for the Viola-Jones detection algorithm is loaded to the program within this 

phase. For initialization purposes the first likelihood map produced by the Viola-Jones algo-

rithm is taken as the initial map. 

5.3.2 Algorithm Main Part: Likelihood Map Setup and Face Extraction 

The main algorithm is a loop where frame per frame is queried from the input source and then 

processed in order to extract the faces. 

If the frame obtained from the input is a refresh frame, a modified version of Viola-Jones algo-

rithm is applied to it. Every nth frame is a refresh frame. The modified method is re-executed if 

no face could be found by Viola-Jones. 

When calling the modified Viola-Jones algorithm, a temporary likelihood map is built by sum-

ming up the stages a window has passed during cascade classification. To speed up the algo-

rithm a threshold can be applied (see 6.5). 

In any case, the current likelihood map gets warped with the results from Farnebäck optical 

flow. The final likelihood map is computed by recursive filtering of the temporary likelihood 

map with the interpolated likelihood map. This is done in order to preserve temporal infor-

mation. 

For the purpose of extracting the area of a face from the current frame, a binary likelihood map 

is created by applying a threshold to the map. The threshold is used for averting false positives 

which have arisen by values on the likelihood map, where no face is located (these values are 

usually much smaller than the peaks caused by faces). The segmenting is then done by finding 

edges within the binary image. The areas defined by edges are filled with unique labels. For 

visualization purposes, a rectangle is computed which is used to mark the extracted faces. 
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6 Implementation 

Within this chapter the implementation details of the developed algorithm as well as the soft-

ware framework used for the practical implementation are discussed. 

In particular, it is shown how the Viola-Jones algorithm is utilized, how a likelihood map is 

built, how faces are tracked by applying optical flow computations and how face extraction 

from the likelihood map is done. Whenever possible, OpenCV implementations are used. 

6.1 Software Framework 

Figure 6.1 visualizes the software framework used for implementing the proposed face tracking 

algorithm on a workstation with Microsoft Windows 7 Professional as the operating system. 

The algorithm should be executable by MathWorks Matlab. As the algorithm utilizes several 

image processing methods, a comprehensive image processing library needs to be used. It was 

decided to use OpenCV as the existing image processing toolbox in Matlab offers less func-

tionality. These facts led to the decision to write the source code in C++ and to use the Matlab 

Executable (MEX) external interface for communication with a Matlab instance for visualiza-

tion of results. Furthermore, C++ is platform independent, it is widespread in the image pro-

cessing field, and it offers extensive documentation. 

 

Figure 6.1. Framework for implementation of the real-time optical flow enhanced AdaBoost cascade face track-

ing algorithm. 
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The project’s C++ code is created within Microsoft Visual Studio 2010. In order to use the 

MEX interface for communicating with Matlab one has to include also the MEX library which 

offers MEX specific functions and data types. The MEX compiler creates a file from the C++ 

source code which can be used in Matlab. 

For purposes of parallelization the Open Multi-Processing (OpenMP) library and Thread Build-

ing Blocks (TBB) are utilized [18], [19]. OpenMP is mainly used to distribute the execution of 

a loop onto several processors and threads respectively by adding a simple directive, see ap-

pendix [18]. 

TBB is a C++ library provided by Intel. It enables very efficient usage of multi-core processors 

by offering specific data structures and algorithms that are used during program execution 

within multiple threads [19]. In this project TBB is used for parallelizing OpenCV library func-

tions. This requires a custom build of OpenCV, see appendix. Table 6.1 provides the versions 

of software used in this project. 

Software Versions 

Operating System Microsoft Windows 7 Professional SP1, 64 Bit 

IDE Microsoft Visual Studio 2010 Ultimate 

Image Processing Library OpenCV 2.4.8.0 

Parallelization Libraries TBB 4.2 

OpenMP 2.0 

Matlab Environment Matlab R2012b, 64 Bit 

Table 6.1. List of used software. 

6.2 Viola-Jones Algorithm 

The Viola-Jones algorithm for face detection exists as a ready-to-use function in OpenCV. 

There are also classifiers for frontal face detection available which are already trained and 

stored in form of xml files. They are available as Haar-based type as well as LBP-based type. 

In this project LBP–based classifiers are used as they are preferable, compared to Haar-based 

classifiers (explained in 3.2.1).  

The Viola-Jones face detector needs to know the xml file containing the pre-trained classifier, 

refer to appendix for explanation of how such a file is loaded. The loading routine is the same 

for LBP-based and Haar-based classifiers. It must be executed once before calling the detection 

method for the first time. 
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In order to perform face detection with the Viola-Jones algorithm in OpenCV, the method 

detectMultiScale() is called. It detects faces or objects according to the classifier loaded to 

the CascadeClassifier object. The method detectSingleScale() is then called for every de-

tection window size. The method returns one bounding box per detected object. The function 

prototype, the description of the parameters as well as the program code for marking detected 

objects in a frame can be found in the appendix. Also refer to the appendix for a description of 

how modifying a certain parameter influences the performance of the Viola-Jones algorithm. 

The findings discussed there were achieved by source code inspection and several experiments. 

The parameters of the Viola-Jones algorithm as it is used within the implementation, are opti-

mized to the specific needs of the present project. Combined with the activation of TBB it 

allows a user to execute the Viola-Jones algorithm faster, compared to the standard implemen-

tation without usage of TBB and with default parameters. 

6.3 Modifications of Viola-Jones Algorithm 

In order to build a likelihood map we have to get access to the OpenCV implementation of 

Viola-Jones and modify the source. In the following it is explained how the source code of the 

OpenCV implementation of Viola-Jones method got modified. 

In order to realize the proposed optical flow enhanced AdaBoost cascade face tracker, it was 

decided to work with a likelihood map. By using a likelihood map, we have the possibility to 

recognize an undetected face from Viola-Jones algorithm after several refreshes. This is done 

by adding windows, which have passed a certain number of stages, to the likelihood map. Ad-

ditionally, previous information is always preserved through recursive filtering. 

In OpenCV the implementation of the Viola-Jones algorithm can be found in the class named 

CascadeClassifier. In order to build a likelihood map one has to get access to the source code 

where the classification for a particular window is performed. There is no function in OpenCV 

which enables us to get the detection window data and to get the stage count which the respec-

tive window has passed.  

Therefore it is necessary to modify the source code of the OpenCV implementation of the Viola-

Jones algorithm. The class myCascadeClassifier was created by inheritance, and our desired 

functionality was implemented there. It is derived from OpenCV class CascadeClassifier and 

can therefore access protected variables as well as protected methods of its mother class, see 

figure 6.2 for a part of the class diagram. 
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Figure 6.2. Part of class diagram of developed method. The figure shows structure of classes in order to obtain 

information from Viola-Jones algorithm for building a likelihood map. Attributes and operations are not com-

plete, only important ones are shown. 

The class structure requires us to introduce function wrappers which change the visibility of 

called operations or return protected attributes. 

According to the original implementation, the method myDetectMultiScale() is called by the 

user in order to detect faces within an image. Refer to the appendix for the function prototype 

and an explanation of additional parameters which were introduced in order to build the likeli-

hood map.  

6.3.1 Modifications in Detection Functions 

According to the original implementation where the detection is done within the class 

CascadeClassifierInvoker, the own implementation uses myCascadeClassifierInvoker.  

An object of the class myCascadeClassifierInvoker is created within the function 

myCascadeClassifier.myDetectSingleScale() which parallelizes the detection process using 

the TBB function parallel_for_(). 

The function parallel_for_() requires objects which are handed over to the function to im-

plement a method called operator(). This method represents the code part that is parallelized. 

It works on a specific value range. Here we have to modify the source code in order to obtain 

the likelihood map. 

The function call shown in listing 6.1 provides the amount of passed classification stages. The 

wrapper function useRunAt() just forwards the arguments to CascadeClassifier.runAt(). 
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1 int result = classifier->useRunAt(evaluator, Point(x, y), 

gypWeight); 

Listing 6.1. Function call for evaluation of a window. It returns the number of the stage where a window got re-

jected or 1 if it has passed all of them. 

An object of type FeatureEvaluator is handed over as evaluator. The variable gypWeight is 

undocumented by OpenCV and unused in further processing. 

The method useRunAt() returns 1 if the cascade classifier detects a face at the given location. 

Otherwise, it returns a negative index of the level at which the window was discarded. 

For temporarily storing the window data the class RejectInformation is introduced, see figure 

6.3. 

 

Figure 6.3. Structure of the class RejectInformation. It is used for temporary storage of data which is relevant 

for building a likelihood map. 

We do not expect the level to be lower than 0 or to be higher than 20, which is the number of 

stages in the cascade. Therefore data type unsigned char is suitable. 

It is not necessary to keep the negative sign in case of rejection of a window. Therefore we 

assign the absolute value of the passed classification stages to the temporary storage from which 

the likelihood map is built up later. Furthermore, the result gets decremented by 1 due to the 

fact that we are interested in the number of passed stages and runAt() returns the stage where 

the window got discarded. In case of an abortion at stage 1, level equals 0 which has no influ-

ence on the likelihood map. 

In order to set the correct coordinates of the upper left corner of the window they must be 

multiplied with the current scaling factor used for resizing (see appendix for the respective 

source code). Read more about scaling in 6.4. Figure 6.4 illustrates that we are able to get the 

number of passed stages for each window as the Viola-Jones algorithm got opened. 



46   Implementation 

 

 

Figure 6.4. Opened Viola-Jones algorithm lets us obtain the detection result per window. Stage count 20 (white 

window) indicates that there was a face found, stage count 8 (red window) means that the respective window has 

passed 8 stages of the classifier until it was rejected. 

6.4 Step Size in Viola-Jones Detection Process 

Figure 6.5 shows dots at the center pixels of detection windows with size 370 * 370 as used by 

the Viola-Jones algorithm. One can observe that there is an offset between the image positions 

and that therefore only a few pixels act as the window center. With increasing window size, the 

number of detection windows applied to the image decreases. In the following the causes are 

investigated. 

 

Figure 6.5. Map illustrating center pixels of detection windows with size of 370 * 370 pixels applied to an image 

with size 640 * 480. 

A scaling factor is handed over to the OpenCV implementation of the Viola-Jones algorithm. 

The factor determines how much the image is scaled in each loop. Therefore the scaling factor 

is directly related to the number of different sized windows used for detection. Increasing the 

scaling factor leads to less accuracy but higher speed and vice versa. 
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The number of different sized windows n can be determined by equation (6.1), where s repre-

sents the scaling factor, himage stands for the height of the image wherein faces should be de-

tected, wimage for the width of this image, htemplate is determined by the height of the images used 

for training the LBP-based classifier and wtemplate equals the width of these images. 

 

𝑛 = 𝑓𝑙𝑜𝑜𝑟

(

 
log (

min (𝑤𝑖𝑚𝑎𝑔𝑒 , ℎ𝑖𝑚𝑎𝑔𝑒)
max (𝑤𝑡𝑒𝑚𝑝𝑙𝑎𝑡𝑒 , ℎ𝑡𝑒𝑚𝑝𝑙𝑎𝑡𝑒)

)

log(𝑠)

)

   

𝑖𝑓 𝑠 >
max(𝑤𝑡𝑒𝑚𝑝𝑙𝑎𝑡𝑒 , ℎ𝑡𝑒𝑚𝑝𝑙𝑎𝑡𝑒) + 1

max(𝑤𝑡𝑒𝑚𝑝𝑙𝑎𝑡𝑒 , ℎ𝑡𝑒𝑚𝑝𝑙𝑎𝑡𝑒)
 

(6.1) 

Within the present thesis the standard OpenCV MB-LBP-based classifier for frontal positioned 

faces is used. This classifier was trained with images of size 24 * 24 pixels as one can read in 

the xml file which contains the classifier. Therefore the max operator in equation (6.1) is not 

needed for the standard OpenCV MB-LBP-based classifier. For an image with size 320 * 240 

pixels and a scaling factor of 1.2 there are 12 different window sizes. If the scaling factor equals 

1.01 for the same image size there are 231 different window scales. 

The algorithm chooses window sizes with at least one pixel difference in size even if the scaling 

factor would cause smaller steps than one pixel. Therefore n determined by equation (6.1) is 

only an approximation for the number of windows in case s gets smaller than 25/24 when using 

the standard OpenCV classifier. 

Scanning with different sized windows is done as the image would be down sampled and the 

classifier remains the same size. The actual image size can be computed by inserting in equation 

(6.2). 

 
𝑑 =

ℎ𝑤𝑖𝑛𝑑𝑜𝑤
ℎ𝑡𝑒𝑚𝑝𝑙𝑎𝑡𝑒

 

𝑤𝑟𝑒𝑠𝑖𝑧𝑒𝑑 =
𝑤𝑖𝑚𝑎𝑔𝑒

𝑑
 

ℎ𝑟𝑒𝑠𝑖𝑧𝑒𝑑 =
ℎ𝑖𝑚𝑎𝑔𝑒

𝑑
 

(6.2) 

For a 320 * 240 pixels image and a 40 * 40 pixels detection window wresized equals 192 pixels, 

hresized equals 144 pixels, and d equals 1.66. 
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The 24 * 24 classifier is applied to the resized image. Every pixel of the resized image has 

therefore a likelihood value for indicating a face at this position as long as x > 2. If x <= 2 there 

is a step size of 2 pixels in each x and y direction applied due to performance issues. In order 

to relate the results lresized to the original image, the likelihood values get mapped on a coarser 

scale by multiplying with the scaling factor used for down sampling the image, see equation 

(6.3). 

 lresized = (𝑙𝑤𝑖𝑑𝑡ℎ, 𝑙ℎ𝑒𝑖𝑔ℎ𝑡)𝑇 

l = lresized ∗ 𝑑 
(6.3) 

Therefore the likelihood map for a special window size does not offer a likelihood value for 

every pixel. The bigger the window size is, the fewer values the likelihood map has. One can 

imagine it like an image pyramid where the classifier is applied to several image scales which 

are represented as levels of the pyramid (pyramidal principle explained in 4.1.2). 

In practice, however, due to performance issues, the features of the classifier are resized [11]. 

In fact this principle makes sense as the locations of smaller faces need to be determined more 

accurately in order to make the face fit into the detection window. There would be many un-

necessary detections if the step size for large windows would be very low, e.g. one pixel. Ad-

ditionally it would heavily increase the computation time and it would not lead to a more accu-

rate result as the detections would even out due to averaging of the detection window corners, 

which is done in order to find the final bounding box (discussed in 3.3). 

6.5 Likelihood Map Setup 

Forming a likelihood map and doing face tracking based on it by optical flow computations are 

the main contributions of this thesis. The likelihood map itself is built from the results of the 

Viola-Jones algorithm. In particular, the number of stages of the classification cascade (figure 

3.1) passed by each detection window is used to form it. 

There are different ways of setting up a single 2-D likelihood map from the Viola-Jones results. 

It is important to ensure that the possible maximum energy of each detection window scale is 

the same, see 6.5.1. Otherwise different scales would be weighted differently in the resulting 

likelihood map. 

One main point of this work is utilizing previously obtained information. Therefore a new like-

lihood map Lt at time t is formed by recursive filtering, see equation (6.4). L describes the 
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current likelihood map obtained from the Viola-Jones algorithm and Li is the interpolated like-

lihood map at same time t. 

 Lt = (1 − 𝛼) ∗ L + 𝛼 ∗ Li (6.4) 

The computation time of building the likelihood map can be lowered by taking advantage of a 

reject level threshold. This means that only windows, which pass a certain number of stages of 

the cascaded classifier, contribute to the likelihood map.  

Two possible and tested ways of building a likelihood map from Viola-Jones are discussed in 

the following sections. 

6.5.1 Window Center Orientated Likelihood Map 

The faster and more efficient way of building a likelihood map is to add the result of each 

detection window to the pixel in the likelihood map corresponding to the center pixel of the 

respective window, see figure 6.6 for a 3 * 3 pixels example window. By doing so, information 

about the size of the face is lost. The likelihood value for odd sized windows is calculated by 

multiplying the number of passed stages by 4. Otherwise the influence on the likelihood map 

of even and odd sized windows would not be equal. 

As a window with even sized height and width has no single center pixel, the 2 * 2 pixels center 

is set to the rejection level value, see also figure 6.6 for an example. 
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Figure 6.6. Principle of setting the likelihood value for an odd sized window (left) and for an even sized window 

(right). Percentage values refer to the number of passed stages of the respective detection window. 

As previously mentioned, every detection window is weighted the same in the likelihood map. 

This requires us to compensate the step size caused by the scaling factor used in the detection 

process. The compensation of the detection window scale is done by weighting the level count 

nlevels with the respective window width wwindow, see equation (6.5) for an odd sized window. 

 Ln = Ln-1 + 𝑛𝑙𝑒𝑣𝑒𝑙𝑠 ∗ 4 ∗ 𝑤𝑤𝑖𝑛𝑑𝑜𝑤 (6.5) 
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Figure 6.7 shows the outcome of the center orientated approach of building a likelihood map. 

Accumulations of dots indicate a high likelihood of being a face at the respective region. In the 

present likelihood map there are two faces. 

 

Figure 6.7. Likelihood map built by center orientated approach. Gray values indicate likelihood. 

When considering a likelihood map for a particular window size there are black borders at the 

edges due to the fact that only window centers get assigned a likelihood value, see figure 6.5. 

The borders are bigger respective to the size of the scanning window. A drawback of this 

method is that the information about the face size is lost. 

Figure 6.8 visualizes a 3-D plot of a center orientated likelihood map which was smoothed with 

a Gaussian with standard deviation of 5 for visualization purposes. The red peak indicates the 

center of a face. 

 

Figure 6.8. 3-D plot of smoothed center orientated likelihood map with reject level threshold of 10. 
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6.5.2 Window Area Orientated Likelihood Map 

Another approach for building a likelihood map is to set every pixel of a detection window to 

the corresponding Viola-Jones result and then adding all the windows up, see figure 6.9. By 

doing so, we do not have to care about even or odd sized windows and we do not have to care 

about weighting of results of different window sizes. Also information about size of the face is 

preserved. However, we would expect this implementation to be more time-consuming, as 

many more pixels in the LM need to be updated per window position. 
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Figure 6.9. Example window for area orientated approach. Every pixel of the likelihood map corresponding to a 

detection window is set to the number of passed stages (left; compare with figure 6.6). The right example uses a 

shrinking factor of 0.5. 

In order to speed up the process of setting the respective pixels in the likelihood map to the 

correct value, a shrinking factor was introduced. This shrinking factor shrinks the area which 

should be set to the Viola-Jones result. The example in the right in figure 6.9 visualizes how to 

set the pixels in the likelihood map for a 4 * 4 pixels window in case that the shrinking factor 

equals 0.5. 

The principle of applying a shrinking factor is based on the fact that detection windows are 

bigger than the faces outlined by them. When interpolating the likelihood map with the flow 

map there will be only motion vectors for the pixels of the face. Therefore setting the whole 

window area to the respective Viola-Jones result would lead to an inaccurate likelihood map 

after interpolating with optical flow results. 

 

Figure 6.10. Likelihood map formed by the area orientated method. 
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6.5.3 Speed Comparison of Different Likelihood Map Setups 

In order to compare the execution time of different ways of setting up the likelihood map the 

presented approaches were tested with a video of size 320 * 240 which was recorded for this 

thesis. The video has 633 frames. As the video is also used for evaluation of optical flow, jump-

ing between the last frame and the first frame when playing the video in a loop would be unfa-

vorable. Therefore, the video consists of 1265 frames which cover firstly the forward playing 

and afterwards the reverse playing of the video, without repeating the last frame. Figure 6.11 

shows selected frames of the video. 

 

Figure 6.11. Frames 200, 400, 600 and 800 of the video used for evaluating execution time of differently modi-

fied Viola-Jones implementations. 

The experiment covers different ways of setting up a likelihood map. For every frame the time 

for building up a likelihood map with the respective method was captured, which means that 

the algorithms used for this experiment form a likelihood map for every frame by calling dif-

ferently modified Viola-Jones methods. These methods do not compute optical flow. 

 

Figure 6.12. Computation time of different ways of setting up a likelihood map for every frame of a video. The 

reject level threshold equals 15. 
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In order to lower the impact of outliers the video was processed in a loop for 100 times. The 

obtained time values got averaged per frame and are shown in figure 6.12 for a reject level 

threshold of 15.  

From the diagram one can observe that the shrinking factor has nearly no influence on the com-

putation time if the threshold is set to 15. Furthermore the modified Viola-Jones methods can 

compete in terms of computation time with the original implementation where no likelihood 

map is built. The difference in the average computation time of the window orientated approach 

with shrinking factor 0.5 to the original implementation is only 0.54 milliseconds. 

Figure 6.13 visualizes the computation time of the likelihood map building methods if the reject 

level threshold is set to 0. This means that every detection window is taken into consideration 

for forming the likelihood map. The computation time increases by more than 15 times for the 

window orientated approach with a shrinking factor of 0.5 compared to the same method with 

a threshold of 15. We can also observe that under these conditions the shrinking factor plays a 

major role in computation time. Therefore we can achieve a significant increase in performance 

by setting the reject level threshold as high as possible. 

 

Figure 6.13. Computation time of different ways of setting up a likelihood map for every frame of a video. The 

reject level threshold equals 0. Every window is taken into consideration. 

In both figure 6.12 and figure 6.13 also the computation time of the original Viola-Jones im-

plementation is visualized. 
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As the likelihood map setup is an additional task carried out within the Viola-Jones method, the 

time demand of all implementations which build a likelihood map is higher compared to the 

original method, which takes on an average 5.14 milliseconds per frame executed on the hard-

ware specified in table 6.2. 

 

Hardware Specifications 

Laptop Name Samsung Series 5 Ultra 530U3C A0A 

Processor Intel® Core™ i3-3217U (1,8 GHz) 

Number of Cores 2 

Cache 3 MB 

Memory 8 GB DDR3 1600 MHz 

Graphics Intel® HD Graphics 4000 

Webcam 1.3 Megapixel HD 

Table 6.2. List of used hardware. 

As threads are synchronized when operations on the likelihood map are done, the difference 

between the methods increases with the number of CPUs of the workstation. 

Results presented in the following parts of the present thesis were achieved by utilizing the 

window area orientated likelihood map. The decision is based on the fact that the area orientated 

approach is richer in information, compared to the center orientated approach, as we can also 

determine the size of the face. Additionally, the face extraction from the likelihood map, which 

is presented in 6.7, is more accurate and computationally less expensive when using the area 

orientated method. Compared to the center orientated method, there is only a slight difference 

in time when building a likelihood map with a high enough threshold. The threshold was found 

experimentally and was set to 15 as it is unlikely that a detection window with a lower number 

of passed stages contains a face. 

The shrinking factor was found experimentally and equals 1/3. This is small enough so that two 

faces that are positioned near to each other do not merge in the likelihood map. It is also small 

enough for achieving a good performance. On the other hand the shrinking factor is big enough 

so that a reasonable amount of pixels is set to the respective stage count which the window has 

passed during classification. If the shrinking factor is too small, the information about the size 

would be more inaccurate. 
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6.6 Face Tracking Using Optical Flow 

The proposed face tracking algorithm gets a refresh on the likelihood map from the Viola-Jones 

method every 20th frame, which represents a trade-off between accuracy and speed. The refresh 

rate was found experimentally. At the refresh, recursive filtering is done in order to produce a 

new likelihood map (see equation (6.4)). 

In between these refreshes the interpolation is done by using the Farnebäck optical flow and by 

interpolating the likelihood map from previous frames with the obtained flow map. 

This subchapter explains the computation of the optical flow map as well as the interpolation 

of the likelihood map in a new frame. 

6.6.1 Computing Farnebäck Optical Flow 

There exists a ready-to-use function in OpenCV for computing the Farnebäck dense optical 

flow of two successive images (refer to the appendix for an explanation of the function). 

Figure 4.5 shows the outcome of the Farnebäck dense flow. Motion is visualized by lines with 

a circle as the origin. 

In order to increase performance, it is necessary to down sample the images before handing 

them over to the Farnebäck flow calculation method. A good trade-off between accuracy and 

speed is to resize the frames to a size around 160 * 120 pixels, which was found experimentally. 

The factor used for down sampling, s is calculated by inserting in equation (6.6), where wimage 

is the width of the images for which optical flow should be calculated. 

 
𝑠 =

160

𝑤𝑖𝑚𝑎𝑔𝑒
 (6.6) 

The resizing is done by utilizing the OpenCV function resize() for both images taking part in 

the optical flow computations. In order to get the correct flow approximation F for the original 

image size, one has to multiply the obtained flow map for the coarser scale, Fresized with the 

inverse factor used for down sampling (see equation (6.7)). 

 
F =

Fresized
𝑠

 (6.7) 

Afterwards the flow map is up sampled to the original image size by using the OpenCV function 

resize() again. 
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For down sampling the image, an equal weight bilinear interpolation method is used. It is sim-

ilar to bilinear interpolation with the difference that the surrounding pixels are weighted 

equally; see 6.6.2 for an explanation of bilinear interpolation. In 6.6.2 the nearest neighbor in-

terpolation method is explained. It is used for up sampling the flow map. Interpolation methods 

were chosen, taking both speed and quality of results into consideration [11]. 

6.6.2 Interpolating the Likelihood Map 

Once the optical flow has been computed, the likelihood map needs to be interpolated. This 

means that pixels are taken from one map and then located in another position in a new map. 

For such purposes OpenCV offers a warping function called remap(). In order to utilize this 

function we need to build a map of special structure. This 2-D map consists itself of points (x 

and y coordinate) at every element. These points represent the location where the pixel value 

located at the position of the element gets moved, see figure 6.14. 

 

Figure 6.14. Process of interpolating a likelihood map as well as visualization of involved data structures. 

The warping process needs to include some interpolation as there is hardly a direct pixel corre-

spondence between two images. This is expressed by the fact that the optical flow has an accu-

racy of float data type (it would be quite inaccurate if it would return results with an accuracy 

of only one pixel). Therefore, the warping function has to decide where to locate the corre-

sponding pixel in the new image as only a location with integer coordinates is possible. This 

decision process is determined by the type of interpolation. 
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Warping Using Bilinear Interpolation 

Bilinear interpolation is an approximation of a pixel value by weighting its neighboring pixel 

values respective to their distance to the desired position. 

Figure 6.15 illustrates how the value at position (0, 0) is bilinear interpolated, when the likeli-

hood map is warped. In the illustrated example we assume that the optical flow, u equals [1.7, 

1.8]T and that it originates from the new likelihood map. 

So we only have to follow the optical flow information in order to find the coordinates of the 

original pixel value. As the flow information is a floating point number we land somewhere 

between pixels. This is where interpolation is used in order to obtain an approximation of the 

value. The four neighboring pixel values are determined and weighted due to the distance to 

the target position by multiplying them with the respective area, see (6.8) for the calculation of 

the example illustrated in figure 6.15. 

 60 ∗ 0.7 ∗ 0.8 + 85 ∗ 0.3 ∗ 0.8 + 50 ∗ 0.7 ∗ 0.2 + 150 ∗ 0.3 ∗ 0.2 = 63.2 (6.8) 

The OpenCV warping function uses bilinear interpolation when setting parameter 

interpolation to INTER_LINEAR. 

 

 

Figure 6.15. Visualization of how a bilinear interpolated value is computed when the likelihood map is warped 

with the flow map. 
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Warping Using Nearest Neighbor Interpolation 

Nearest neighbor interpolation is very fast as it just picks the nearest value to the desired posi-

tion (found by the optical flow data) and then sets the pixel in the interpolated likelihood map 

to that value, see figure 6.16. In order to use nearest neighbor interpolation in OpenCV, 

interpolation has to be set to INTER_NEAREST. 

 

Figure 6.16. Warping using nearest neighbor interpolation. 

6.7 Face Extraction from Likelihood Map 

As already discussed the likelihood map indicates the probability that a face is located at a 

certain position in the image. Due to usage of the area orientated approach of building up the 

likelihood map, it is possible to obtain not only the position of the face but also roughly its size. 

All the processing for extracting the face containing regions of the image, which is explained 

in the next sections, is in practice done on a copy of the likelihood map. 

6.7.1 Conversion of the Likelihood Map to a Binary Likelihood Map 

In order to differentiate between face-containing and non-face-containing regions of the image 

a threshold is applied to the likelihood map. All values below the threshold c are set to 0, all 

values above the threshold are set to 1 (see equation (6.9) and figure 6.18 for an example). 

 
L𝑥,𝑦𝑏𝑖𝑛𝑎𝑟𝑦 = {

0   𝑖𝑓 L𝑥,𝑦 ≤ 𝑐

1 𝑖𝑓 L𝑥,𝑦 > 𝑐
 (6.9) 

Note that the probabilities which are represented by the pixel intensities of the likelihood map 

can vary even for the same face region, depending on face detections within neighboring win-

dows and windows with different sizes that detect the same face (or a false positive within the 

face region). This can be observed in figure 6.17 where at the edges of the face regions the pixel 

intensities are lower, compared to the intensities of the center pixels. 
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Figure 6.17. The left image is the original frame. The right image represents the generated likelihood map. Dif-

ferent probabilities are shown by different gray shades. The high values for the two faces can be observed clearly 

in the likelihood map. At the edges of the face-indicating regions the probability is decreasing. 

The threshold for generating the binary likelihood map equals 65. It was determined empirically 

with knowledge that a face implying window adds the value 20 to the respective pixels of the 

likelihood map. 

 

Figure 6.18. Binary likelihood map. 

6.7.2 Edge Detection and Segmentation of the Binary Likelihood Map 

In order to obtain the rectangle that indicates the face region in the frame, edge detection is 

performed on the binary likelihood map. Within this step the faces are labelled uniquely, start-

ing from value 1. An example is visualized in figure 6.19. 



60   Implementation 

 

 

Figure 6.19. Segmented likelihood map. Different faces are labelled uniquely. 

As the contours of the face regions are known, the segmentation algorithm searches for the 

outer points. Each face region in the likelihood map equals roughly a rectangle (depending on 

the accuracy of the optical flow). The outer points are stretched by the inverse of the shrinking 

factor s which was used for downscaling face-containing windows when putting them into the 

likelihood map, while running the modified Viola-Jones method. By shrinking the windows 

with a factor that is small enough (here the factor 1/3 was used) the face-containing regions do 

not overlap in the likelihood map even when the faces are near to each other (see figure 6.17). 

Therefore we do not need to apply a powerful segmentation algorithm (e.g. watershed). The 

resizing is done by applying equation (6.10) where xface and yface represent the coordinates of 

the upper left corner of the bounding box. 

 
𝑥𝑓𝑎𝑐𝑒 = 𝑥𝑚𝑖𝑛 +

𝑤𝑖𝑑𝑡ℎ𝑓𝑎𝑐𝑒

2
−
𝑤𝑖𝑑𝑡ℎ𝑓𝑎𝑐𝑒

2 ∗ 𝑠
= 𝑥𝑚𝑖𝑛 − 𝑤𝑖𝑑𝑡ℎ𝑓𝑎𝑐𝑒 ∗

1 − 𝑠

2 ∗ 𝑠
 

𝑦𝑓𝑎𝑐𝑒 = 𝑦𝑚𝑖𝑛 +
ℎ𝑒𝑖𝑔ℎ𝑡𝑓𝑎𝑐𝑒

2
−
ℎ𝑒𝑖𝑔ℎ𝑡𝑓𝑎𝑐𝑒

2 ∗ 𝑠
= 𝑦𝑚𝑖𝑛 − ℎ𝑒𝑖𝑔ℎ𝑡𝑓𝑎𝑐𝑒 ∗

1 − 𝑠

2 ∗ 𝑠
 

(6.10) 

In equation (6.10) widthface and heightface are the differences of the maximum and minimum 

values of x and y respectively. 

In comparison to the Viola-Jones algorithm the developed face tracker returns a rectangle and 

not a square. In theory, this allows us to determine the face region more accurately. 

Figure 6.20 shows the result of the likelihood map segmentation. The faces are surrounded by 

a green rectangle and the computed face centers are marked with a blue dot. 
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Figure 6.20. Frame with marked faces (green rectangles) and marked face centers (blue dots). Face data was ex-

tracted from likelihood map. 
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7 Results 

The proposed face tracking algorithm was evaluated on the Boston Head Tracking Database 

[20]. We used the videos which were recorded under uniform light conditions with 30 FPS. 

These are 45 videos of resolution 320 * 240 that show the frontal positioned head of 5 different 

people in different poses. Each video has 199 frames. In every video there is one person moving 

his head around. Ground truth information was made available through the UVAEYES anno-

tations [21]. The annotations contain the positions of the eyes which were marked manually in 

every single frame. 

The method with which the presented approach is compared is the Viola-Jones face detector. 

For terms of comparison, the Viola-Jones method performs face detection on every single 

frame. Within the developed optical flow face tracker, the reject level threshold for accepting 

windows to contribute to the likelihood map was set to 15 (see 6.5). The scaling factor equals 

1/3 (see 6.5.2). 

In figure 7.1 one example frame for each of the 5 people recorded in the database is shown. The 

frames are all taken from the videos with uniform light conditions. 

 

Figure 7.1. One example frame for each person recorded in the Boston Head Tracking Database. 

7.1 Detection Rate and Accuracy 

In order to measure the accuracy of the tracking algorithm the Euclidean distance of the com-

puted center point to the real center point of the face is calculated. The real center point [x, y]T 

is computed by utilizing equation (7.1), which calculates the middle point between the eyes (x1, 

y1 and x2, y2 respectively) and adds 10 pixels in y direction (origin is upper left corner of the 

image) for setting the coordinates of the face center. This works quite well as there is not much 

difference in the sizes of faces. In figure 7.2 some examples with marked eyes and marked face 

centers are visualized. The calculation of the face centers could be improved by setting the 

number of pixels added in y direction adaptively depending on the distance between the eyes. 

Another improvement could be achieved by taking the angle of the face into consideration. The 

angle of the face can be calculated by the coordinates of the eyes. 
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 𝑥 = 𝑥1 +
𝑥2 − 𝑥1
2

 

𝑦 = 𝑦1 +
𝑦2 − 𝑦1
2

+ 10  

(7.1) 

The evaluated algorithms output a bounding box. The center of this bounding box is set as the 

face center point. 

If the Euclidean distance of a center point computed by an algorithm to the real center point is 

more than 20 pixels, the detection is classified as false detection and it is counted as a false 

positive. If there is no detection, it is counted as false negative, which is indicated by a distance 

measurement of -5 in figure 7.5. 

 

Figure 7.2. Example frames with marked eyes and face centers. 

If there are multiple detections, then all the distances are measured and the nearest one is chosen 

as valid attempt as long as it is within the threshold defined above. The other false detections 

cause the number of false positives to increase. If all detections are outside the threshold circle, 

they are all added to the false positives count. 

 

Figure 7.3. Example frames (23, 92, 100, 150 and 188) of the video jam1.avi from the Boston Head Tracking 

Database (recorded independently from the performance evaluation). The blue rectangles represent the face 

bounding boxes returned by the optical flow face tracker. In frame 23 a refresh is done as also the Viola-Jones 

bounding box (white) is visible. 

7.1.1 Detection rate 

A key evaluation criterion of a face tracker is its detection rate. The detection rate r is calculated 

by summing up the valid detections d within a video and dividing the obtained sum by the 

number of frames nframes (see equation (4.8)). 
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𝑟 =
1

𝑛𝑓𝑟𝑎𝑚𝑒𝑠
∗ ∑ 𝑑𝑖

𝑛𝑓𝑟𝑎𝑚𝑒𝑠

𝑖=1

 (7.2) 

Figure 7.4 visualizes the detection rate per video for both the optical flow face tracker (in blue 

bars) and the Viola-Jones algorithm (in orange bars). The optical flow face tracker shows a 

better detection rate on the database. The average detection rate of all videos is 79.15% for the 

optical flow face tracker and 73.71% for the Viola-Jones face detector. The median of the de-

tection rate equals 97.46% for the developed face tracker and 88.83% for the Viola-Jones face 

detector. 

 

Figure 7.4. Illustration of percentage of correctly detected face centers per video. 

7.1.2 Accuracy and Robustness 

Figure 7.5 visualizes the accuracy and the robustness of the algorithms on the video jam1.avi 

(see example frames in figure 7.3 with marked faces by the optical flow face tracker).  

The results of the algorithms are compared to ground truth. In contrast to the Viola-Jones algo-

rithm it is clearly visible that the developed optical flow enhanced face tracker does not lose 

the face. False negatives are indicated by value -5 in the diagram. During the test on jam1.avi 

no algorithm outputted only a false positive. There was always at least one valid attempt or a 

false negative. See 7.1 for definitions of false positive and false negative detections. 

The diagram starts with frame three due to the facts that the first frame is thrown away due to 

perceived irregularities and that the optical flow needs two frames in order to initialize. 
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Figure 7.5. Diagram comparing the accuracies of the optical flow face tracker and the Viola-Jones face detector. 

The accuracy of the developed tracker is less than the one of Viola-Jones. The mean distance 

to ground truth equals 5 pixels for the optical flow face tracker and 2.6 pixels for the Viola-

Jones algorithm in jam1.avi. It should be considered, however, that the Viola-Jones method 

loses the face in several frames. These frames are not considered in the computation of the 

average accuracy of the Viola-Jones algorithm. 
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Figure 7.6. Average accuracy of the optical flow face tracker and Viola-Jones algorithm in all 45 uniform light 

videos of the Boston Head Tracking Database. 

Figure 7.6 visualizes the average accuracy of valid detections of the algorithms applied to all 

45 uniform light videos of the database. One can see that the Viola-Jones algorithm (2.56 pixels 

offset) is on average in all videos more accurate than the developed face tracker (5.99 pixels 

offset). Nevertheless, it has to be outlined that the face tracker is quite accurate as the mean 

difference to ground truth stays in all videos below 9 pixels. As comparison in figure 7.7 there 

is a displacement of the center by 20 pixels shown (which is the threshold for classifying a 

detection as valid detection or as false positive). 

 

Figure 7.7. The distance of the big red dot to the ground truth center (green dot) equals 20 pixels. Detections lo-

cated inside the red circle are classified as valid detections. 

However, the way of calculation of the center point from the available ground truth data takes 

a big role in this comparison. The main point is that the optical flow face tracker is able to 

follow the face in frames where the Viola-Jones algorithm cannot detect it as long as there is 
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no update of the likelihood map with false information. Therefore the optical flow face tracker 

shows higher robustness. 

 

Figure 7.8. Total number of false detections per algorithm applied to each video. 

Figure 7.8 shows the total number of false detections (false positives and false negatives) of 

both algorithms applied to each video. 

One can observe that on average the Viola-Jones algorithm outputs a higher amount of false 

detections if it fails once in a video. In particular the Viola-Jones algorithm returns on average 

26 false detections per video and the optical flow face tracker 18 false detections. This is caused 

by certain head poses that make it impossible for Viola-Jones to detect the face due to the uti-

lized classifier which was trained with upright face images. Therefore these false detections are 

mostly false negatives whose exact number per video is shown in figure 7.9. 
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Figure 7.9. False negative detections per method per video. 

By design the optical flow face tracker will always detect a face as long as it was initialized 

with one. If the Viola-Jones algorithm does not detect a face in the refreshment frame it is re-

executed until it detects one. Therefore a false positive is much likelier than a false negative 

when executing the optical flow face tracker. 

If Viola-Jones produces a false negative no refresh on the likelihood map is done, which causes 

the optical flow face tracker to become inaccurate and produce false positives with increasing 

time. If Viola-Jones outputs a false positive, the error is propagated as this false detection is 

followed by the face tracker. The total number of false positives of each algorithm is shown in 

figure 7.10. As can be seen from the diagram, the number of false positives varies a lot depend-

ing on the video and the results obtained from Viola-Jones face detector. 
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Figure 7.10. False positive detections per method per video. 

By increasing the threshold for segmentation of the likelihood map, the false positive rate can 

be lowered. However, it is possible that the accuracy gets worse. The Viola-Jones detector re-

turned only a few false positives. 

7.2 Stability 

Erratic movements within the face tracking process are unpleasing as faces are only moving 

relatively slowly in practice. The stability is measured by taking the Euclidean distance e be-

tween the face centers of two successive frames with valid detections (see equation (7.3)). Sta-

bility is better if e is low. Therefore e is a direct measure for the instability. Center points are 

considered as valid if their distance to ground truth is less than 20 pixels. 

 𝑒 = √(𝑥𝑡 − 𝑥𝑡−1)2 + (𝑦𝑡 − 𝑦𝑡−1)2 (7.3) 

Figure 7.11 shows the instability of the algorithms in detail on video jam1.avi. The values of 

Viola-Jones algorithm are partly discontinuous due to false negatives in the respective frames. 
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Figure 7.11. Stability diagram of the optical flow face tracker and the Viola-Jones algorithm applied to the video 

jam1.avi. 

At the peaks of the curve showing the optical flow tracker’s instability, refreshes of the likeli-

hood map by the modified Viola-Jones algorithm were done. The optical flow face tracker be-

comes more inaccurate with increasing time. Therefore the refresh of the likelihood map causes 

a relatively high instability. Let us recall that the instability equals the gradient between the 

positions of two successive detections. 

 

Figure 7.12. Average stability of both algorithms applied to all videos of the database. 
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Figure 7.12 gives the average stability per video. The figure indicates that in general the optical 

flow face tracker shows less erratic movements. The average on all videos equals 0.9 pixel for 

the optical flow face tracker and 1.5 pixels for the Viola-Jones face detector. By increasing α, 

which determines the weight of the interpolated likelihood map in equation (6.4) the peaks of 

the optical flow face tracker could be lowered. However, it is possible that the accuracy and the 

detection rate will decrease. 

7.3 Speed 

Speed of the algorithms is measured in computation time in milliseconds. Figure 7.13 shows 

the computation time of each algorithm per frame of the video jam1.avi. It is obvious that the 

face tracker needs more computation time. In addition to optical flow computations which are 

always done by the tracker, the Viola-Jones algorithm is executed every 20th frame. One can 

see that due to the peaks at exactly these frames. 

 

Figure 7.13. Comparison of execution times of optical flow face tracker and Viola-Jones face detector. 

The Viola-Jones algorithm is rather stable in terms of computation time. It has to be outlined 

that the average CPU usage is higher when executing the Viola-Jones algorithm compared to 

the optical flow face tracker. This is caused by the high parallelization of the OpenCV imple-

mentation of the Viola-Jones method. In contrast, the computation of Farnebäck optical flow is 

mostly done by one core which causes the average CPU usage to be low, but the computation 

time to be high. By inspecting figure 7.14 one can observe that the optical flow takes a majority 
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of the computation time of the face tracking algorithm (in average 11.33 milliseconds). The rest 

of the computation time of the algorithm is much lower (1.67 milliseconds) compared to the 

Viola-Jones algorithm (6 milliseconds). 

 

Figure 7.14. Computation time of the optical flow face tracker per video. Time is split into computation time of 

optical flow (gray) and computation time of the rest of the algorithm (blue). 

The average computation time per frame of the algorithms applied to each video is shown in 

figure 7.15. It is apparent that the Viola-Jones algorithm is faster. 

 

Figure 7.15. Average execution time of both algorithms applied to each video. 
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7.4 Partial and Complete Occlusion 

A key feature of a face tracker is the ability to track faces even under occlusion. Occlusion is 

differentiated in partial and complete occlusion. 

The developed face tracking algorithm is able to track faces during partial and complete occlu-

sion under certain circumstances. Given that the occlusion is encompassed fast enough (e.g. a 

passing car) we can take advantage of the fact that the utilized Farnebäck dense flow technique 

is invariant to very fast motion. This means that we do not interpolate the likelihood map with 

the flow introduced by the occlusion object because there was no motion recognized and there-

fore there was also no optical flow recognized. 

 

Figure 7.16. The optical flow face tracker is able to track faces under partial occlusion (left) and also under com-

plete occlusion (right). 

Figure 7.16 illustrates that the developed face tracker is able to track faces under occlusion. The 

Viola-Jones algorithm was also applied to the visualized frames and failed to detect the face. 

There is no limitation of the algorithm when tracking faces during fast occlusion as long as the 

occlusion object disappears as fast as it has appeared. Furthermore, the face tracker can follow 

the face even during occlusion as long as the occlusion object is moving in same direction and 

with same velocity as the face. 

Another aspect a face tracker is confronted with is recovery of face information in case the faces 

get lost. The developed face tracker does recovery in a very simple way, as the refresh on the 

likelihood map is done every 20th frame by the Viola-Jones algorithm (refer to 6.5 for details). 
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8 Conclusion and Future Work 

Originating from theoretical findings a real-time face tracker was developed within this thesis. 

The developed tracker utilizes a modified version of the well-known Viola-Jones algorithm for 

face detection. In contrast to a pure Viola-Jones face detector the developed approach calls the 

modified Viola-Jones method only at every 20th frame for refreshing the likelihood map. 

The OpenCV implementation of the Viola-Jones face detector got modified in the way that a 

likelihood map is built. The likelihood values within this map are dependent on the numbers of 

classification stages which detection windows pass when classification is done. Within the Vi-

ola-Jones method, the classification is done with a cascade of 20 classification stages which 

were trained using the AdaBoost algorithm. The current project takes advantage of the classifier 

delivered with OpenCV which is trained with MB-LBP features. 

In order to track the faces the likelihood map is interpolated with a flow map computed by the 

Farnebäck dense optical flow method. Nevertheless, the likelihood map does not get dismissed 

whenever Viola-Jones is triggered as preserving previously obtained information is one of the 

main advantages of the developed face tracker. The resulting likelihood map of the modified 

Viola-Jones algorithm contributes to the system’s likelihood map by recursive filtering. 

Compared to the original Viola-Jones implementation, the approach, which builds a likelihood 

map, enables faces to be detected even when they do not pass all of the stages of the cascade 

classifier. Due to the fact that the likelihood map is never discarded completely, a region gets 

also a high value in the likelihood map if the respective window passes for example 17, 18 or 

19 stages within several executions of the modified Viola-Jones method. Another advantage of 

the developed face tracker is that it can also track faces during partial occlusion and even under 

complete occlusion. 

The developed face tracking algorithm and the original Viola-Jones face detector were evalu-

ated on the Boston Head Tracking Database. The developed face tracker achieved a higher 

detection rate than the Viola-Jones face detector. However, the valid detections were less accu-

rate but on average the distance to ground truth was below 6 pixels. This is a very good value 

considering that the coordinates for the face center were computed based on ground truth infor-

mation of eye coordinates. Furthermore, the optical flow face tracker showed less erratic move-

ments of detections. In terms of false detections, the Viola-Jones detector showed more false 
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negatives (the face tracker showed zero false negatives) whereas the face tracker’s results con-

tained more false positives. By adjusting parameters to the application environment, the face 

tracker’s false positive rate can be lowered. 

In comparison to the Viola-Jones algorithm the face tracker needs more computation time. It 

has to be outlined that the Farnebäck flow computation takes a majority of computation time as 

this method was used as it existed in OpenCV. The demand in computational power is caused 

by the fact that Farnebäck flow is not well optimized in OpenCV whereas the Viola-Jones al-

gorithm is highly optimized. Subtracting the computation time of Farnebäck flow from the face 

tracker’s computation time, it is about four times faster than the Viola-Jones detector. This fact 

makes the face tracker a good tool for software where dense flow computation has to be done 

anyway and where face detection is needed. 

The developed tracker relies on the Viola-Jones algorithm which means that an error of Viola-

Jones algorithm during initialization or refresh of the likelihood map gets propagated. By uti-

lizing also other methods for face detection this effect could be minimized. By using a face 

detection algorithm with low computation time it could be checked if the face got lost when 

interpolating the likelihood map and if so, Viola-Jones could be triggered earlier than every 20th 

frame. Another possibility is to execute a modified version of Viola-Jones only on the extracted 

face areas, in order to check if the tracker has lost the faces or not. 

The developed method can be used for saving computation time and increasing face detection 

rate within applications which compute dense flow anyway and which need face tracking. By 

optimizing the Farnebäck flow computation method, the tracker’s execution time could be low-

ered drastically. 
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Appendix 

Building the OpenCV Library 

When developing an application which utilizes OpenCV it is mostly preferable to make a cus-

tom build of OpenCV. 

Some of the advantages a custom OpenCV build offers, are the support of TBB (and other third 

party libraries) and the possibility to build the delivered sample projects. Another increase in 

speed of the OpenCV library could be reached by installing Intel’s Integrated Performance 

Primitives (IPP). In this project it is not used because it is not an open source library. 

The custom build was done with CMake version 2.8.12.1 by following the tutorial provided in 

[11]. 

Setup of an OpenCV Project in Visual Studio 2010 

The easiest way of using OpenCV with a Visual Studio project is to create property sheets for 

debug and release builds. Within these property sheets the OpenCV include directory is defined 

and the needed binary files of type *.lib are added. The dynamic link libraries (DLL) which are 

utilized during execution of the program are found by adding the respective OpenCV directory 

to the path environment variable in Windows. How to do the setup is described in detail in [11]. 

Once the property sheets are created they can be easily linked to a new project. It is essential to 

set the building type to release build when doing performance measurements or delivering an 

application as it is optimized to speed or size then. The debug build on the other hand is opti-

mized for finding bugs easily, which means that it gives detailed information about errors and 

where they have occurred. 

If there are pop up errors only in the release build it is helpful to use the possibility of debugging 

the release build.  

Video Input 

This section aims at the setup and usage of video input for a C++ application utilizing the re-

spective OpenCV functions. 
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Initialization of Video Input 

The OpenCV library contains classes and methods for real-time video processing. Listing 8.1 

shows a function which returns a valid VideoCapture object. The object takes a recorded video 

as input source and sets a variable to the respective FPS rate. 

1 VideoCapture getMovieInput(string filename, char &fps){ 

2   VideoCapture cap(filename); // open the video file 

3   if(!cap.isOpened())  // check if we succeeded 

4         return -1; 

5   else{ 

6     fps = (char) cap.get(CV_CAP_PROP_FPS); //get fps 

7     Mat frame; 

8     cap >> frame; 

9     return cap; 

10   } 
11 } 

Listing 8.1. Function for returning a valid VideoCapture object with a video file as source. 

The source for the VideoCapture object is set either as parameter for the constructor or as pa-

rameter for the open() method as shown in listing 8.2 for using the default camera of the work-

station. 

1 VideoCapture cap(0); // open default camera 

2 cap.open(0); // other way for opening default camera 

Listing 8.2. Set the default camera of the workstation as video input source. 

Utilization of Video Input 

Listing 8.1, line 8 shows how to query a frame from the video input source. The first frame of 

each video gets discarded as the author recognized irregularities within the first frame of some 

videos. Note that the type of image is Mat since OpenCV has established the C++ interface. 

Reaching Desired FPS Rate 

When processing a video one typically places the routine for querying a frame within a loop. If 

we do not set a pausing time at the end of the loop the program will query for frames as fast as 

possible. 

We get the target frames per second (FPS) rate from the CV_CAP_PROP_FPS property of the 

VideoCapture object by using the method get(), as shown in listing 8.1, line 6 [11]. 

OpenCV provides the waiting function waitKey() to which one can pass an idle time in milli-

seconds. Unfortunately waitKey() is polling for user input for the specified time. Therefore the 

windows.h function Sleep(), which takes also milliseconds as waiting time, is preferable. 

However, it was perceived that for stable operation waitKey(1) must be placed at the end of 
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the loop. The waiting time of 1 millisecond in waitKey() is enough to register user input. The 

1 millisecond is deducted from the time passed to Sleep(.) The whole idle time ti gets calcu-

lated as shown in equation (8.1).  

 
𝑡𝑖 =

1000 𝑚𝑠

𝑓𝑝𝑠
 (8.1) 

In very simple cases equation (8.1) is suitable, but most of the time it is oversimplified as video 

processing is computationally expensive. Therefore we have to time the processing of one frame 

and deduct the duration tp from the idle time, as shown in equation (8.2). 

 
𝑡𝑖 =

1000 𝑚𝑠

𝑓𝑝𝑠
− 𝑡𝑝 (8.2) 

Time Measurement 

Within this thesis the OpenCV functions getTickCount() and getTickFrequency() are used 

for timing. As shown in listing 8.3 the current clock value is returned by the function 

getTickCount(). It is a long integer variable. The function getTickFrequency() returns the 

number of clocks per second [11]. In lines 11 and 13 the actual waiting functions are called in 

order to reach the desired FPS rate. 

1 while(true){ 

2   cap >> frame; // get a new frame from camera 

3   int64 process1frame = getTickCount(); // start time measurement 

4   // 

5   //do something 

6   // 

7   process1frame = ( (getTickCount() - process1frame) * 1000) / 

 getTickFrequency(); // end time measurement 

8   int waiting_time = cvFloor((double)1000 / fps –    

9   (double)process1frame );  //calculate waiting time 

10  
11   if( waiting_time > 1 )  
12     Sleep( waiting_time - 1 ); 
13      
14   int c= waitKey( 1 ); 
15  
16   if( c == 27 ) 
17     break; 
18 } 

Listing 8.3. Using timing functions in order to reach desired FPS rate. 

The if-clause in line 15 allows us to exit the loop if the user presses the escape button. 
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OpenMP Usage 

OpenMP is triggered easily by adding a directive before the loop, see listing 8.4 for an example. 

1 #include <omp.h> 

2 //… 

3 #pragma omp parallel 

4 for( … ){ 

5   // do something 

6 } 

Listing 8.4. Example for using OpenMP. 

Viola-Jones Algorithm in OpenCV 

Load Classifier 

In listing 8.5 is shown how to load a classifier file (line 4 in particular). 

1 CascadeClassifier face_cascade; 

2 //load cascade classifier data 

3 const char * face_cascade_name = 

"C:\\opencv\\sources\\data\\lbpcascades\\lbpcascade_frontalface.xml

"; 

4 if( !face_cascade.load( face_cascade_name ) ){ printf("Error 

loading cascade classifier.\n");}; 

Listing 8.5. Loading of an LBP-based cascade classifier file. 

Perform Detection 

Listing 8.6 shows the prototype of the detection method of the CascadeClassifier class. 

The variable objects is the output of the algorithm. It contains one bounding box per detected 

face. 

1 void detectMultiScale( const Mat& image, 

2                        vector<Rect>& objects, 

3                        double scaleFactor=1.1, 

4                        int minNeighbors=3, int flags=0, 

5                        Size minSize=Size(), 

6                        Size maxSize=Size() ); 

Listing 8.6. Function prototype of the detection method of CascadeClassifier, which implements the Viola-

Jones algorithm. 

The other parameters, which have default values, are used to tailor the algorithm to special 

needs. They are explained in table 8.1 [11]. 
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Parameters of CascadeClassifier.detectMultiScale() 

7 scaleFactor Determines the step size when resizing the features within the classifier for 

detecting faces [11]. In other words this parameter directly affects the num-

ber of different window scales with which the detection is performed. 

Increase this parameter for speeding up the algorithm or decrease it for ob-

taining higher accuracy. 

8 minNeighbors Defines how many windows must detect the same face in an overlapping 

neighborhood in order to accept the detection [11]. 

Increase it for lowering false positive rate and decrease it for lowering false 

negative rate. 

9 Flags Not used for LBP-based classifiers [11]. 

10 minSize Assigns a threshold to the different window scales as the algorithm will not 

look for faces smaller than minSize [11]. 

Set this parameter for raising speed. Note that the default minSize equals 

the training image size, which is 24 * 24 pixels when using the standard 

face classifiers delivered with OpenCV. 

11 maxSize Same as minSize but vice versa, the algorithm will not apply windows with 

size bigger than maxSize in the detection process [11]. 

Set this parameter for increasing speed. 

Table 8.1. Description of parameters of detectMultiScale(). 

For example one could seek for a fast algorithm and accept therefore a higher false negative 

rate compared to standard parameters. Then it would be worthwhile to increase the scaleFactor 

and to set the minSize and maxSize parameters to values depending on the expected face sizes 

(which indirectly also depend on the image size). 

Mark Faces Found by Viola-Jones Algorithm 

OpenCV offers easy-to-use methods for marking faces found by Viola-Jones algorithm in a 

frame. The detections are presented as bounding boxes of OpenCV data type Rect. Listing 8.7 

shows how to access the vector where the detections are stored and how to draw them by uti-

lizing the function rectangle(), line 5. 
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1 Mat markFaces( Mat frame, vector<Rect> faces ) { 

2   #pragma omp parallel 

3   for( size_t i = 0; i < faces.size(); i++ ){ 

4     // draw a rectangular box around each detection 

5     rectangle(frame, faces[i], CV_RGB(255,255,255), 3, 4, 0); 

6   } 

7  

8   return( frame ); 

9 } 

Listing 8.7. Function for highlighting a face found by Viola-Jones algorithm. 

The command in line 2 triggers OpenMP in order to speed up the execution of the loop. An 

example for marking faces with code from listing 8.7 is shown in figure 8.1. 

 

Figure 8.1. Marked faces found by Viola-Jones algorithm. 

Modified Viola-Jones Algorithm 

In listing 8.8 the main part of the header file of the created class is shown. If parameter 

formLikelihoodMap is set to true, the likelihood map is built within the modified Viola-Jones 

face detection method. 

1 class myCascadeClassifier : public CascadeClassifier 

2 { 

3 public: 

4   myCascadeClassifier(void); 

5   ~myCascadeClassifier(void); 

6    

7   int useRunAt( Ptr<FeatureEvaluator>& feval, Point pt, double 

 &weight ); 

8   Ptr<FeatureEvaluator> getFeatureEvaluator(); 

9   CascadeClassifier::Data getData(); 

10  
11   void myDetectMultiScale( const Mat& image, vector<Rect>& objects, 
12                            Mat& likelihoodMap, 
13                            double scaleFactor, int minNeighbors, 
14                            int flags, Size minObjectSize,  
15                            Size maxObjectSize, 
16                            bool formLikelihoodMap, int threshold =0 
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17                            ); 
18 private: 
19   bool myDetectSingleScale( const Mat& image, int stripCount,  
20                             Size processingRectSize, int stripSize,  
21                             int yStep, double factor,  
22                             vector<Rect>& candidates, 
23                             Mat& likelihoodMap,  
24                             bool formLikelihoodMap, int threshold); 
25 }; 

Listing 8.8. Class myCascadeClassifier is derived from OpenCV Class CascadeClassifier. Introduction of 

own methods allows to access necessary data and functions for forming a likelihood map. 

Modifications in Method detectMultiScale() 

Compared to the original function CascadeClassifier.detectMultiScale() the function 

myCascadeClassifier.myDetectMultiScale() offers some more parameters which are ex-

plained in Table 8.2. For meaning of other parameters see Table 8.1. 

Additional parameters of myCascadeClassifier.myDetectMultiScale() 

26 likelihoodMap Pre-allocated memory where the algorithm puts the produced like-

lihood map. 

27 formLikelihoodMap Switch variable to control if likelihood map should be built or not. 

28 threshold Reject level threshold for building the likelihood map. Results of 

windows which do not pass the stage of the cascaded classifier spec-

ified in threshold are not taken into consideration for building the 

likelihood map. 

Increase parameter for increasing speed. By default parameter 

equals 0, which means every window’s result is used when forming 

the map. 

Table 8.2. Explanation for those parameters of function myDetectMultiScale() which differ from standard 

implementation detectMultiScale(). 

The only modifications in the function itself are the call of myDetectSingleScale() and the 

removal of the part for using Haar-like classifiers. As a consequence myDetectMultiScale() 

can be used only with LBP-based classifiers. 

Modifications in detectSingleScale() and Class CascadeClassifierInvoker 

1 myCascadeClassifierInvoker( myCascadeClassifier& _cc, Size _sz1, 

     int stripSize, int _yStep, double  

     _factor, vector<Rect>& _vec, Mat&  

     _likelihoodMap, bool formLikelihoodMap, 

     const Mat& _mask, Mutex* _mtx, int  

     _threshold) 
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Listing 8.9. Constructor of myCascadeClassifierInvoker which performs the actual detection process. 

Listing 8.6 shows the constructor of class myCascadeClassifierInvoker, in which the likeli-

hood map is built. The meanings of the standard parameters were found by source code inspec-

tion and are explained in table 8.3. 

Parameters of myCascadeClassifierInvoker() 

2 _cc Classifier object used for detection. 

3 _sz1 Size of the window which gets evaluated. 

4 stripSize Determines which part of the image has to be evaluated as detection 

is parallelized. 

5 _yStep Step size when shifting window for detection. Equals 1 for small 

windows and 2 for big windows. 

6 _factor Scaling factor handed over to function myDetectMultiScale (see 

table 8.1 for explanation). 

7 _vec Output vector which contains the windows wherein an object was 

detected. 

8 _likelihoodMap Formed likelihood map by rejection levels per window received 

from Viola-Jones method. 

9 formLikelihoodMap Switch which allows to use function without building a likelihood 

map. However, if no likelihood map is needed, the standard imple-

mentation should be used. 

10 _mask Allows to skip evaluation of certain image regions. Mask is gener-

ated automatically in order to increase execution speed. 

11 _mtx Flag which is set when shared data between threads is updated (_vec 

and _likelihoodMap). 

12 _threshold Threshold which is applied when forming the likelihood map, see 

table 8.2. 

Table 8.3. Description of parameters of function myCascadeClassifierInvoker(). 
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Process and Save Reject Information 

Reject information from the Viola-Jones algorithm is post-processed and saved in order to build 

up a likelihood map from it. 

1 RejectInformation rejectInfo; 

2 rejectInfo.level = (unsigned char)abs(result); //eliminate minus 

3 if( rejectInfo.level > 0 ) 

4   rejectInfo.level--; //if a window is rejected at stage 1 there  

5     //should be 0 in the LM 

6 rejectInfo.x = cvRound(x*scalingFactor); 

7 rejectInfo.y = cvRound(y*scalingFactor); 

8 rejectInfo.width = winSize.width; 

9 rejectInfo.height = winSize.height; 

Listing 8.10. Storing window data and result of evaluation to temporary memory for further processing. 

Likelihood Map Setup 

Listing 8.11 is directly appended to listing 8.10. In line 2 it is determined if the window is even 

or odd sized.  

1 bool even = false; 

2 if( rejectInfo.height % 2 == 0 && rejectInfo.width % 2 == 0 ) 

3   even = true; 

4  

5 if( result > 0 ){ 

6   result =  (int)classifier->getData().stages.size(); 

7   rejectInfo.level = result; 

8   mtx->lock(); 

9   rectangles->push_back(Rect( cvRound(x*scalingFactor),   

      cvRound(y*scalingFactor), winSize.width, 

      winSize.height)); 

10   *newLikelihoodMap = updateLikelihoodMap(*newLikelihoodMap,  
    rejectInfo,  even);  

11   mtx->unlock(); 
12 } 
13 else{ //put also negative decisions in the vector 
14   //apply threshold 
15   if( rejectInfo.level >= threshold ){ 
16     mtx->lock(); 
17     *newLikelihoodMap = updateLikelihoodMap(*newLikelihoodMap,  

           rejectInfo, even);  

18     mtx->unlock(); 
19   } 
20 } 

Listing 8.11. Code for updating the likelihood map and applying a threshold to the data. 

As runAt() returns 1 if the classifier finds a face, the number of passed stages has to be set by 

reading the overall stage count, see line 6. Line 9 adds the window to the vector of detections. 

Finally, the likelihood map is built by calling the function updateLikelihoodMap() in line 10. 

Whenever operations on arrays are done (line 9 and 10) a flag needs to be set in order to prohibit 

another thread from overwriting results as the function is parallelized. 
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Lines 13 to 19 cover the same procedure for windows with negative outcome. Additionally a 

level threshold is applied. 

Farnebäck Optical Flow in OpenCV 

The OpenCV function prototype for computing Farnebäck optical flow is shown in listing 8.12. 

1 void calcOpticalFlowFarneback( InputArray prev, InputArray next,

     InputOutputArray flow, double pyr_scale, 

     int levels, int winsize, int iterations, 

     int  poly_n, double poly_sigma, int 

     flags ); 

Listing 8.12. Prototype of OpenCV function for computing Farnebäck optical flow. 

Table 8.4 describes the parameters of OpenCV’s function for computing the Farnebäck optical 

flow [11]. 

Parameters of calcOpticalFlowFarneback() 

2 prev Gray frame captured at time (t-1). 

3 next Gray frame captured at time t. 

4 flow Output array where the offset of each pixel is stored. Data type is 

float which means that accuracy is much higher than 1 pixel. 

5 pyr_scale Scale factor for the pyramidal image representation, by default 0.5. 

The flow gets calculated on each scale. 

6 levels Number of pyramid layers including the original image size. A 

higher number of levels results in slower execution. 

7 winsize Size of averaging window. Larger window causes motion to appear 

more blurred. 

8 iterations Number of iterations that is done at each pyramid level. 

By increasing this parameter one gets higher accuracy up to a cer-

tain level but speed gets worse. 

9 poly_n Number of pixels used for finding polynomial expansion for each 

pixel. Typically this parameter equals 5 or 7. 

10 poly_sigma Standard deviation of the Gaussian filter used for smoothing deriv-

atives when doing polynomial expansion. 
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Parameters of calcOpticalFlowFarneback() 

11 flags Allows to set an initial flow as flow approximation (compare py-

ramidal structure) or to use a Gaussian averaging filter with size 

winSize * winSize instead of a box filter (causes lower speed). 

Table 8.4. Description of the function parameters for calculating Farnebäck optical flow by using OpenCV [11]. 

Increasing Speed by Downsizing Images 

Afterwards the flow map is up sampled to the original image size by using resize() again. 

1 int shrinkingFactor = 2; 

2 resize( gray_frame[0], gray_frame[0], Size( 

gray_frame[0].size().width / shrinkingFactor, 

gray_frame[0].size().height / shrinkingFactor ), 0.0, 0.0, 

INTER_AREA ); 

3 resize( gray_frame[1], gray_frame[1], Size( 

gray_frame[1].size().width / shrinkingFactor, 

gray_frame[1].size().height / shrinkingFactor ), 0.0, 0.0, 

INTER_AREA ); 

4 calcOpticalFlowFarneback(gray_frame[1], gray_frame[0], 

farneback_flow, 0.5, 2, 40, 1, 7, 1.5, 0); 

5 farneback_flow = farneback_flow * shrinkingFactor; 

6 resize( farneback_flow, farneback_flow, Size( 

gray_frame[0].size().width * shrinkingFactor, 

gray_frame[0].size().height * shrinkingFactor), 0.0, 0.0, 

INTER_NEAREST); 

Listing 8.13. Increase speed of Farnebäck optical flow computation by down sampling frames. 

Forming Flow Map Suitable for OpenCV Warping Function 

Listing 8.14 shows the program code for forming the flow map which is used for interpolating 

the likelihood map. Lines 5 and 6 change the sign of the flow as the Farnebäck optical flow 

method returns displacement vectors that point from new locations to origins. 

1 Mat map(flow.size(), CV_32FC2); 

2 for (size_t y = 0; y < map.rows; y++){ 

3     for (size_t x = 0; x < map.cols; x++){ 

4         Point2f fxy = flow.at<Point2f>(y, x); 

5         fxy.x = -fxy.x; 

6         fxy.y = -fxy.y; 

7         map.at<Point2f>(y, x) = Point2f(x + fxy.x, y + fxy.y); 

8     } 

9 } 

Listing 8.14. Code for creating the flow map which is used for interpolating. 

As soon as we have the flow map we can warp the likelihood map, refer to Listing 8.15 for the 

function prototype. 

1 void remap( InputArray src, OutputArray dst, InputArray map1, 

InputArray map2, int interpolation); 
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Listing 8.15: Prototype of function that is used to interpolate the likelihood map with data obtained from the flow 

map. 

The used parameters of the function remap() are explained in table 8.5. 

Parameters of remap() 

2 src Old likelihood map that needs to be interpolated. 

3 dst src interpolated with flow information from map. 

4 map1 Map containing flow information in form of above discussed struc-

ture. 

5 map2 Empty when forming map1 in coordinate structure. Otherwise x and 

y flow information is divided on these 2 maps. 

6 interpolation Determines the interpolation method. Nearest neighbor interpola-

tion and bilinear interpolation are explained in the following. 

Table 8.5. Description of used parameters of function remap() [11]. 

Setup of Matlab MEX Interface 

The setup of Visual Studio for using the Matlab MEX interface was done by installing Visual 

Studio Toolbar for mex interface from the MathWorks File Exchange developed by Karlsson. 

The directory C:\Program Files\MATLAB\R2012b\extern\include was added to “additional in-

clude directories” in the Visual Studio property page which was created for OpenCV. This al-

lows us to include the mandatory mex.h file in the source code. 

The toolbar offers a “view” button which shows the Matlab script executed in order to compile 

the C++ source code, a “run” button which executes the script within a thin client of Matlab, a 

“run fast” button which executes the script within a thinner client of Matlab (does not offer full 

functionality) and a “debug” button. Using the run buttons one can easily generate a MEX file 

from C++ code. It is located in the same directory as the source code files. By changing the file 

shown when the view button is triggered, one can specify a script which should be run when 

the compiling of the MEX file is done. The script must be available in the same directory where 

the source code files are located. 

Before being able to generate the MEX file, the MEX compiler needs to be configured.  

This can be done by command line arguments handed over to the compiler or by setting the 

information in a file called mexopts.bat. 
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In Windows 7 with Matlab R2012b the respective file is located in the directory %Ap-

pData%\MathWorks\MATLAB\R2012b. 

Within mexopts.bat the variable LINKFLAGS needs to be supplied with the directive shown in 

listing 8.16. The filenames of all additional dependencies are just appended to the command. It 

is advisable to add all the binaries which were added to the property page for configuring Visual 

Studio, see 0. One has to ensure that the specified files are available in the given directory. 

1 /LIBPATH:"%OPENCV_DIR%\build\lib\Release" opencv_core248.lib 

Listing 8.16. Command added to LINKFLAGS variable in mexopts.bat in order to link specified binaries to the 

MEX file. 

Example MEX Function 

For testing purposes a small MEX function is created which writes the number of input argu-

ments to the console and returns the number of input arguments, see listing 8.17. 

1 #include <mex.h> 

2  

3 void mexFunction( 

4  int nlhs, mxArray **plhs, //output  

5  int nrhs, const mxArray **prhs) { //input 

6  

7   mexPrintf("Number of input arguments: %d\n", nrhs); 

8   plhs[0] = mxCreateDoubleScalar(static_cast<double>(nrhs)); 

9 } 

Listing 8.17. Example MEX function. 

From the MEX source code one can see that the MEX interface expects Matlab data types. For 

standard data types there exist converting functions within the MEX library. 

By pressing the run button in the toolbar a script is generated. Within this script we can call the 

MEX function with some parameters for testing purposes. By default the name of the MEX file 

equals the name of the C++ source code file. The script used by the Visual Studio plugin is 

shown in listing 8.18. 

1 function debug_testing_mex_cpp(bDebug) 

2  if(bDebug) 

3    mex -g testing_mex.cpp  

4  else 

5    mex testing_mex.cpp  

6  end 

7  testing_mex(1,2,3) 

8  disp('Finished without error. Hit any key to exit'); 

9  clear mex;pause;exit; 

Listing 8.18. Matlab script which is triggered when the run button of the Visual Studio MEX toolbar is pressed. 

Figure 8.2 shows the expected result of the script calling the MEX function. 
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Figure 8.2. Output of the example MEX function. 

Matlab MEX Interface Specifics 

When writing source code which uses OpenCV for the Matlab MEX interface, it is essential to 

mind several requirements. These get discussed within the present subchapter. 

Data Integrity 

Let us recall the very basic MEX program from listing 8.17. One can consider the source code 

to have no main function as mexFunction() represents in C++ terms a usual function. The real 

main function which calls mexFunction() is located in the Matlab script calling the MEX func-

tion. The scheme is visualized in figure 8.3. 

 

Figure 8.3. Scheme of Matlab interacting with MEX function. 

As a consequence, all variables defined within a MEX function are temporary. In order to define 

variables as persistent, they have to be global. 

This makes sense for several time extensive parts of the software: 

 the cascade classifiers which load the classifier data in advance to classification 

 the VideoCapture object which opens a video file or the webcam as input source 

Also variables which need to be persistent are set as global variables. For example the likelihood 

map, flags and also configuration variables. 

Initialization and Destruction 

Initialization of the MEX function can be done in two different ways: 
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 implement special input parameters which determine initialization or destruction 

 add flag in order to determine first call of MEX function; additionally add an input 

parameter for destruction 

If the application uses input parameters, the most elegant way is to call the function without 

parameters for initialization or destruction, see listing 8.19. In line 1 the number of input argu-

ments nrhs is checked (arg_no was set previously to the required number of input arguments). 

If it is lower than the desired number of arguments it is checked if the video input is already 

opened. If not, it is initialized. Otherwise it is released which leads to the end of the application.  

1 if( nrhs < arg_no ){ //do initialization or destroying 

2   if( !cap.isOpened() ){ //initialization 

3     cap=getMovieInput( video, fps ); // open the default camera 

4   } 

5   else{ 

6     //destroying 

7     cap.release(); 

8   } 

9 } 

Listing 8.19. If clause for determining if variables of MEX function should be initialized or destroyed. 

In order to prohibit program exceptions it is advisable to insert a clause if the video input is 

opened even if the number of arguments matches the desired number. 

Reading Input Parameters 

Listing 8.20 shows how to read input parameters which are handed over during the call to the 

MEX function. All parameters handed over to the MEX function are of data type double and 

located within the array prhs. 

1 double *input[arg_no]; 

2 for ( int i = 0; i < arg_no; i++ ){ 

3   input[i] = (double*)mxGetData(prhs[i]); 

4 } 

Listing 8.20. Storing MEX input parameters to a C++ array. 

Returning Computed Data Structures 

As the MEX library only covers conversions of standard C++ data types, conversion functions 

for OpenCV data types needed to be developed. 
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Conversion of Face Bounding Boxes Defined by Rect within a Vector 

As the face bounding boxes which are output by Viola-Jones are stored within a vector of data 

type Rect, conversion to the Matlab data structure mxArray is necessary, see listing 8.21. Basi-

cally the steps involved are the creation of an mxArray with required size (line 2) and the defi-

nition of a double matrix which points to the created mxArray (line 3).  

1 mxArray* convertVectorToMxArray( vector<Rect> faces ){ 

2   mxArray *outArr = mxCreateDoubleMatrix(1, (int)faces.size()*4, 

mxREAL); 

3   double *outMatrix = mxGetPr(outArr); 

4   int n = 0; 

5   #pragma omp parallel 

6   for( size_t i = 0; i < faces.size(); i++ ){ 

7     // write rectangle points to outMatrix 

8     outMatrix[n++]=faces[i].y; 

9     outMatrix[n++]=faces[i].height; 

10     outMatrix[n++]=faces[i].x; 
11     outMatrix[n++]=faces[i].width; 
12   } 
13   return(outArr); 
14 } 

Listing 8.21. Conversion of the vector containing the face bounding boxes obtained from the Viola-Jones algo-

rithm to MEX data type. 

The MEX array is then filled successively with data from the vector within a loop. The binding 

between the data, as it existed within the Rect data type, is lost. 

Conversion of an Image 

OpenCV stores an Image as data structure of type Mat, which is an OpenCV specific data type. 

It is converted by using the function call shown in listing 8.22, where frame is the image and 

mxUINT8_CLASS the data type. The last parameter is Boolean and indicates that the matrix should 

be transposed. In order to convert an image for correct use in Matlab it always needs to be 

transposed. 

1 plhs[0] = convertMatToMxArray( frame, mxUINT8_CLASS, 1); 

Listing 8.22. Function call for converting an OpenCV image to a Matlab image. 

Another issue is that OpenCV uses BGR color space and Matlab RGB color space. Therefore 

the color space of an image has to be converted before handing the image over to the data type 

conversion. This is done by utilizing the function stated in listing 8.23. 

1 cvtColor( frame, frame, CV_BGR2RGB ); 

Listing 8.23. Converting an image from BGR to RGB color space. 
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The program code shown in listing 8.24 for conversion from Mat to mxArray was adapted from 

[22]. Lines 3 to 8 handle the case of an empty matrix handed over to the conversion function. 

Lines 9 to 24 create an mxArray. If the image is a binary image, only a logical array is acquired 

(line 20). Lines 28 to 38 transfer the data from the original image to the mxArray via writing to 

a Mat that points to the respective array. In line 34 the pointer is obtained and in line 37 the 

pointer is set as parameter of the constructor of m. 

1 mxArray* convertMatToMxArray(const cv::Mat& mat, mxClassID classid, 

bool transpose){ 

2   mxArray *p_; 

3   if (mat.empty()){ 

4       p_ = mxCreateNumericArray(0, 0, mxDOUBLE_CLASS, mxREAL); 

5       if (!p_) 

6           mexErrMsgIdAndTxt("mexopencv:error", "Allocation error"); 

7       return p_; 

8   } 

9   cv::Mat input = (mat.dims == 2 && transpose) ? mat.t() : mat; 

10   // Create a new mxArray 
11   const int nchannels = input.channels(); 
12   const int* dims_ = input.size; 
13   std::vector<mwSize> d(dims_, dims_ + input.dims); 
14   d.push_back(nchannels); 
15   std::swap(d[0], d[1]); 
16   if (classid == mxLOGICAL_CLASS){ 
17       // OpenCV's logical true is any nonzero while matlab's true 

   // is 1. 

18       cv::compare(input, 0, input, cv::CMP_NE); 
19       input.setTo(1, input); 
20       p_ = mxCreateLogicalArray(d.size(), &d[0]); 
21   } 
22   else{ 
23       p_ = mxCreateNumericArray(d.size(), &d[0], classid, mxREAL); 
24   } 
25   if (!p_) 
26       mexErrMsgIdAndTxt("mexopencv:error", "Allocation error"); 
27   // Copy each channel 
28   std::vector<cv::Mat> channels; 
29   split(input, channels); 
30   std::vector<mwSize> si(d.size(), 0); // subscript index 
31   int type = CV_MAKETYPE( mat.depth(), 1 );// destination type 
32   for (int i = 0; i < nchannels; ++i){ 
33     si[si.size() - 1] = i; // last dim is a channel index 
34     void *ptr = reinterpret_cast<void*>( 
35                   reinterpret_cast<size_t>(mxGetData(p_)) + 
36                   mxGetElementSize(p_) * mxCalcSingleSubscript(p_, 

si.size(),    &si[0])); 

37     cv::Mat m(input.dims, dims_, type, ptr); 
38     channels[i].convertTo(m, type); // Write to mxArray through m 
39   } 
40   return(p_); 
41 } 

Listing 8.24. Conversion of OpenCV data type Mat to MEX data type mxArray. 
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Calling a MEX Function 

Calling a MEX function appears the same to the user as calling a usual function in Matlab, see 

listing 8.25. One can hand over parameters and it is possible to return several data structures. 

1 [frame_lm_faces, likelihood_map, delay] = Matlab_face_detector(1, 

1, 1); 

Listing 8.25. Call of a MEX function in Matlab. 
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