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Abstract 

HMS Industrial networks is a company that offers communication solutions for 

automation systems. There exists an abundance of different industrial network 

technologies and HMS manufactures gateways that translate and allow 

communication between the different networks. 

 

The multiplicity of  network technologies introduces problems when it comes to 

monitoring the processes in an automation system. It is desirable to be able to 

access the process data through a single network technology and this is what OPC 

UA is used for. Briefly, OPC UA can be described as an interface for exchange of 

process data in automation systems. 

 

HMS has noticed a rising trend in the interest for OPC UA and therefore wants to 

investigate the possibility to use OPC UA on their platform, the Anybus X-Gateway.  

 

The goal of this thesis has been to port an OPC UA stack, provided by the OPC 

foundation, to the HMS operating system running on an Anybus X-Gateway. The port 

has been successful and has been verified by unit tests and a test application. Thus,  a 

first step towards a complete OPC UA product has been taken. 

 

Further, the thesis presents a theoretical summary about real-time operating 

systems to explain their function and usage. 
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1 Introduction 

1.1 Purpose 

The company HMS Industrial Networks has noticed an increasing market demand 

for OPC UA, a technology for exchange of data in automation systems. They see that 

a rising trend among manufacturers in the automation industry is to integrate OPC 

UA into their process control devices. 

 

HMS:s Anybus X-gateway is an intermediary device used between process control 

devices and the computers that control them. Integration of OPC UA in the Anybus 

X-gateway removes the need to support OPC UA in the process control devices, 

making it possible to use OPC UA together with any process control device 

connected to an Anybus X-gateway. 

 

HMS wants to offer this functionality to their customers and expects that OPC UA 

integrated in the Anybus X-gateway will make it a more desirable product on the 

industrial automation market. 

1.2 Goal 

The underlying software, known as a protocol stack, for an OPC UA application is 

provided by the OPC foundation. This software is designed to facilitate it being 

ported from Windows to other operating systems. The main goal of this thesis is to 

port this software to HMS Operating System, a real-time operating system. This is 

the first step towards a full integration of OPC UA in the Anybus X-gateway. A 

secondary goal is to provide a summary of real-time operating systems.  
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2 Background 

This section describes background theory for the thesis and explains technical terms 

(in bold text) that are used throughout the report. 

2.1 Data communication 

Data communication refers to the communication of digital data between computer 

nodes, often embedded in other devices. Most data communication networks are 

organized using layers. This means that the structure of the software is split up in 

modules that take the form of abstraction layers with specific tasks. Each layer has 

an interface that offers a set of methods, called services, to the layer above. Data is 

transferred downwards through layers by passing parameters to services and 

upwards using callback services. Operations on a layer are made only through 

service calls via its interface, this means that the implementation of the layer’s 

services are hidden from other layers. This follows the principle of information 

hiding, a well established concept in software engineering to produce good quality 

software. It facilitates changes of technology at a certain layer given that upper 

layers are shielded by their interfaces and are not affected by changes of technology 

at lower layers.  

 

Exchange of data at a given a layer follows a strict set of rules called a protocol. 

Protocols define, for example, the format of the data or in which order the 

communicating parties can send data. A specification or software implementation of 

several protocols, operating on different layers, is called a protocol stack. 

2.1.1 The TCP/IP reference model 

There exists two reference models for protocol stacks, the OSI (Open Systems 

Interconnection) model and the TCP/IP model. A reference model offers a way to 

structure a protocol stack in layers with standardized functionality. The OSI model 

is more general and used more often than the TCP/IP model but the TCP/IP model 

will be used in this thesis given that OPC UA is built on top of TCP/IP and it thus 
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makes for a better reference. Figure 1 shows the TCP/IP reference model and its 

layers. 

 
 

Figure 1. The TCP/IP reference model. 
 

The link layer describes how the physical medium is accessed and how bits are 

signaled by the hardware. 

 

The internet layer is where the Internet Protocol (IP) resides. The Internet 

Protocol is responsible for delivering messages from one endpoint to another. 

Messages at this level are called packets or datagrams. A packet consists of a 

destination address (sometimes also the source address) and a payload which is the 

data to be transmitted. The internet layer gives no guarantee that data is delivered 

properly nor does it indicate how much data can sent during a given time. 

 

Since the internet layer gives no guarantee of delivery a layer is needed that deals 

with this issue. This layer is called the transport layer. The most well-known 

protocols at this level are Transmission Control Protocol (TCP) and User 

Datagram protocol (UDP). As far as reliability goes, TCP and UDP are at different 

ends of the spectrum. UDP is a connection-less protocol where datagrams are sent 

to a destination and no acknowledgements are sent back by the receiver. With TCP 

on the other hand, a connection first have to be established and if a packet contains 

errors it will be retransmitted. Further TCP provides flow control (managing the 
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rate of the data transmission) and packet sequencing (reassemble the packets in 

correct order). 

 

On top of the transport layer is the application layer where application protocols 

like http and ftp are defined. 

2.1.2 Client-Server model 

Client-Server is a widely used communication model. The client program 

establishes a connection, typically requesting data from the server program’s 

storage. An example is a web browser (the client) that connects to a web server 

using the http protocol. The server generates HTML-code  and sends it back to the 

browser. 

2.1.3 Sockets 

Many operating systems provide a socket API as the interface to networking. A 

(network) socket is a communication endpoint and is defined by an IP-address, a 

port number and a protocol, for example TCP. To establish a connection between 

two sockets over TCP, one has to act as server and the other as client. The client can 

then connect to the server socket if it knows its IP-address and port number. 

2.1.4 Industrial network gateways 

The automation industry is about automating processes in industrial plants. Devices 

such as programmable logic controllers (PLC:s) and measuring equipment, ar e used 

throghout a plant for process control. These devices connect to their control 

terminals using several, different, network protocols. To simplify installation of 

these devices, reduce wiring costs and network structure complexity, it is highly 

desirable to be able to connect all these devices to the same network. 

 

To accomplish this, manufacturers use gateways, i.e. translators from one protocol 

to another. These typically connect devices operating on different protocols to a 
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common network (see figure 2). HMS Industrial Networks is the market leading 

manufacturer of this kind of devices with their Anybus X-gateways. 

 
 

Figure 2. Example of an Industrial network with gateways. 

 

The multiple protocols also introduce problems when it comes to access and 

presentation of data from the process control devices. An application for 

presentation of process data has to support all the protocols used by the devices. 

This raises the need for a standard interface to access data from any of these 

devices. This is what OPC UA provides. 

 

The amount of industrial protocols keeps increasing [1]. In 1975 there were two 

basic protocols, Ethernet and Modbus. These have evolved into a diverse group of 

other protocols and today there exist more than 20 different networking protocols 

for industrial automation. With this development, the need for both gateways and 

OPC UA also continues to increase, since they both address the problem of 

connecting networks that use different protocols. 

2.1.5 Anybus X-Gateway 

Anybus X-gateway Modbus-TCP is the latest in HMS:s product series. It has a socket 

for insertion of the smaller Anybus CompactCom devices (which are the actual 

gateways for different industrial network protocols), a built-in two-port Ethernet 

switch and an SD memory card slot. 

 

The device is equipped with the microprocessor NP30. The NP30 has relatively low 

power consumption and has interfaces for several protocols including Ethernet, 
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CAN and Profibus. The processor has a clockspeed of  99MHz, 2MB of RAM and 4MB 

of Flash memory. HMS has developed their own real-time operating system, HMS 

OS, that  runs on the NP30. 

2.2 OPC UA 

To collect data from several devices in an industrial automation system, a computer 

would have to communicate using all the different protocols involved. The purpose 

of OPC is therefore to define a standard interface to access data from all devices in 

automation systems. 

2.2.1 History 

The first OPC specification came in 1996 and was based on Windows-specific data 

communication technologies. The specification was created and is maintained by the 

OPC foundation which consists of a group of companies in the automation industry.  

 

Using Windows technology was initially a successful decision since it allowed fast 

adoption of the standard. Because of the success people have wanted to use it in 

other areas but the dependency on Windows technologies have prevented it [2]. 

Another limitation of classic OPC is its simplistic  information modeling. 

 

To overcome the limitations of previous OPC, the new OPC UA standard was 

proposed and released in 2006. OPC UA allows for platform independent 

communication and provides a richer information model. The acronym OPC 

originally referred to a Windows technology but with the new platform-

independent standard, it has come to stand for Open Platform Connectivity. 

2.2.2 Unified Architecture (UA) 

The UA standard, unifies the previous OPC standards into one standard and also 

adds new functionality. It is referred to as an architecture  because the specification 

does not specify what technology should be used for its realization. The idea is that 

it should be possible to implement OPC UA with different protocols, so that it is not 
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dependent on a certain technology that might get outdated. The mappings to current 

protocols used to implement OPC UA are described in separate specifications. 

2.2.3 Information modeling 

Classic OPC only allows for very simple modeling of data objects. For example, a 

temperature is modeled only with the name of the data, the temperature value and 

unit. OPC UA offers an object-oriented data model. Complex objects with associated 

methods can be created. For example, a pump device could be modeled as an object 

with several attributes; temperature, pressure and so on. 

 

The data objects on an OPC UA Server is stored as Attributes of Nodes which make 

up a structure called the AddressSpace which is shown in figure 3. The Nodes in the 

AddressSpace can be browsed by an OPC UA Client by following the 

node’s  References to other nodes. 

 
Figure 3. The address space of an OPC UA server. 

 
OPC divides the data that can be accessed and stored on a server in three different 

types. Current Data are real-time values from parameters in a process at the 

moment of the data access. Historical Data are previous values that can be stored 

for logging purposes. Alarms & Events are data on the Server that a Client can 
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subscribe to. After a set time interval or when the data is changed, the Server tells 

the Client to read the data. 

 

In classic OPC, Current Data, Historical Data and Alarms & Events have to be 

accessed separately with multiple requests, while in OPC UA they can be accessed 

simultaneously with one request. 

2.2.4 Security 

If an OPC UA application is connected to the internet or communicates over a 

wireless channel, it requires security. The data has to be encrypted to prevent 

industrial espionage or sabotage. The key features that the OPC UA security 

specification provides are: 

 Encryption algorithms for encryption of data. Encryption makes it very 
difficult for third-parties to read data exchanged between two  applications. 

 Certificates for signing of messages. Signing a message makes it possible to 
detect whether a message has been manipulated by an untrusted third-party. 

 Guidance to determine what security measures that should be taken for an 
industrial plant. 

 

For security reasons, industrial networks can be isolated, meaning they are neither 

connected to the Internet nor using wireless technology. Because of this, there is 

very little or no need for security for these networks since it would be close to 

impossible for someone with mailicious intent to gain access. 

 

For OPC UA on embedded devices with limited resources, there can be a conflict 

between performance and security [2]. Encryption of data requires resources and 

can therefore limit other performance. Since production processes in a plant can put 

high demand on timeliness and fast data transfer, security might not be used at this 

level. 
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2.2.5 Profiles 

An OPC UA implementation does not have to support all of the functionality offered 

by the specification. For example, an embedded device might not be able to store a 

lot of data and thus not be able to offer access to historical data. For this reason the 

concept of profiles is used. Each profile describes a certain functionality but can 

also contain several smaller profiles with other functionality.  

There are profiles describing what transport protocol a device uses, what security 

means and what kind of data access is supported. To ensure interoperability, a 

profile is composed of one or several conformance units. A conformance unit is the 

smallest testable part of the program and can be tested with a special Conformance 

Test Tool, provided by the OPC foundation. 

 

Four major profiles exist for OPC UA servers: Nano, Micro, Embedded and Standard. 

The Nano and Micro profiles are created for small devices with very limited 

resources. These two profiles only need to support very little in form of security, 

such as name and password authentication. Further, the Nano profile only needs to 

support a minimum of one client connection at a time and the Micro a minimum of 

two client connections. The Embedded profile is for more powerful embedded 

devices, typically with more memory than 50MB. The Standard profile is created for 

PC:s. These last two provide, among other things, added support for security and 

more client connections. 

2.2.6 Client-Server Connection 

An OPC UA Client-Server connection is established  in four steps. This is called 

establishing and activating a Session: 

1. The Client collects information from the server on how a connection can be 
established and checks if the server certificate is valid. (This step can be 
preconfigured and skipped) 

2. The Client sends a secured request to open up a SecureChannel. Depending 
on configurations, the message can be signed and encrypted, just signed or 
none of it (in which case it is not really a secure channel). 

3. The Server checks if the request is valid and if it is, sends back a response 
secured in the same way. 
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4. The client checks if the response is valid and if it is, the SecureChannel 
connection is established. When the lifetime of the SecureChannel ends, these 
steps are repeated. 

2.2.7 Protocol Stack 

The OPC UA protocol stack is mapped on top of the TCP/IP stack and is divided into 

layers as described by figure 4. The whole stack is in the application layer in the 

TCP/IP reference model. 

 

 
Figure 4. OPC UA network architecture overview. 

 

All upper layers use the interface of the bottom platform layer for platform-specific 

functionality such as memory management, primitive data types and handling of 

network connections. The platform layer is added to make the stack more portable. 

When porting the stack, only the files in the platform layer have to be modified. 

 

The OPC UA Transport layer is not the same as TCP/IP transport layer. The 

protocol currently suggested for this layer is UA TCP which is mapped on top of 

TCP/IP. The reason a new transport layer is implemented on top of TCP is to  be able 

to react to and recover from errors in the transport layer and to allow the OPC UA 

server and client to negotiate buffer sizes for sending and receiving data  [2]. The 

Security layer handles signing and encryption of messages. The Encoding layer 

processes encoding and decoding (translating bit patterns to characters) of 

messages. On top of the stack are the Client and Server API:s (Application 
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Programming Interface). These are separated because server and client applications 

require some different functionality. For example the client only processes 

responses and sends requests, while the server processes requests and sends 

responses. 

2.2.8 Applications 

The implementation of OPC UA on a device is not finished only by porting the stack. 

On top of the stack, an SDK (Software Development Kit) and a Server or Client 

application is needed. The SDK implements UA specific functionality, such as 

handling Sessions and managing Nodes in the AddressSpace and also common 

server functionality such as security, application configuration and logging. The 

application implements functionality such as browsing the AddressSpace, reading 

and writing the attributes of Nodes and handling subscriptions for Alarms & Events.  

2.3 OPC UA Server on Anybus X-gateway  

In the finished product, with a server application on top of the stack, the user should 

be able to configure the server to fetch and store data from the process control 

devices. This can be done through an HMI (Human-Machine Interface) which can be 

accessed with a web browser from a computer. Figure 5 shows the intended usage 

of the gateway. 

 
 

Figure 5. Example setup. 
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2.4 Real-time operating systems 

The HMS Operating System is a real-time operating system designed ad-hoc for the 

Anybus X-gateway. In order to port OPC UA to this platform the concepts and 

principles of real-time operating systems need to be understood and thus a 

summary on real-time operating systems is provided below. 

2.4.1 Real-time systems and concurrency 

As the price of microprocessors have become cheaper, new areas of use have arisen 

and today microcontrollers can be found in everything from cars and medical 

equipment to household tools and multimedia. It is estimated that 99% of the 

microprocessors produced today are used in so called embedded systems. An 

embedded system is a system that is part of a larger system and is designed for one, 

single purpose. Such a system will often have real-time constraints and the system is 

then called a real-time system. 

 
 

There are several definitions of real-time systems. We will use the following, 

proposed by Randell et al [3]: 

“A real-time system is a system that is required to react to stimuli from the 

environment (including the passage of physical time) within time intervals dictated 

by the environment.” 

 

That means that it is not only the result of a computation that matters but also when 

it is delivered. Real-time systems are futher divided into hard and soft real-time. In 

a hard real-time system the response must come within a specified time or the 

system has failed. In a soft real-time system, response times are important but the 

system will not fail if a deadline is missed occasionally. An example of a hard real-

time system is the breaking system in a car where a missed deadline could lead to a 

disaster. A soft real-time application is for example the streaming of a sports event 
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via the internet where a real-time stream of video is needed but an occasional late 

video frame is not even noticed by the user. 

 

An embedded system typically has to deal with events that happen simultaneously. 

Several sensors could be measuring a process at the same time but the 

microprocessor can only process data from one sensor at a time. In computer 

science, dealing with simultaneous events is referred to as concurrency. The 

problem for the software engineer is how to deal with concurrency in the code. It 

can be left entirely to the programmer to try to implement the execution of different 

simultaneous tasks but it has several drawbacks. The program becomes harder to 

understand and less modular which makes it harder to prove the program to 

function correctly. A solution to these problems is to instrument the operating 

system with primitives for concurrency and real-time. An operating system with this 

kind of functionality is called a real-time operating system and typically includes a 

scheduler that assigns the processor to the concurrent tasks and  primitives for 

handling resources that are shared between tasks. 

2.4.2 Real-time operating systems 

A real-time operating system (RTOS) has to deal with real-time demands unlike a 

general-purpose operating system like Windows where response time is important 

but not crucial. A RTOS has support for the creation and scheduling of tasks or 

threads. A task is a small program, often defined to have a single purpose. A task can 

then be scheduled to run by the operating systems according to a scheduling 

algorithm. That is however not sufficient. Since one task is often dependent on the 

result of another, tasks need ways to communicate. Primitives for task 

communication and synchronization and different scheduling algorithms will be 

further discussed below.  

2.4.3 Task definition 

A task is a sequence of instructions that the scheduling algorithm can assign to the 

processor. Tasks can be divided into periodic, aperiodic and sporadic. A periodic 
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task is repeated at regular intervals. An aperiodic task occurs in response to an 

event. If there is a bound on how often an aperiodic task can be started within a time 

interval, then it is called sporadic. When the scheduling algorithm decides to assign 

the processor to another task it has to do a so called context switch so that the 

variables of the new task become available.  

 

A task can be in 3 different states [4]: 

 Runnable. The task can be run if the scheduler decides it is its time. 
 Blocked. The task is waiting for a timing event.  
 Blocked. The task is waiting for a non-timing event. Appropriate for sporadic 

tasks. 

2.4.4 Shared resources 

A major difficulty when creating a concurrent program is dealing with shared 

resources. Very seldom the tasks in a program are independent, rather they depend 

on each other. For example a variable could be shared between two tasks. There are 

two ways to deal with this, shared memory and message-passing. An example of 

what can happen if no care is taken to handle shared resources is a race condition. 

A race condition occurs when two tasks try to access a shared variable and the 

result of the computation is dependent on the order in which the two tasks access 

the variable. A typical example is the following: 

Two tasks share a variable V that they increment (read and update) and print to a 

display. 

1. Task 1 increments V. 
2. A context switch is made to task 2. 
3. Task 2 increments V. 
4. A context switch is made to task 1. 
5. Task 1 prints the value of V to the screen but it has now been incremented by 

task 2 as well and the value written is not the intended value.  

 

The piece of code that increments V and prints V is called a critical section since it 

must be executed without another task interrupting while it is being done. This 

problem can be solved with mechanisms for sharing resources. Common 
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mechanisms for this purpose are mutexes, semaphores and message-passing. 

Mutexes and semaphores belong to the shared memory category. 

2.4.5 Semaphores 

A semaphore has a non negative integer value and two operations, V (signal) and P 

(wait). The integer represents the number of available units of the resource. The 

wait operation decrements the value of the integer. If the value is greater than zero 

the task that executed the P on the semaphore will continue to execute, otherwise  it 

will be blocked until a resource is available. The signal operation works the opposite 

way. It increments the integer value which means it gives back a unit of the 

resource. One of the tasks that had performed a wait on the semaphore while its 

value was 0 will become ready to run. Several types of semaphores exist: counting, 

binary and quantity semaphores.  

2.4.6 Counting semaphores 

Counting semaphores are general semaphores. A counting semaphore’s integer 

value can rise to any value. In practice it is however limited to a certain value that is 

set at program start and then cannot be incremented beyond that value.  An example 

usage of a counting semaphore is a system that can handle four connections at the 

same time, via sockets. If the application is running more than four tasks and each 

task could potentially create a connection, a counting semaphore, initialized to four, 

could be used to make sure that no more than four connections are created in total.  

2.4.7 Quantity semaphores 

A less common variant of a semaphore is the quantity semaphore. The quantity 

semaphore’s integer value can be incremented and decremented with another va lue 

than 1. Incrementing a semaphore with a value greater than 1 means taking several 

units of the resource at once. 

2.4.8 Binary semaphores and mutexes 

Two similar primitives with a distinct difference are binary semaphores and 

mutexes. 
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A binary semaphore can only take the values 0 and 1, locked and unlocked. 

Incrementing a binary semaphore which has the value 1 has no effect. 

 

A mutex is a binary semaphore that has an owner (a task). It thus has two states, 

locked and unlocked. If a task locks a mutex it becomes the owner of the mutex. No 

other task can then do anything to the mutex until the owner task has unlocked it. 

Another task can then lock the mutex and it becomes the new owner. 

 

Thus the mutex provides an extra safety mechanism which prevents a common 

programming error, that another task unlocks a semaphore when it should not. Both 

a binary semaphore and a mutex can solve the previous problem, below it is shown 

how to do it with a mutex. 

 

The previous race condition can be solved with a mutex the following way: 

1. Task 1 locks the mutex M. 
2. Task 1 increments V.  
3. A context switch is made to task 2. 
4. Task 2 tries to lock M which is already locked. Task 2 becomes blocked. 
5. A context switch is made to task 1. 
6. Task 1 prints the value of V to the screen. 
7. Task 1 unlocks M. 
8. A context switch is made to task 2 which now can proceed to lock M.  
9. Task 2 increments V. 
10. Task 2 prints the value of V to the screen. 
11. Task 2 unlocks M. 

 

Thus the correct value is printed both times. 

2.4.9 Message-passing 

An alternative to shared memory for synchronization and information exchange 

between tasks is message-passing. In a message-passing scheme each task can 

associate itself with a mailbox which is essentially a queue. If a task wishes to 

communicate with another task it would simply post a message to the mailbox and 
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the receiving task would try to receive from it. Message-passing can be done 

synchronously or asynchronously. In a synchronous scheme the sending task would 

send the message and then be blocked until the message has been received (like in a 

telephone call). In an asynchronous scheme the task would send the message and 

then proceed immediately no matter if the message has been received or not (like 

sending a text message). 

2.4.10 Common errors in concurrent systems 

There are three common errors associated with concurrency. Resource starvation, 

livelock and deadlock. A concurrent system that is free of these errors is said to have 

the property liveness. 

Resource starvation 

Resource starvation simply means that a task is repeatedly denied access to a 

resource. This could happen if not enough units of a resource is allocated at program 

start.   

Livelock 
A livelock can arise when a task is dependent on the result of another which in tur n 

is dependent on the result of another. A real-world example of a livelock is two 

people meeting each other in a hallway. First person A goes to the left and person B 

goes to the right so they block each other. Then they go the other direction and 

block each other again and so on. A programming example is a collision on a 

network. If two parties try to send a package at the same time they will fail and back 

off. If they both try exactly a second later they will fail again. To solve this both 

parties can wait for a random amount of time before they try again. 

Deadlock 

Deadlock is the most serious error in a concurrent system. It means that two or 

more tasks in a program are blocked forever because they are dependent on actions 

by each other that will never happen. For a deadlock to occur at least two tasks and 

two resources must be involved.  

The simplest example is the following:  
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 Task 1 is waiting for resource 1 which is held by task 2.  

 At the same time task 2 is waiting for resource 2 which is held by task 1.  
Then neither task can proceed and the program cannot function correctly.  

2.4.11 Scheduling 

The purpose of the scheduler in a RTOS is to run tasks in an order that make them 

meet their deadlines. When choosing a scheduling algorithm there are several things 

to consider. The needs and the requirements of the systems that will run on the 

operating system, power usage and if it is a uniprocessor or multiprocessor. This 

report will only consider scheduling algorithms for uniprocessors. First, important 

concepts and terms will be defined and then common scheduling methods and 

algorithms will be explained. 

Period 
The period is the interval with which a periodic task must be run. 

Static vs dynamic scheduling 
Scheduling algorithms for uniprocessors can be divided into static and dynamic. 

Static means that the scheduling decisions are made before runtime and dynamic 

that they are made at runtime. 

Preemptive and cooperative multitasking 
Preemption means to interrupt a task with the intention of resuming it later. A timer 

interrupt will cause the currently executing task to be stopped and the scheduler 

will decide which task will run next. That means if a higher priority task than the 

one currently executing is ready to execute, a context switch will be made to it. Thus 

a lower priority task cannot indefinately block a higher priority one. 

 

Cooperative multitasking means that a task must explicitly cause another task to run 

and it cannot be done by the scheduler. This could be done by waiting on a 

semaphore, trying to receive from an empty mailbox or making an explicit call to the 

scheduler. However if no such action is taken one task could run indefinately and 

block the others. 
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Fixed-priority scheduling and Rate monotonic 

Fixed-priority scheduling is the most common form of scheduling and means that 

each task is given a fixed priority before the program starts. Tasks are then 

scheduled to run by their priority where the task with the highest priority is run 

first. An example of a static, fixed-priority scheduling algorithm is Rate monotonic 

(RM). With Rate monotonic the priority of a task is decided by its period. The 

shorter the period the higher the priority. A task will then run until it is finished or it 

is blocked or if a task becomes available that has a higher prio than the one that is 

running. Then a context switch will be made to the highest-priority non-blocked 

task.  

 

Table 1 shows an example of a set of tasks to be scheduled.  

Task Period (T) Computation time (C) Priority Utilization  

( T / C ) 

A 100 20 1 0.20 

B 200 50 2 0.25 

C 300 75 3 0.25 

Table 1. A table of a set of tasks to be scheduled. 

Figure 6 shows the system being scheduled with the Rate monotonic algorithm. A 

task is executing when shown in a blue square. The red lines represent deadlines. 
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Figure 6. Rate monotonic scheduling. 

Dynamic priority assignment and Earliest deadline first 
Another important scheduling algorithm for RTOS:es is Earliest deadline first (EDF). 

EDF is a dynamic scheduling algorithm so the priority is decided at runtime. The 

priority of a task is decided by what task has the shortest time to its absolute 

deadline. As with RM a task will run until a higher priority task is available or the 

current task is blocked or finished. An advantage of EDF over RM is that EDF can 

achieve higher CPU utilization (100%) than RM. However there are disadvantages 

as well. EDF has more runtime overhead, makes it harder to support tasks without 

deadlines and is more unpredictable under overload (Burns & Wellings, 2009).  

 

Figure 7 shows the system in table 1 being scheduled with EDF. For this particular 

set of tasks it turns out that the scheduling is the same as for Rate monotonic. 
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Figure 7. Earliest deadline first scheduling. 

Round robin 
Round robin is a less common way to schedule tasks in real-time operating systems 

but very common in general-purpose operating systems like Windows and Linux. 

The idea is that each task is given a fixed period of time in which it is allowed to 

execute and it is then interrupted and the next task is allowed to execute. The time 

with which a task is allowed to execute is called a time slice and each task will be 

given a time slice and then the scheduler starts over with the first task again. This 

means that there is no notion of a deadline in Round robin scheduling. Round robin 

can be combined with priority-based scheduling. For example, if three tasks have 

the same priority and five other tasks have a lower priority, then the three tasks 

with higher priority would be scheduled with time slicing and if they are all blocked 

then the lower priority tasks would be executed instead. Figure 8 shows the 

previous example scheduled with the Round robin method when the tasks are 

assigned no/equal priority and the timeslice is 20 timeunits. 
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Figure 8. Round robin scheduling. 

2.4.12 Schedulability analysis 

Schedulability analysis is used to determine whether a system can be scheduled so 

that all tasks meet their deadlines. To be able to perform such an analysis it is 

necessary to impose some restrictictions on the system and what a task is allowed 

to do. There exists different methods for the purpose, each with its own restrictions.  

 

If the following restrictions are made it is possible to decide if the scheduling 

algorithms Rate monotonic and Earliest deadline first can meet their deadlines  [4]: 

 The application is assumed to consist of a fixed set of tasks. 
 All tasks are periodic, with known periods. 
 The tasks are completely independent of each other. 
 All system overheads, context-switching times and so on are ignored (that is, 

assumed to have zero cost). 
 All tasks have deadlines equal to their periods (that is, each task must 

complete before it is next released). 
 All tasks have fixed worst-case execution times. 
 No task contains any internal suspension points (e.g. an internal delay 

statement or a blocking I/O request). 
 All tasks execute on a single processor (uniprocessor). 

 

For a real-world application some of these restrictions might be unrealistic. For 

example tasks are very seldom independent and IO is often blocking. For 
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cooperative multitasking no general method exists since it is up to the programmer 

to handle time, the scheduler has no notion of a deadline. 

Rate monotonic 

With the restricted task model outlined above, Liu and Layland showed that there 

exists a simple test to decide if a system is schedulable with Rate monotonic or not  

[5]:  

∑
  

  

 

   

      
(
 
 
)
     

 

Where C is the computation time, T the period and N the number of tasks. The test is 

sufficient but not necessary, meaning that a task set that fails the test could still be 

schedulable. 

 

The system defined in table 1 is schedulable with Rate monotonic because: 

∑
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     = 0.78 

0.7 ≤ 0.78  

Earliest deadline first 
With the same restricted task model Liu and Layland also showed that there exists a 

simple test to see if a system can be scheduled with EDF [5]: 

∑
  

  
  

 

   

 

 

Using the same system as defined in table N we can deduce that the system is 

schedulable because 0.7 < 1. The test for EDF is both sufficient and necessary. 
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2.4.13 Industrial communication and real-time systems 

Industrial control applications almost always have real-time demands. Often these 

demands are for hard real-time. An example is a conveyor belt in a car factory. It is 

necessary that the system can read input from sensors and produce an output to a 

motor controlling the conveyor belt within a certain time. Another example is the 

control of a robot arm which requires high precision and accurate timing. Naturally 

the demand for real-time responses requires the communication protocols involved 

to be able to perform in real-time. There exists many different protocols for such 

purposes, examples being Modbus TCP, Ethernet/IP and CANopen.  

 

2.4.14 The HMS operating system 

Since HMS develops gateways for industrial communication it follows that the HMS 

gateways need to be able to handle real-time demands. For this reason HMS have 

developed their own RTOS.  

 
 
The HMS operating system, simply called HMS OS, is a static, cooperative, fixed-

priority RTOS. All tasks must be declared at program start and tasks cannot be 

created dynamically at runtime. Further, each task is assigned a fixed priority. The 

scheduler will start the highest priority task after the system has been initialized 

and that task will continue to run until it is blocked. That means that periodic tasks 

are not supported by the scheduler. Periodicity have to be achieved by the 

programmer with the help of timer services and synchronization primitives. 

The primitives for shared resources supported by the HMS OS are semaphores and 

mailboxes (called message queues in the HMS OS) and thus a task can be blocked by 

trying to wait on a semaphore that is not available or trying to receive a message 

from an empty mailbox. If a task is blocked then the highest priority, non-blocked 

task will start to execute. 
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3 Method 

3.1 Research 

Before starting the actual port of OPC UA to HMS OS research needed to be done 

regarding OPC UA, HMS OS and the OPC UA ANSI C stack. 

OPC UA 

The first two weeks were spent researching OPC UA. Summaries were written about 

OPC UA concepts to get an insight into the usage and architecture of the protocol 

that could later be used for the porting and report. 

HMS OS tutorial 
To help new employees learn how the HMS operating system and related tools 

work, HMS has created a tutorial. The tutorial goes through how to use the services 

offered by the OS, from scheduling to sempahores and message-passing services to 

interrupts. After going through the tutorial a good insight was gained into how to 

create programs for the HMS OS. 

OPC UA ANSI C stack 
To figure out how to go about the porting, the ANSI C stack was studied to gain 

insight into what files needed to be transferred, in what order, which ones could be 

ported independently and which were dependent on each other. A large portion of 

the files contains separate functionality that did not need to be considered in a 

bigger perspective. The files that has the functionality for networking, i.e. the socket 

files and the files for timing utilities, needed to be considered together as timeouts 

are used in the platform layer network interface. Another consideration was if the 

stack should be ported as a singlethreaded or multithreaded one which will be 

discussed in detail under implementation decisions. 

HMS TCP/IP stack 

The most significant part of the porting revolves around networking. For this 

reason, the HMS TCP/IP stack was studied in parallell with the research on the ANSI 

C stack. This way, a good understanding of what the platform offers was gained 
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before making decisions on how to proceed with the porting. An application was 

written that made use of TCP sockets to enhance this knowledge. 

3.2 Tools used for the porting 

To aid the software development, HMS developers has several tools to their 

disposal.  

Eclipse 

A well-known IDE (Integrated Development Environment) for various languages 

including C.  

Git 
A version control system.  

iC3000 HS debugger 
The debugger lets the programmer create breakpoints in the program at which the 

program execution will halt. The programmer can then check the values of variables 

and step through the program, executing one instruction at a time. 

WinIDEA 

Used together with the iC3000 HS debugger to put breakpoints in the code and view 

variable values while stepping through a program. 

HMS OS Watcher 
A common error in C code is memory leaks. A memory leak arises when the 

programmer allocates memory and forgets to deallocate it when it is no longer used. 

This can lead to program crashes as eventually a program with memory leaks will 

run out of resources. The HMS OS Watcher tracks the number of allocations of 

different sizes that the programmer has made, how many that can be allocated still 

and how man that were allocated at maximum.  

Wireshark 

Wireshark is a free and open-source program that lets the user capture traffic sent 

over a network and analyze it. The user can view timestamps, data and source and 
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destination addresses. It supports a wide range of protocols including TCP/IP and 

OPC UA. 

3.3 Testing 

The project has been carried out with the method of test-driven development, 

explained below. 

The tests performed in the project can be divided into three categories: unit tests, 

memory leak tests and functional tests of the whole stack. 

3.3.1 Test-driven development (TDD) 

Test-driven development is an approach to software development based on writing 

tests prior to writing the actual program code. This way, the test code acts as a 

partial functional specification for the program code and is a guarantee for high -

quality code.   

 

The tests are written using the functions of the desired program code. Before th e 

functions are programmed the tests obviously fail (they do not even compile).  A 

first version of  the program code is aimed at passing the tests even if it is poorly 

designed. Further versions of the code improve on the design, targeting modularity 

and efficiency while still passing the tests.  This should be done in small steps, 

verifying each step by running the tests all over again, making sure they still pass.  

3.3.2 Unit tests 

A unit test is a test created for a small, testable part of a program, for example a 

function. The ANSI C stack provides unit tests for each file in the platform layer. 

However, tests are not provided for all functions, some functions need to be added 

and some tests need to be modified to work on the intended platform. As each file is 

transferred, the corresponding unit tests were  run to validate that the functions 

work as intended. Below an example is given of how the unittests work and then the 

sockettests are discussed since they were the biggest single part of the testing.  

Example - Unittests for realloc 
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The standard library function realloc did not pass the original unit tests and to 

implement it correctly the size of an allocated memory block must be known. Since 

the size of a memory block cannot be accessed safely on the HMS platform the 

function was rewritten to take an additional parameter which is the old size since 

that is known in all places in the stack where the function is used. The function 

prototype is: 

 
OpcUa_Void* OpcUa_P_Memory_ReAlloc2( OpcUa_Void* pBuffer,  

                                    OpcUa_UInt32 oldSize,  

                                    OpcUa_UInt32 newSize 

                                   ); 

 

To ensure that the function works correctly the following conditions must be met:  

1. If the memory block (pBuffer) is NULL, a new memory block should be 
allocated with size newSize. 

2. If newSize is less than or equal to zero, the memory block should be 
deallocated. 

3. If neither 1 or 2 is true the memory block should be resized from oldSize to 
newSize. Then minimum of oldSize and newSize bytes should be copied to 
the memory block. 

 

There exists test cases to verify that all these conditions are met. The test case below 

is used to check  condition 2 (together with a test that use a negative number as 

newSize). 

The ASSERT macro checks that a condition is TRUE. If not, it will write the CASE_ID 

and line number to the FatalLog which can be read by the debugger and the testrun 

will be aborted. If it is true, the test will continue. 

 
/* Use OpcUa_Memory_ReAlloc2 to free an array (GOOD CASE) */ 
void OpcUa_MemoryTest_6006() 

{ 

    OpcUa_Byte* pArray; 

    CASE_ID(6006); 
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    pArray = (OpcUa_Byte*)OpcUa_Memory_Alloc(LARGE_SIZE); 

    ASSERT(pArray); 

    pArray =  

     (OpcUa_Byte*)OpcUa_Memory_ReAlloc2((OpcUa_Void*)   pArray,LARGE_SIZE,0); 

    ASSERT(pArray == OpcUa_Null); 

} 

Socket tests 
The original tests for the socket functionality use loopback mode. Loopback mode 

means that the data is routed back to where it came from without being modified. A 

client and server can then be run on the same device and communicate with each 

other. This simplifies testing since no synchronization is needed with another 

device. Loopback mode is however not supported in the HMS TCP/IP stack which 

means the tests had to be rewritten. To test the socket functions and interface, 

scripts were written in the Python programming language that were run on a PC 

against the test program on the Anybus X-Gateway. 

The tests are divided into tests that verify the basic functions for sockets (create, 

bind, listen, send, read) and the interface to sockets that the stack use. The socket 

interface consists of a serverloop from which events are dispatched. By connecting, 

sending and reading data via a Python script the serverloop is verified to be able to 

handle the different events.   

3.3.3 Memory leaks 

Tests for memory leaks have been performed for each file in the platform layer as 

well as for the whole stack. With the help of HMS OS Watcher a program sequence 

can easily be verified to have no memory leaks the following way: 

1. Run the program without the program sequence that should be tested.  
2. Note the number of allocations made of each size. 
3. Run the program with the program sequence that should be tested. 
4. Verify that the memory usage has returned to the same level as when the 

program sequence was not run. 
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3.3.4 Functional tests of the stack 

To test the whole stack a testserver and testclient is provided with the stack. The 

testserver and testclient test the core functionality of the stack to make sure that a 

connection can be made between an OPC UA server and client and that requests can 

receive responses. The testserver is run on an Anybus X-Gateway and the client on a 

PC. 

More precisely the following is tested: 

1. A connection can be established. 
2. An OPC UA secure channel can be established (in our case with security set to 

none). 
3. An OPC UA secure message can be received. This in form of a request.  
4. An OPC UA secure message can be sent. This in form of a response to a 

request. 
5. A secure channel can be closed. 

3.4 Porting 
The porting has  been been performed according to the method of test-driven 

development. As each function has been ported it has been verified against its 

testcases and if applicable, tested for memory leaks.  

 

No major redesign of the platform layer or the stack was needed as the stack is well 

coded to be ported. The most significant part of the work has gone into testing and 

debugging. Some functions  needed minor changes and some have been 

reimplemented entirely.  

 

The following files in the platform layer have been transferred: 

 opcua_p_binary.c/h 

 opcua_p_crypto.h 

 opcua_p_cryptofactory.c/h 

 opcua_p_datetime.c/h (time is limited to system ticks) 
 opcua_p_guid.c/h 

 opcua_p_interface.c/h 

 opcua_p_internal.c/h 

 opcua_p_memory.c/h 
 opcua_p_pki.h 
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 opcua_p_pki_nosecurity.c/h 

 opcua_p_pkifactory.c/h 

 opcua_p_securitypolicy_none.c/h 
 opcua_p_socket.c/h 

 opcua_p_socketinterface.c/h 

 opcua_p_socketinternal.c/h 

 opcua_p_string.c/h 
 opcua_p_timer.c/h 

 opcua_p_types.h 

 opcua_p_utilities.c/h 

 opcua_p_platformdefs.h 

 
 

The cryptographic and security files can only be used with security set to none as no 

real security is ported as part of the thesis. 

An example - reimplementing realloc 
As previously mentioned the realloc function had to be reimplemented. The function 

was originally just a wrapper around the standard library function realloc:  

OpcUa_Void* OPCUA_DLLCALL OpcUa_P_Memory_ReAlloc(OpcUa_Void* pBuffer, OpcUa_UInt32 
nSize) 
{ 

    return realloc(pBuffer, nSize); 

} 

 

As previously explained, the size of the old memory block is known everywhere the 

function is used in the stack and therefore an additional parameter was added and 

the function was implemented the following way: 

 

OpcUa_Void* OpcUa_P_Memory_ReAlloc2(OpcUa_Void* pBuffer,  

                                   OpcUa_UInt32 oldSize,  

                                   OpcUa_UInt32 newSize) 

{ 

   OpcUa_Void *tempBuffer; 

 

   if( pBuffer == OpcUa_Null ) 
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   { 

       pBuffer = OpcUa_P_Memory_Alloc( newSize ); 

       return pBuffer; 

   } 

 
  if( ( pBuffer != OpcUa_Null ) && ( newSize == 0 ) ) 

   { 

       OpcUa_P_Memory_Free( pBuffer ); 

       return OpcUa_Null; 

   } 

 
   tempBuffer = OpcUa_P_Memory_Alloc( newSize ); 

   if ( tempBuffer == NULL ) 

   { 

       return OpcUa_Null; 

  } 

 
   if ( newSize > oldSize ) 

   { 

       OpcUa_P_Memory_MemCpy( 

           tempBuffer, 

           newSize, 

           pBuffer, 

           oldSize ); 

  } 

   else 

   { 

       OpcUa_P_Memory_MemCpy( tempBuffer, 

                              newSize, 

                              pBuffer, 

                              newSize ); 

  } 

 
   OpcUa_P_Memory_Free( pBuffer ); 
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   pBuffer = tempBuffer; 

 

   return pBuffer; 

} 

 

OpcUa_P_Memory_Alloc and OpcUa_P_Memory_Free are simply wrappers around 

the HMS OS functions Malloc and Free while OpcUa_P_Memory_MemCpy is a 

wrapper around the standard library function memcpy. 

3.5 Implementation issues 

When porting the stack some issues were raised which are discussed below and the 

outcome is then presented under results.  

3.5.1 Single- vs. multi-threaded build 

In the OPC UA server implementation on Windows, each client connection made to 

the server will create a new thread on the server. Windows uses a combination of 

priority and Round Robin time slicing for scheduling threads. Each thread will then 

receive an equal amount of time to process requests from the clients. 

 

HMS OS does not support neither Round Robin time slicing nor the creation of tasks 

at runtime. A time slicing scheme would then have to be implemented on top of HMS 

OS to support running each connection in its own task. That would be fairly 

complicated and maps poorly to the underlying system since HMS OS utilizes 

cooperative multitasking. Each task would have to give up execution to another task 

in a way that gives each task equal time to process. Also, all tasks would have to be 

declared before the program starts which would consume a lot of memory.  

 
 

A much simpler option exists. The single-threaded version uses non-blocking 

sockets that can be checked for the occurence of an event (when a connection has 
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been made or data is ready to be read). This way, several connections can be 

handled by a single task and this is supported by the HMS TCP/IP stack. 

 

Further, a single-threaded program is much simpler to debug than a multi-threaded 

one since there are no shared resources between different tasks.  

3.5.2 Security 

HMS has decided that security will be added at a later stage. Thus no functionality 

for security is ported as part of the thesis. 

3.5.3 Auditability 

OPC UA puts high demands on auditability. An OPC UA server has to log all 

connections made to it and some of the events. This can be solved in two ways. 

Either the server saves the events to disk or it should be published by the server so a 

client can subscribe to it and log all events. Which way to solve this will be decided 

by HMS at a later time. 

3.5.4 Datetime 

An OPC UA server needs to support dates and time. The Anybus X-Gateway does not 

have a clock. The only time available is system time which is represented by the 

number of ticks (milliseconds) since the gateway was powered on. HMS has stated 

that they will decide how to solve this when and if this project is turned into a real 

product. Either with an extern clock for the gateway or by making it a configuration 

option so that time will be read from a config file at bootup. For this reason the 

current datetime functionality is limited to system ticks. 
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4 Results 

In this section the results of the tests are presented and then the whole 

implementation is explained. 

4.1 Tests 

4.1.1 Unittests 

The following files have passed their unit tests completely: 

 opcua_p_memory.c/h 
 opcua_p_buffer.c/h 

 opcua_p_list.c/h 

 opcua_p_string.c/h 

 opcua_p_guid.c/h 
 opcua_p_utilities.c/h 

 opcua_p_timer.c/h 

 opcua_p_socket.c/h 

 opcua_p_socketinternal.c/h 
 opcua_p_socketinterface.c/h 

 
 

All testfiles regarding security and multithreading have been skipped since those 

features have not been implemented. The unittests for datetime functionality has 

been skipped as well since that functionality will be decided later how to be 

implemented. All other tests pass. 

4.1.2 Memory leaks 

All the unit tests free the resources that they have allocated. This means that the 

functions for deallocating resources work as intended. 

 

The test server successfuly frees all allocated memory when a connection is 

terminated. However, it is not tested if the stack correctly deallocates resources if a 

connection is broken. 

4.1.3 Functional tests 

The test client has been successfuly run against the testserver. 
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The testserver can thus successfully do the following: 

 Establish a connection with an OPC UA client. 
 Establish a secure channel. 
 Decode a request from a client. 
 Process a request and send the correct response. 
 Close a Secure channel. 

4.2 Implementation 
The stack has been ported as a single threaded version since it is a much simpler 

option that is easier to test. Further, security has been left out for now and will be 

ported at a later stage by HMS.  

4.2.1 The higher layers 

After porting the platform layer and verifiying that all tests pass successfully the rest 

of the stack has been transferred and verified with the testserver supplied with the 

stack. The higher layers are supposed to be platform independent which means they 

should just be copied and function directly since they only use the 

platformindependent calls from the platform layer. That has proven true in large but 

a small number of nonportable code snippets had to be changed in order for the 

testserver to work. 

4.2.2 Running the whole stack 

As stated above, OPC UA is implemented as a single task. That however does not 

mean that there is only one task running on the system. The HMS TCP/IP stack 

consists of several tasks that are run separately. The whole program is therefore a 

multi-tasking one. For this reason an OPC UA server on HMS OS has to do two things 

with regard to multitasking in order to function. At startup, it has to wait on two 

semaphores that are signaled by the TCP/IP stack when initialized so that the OPC 

UA server does not start before it is able to communicate. Since HMS OS uses 

cooperative multitasking the OPC UA task also has to let other tasks run. This should 

be done by making a call to the task sleep function (DelayTask) once in each round 
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in the main serverloop. Since OPC UA is run as a single task no other functionality 

from the HMS OS is used. 
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5 Conclusion 

5.1 Tests 

Since all unit tests pass, the functionality of the platform layer is verified. Further, 

the test client can be run run against the testserver successfully and the stack 

handles memory correctly. The core functionality of the OPC UA stack is thus 

verified and the goal of the thesis is reached.  

5.2 Further development 

The stack has been ported but to become a complete product more steps have to be 

taken.   

 A way for the server to keep track of time has to be implemented. 
 A decision has to be made on how to deal with auditing: storing on disk or 

publish so a client can subscribe to audit events.  
 An application has to be developed on top of the stack. 

 

To develop the stack into a complete OPC UA server application two options exist:  

1. Purchase an SDK from Unified Automation. The SDK simplifies the 
development of a server application by further simplifying the server API 
that has been ported with the stack. 

2. The OPC foundation provides code from workshops on their homepage. The 
code is written in C# and C++. The workshops provide examples on how to 
implement the basic functionality of an OPC UA server application and could 
be studied and translated to C code. 

5.3 Experience 
The project has been rewarding in several ways. A greater insight into real-time 

operating systems has been gained through research and the use of HMS OS. 

Moreover, the porting has given us experience with unit testing and test driven 

development. The porting has also given us insight into how a communication stack 

can be implemented with a layered architecture and how to structure it to faciliate 

porting. Thus valuable skills have been earned that can come to good use in our 

future careers. 
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