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Abstract 

Today, the average computer user has undoubtedly encountered the PDF format 
while handling electronic documents. Due to its wide-spread popularity and feature 
richness, PDF documents are commonly utilized by attackers in order to infect 
systems with malware. 

This thesis will present The Extendable Guideline for Analysing Malicious PDF 
Documents. This work will establish the foundation of the guideline and populate it 
with a part of the analysis process. The guideline relies on earlier published material 
in the topic. It is a practical guideline that is followed by the use of a flowchart and 
can be utilized by an analyst in order to determine if a PDF document is malicious or 
not. It provides technical background information, suitable analysis techniques, and 
tools. The guideline structure was developed by using sequential thinking in 
combination with the divide and conquer paradigm. 

The thesis will also elucidate commonly applied techniques that are used by 
malicious PDF authors in order to infect systems, evade detection, and distribute 
their malicious documents. A commonly utilized function in PDF documents are the 
JavaScript feature. There are a wide range of other features that are targeted by 
malicious PDF authors, but they are more rarely encountered. PDF documents are 
often distributed by attackers by sending them as an attachment in an email, or 
storing the document on a web server. 
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1 Introduction 

In search for an interesting topic for this computer science thesis, inspiration was 
acquired from the National Defense Radio Establishment (FRA). FRA is a Swedish 
national authority that contributes to the nation’s security by gathering and 
supplying signal intelligence to other concerned authorities. [1] 

One of the topics FRA was interested in is the problems of malicious Portable 
Document Format (PDF) documents. They were specifically interested in, inter alia, 
how PDF documents with harmful content could be analysed manually, what could 
be performed automatically, and how to implement mitigation techniques against 
this security threat. The purpose of this thesis is to address some of these issues. 

PDF is today one of the most used file formats for exchanging electronic documents. 
Due to its vast functionality and widespread popularity, PDF have become a 
commonly utilized attack vector by malicious code writers. It is often used by 
attackers in order to infect remote systems with malware. [2] 

There are many developed techniques that have been designed to analyse PDF 
documents with dangerous content. The primary purpose of this thesis is to 
elucidate these techniques and organize them into a practical guideline with the 
capability of further development. 

1.1 Thesis Outline 

The following list provides a summarized explanation of each chapter presented in 
this thesis: 

 Chapter 1 – Introduction: This chapter will define the aim of this thesis, the 
audience the thesis addresses, and previous work done on the topic. 

 Chapter 2 – Methodology: Chapter two includes the methodology that was 
applied in order to generate the result. It also includes the thesis 
delimitations. 

 Chapter 3 – The Portable Document Format: This chapter will present 
background information about the PDF standard. This includes the PDF 
document’s internal structure, functionality, and syntax. This knowledge is 
required in order to understand the later parts of the thesis. 

 Chapter 4 – Malicious PDF Documents: The fourth chapter will describe 
how PDF documents are used for mischievous purposes. How exploits are 
implemented and the different distribution techniques used by attackers will 
be elucidated. 
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 Chapter 5 – The Extendable Guideline: This chapter will present the 
guideline that has been developed in order to help analysts analyse malicious 
PDF documents. The chapter also includes a demonstration of the guideline. 

 Chapter 6 – Discussion: The sixth chapter is a discussion about the different 
advantages and disadvantages of the guideline. It also presents a future 
vision of this work. 

 Chapter 7 – Conclusion: The last chapter presents a brief summary of the 
result and the accomplished aims of the thesis. 

1.2 Aim 

The aim of this thesis is to answer the following question with its related 
subsequent aims: 

 How can the analysis process of malicious PDF documents be structured into 
a practical guideline? 

 How are malicious PDF documents analysed? 

 What internal functions are malicious PDF authors commonly 
exploiting? 

 How are malicious PDF documents distributed by attackers? 

Analysing PDF documents is prone to be a complex procedure. Many techniques and 
tools have been developed specifically for this purpose, but, as far as I know, they 
have not yet been assembled into a structured guideline that provides the analyst 
with a distinct comprehensive picture of the entire process. 

Malicious PDF documents are a wide problem that covers many fields of malware 
combating. It is difficult for a single person to know everything about all these fields. 
Therefore, the guideline is constructed as a framework that can be further 
developed by others in the future. Someone that is conversant in a specific area of 
the analysis process can contribute to the guideline by describing that area and 
attaching it to the framework. 

To clarify the functionality of the guideline, a metaphorical comparison can be made 
with a puzzle. This thesis will provide the frame and the first pieces. Others can then 
add pieces to the puzzle in order to further expand its scope. 

An analyst can take advantage of this guideline and accomplish an acceptable result, 
even if the person is less conversant in the subject. It provides an overall picture of 
the topic, as well as detailed information about specific tools and techniques. 
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1.3 Audience 

This thesis addresses those who are interested in the security field of computer 
technology. It is specifically targeted at someone who is combating malware and 
wants to understand the characteristics of malicious PDF documents. 

It is also relevant to those who want to learn more about the concerned topic and 
contribute to the developments of the guideline. 

1.4 Previous Work 

Caglar Ulucenk, Vijay Varadharajan, Venkat Balakrishnan, and Udaya Tupakula are 
the authors of the article Techniques for Analysing PDF Malware. In this article, they 
elucidate different methods that are used by attackers in order to implement 
malware into PDF documents. They also describe static and dynamic techniques for 
analysing these documents. These techniques are demonstrated in a detailed 
analysis of a real malicious document. They present a Portable Document Scanner 
(PDSCAN) that makes use of these techniques in order to detect the attacks. The 
dynamic techniques can be used to analyse the malicious behavior during run-time 
and the static techniques without executing the code. [3] 

A Static Detection Model of Malicious PDF Documents Based on Naïve Bayesian 
Classifier Technology is an article written by Huang Cheng, Fang Yong, Liu Liang, and 
Lu-Rong Wang. They present a static model for detecting malicious content in PDF 
documents. This model is proven to be significantly more efficient than native 
signature based detection. [4] 

Mahmud Ab Rahman wrote a paper, Getting Owned By Malicious PDF – Analysis, that 
describe the characteristics of malicious PDF documents. In the paper, he presents 
and demonstrates efficient tools that can be used during the analysis. He also 
describes mitigation and prevention techniques that can be implemented in order to 
protect systems against this type of threat. [5] 

In the paper PDF Scrutinizer: Detecting JavaScript-based Attacks in PDF Documents 
the authors Florian Schmitt, Jan Gassen, and Elmar Gerhards-Padilla present an 
analysis tool called PDF Scrutinizer. This tool can be used for detection of malicious 
content in documents. It relies on static techniques, as well as dynamic techniques in 
an emulated environment. The tool is considered to be reliable and maintains a low 
false-positive rate. [6] 

Jarle Kittilsen is the author of the master thesis Detecting Malicious PDF Documents. 
This thesis deals with the interesting topic of how malicious documents can be 
detected while in transfer over a network. The algorithm that was developed for this 
purpose is designed for an Intrusion Detection System (IDS). In order to test the 
algorithm, it was implemented in a network belonging to the Norwegian Defense. 
[7] 
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De-obfuscation and Detection of Malicious PDF Files with High Accuracy is a paper 
written by Xun Lu, Jainwei Zhuge, Ruoyu Wang, Yinzhi Cao, and Yan Chen. The 
authors present MPScan, which can extract JavaScript code and op-code during run-
time. By doing this, de-obfuscation is not necessary to be conducted manually. 
MPScan was able to detect 98% of the malicious PDF document samples. [8] 
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2 Methodology 

The character of this thesis is a qualitative descriptive research [9]. The primary 
target was not to discover something entirely new, but instead combining already 
known knowledge in a new manner. 

The main sources that were utilized in order to assemble this thesis were available 
from the web. This is a good medium for information due to the swift nature of the 
concerned topic. 

The applied strategy when acquiring material included the following criteria: 

 The material originated from a reliable source 

 The source included external and reliable references 

 The material was published 

 The information was relatively new 

In addition to the web, various sources were obtained from the database Institute of 
Electrical and Electronics Engineers (IEEE) digital library Xplore. [10] 

2.1 Information Gathering 

The background research was the initial phase required for this thesis and was 
divided into three sequential stages: 

I. The PDF file format: This information provided the foundation for the later 
work. In order to understand how to analyse PDF documents, it is crucial to 
understand its internal structure and functionality. The elementary parts of 
the PDF file format have been included as background information in this 
thesis. 

Sources: [14] 

II. Vulnerabilities, exploits, and distribution methods: Information about 
reported vulnerabilities and exploits was acquired, described, and 
categorized. This information supplied the description of targeted functions 
in PDF documents and how they are implemented by malicious PDF authors. 
Information about distribution methods was also obtained in order to clarify 
how attackers manage to infect systems by the use of PDF documents. 

Sources: [2, 7, 15, 16, 18, 19, 20, 21] 
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III. Analysis techniques: The third stage was to obtain the building blocks for 
the construction of the guideline. This material was acquired by scrutinizing 
commonly applied analysis techniques and tools. 

Sources: [2, 3, 5, 18, 21, 25] 

2.2 Development and Demonstration of the Extendable Guideline 

After the background research was performed, the next step was to develop and 
demonstrate the guideline based on the acquired information. The guideline was 
designed with the following attributes in mind: 

 User-friendliness 

 Comprise the entire process 

 Extendibility 

 Include all necessary information 

In order to make the guideline easy to use, flexible, and extendable, it was based on 
the idea that it should be utilized with a flowchart. The utilizer should follow the 
process flow of the flowchart and each figure within it provides pointers to the 
information about the specific task. By applying this approach, the attribute of 
extendibility was fulfilled. Others can further develop the guideline in areas that yet 
not have been implemented by attaching their flowchart with its belonging 
information to the guideline. 

To design the structure of the guideline, a commonly used methodology for problem 
solving was applied, which is based on breaking a task into smaller, more 
manageable pieces [11]. This was used in tandem with logical thinking, which 
resulted in five sequential phases. 

The first phase of the guideline is detection of the actual PDF document. This phase 
is followed by the handling phase, which concerns the security from the point of 
detection until the PDF document is safely contained within the analysis 
environment. The third stage is the actual analysis phase. The purpose of this phase 
is to scrutinize the document and find out if it is malicious. This is followed by the 
report and documentation phase, which concerns the construction of a report about 
the results. The last phase is development. Here, the utilizer should retrospect the 
working process and implement changes that improve the procedure. This thesis 
will only implement the third phase (analysis) of the guideline. 

The analysis phase was further divided into different steps, by applying the same 
methodology as with the phases. Each step encloses a section of the process. These 
steps was then structured in a logical way and implemented into a flowchart. 
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Each step was assigned with its required background information, suitable analysis 
techniques, and tools. Information about the different analysis techniques and tools 
was selected from the acquired material in stage three (Analysis techniques) that 
was presented in the previous subheading at page seven. The selection was based 
on the following requirements: 

 Availability 

 Efficiency 

 Reliability 

 User-friendliness 

The assembled guideline was then applied to a real malicious PDF document in 
order to demonstrate it in action. The process was documented and included in the 
thesis. 

The different advantages and disadvantages of the form chosen for the guideline are 
discussed in chapter 6. 

2.3 Delimitations 

Certain delimitations have been defined in order to narrow the scope of this thesis 
and provide a deep understanding of a specific part of the analysis process. The 
following list summarizes these delimitations: 

 JavaScript based vulnerabilities only: The thesis will mention the different 
types of vulnerabilities that exist in PDF documents. However, only one of the 
most common types, namely JavaScript based, will be described in detail. 
[21] 

 Adobe Reader vulnerabilities only: Only vulnerabilities concerning the 
most common PDF reader will be presented. The most common is currently 
Adobe Reader. 

 Open source analysis tools only: The guideline will solely elucidate 
analysis tools that are open source and available for Linux Operating System 
(OS). This delimitation was defined due to lack of economical assets and 
foremost because these tools are freely available to anyone who wants to 
utilize the guideline. 

 Suspicious behavior to JavaScript extraction: A part of the analysis phase 
will be described by this thesis and implemented into the guideline. It 
includes the detection of suspicious behavior in PDF documents up to the 
extraction of malicious JavaScript code. 
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3 The Portable Document Format 

PDF was published by Adobe Systems Incorporate and in 2008 it was released as an 
open standard by the International Organization for Standardization (ISO). It was 
given the name ISO 32000-1. 

The purpose of PDF is to be able to represent documents independent of software 
and hardware implementations. It has become popular partly due to its 
multiplatform capability, simplicity, and reliability. [12] 

All the PDF documents presented in this thesis, with exception of the one used in the 
guideline demonstration in chapter five, are designed by Mr Didier Stevens. He is an 
IT security professional who has, among other things, contributed with many 
developments regarding analysing malicious PDF documents. He has personally 
given his permission to use these documents for demonstrational purposes in this 
thesis. The documents are available through the instructions in the following 
reference: [13] 

This chapter will solely rely on the PDF reference standard [14]. 

3.1 File Structure 

According to the current PDF standard, the underlying code of a PDF document is 
initially structured into four main sections. The sections are illustrated in Figure 1. 

 

Figure 1 - PDF internal structure 

These four sections include: 
 

 Header: The header is the first line of the entire document and specifies the 

version of the PDF standard that was used as a reference during its 
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construction. A header has the format “%PDF-X.X” and the two ‘X’ characters 

is replaced with the PDF standard version number. 

 

 Body: The body section is populated with objects that together make up the 

content of the PDF document. This section is the core part and the object 

types will be explained later in this chapter. 

 

 Cross-reference table: The cross-reference table is located directly 

underneath the body. This table refers to the exact position of all the 

individual objects in the body section. The purpose of this is to provide 

random access to objects and thus contribute to the performance of PDF 

reading software. By looking at the cross-reference table, a PDF reader does 

not need to systematically search in the entire file in order to locate a specific 

object. 

 

 Trailer: The trailer section points to the position of the cross-reference table 

and certain key objects.  The last line of the trailer, thereby the last line of the 

entire document, is the end of file marker “%%EOF”. 

3.2 Objects 

To provide a basic understanding of the functionality and syntax of a PDF document, 
the different objects that populate the body section will be explained firstly. 
Secondly, a demonstration of an example document will be performed in a step-by-
step manner in order to tie all loose ends together. 

As mentioned before, the body section of a PDF document consists of objects and 
define the actual content that is visible by the human reader. There are eight 
different types of objects supported by the current PDF standard. These types 
include: 
 

 Boolean objects 

 Numeric objects 

 String objects 

 Name objects 

 Array objects 

 Dictionary objects 

 Stream objects 

 Null object 
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The following subheadings will provide a brief explanation of the objects. Each 
explanation is followed by an implementation example according to the PDF 
standard’s syntax. 

3.2.1 Boolean Objects 

Boolean objects are the first type that is encountered in the PDF standard reference. 
In the PDF document, Boolean objects are represented by the words “true” or 
“false”. It may, for instance, populate the values of an array object or as entries in a 
dictionary object. The latter mentioned objects will be explained shortly. 

3.2.2 Numeric Objects 

There are two types of numeric objects. These include integer values and real values. 
An integer value is specified as one or more decimal values with an optional prefix 
of ‘+’ or ‘-‘. The prefix determines if the value is positive or negative. 

Integer example:  0, 1, 12, +15, -16 

The second type of a numeric object is a real value. The difference between a real 
and an integer is that a real value needs to have a period embedded in it. 

Real example:   0.0, 10.2, +1.11, -2.1 

3.2.3 String Objects 

A string object consists of a series of bytes. A string can be written in two ways: 
 

1. Literal characters enclosed within parentheses. 

Literal string example:   (Literal String) 

 

2. Hexadecimal data enclosed within angle brackets. 

Hexadecimal string example:  <ABC123476> 

3.2.4 Name Objects 

A name object is used in order to name other objects and is preceded with a slash 
character. The syntax prohibits embedded whitespace characters. 

Name example:  /NameObject 
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3.2.5 Array Objects 

An array object is a collection of other objects. It is specified as a sequence of objects 
enclosed in square brackets. The example provided below is an array object 
containing (referred from left to right) an integer object, a Boolean object, a string 
object, and a name object. 

Array example:  [12 false (Literal String) /NameObject] 

3.2.6 Dictionary Objects 

A dictionary is an object containing pairs of keys and values. Together, the key and 
the corresponding value make up an entry in the dictionary. The key must be a name 
object and the value can be of any type. The dictionary itself is written as a sequence 
of key and value pairs enclosed within double angle brackets. The example provided 
below is a dictionary containing (referred from top to bottom) a name object, a real 
object, a literal string object, and an array object. 

Dictionary example:  <<  
    /Type /Example 
    /Version 0.03 
    /String (Literal String) 
    /Array [12 false (Literal String) /NameObject] 
   >> 

3.2.7 Stream Objects 

A stream object is similar to a string object. However, the stream object does not 
have a limited size. As a result of this, it is commonly used to hold large amount of 
data, like an image. 

A stream object consists of a dictionary object followed by the words “stream” and 
“endstream”. The contents that make up the data are put between the latter 
mentioned words. Different encoding techniques can be applied to the content in 
order to compress the data or change its format. This will be explained in a separate 
subheading later in this chapter. 

Stream example: << /Length 43 >> 
   stream 
   BT /F1 24 Tf 100 700 Td (Hello World) Tj ET 
   endstream 
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3.2.8 The Null Object 

There is only one null object and thus it is referred to as the null object. The value of 
a null object does not exist. For instance, if it is used as a value in a dictionary entry, 
it is the equivalent of writing no value at all. The null object is identified by the word 
“null”. 

3.2.9 Indirect Objects 

In addition to all the objects mentioned in the previous subheadings, any object in a 
PDF document can be labeled as an indirect object. An indirect object can be 
referenced by other objects elsewhere in the document. The following example 
shows a string object that has been labeled as an indirect object. 

Indirect object example:  12 0 obj 
      (Literal String) 
     endobj 

The number 12 in the example above is an identifier for this indirect object. The 
identifier is referred to as object number. The number has to be unique and in the 
form of a positive integer. The zero following the object number is called generation 
number and specifies the version of the object. Initially, all indirect objects in a PDF 
document have the generation number of zero. The number will be incremented if a 
newer version of the object is implemented into the document. Together, the object 
number and the generation number uniquely identify an indirect object. Finally, the 
object itself has to be enclosed between the words “obj” and “endobj”. 

An indirect object can be referred to from another part of the document by 
implementing the following indirect reference. 

Indirect reference example:   12 0 R 

The example above specifies object number 12 with the generation number of zero. 
The character ‘R’ denotes this line of code as an indirect object reference. 

3.3 Document Example 

In this part of the chapter a demonstration of a real PDF document will be presented 
in order to summarize the recently explained information. The functionality of the 
cross-reference table and the trailer will also be explained. The document used for 
this demonstration is provided in appendix A. It is designed by Mr Didier Stevens 
and has been slightly modified to clarify its structure by adding colored boxes. 

A PDF document is encoded with the American Standard Code for Information 
Interchange (ASCII) character set and can be opened with a regular text editor. 
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3.3.1 Header 

The header section of the demonstration document in appendix A consists of the 
following line of code: 

%PDF-1.1 

This specifies that the PDF standard 1.1 was used to construct this document. 

3.3.2 Trailer 

The trailer section consists of the following code: 

trailer 
<< 
 /Size 7 
 /Root 1 0 R 
>> 
startxref 
644 
%%EOF 

The last line of the code above is “%%EOF”. This line tells the PDF reader that this is 
the end of the document. “startxref” and the number 644 informs that the cross-
reference table’s byte-offset is located 644 bytes into the document. Thus, if a text 
editor is used in order to navigate to byte 644 in this particular document, it will end 
up at the beginning of the cross-reference table. 

The word “trailer” is located at the top of the extracted code. This indicates the 
beginning of the trailer section. The word trailer is followed by a dictionary object, 
which is made up of two entries. The second entry in this dictionary consists of the 
key “/Root” and the corresponding value “1 0 R”. This is an indirect reference to the 
root object in the body section. The root object is identified by the object number 
one and the generation number zero. 

In order to fully understand how objects refer to each other, it is crucial to 
understand the logical structure of a PDF document. The logical structure is a data-
tree and the root object is the topmost element. The root provides indirect 
references to other objects. These objects can also give references and thus creating 
a hierarchy, as illustrated in Figure 2. 
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Figure 2 - PDF logical data-tree structure 

Every object in a PDF document is connected to this logical structure. It enables the 
PDF reader to follow its branches and generate the document for the human reader. 

3.3.3 Cross-reference Table 

The code provided below is the cross-reference table of appendix A. 

xref 
0 7 
0000000000 65535 f 
0000000012 00000 n 
0000000089 00000 n 
0000000145 00000 n 
0000000214 00000 n 
0000000543 00000 n 
0000000419 00000 n 

The beginning of the cross-reference table is identified by the word “xref”. The 
purpose of the table is to give the PDF reader the location of all the objects in the 
document. The cross-reference table consists of subsections, of which each begins 
with two numbers. In the example above, the subsection begins with the number 
zero and is followed by a seven. The number zero tells the PDF reader that the first 
entry in the subsection specifies the location of object number zero. The second 
number specifies how many objects this subsection contains, which in this case is 
seven objects. Summarized, this cross-reference table consists of one subsection, 
containing seven objects, and begins with object number zero. 

Each line that follows the initial two numbers is an entry. Each entry begins with ten 
bytes, which specifies the byte-offset of that object. These are followed by five bytes 
that determine the object’s generation number. Object number zero must always 
have the generation number set to its maximum value, which is 65535. 
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The generation number is followed by a letter. It can either be ‘f’ or ‘n’. The letter ‘f’ 
identifies the object as a free entry and the letter ‘n’ as an in-use entry. 

The object numbers following the first entry is incremented by one for each line. 
Therefore, the last entry in this example will specify object number six. 

To summarize the previous sections, the line “0000000089 00000 n” is a reference 
to object number two, which is located 89 bytes into the document, have a 
generation number of zero, and is currently in-use. 

3.3.4 Body 

The first object encountered in the document’s body section is object number one. 
This has been specified as the root object by the trailer section. The root object of 
this document consists of the following code: 

1 0 obj 
<< 
 /Type /Catalog 
 /Outlines 2 0 R 
 /Pages 3 0 R 
>> 
endobj 

The root object is a dictionary object containing three entries. The first entry in the 
dictionary consist of the key “/Type”, which is a name object, and the value 
“/Catalog”. This entry indicates the dictionary’s type. The other two entries are 
indirect references to object number two, with generation number zero, and object 
number three. Object number three contains all the pages that make up the 
document and is thereby paired with the key “/Pages”. 

The content of object number three is as follows: 

3 0 obj 
<< 
 /Type /Pages 
 /Kids [4 0 R] 
 /Count 1 
>> 
endobj 

This object is also a dictionary containing three entries. The first entry specifies its 
type, which is “/Pages”. This object holds indirect references to all the pages that 
make up the document. The pages are specified in the second entry of the dictionary, 
which is an array. This example only contains one page, which is indirect object 
number four. The last entry value in this dictionary object is an integer, which 
determines the total number of pages within the document. 
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If the indirect object reference contained within the array of object number three is 
followed, the following code is found: 

4 0 obj 
<< 
 /Type /Page 
 /Parent 3 0 R 
 /Mediabox [0 0 612 792] 
 /Contents 5 0 R 
 /Resources << 
   /ProcSet [/PDF /Text] 
   /Font << /F1 6 0 R >> 
  >> 
>> 
endobj 

This is object number four, which is a dictionary. The first entry tells us that this 
object is a page and the second entry is a reference to the parent object. The third 
entry consists of the key “/Mediabox” followed by an array object. The objects 
within the array determine the size of the page. The “/Resources” key is another 
dictionary that specifies the document’s text font. 

The fourth entry with the key “/Contents” has an indirect object reference value 
leading to the object holding the content that populate the page. This object is 
presented below: 

5 0 obj 
<< /Length 43 >> 
stream 
BT /F1 24 Tf 100 700 Td (Hello World) Tj ET 
endstream 
endobj  

Object number five is a stream object. A stream object always begins with a 
dictionary. This particular dictionary has one entry that determines the size of the 
data stream. In this case, the size is 43 bytes. The data stream is initiated by the 
word “stream” and is executed by “endstream”. The content of the stream is located 
between these words. In this particular document, the stream contains the content 
that will be visible to the human reader. A stream object can contain different types 
of data. This can, for instance, be an image or JavaScript code. 
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3.3.5 Graphical Representation 

If the document in appendix A is opened using PDF reading software, the content of 
Figure 3 is generated. 

 

Figure 3 - Graphical representation of appendix A 

3.4 Filters 

When a PDF document is created, the author can choose to compress or convert the 
data in a stream by applying certain encoding techniques. The PDF reader has to 
decode this data before it is used. This is done by using what is referred to as filters. 

The example below provides an example of how filters are implemented into a PDF 
document: 

5 0 obj 
<< 
 /Length 99 
 /Filter [/ASCIIHexDecode /FlateDecode] 
>> 
stream 
789c730a51d0773354303251084953303430503007e29014050d8fd49c9c7c85f0f
ca29c144d85902c05d71000df6e0b21> 
endstream 
endobj 
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The last two highlighted rows in the example above are the content that has been 
encoded. The first highlighted row determines that two filters should be applied to 
the data in order to convert it back into its original format. In order to specify the 
filters, the key “/Filter” must be included into the object’s dictionary. It is followed 
by an array object that determines the type of filters that are used to decode the 
data. It is possible to apply multiple filters on the same stream. 

This particular example applies two filters. The first one is ASCIIHexDecode, which 
will decode ASCII hexadecimal data into its original form. The second filter is named 
FlateDecode and is used to decompress the content. 

When the two filters are applied on the data stream by a PDF reader, the following 
code is revealed: 

‘BT /F1 24 Tf 100 700 Td (Hello World) Tj ET’ 
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4 Malicious PDF Documents 

The PDF standard is a flexible document format that allows the implementation of 
many powerful features. This is possible through plugins and external libraries. Due 
to its vast functionality, PDF documents have been attracting malicious code writers. 
It is also attractive because of its widespread popularity. The PDF standard is, after 
all, de facto standard for exchanging electronic documents and almost every system 
today have a PDF reader installed. Together, these attributes make the PDF 
document a perfect attack vector to someone with mischievous intent. [2] 

According to a report from Symantec’s MessageLabs Intelligence in February 2011 
[15], PDF documents are potentially one of the most dangerous file formats from a 
security perspective. They should therefore be treated with caution. According to 
the same report, PDF documents accounted for 52.6% of the targeted attacks using 
document file types in 2009. In 2010, the usage was increased by 12.4 percentage 
points, which resulted in 65.0% of the attacks. According to Symantec, PDF-based 
attacks are likely to persist and are predicted to exacerbate as malware authors gets 
more sophisticated. 

4.1 Vulnerabilities 

National Vulnerability Database (NVD) is a U.S government managed database 
containing, among other things, information about security related vulnerabilities. 
When a search is performed in NVD regarding vulnerabilities reported in Adobe 
Reader, 295 matching records is presented. The search was performed the 8th of 
February 2013. NVD’s built in statistical summary function, generated a diagram 
showing the time of discovery relative to the quantity of vulnerabilities. This 
diagram is represented in Figure 4. [16] 
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Figure 4 - Adobe Reader vulnerabilities 

Known vulnerabilities are generally identified by its Common Vulnerability and 
Exposures (CVE) number [17]. As an example, a Tagged Image File Format (TIFF) 
image vulnerability reported in Adobe Reader is identified by its CVE-number CVE-
2010-0188. [18] 

According to the paper The Rise of PDF Malware [2], vulnerabilities in a PDF 
document are best explained by categorizing them into the two following groups: 

1. JavaScript based 

2. Non-JavaScript based 

4.1.1 JavaScript Based 

As stated earlier, the PDF standard supports a large amount of functionality. As an 
example, JavaScript code can be directly embedded into an object within the 
document. The JavaScript will be interpreted by the PDF reader’s JavaScript 
Application Programming Interface (API) once the object is executed. 

JavaScript is a commonly utilized function by malicious PDF authors. It can either be 
the direct source for the exploit or used as a part of the attack. 

The impediment, from an attacker’s point of view, is the restrictions that JavaScript 
has. An embedded JavaScript is for instance unable to directly access the process 
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memory or files on the underlying file system. Malicious code writers can bypass 
this security precaution. One way, when using a JavaScript based exploit, is to 
exploit a vulnerability within the PDF reader’s JavaScript API. This can cause a buffer 
overflow. The following sections will explain how a typical buffer overflow attack is 
conducted. 

When the malicious JavaScript is executed, it first loads the shellcode into the PDF 
reader’s heap memory section. This can be done by assigning the shellcode to a 
string variable. Shellcode is the actual code that the malicious author wants the 
system to execute. It is usually a small amount of instructions that will download a 
larger program from an external source. This program can, for instance, monitor the 
keyboard activity of the local user and report the information back to the attacker. 
The shellcode is written in machine language, in order for it to be executed directly 
by the Central Processing Unit (CPU). The process of assigning shellcode to the heap 
memory section is referred to as heap spraying and will be explained shortly. 

The shellcode needs to be executed in one way or another. In order to trick the 
system into executing the shellcode, the JavaScript exploits a vulnerability within 
the PDF reader. This can cause a buffer overflow that will overwrite the return 
address. The purpose of the return address is to direct the CPU back to the function 
that called the JavaScript. If it is overwritten with an address located within the heap 
memory section, the CPU can be directed to execute the shellcode. When the 
JavaScript is finished and the CPU fetches the return address, it will execute the 
instruction at the overwritten address. If that instruction is the beginning of the 
shellcode, the system will be compromised. [19] 

The attacker has knowledge about the memory address that will be executed by the 
buffer overflow, but has no control over where in the heap memory the shellcode 
will be stored. Therefore, heap spraying is used in order to fill the memory with 
shellcode. This will increase the probability that the overwritten return address will 
point at it. In order to execute the shellcode from its beginning, rather than 
somewhere else, the shellcode is prefixed with a large number of No Operation 
(NOP) instructions. This prefix is referred to as a NOP sled. A NOP instruction will 
simply instruct the CPU to execute the next instruction. If the CPU is pointed at one 
NOP instruction, it will thus slide right into the shellcode and execute it. [20] 

Figure 5 present an example of a JavaScript based exploit conducting a buffer 
overflow with heap spraying. The shellcode is located within the upper rectangle 
(blue box). The box located in the middle (red box) contains the heap spraying part 
of the code. The last rectangle (orange box) contains the actual exploit that triggers 
the vulnerability. It exploits the JavaScript function util.printf and this vulnerability 
is identified by its CVE number CVE-2008-2992. [18] 
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Figure 5 - JavaScript exploiting CVE-2008-2992 

There are many JavaScript based vulnerabilities that have been reported. The 
following list consists of several vulnerabilities that are commonly exploited by 
malicious authors. These, however, have all been patched and are no longer able to 
exploit newer versions of Adobe Reader: [18] 

 CVE-2007-5659 – Collab.CollectEmailInfo: This vulnerability can be 
exploited by parsing parameters to the Collab.CollectEmailInfo function. It 
was first discovered in February 2008 by a group of researchers at iDefense. 
In 2010, it was one of the most commonly exploited vulnerabilities. If it is 
exploited, it can result in a buffer overflow. 

 CVE-2008-2992 – util.printf: This is the vulnerability presented in Figure 5. 
In order to exploit the vulnerability, an attacker parses a very large number 
as a parameter to the util.printf function. 

 CVE-2009-0927 – Collab.getIcon: The Collab.getIcon function can result in a 
buffer overflow when parsing certain parameters. 
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4.1.2 Non-JavaScript Based 

PDF documents that exploit vulnerabilities other than JavaScript are more rarely 
encountered. The list below describes some of the more commonly exploited 
vulnerabilities that are non-JavaScript based: [18] 

 CVE-2010-1297 – Flash: This vulnerability is based on a Flash movie and can 
cause a memory corruption. A malicious Flash movie can be embedded into 
the PDF document with the keys “/EmbeddedFile” or 
“/RichMediaActivation”. 

 CVE-2010-0188 – libTifflibrary: An exploit targeted at this vulnerability 
can result in a buffer overflow. The vulnerable library is libTifflibrary. 

 CVE-2009-3459 – FlateDecode Colors: A large integer value supplied as a 
parameter to FlateDecode Colors can also cause a buffer overflow. 

4.2 Triggering Mechanism 

The PDF standard supports a variety of features to make the PDF document more 
interactive and flexible. This interactivity is made possible by the implementation of 
actions. Actions include, for example, playing a sound, launching an application, or 
executing a JavaScript. [14] 

There are a number of different triggering mechanisms that can be used by 
malicious PDF authors in order to execute the harmful content within the document. 
A common method is to trigger an action immediately when the document is 
opened. This is done by including the “/OpenAction” key in the PDF document’s root 
object. The OpenAction can point to a JavaScript or another object that is part of the 
attack. [21] 

Another way to automatically launch an attack is to include the “/AA” key. AA is an 
abbreviation for Additional Action and extends the functionality of the OpenAction 
key. AA can, for instance, specify an action to be performed when the mouse cursor 
hovers above a specific object in the document or a certain page is viewed by the 
PDF reader. An attacker can also specify to open a program or an external PDF 
document. This can be done by using the “/Launch” key. [7] 
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The following code demonstrates how an OpenAction key can be used in order to 
execute an action upon opening the document. 

1 0 obj 
<< 
/Type /Catalog 
/Outlines 2 0 R 
/Pages 3 0 R 
/OpenAction 7 0 R 
>> 
endobj 

The code above is the root object. The highlighted entry in the dictionary, 
“/OpenAction 7 0 R”, specifies that object number seven should be executed when 
the document is opened. [14] 

7 0 obj 
<< 
 /Type /Action 
 /S /JavaScript 
 /JS (app.alert({cMsg: 'Hello', cTitle: 'Testing PDF JavaScript', nIcon: 3});) 
>> 
endobj 

Above is object number seven. It contains a JavaScript code that will show an alert 
window with the message “Hello”. This code is taken from the same PDF document, 
but has been modified in order to make it suitable for the width of the page. 

This is only one simple example of how certain content in the document can be 
executed once the document is opened. There are many other types of triggering 
mechanism and these will be presented in chapter five. 

4.3 Obfuscation Techniques 

More sophisticated malicious PDF authors tend to use a technique that is referred to 
as obfuscation. Obfuscation methods are often applied in order to hide or mask the 
documents true intent. The primary aim of obfuscation is to avoid detection of Anti-
Virus (AV) applications and Intrusion Detection/Prevention Systems (IDS/IPS). It is 
also meant to complicate the analysis process for an analyst. [21] 
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Mr Jarle Kittilsen summarized commonly encountered obfuscation techniques in his 
master thesis Detecting malicious PDF documents [7]. This list is presented below: 

 Separating Malicious Code over Multiple Objects: Code in a PDF 
document can be fragmented into different objects and assembled upon 
execution. This technique makes it harder to analyse the document and is 
used to evade AV and IDS/IPS detection. 

 Applying Filters: Filters are applied to the malicious code in order to 
compress or encode it. This is primarily implemented to avoid detection. 

 Whitespace Randomization: Randomly placed whitespace characters can 
be embedded in order to change the hash sum of the document or JavaScript. 
Hash algorithms will be explained in chapter five. AV software that relies on 
hash sums in order to detect malware can easily be evaded by this technique. 

 Comment Randomization: The purpose of this technique is the same as 
whitespace randomization. Comments in JavaScript code are ignored during 
run-time, but can be used to change the hash sum. Neither whitespace, nor 
comment randomization, will be an obstacle to an analyst. 

 Variable Name Randomization: Variable names in the code can also be 
modified in order to change the hash sum. 

 String Obfuscation: Manipulation of strings is a common obfuscation 
technique that is used to obstruct the analyst and AV software. There are 
several techniques that can be used. A string can be divided into several 
substrings that are concatenated during run-time. The string can also be 
represented using another data format, as for instance, hexadecimal. An 
attacker can also use different formats and form a hybrid representation. If 
the obfuscation is sophisticated and perplexing, it can take a lot of time for 
the analyst to de-obscure the content. 

 Function Name Obfuscation: Functions in JavaScript may be obfuscated in 
order to bypass AV software and aggravate the analyst’s task. This can be 
done by creating pointers with different names to commonly used functions. 

 Integer Obfuscation: Numbers used in the malicious code can be obfuscated 
by representing them in different ways. As an example, a number can be 
represented with a mathematical expression. This can be used to evade 
detection and further confuse an analyst. 

 Block Randomization: The JavaScript syntax and structure can be changed, 
but still generate the same outcome. This can for instance be performed by 
replacing a for loop with a while loop. 
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4.4 Distribution Methods 

Malicious PDF documents can be distributed to the victim in various ways. One 
benefit of a PDF document, from an attacker’s perspective, is that it is a non-
executable file and can be sent directly as an attachment in an email. Many email 
clients, like Gmail, prohibit sending or receiving executable files. According to The 
Rise of PDF Malware [2] from Symantec, there are three types of distribution 
methods that are used in order to spread malicious PDF documents. These include: 

 Drive-by downloads 

 Targeted attacks 

 Mass-emailed PDFs 

The following subheadings will explain these distribution methods in detail. 

4.4.1 Drive-by Downloads 

Drive-by downloads is a distribution technique that originates from a website. Often, 
the website is controlled by the attacker. The majority of web browsers today have 
built in plug-ins in order to read PDF documents directly from a website. By visiting 
a website that contain a malicious PDF document and viewing this in the web 
browser, the document will be loaded into the victim’s system. If the local PDF 
reader is vulnerable to the specific exploit included in the downloaded document, 
the system will be compromised. [2, 21] 

Another benefit for an attacker is that the malicious PDF document hosted on a 
website can be updated or replaced directly on the web server. This provides the 
attacker with the ability to redirect the targeted platform or change the payload of 
the document. 

4.4.2 Targeted Attacks 

A targeted attack is a method that aims at an individual or an organization [2]. 
Attackers often conduct reconnaissance in the initial stage in order to get 
information about the specific target. The acquired information is, for instance, later 
used to assemble an email involving Social Engineering (SE) techniques. The goal of 
an SE attack is to get the receiver to perform an action that benefits the attacker. An 
SE attack usually exploits some type of primitive emotion. This includes for instance 
greed, lust, empathy, curiosity, or vanity. [20] 

An attacker can combine the malicious PDF with an SE attack. An example of this 
hybrid, designed to exploit the victim’s curiosity, is illustrated in Figure 6. Names 
and addresses in the email have been feigned in order to clarify its intention. 
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Figure 6 - Targeted attack with SE 

Once the receiver downloads the attachment and opens it in a PDF reader that is 
vulnerable, the system will be compromised. 

4.4.3 Mass-emailed PDFs 

A mass-email attack builds on the same concept as a targeted attack discussed in the 
previous subheading. The difference is that it is targeted at a bigger audience. The 
email is sent to a large amount of email accounts and the purpose is often to infect 
as many systems as possible. The email addresses can for instance be acquired from 
publicly available email-lists, or from an already infected system’s local contact list. 
The SE attack embedded in the email is constructed in a way that targets a more 
general audience. [2, 21] 
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5 The Extendable Guideline 

In this chapter, The Extendable Guideline for Analysing Malicious PDF Documents will 
be presented. The guideline is made up of five phases, which in turn are composed of 
smaller steps. Each phase enclose a section of the analysis process. The phases are 
performed in a sequential order, thus starting at phase I and ending at phase V. The 
different steps included in the phases are implemented into flowcharts in order to 
direct the analyst on the right path. 

This thesis will only focus on phase III, which is called the analysis phase. The list 
presented below describes the purpose of the five phases that constitute this 
guideline: 

I. Detection: Detection is the initial phase. Before a PDF document can be 
analysed it must first be detected or flagged as suspicious. The purpose of 
this step is to elucidate techniques and tools that can be used in order to 
detect malicious documents. It can for example be detected by an employee 
that receives a PDF document attached to an email from an unknown source. 
It can also be detected by an IDS/IPS system that recognizes a signature 
during a file transfer. 

II. Handling: This part concerns how the PDF document should be handled 
after it is detected. There are many aspects regarding this phase and a large 
quantity of variables to anticipate. The handling phase affects the security 
from the point of detection until the PDF document is safely contained within 
the analysis environment. The primary objective is to avoid triggering any 
exploits during transfer. 

III. Analysis: This phase is the focus of this thesis and will be presented in detail. 
In this stage the document is safely contained within the analysis 
environment and the actual analysis can begin. The document is initially 
scrutinized and scanned for suspicious behavior. The analyst then gradually 
moves deeper into the PDF document’s content. As mentioned in the 
methodology chapter, this thesis will present how to detect suspicious 
behavior and how to extract JavaScript code from the document. 

IV. Report and Documentation: Phase four firstly includes the compilation of a 
report. This report is meant to be sent to the analyst’s superior ordinate or 
client. The report includes all relevant information about the PDF document 
that has been analysed. Relevant information includes, for instance, if the 
document is malicious or not, what the PDF document exploits, and what sort 
of system it is targeted at. The second part of this phase is documentation. 
Documentation is important to the analyst in order to keep a record over 
previously done work. Good documentation can for instance avert the 
analyst from wasting time on analysing the same document twice. The 
documentation and report should be stored in a redundant and well 
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organized database. The database should include information such as hash 
sum of the document, a copy of the PDF, exploits that have been detected, 
triggering methods, and a brief chronological summarization of the 
discoveries. 

V. Improvement: It is important to assess the work after it is fulfilled. In this 
phase, the analyst should think back in time and evaluate what went well and 
what went badly. Changes should be implemented into the working process 
that benefits the outcome and contribute to the efficiency of the analysis. 
These improvements can also be included into the guideline in order to 
update it. 

The different phases should be thought of as a repeating process, as illustrated in 
Figure 7. 

 

Figure 7 - The five guideline phases 
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5.1 Presentation of Phase III 

This part of the chapter will provide a detailed presentation of the analysis phase. 
The flowchart presented in appendix B will determine how to follow the different 
steps that exists in this phase. 

Each step’s title is prefixed with a number enclosed within square brackets. This 
number is also present within the different figures of the flowchart. When following 
the flowchart during the analysis process, the number within the figure informs 
what step to look for information about that specific action. As an example, 
information about the action in Figure 8 is located in the first step that is titled “[1] 
Hash sum calculation and search”. 

 

Figure 8 - Flowchart action 

The meanings of each shape that compose the flowchart are explained in Table 1: 

 

SHAPE NAME COLOUR DESCRIPTION 

 Terminator Green The oval shape indicates the starting point 
of the flowchart. 

 Flow Line Black The arrow determines the direction of the 
process flow. This is used as connectors 
between different figures. 

 Decision Red The diamond shape represents a decision. 
This is used when there are two options 
and provides the flowchart with branching 
capabilities. 

 Off-page 
Connector 

Black The shield represents a process jump flow 
to another phase of the guideline. The 
phase is represented with a roman number 
inside the figure. 

 Process Blue The rectangle indicates a process or action 
that should be performed by the analyst. 
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 Extendable 
Process 

White The hexagon shape represents an area of 
the guideline that is not yet implemented. 
At these points, others can attach their 
flowcharts that guide the analyst in the 
topic. 

Table 1 - Flowchart shapes 

5.1.1 The Steps of Phase III 

The following part of this chapter will present the different steps of the analysis 
phase. The tools that will be elucidated are available for Linux OS, are open source, 
and are pre-installed into the Linux distribution REMnux. REMnux is a Reverse-
Engineering (RE) OS based on Ubuntu and is customized for analysing malware. 
REMnux is maintained by Mr Lenny Zeltser. [22] 

[1] Hash sum calculation and search 

The first step that should be conducted in the analysis phase is hash sum calculation 
and search. A hash sum uniquely identifies a file and can therefore be used when 
searching for previously analysed documents. This can save the analyst a great deal 
of time if the document already has been analysed by someone else. 

A commonly used hash algorithm is Message-Digest 5 (MD5). The MD5 algorithm 
will digest data into a 128-bit hash sum. The hash sum is typically expressed with 32 
hexadecimal characters. [23] 

Tools that can be used for hash sum calculation in a Linux environments are for 
instance the often built in utility md5sum [24] or the open source Python tool peepdf 
[28]. Both of these tools are Command-Line Interface (CLI) based. The commands 
below show how to calculate hash sums with these two tools (the ‘$’ character 
represents the prompt in a Linux terminal session): 

md5sum: $ md5sum <PDF filename> 

peepdf: $ peepdf <PDF filename> 

The example provided below shows a hexadecimal hash sum that has been 
generated from a PDF document. This value can be used to uniquely identify the 
specific file: 

Hash sum: 78e3b32b0752ab6a7e6ae72ba36529eb 

After the hash sum is calculated, searches in the analyst’s own database, which is 
managed during phase IV, should be performed using the hash sum. The database 
consists of information about already analysed documents, including their hash 
sums. The analyst can encounter the same document twice and in order to avoid 
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wasting time analysing it a second time, the database should be searched first. If the 
hash sum is present within the database, the analyst can proceed directly to the next 
phase and generate a report. 

The second search that should be performed using the hash sum, are through 
different search engines. The goal of this search is to check if someone else already 
has done the time-consuming work of analysing the document. If a search hit is 
presented, information about that specific PDF document should be acquired. If the 
hash sum does not generate a search hit, the analyst should proceed to the next step 
of this phase. 

It is important to keep in mind that a hash sum of a file can easily be modified by the 
document’s author by changing its content. This step should therefore be considered 
as a potential time saver, rather than a fully-fledged analysis technique. [23] 

The following list clarifies the meaning of the different flowchart figures that 
correspond to step number one: 

 Hash sum calculation and search: This means that a hash sum of the PDF 
document should be generated with the tools presented in this step. The hash 
sum should then be used to search in the analyst’s database of previously 
analysed documents and in different search engines. 

 Database match?: This figure asks if the hash sum generated a search hit in 
the analyst’s database. 

 Search engine match?: This figure asks if the hash sum generated a search 
hit in the search engine.   

 Acquire information: During this process, the analyst should obtain all 
available information about the PDF document that generated a search hit. 

 Sufficient information obtained?: This question asks if the acquired 
information is enough to generate a report in phase IV. If there is unclear 
information about the specific document, further analysis is required. 

[2] AV scanning 

The second step to be performed is AV scanning with various products. It is 
important to notice that AV scanning is not a silver-bullet analysis technique. 
Malicious PDF authors can avoid detection by implementing obfuscation techniques 
in the document. In addition to this, newly discovered vulnerabilities and exploits 
can be missed by AV products. When scanning a PDF document with an AV 
application, it will alert the user if suspicious behavior or a signature match is 
detected. [7] 
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The following list explains the meaning of the different flowchart figures that 
correspond to step number two: 

 AV scanning: This means that various AV products should be used to scan 
the specific document for suspicious behavior. 

 AV alert?: The question contained in this figure asks if any of the AV 
products generated an alert when scanning the document. 

[3] Scan for suspicious elements 

If neither hash sum search, nor AV scanning provided any result, the next step is to 
begin the actual analysis. The goal of this step is to obtain an overall understanding 
of the specific document and identify suspicious behavior. This is done by 
scrutinizing the document and looking for common objects, keys, and obfuscation 
techniques that often are used by malicious authors. Mr Lenny Zeltser has 
summarized a short list of suspicious elements. This list is provided in Table 2. 

 

NAME DESCRIPTION 

“/OpenAction” and “/AA” These keys are often used in order to run 
an action automatically when a specific 
event occurs, or when the document is 
opened. 

“/Names”, “/AcroForm”, and “/Action” These keys are also capable of specifying 
an action to be performed. 

“/JavaScript” This key indicates that the document 
contains JavaScript code. 

“/GoTo” This can change the view of the PDF 
reader to a different page, or to another 
PDF document. 

“/Launch” This key can launch an external program, 
or open a separate PDF document. 

“/URI” The “/URI” key can specify a web address. 

“/SubmitForm” and “/GoToR” These keys can be used in order to send 
information to a specific web address. 

“/RichMedia” This key is used in order to implement 
Flash content into the PDF document. 
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“/ObjStm” This object can mask its content by 
applying different encoding techniques. 

Table 2 – Mr Lenny Zeltser's list [25, 14] 

There are many suitable tools that can be used to perform this step. The most 
elementary tool needed for analysing PDF documents, is a tool that can view its 
content. Any text editor can accomplish this, but there are tools that have been 
customized solely for analysing PDF documents. One of these is a tool named PDF 
Walker [26]. PDF Walker is a program included in the Origami framework. It 
provides an easy Graphical User Interface (GUI) that allows the user to effectively 
navigate through the different objects. It is particularly efficient when handling a 
large document. A regular text editor, like Nano [27], is also an alternative that can 
be used. 

How to open a PDF document with PDF Walker and Nano is presented below: 

Nano:  $ nano <PDF filename> 

PDF Walker: $ ./pdfwalker <PDF filename> 

There are excellent open source tools that can be used for a quick overview of a PDF 
document. Mr Didier Stevens have developed many efficient tools for an analyst 
handling malicious documents. One of these tools is the CLI-based PDFiD, which is 
written in Python. It is a string scanner that will present the different elements 
contained within the document. This tool can be used as an indicator to if the 
document is likely to be malicious or not. [18] 

The following command shows how to scan a document with PDFiD: 

PDFiD:  $ pdfid <PDF filename> 

Figure 9 illustrates an example of the output provided by PDFiD when a scan is 
performed on a malicious document. This output clearly indicates that the document 
is suspicious. 
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Figure 9 - PDFiD output 

The left column in the figure lists different object types and keys that often are 
encountered in malicious documents. The right column indicates the quantity of 
these elements that PDFiD are able to identify. The output in Figure 9 shows that the 
document contains an action that will be performed when the document is opened 
(“/OpenAction”) and that it contains JavaScript (“/JS” and “/JavaScript”). This 
document should thereby definitely be analysed further. 

PDFiD can also provide an indicator that obfuscation techniques have been 
implemented by the author. Figure 10 illustrates how PDFiD reacts on the 
hexadecimal obfuscation presented in Figure 14. PDFiD adds a number inside 
parentheses in order to alarm the user that some of these objects, or keys, have been 
represented in an obscure manner. The number inside the parentheses indicates the 
quantity of obfuscated elements. This is a strong indicator that the document is used 
for mischievous intent. 

 

Figure 10 - PDFiD obfuscation indicator 

Another effective tool that provides a similar first indication of suspicion is peepdf 
[28]. The following command will scan a PDF document using this tool: 

peepdf: $ peepdf <PDF filename> 
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Figure 11 shows the output generated with this tool when it is applied to the same 
PDF document as with PDFiD in Figure 9. 

 

Figure 11 - Peepdf output 

Peepdf provides a large amount of valuable information. Object numbers of 
suspicious elements, JavaScript indicators, and stream objects are pointed out inside 
the orange box of Figure 11. Peepdf are also able to recognize some well-known 
exploits. In this example, the PDF document contained an exploit that targets the 
vulnerability CVE-2008-2992. [28] 

Other important information that can be determined by peepdf is if parts of the 
document have been encrypted. This is pointed out by the arrow in Figure 11. If the 
value of this indicator is marked as true, some suspicion should arouse. The 
techniques for decrypting a PDF document will not be included into this thesis and 
are left for others to implement into the guideline. 

It is important to note that PDFiD’s and peepdf’s initial scanning function should be 
considered as indicative. If a document does not include suspicious content at a first 
glance, it does not mean that it is completely safe. Therefore, a quick manual 
analysis of the document should be performed even if these tools show that it is not 
likely to be harmful. The manual analysis will be presented in the next stage. 
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The following list explains the meaning of the different flowchart figures that 
correspond to step number three: 

 Scan for suspicious elements: This process means that the PDF document 
should be scanned with the tools presented in this step. 

 Suspicious elements detected?: The question inside this figure asks if any 
suspicious behavior was detected while scanning the document. The 
description of what to look for is summarized in Table 2. 

 Quick manual analysis: The process of this figure denotes that a quick 
manual analysis should be conducted. The document should be scrutinized 
for suspicious behavior using tools that can navigate through the PDF 
document. 

 Encryption encountered?: This question asks if the scan performed by 
peepdf or PDFiD indicates that encryption is detected in the document. 

[4] Inspect suspicious elements 

When an analyst finds a document that appears to be suspicious, it is time to inspect 
individual objects that constitute the document. During this inspection, mapping of 
the objects tree structure can be done. This provides the analyst with an overall 
picture of how the different objects are interconnected to each other. 

Peepdf’s tree mapping function can be used for this in its interactive mode. The tree 
function will scan the document and summarize its structure. The following 
command shows the syntax for opening a PDF document in interactive mode with 
peepdf: [28] 

peepdf: $ peepdf -i <PDF filename> 

A new prompt (“PPDF>”) will appear in the terminal window and the command 
“tree” should then be issued in order to map the document’s structure. Figure 12 
illustrates an example of the output generated by this command. The hierarchy of 
objects is represented inside the orange box. 
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Figure 12 – Peepdf’s tree mapping output 

An effective tactic is to follow what appears to be the triggering mechanism of the 
potential malicious PDF document. For instance, in Figure 9 presented in step three, 
the first object to scrutinize should be object number one. This is because it contains 
an OpenAction key. If this reference is followed, it will probably lead to the exploit of 
the malicious document. 

Peepdf and a tool called pdf-parser is a particularly good combination of tools that 
can be used in tandem with each other for this step of the analysis. Pdf-parser is a 
Python program developed by Mr Didier Stevens. It can view specific objects of a 
PDF document and decompress/decode encoded object streams. [18] 

The following command illustrates the usage of pdf-parser in order to view a 
specific object in a PDF document: 

pdf-parser: $ pdf-parser –o <object number> <PDF filename> 
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The command switch “-o” specifies the targeted object number. Figure 13 presents 
an example of how the output from pdf-parser can look like. 

 

Figure 13 - Pdf-parser output 

The output provided above clearly shows that object number one in this document 
have the OpenAction key. The next command to be issued with pdf-parser should 
thus be targeted at object number seven, because it is the indirect object reference 
provided by the OpenAction. 

Pdf-parser is also capable of decoding encoded data streams. It is a common 
obfuscation technique used by malicious PDF authors in order to avoid detection 
and mask the documents true intent. The following command can be used for 
decoding. The command switch “-f” instructs pdf-parser to decode all encoded data 
it encounters: [18] 

pdf-parser: $ pdf-parser –o <object number> –f <PDF filename> 

The following list explains the meaning of the different flowchart figures that 
correspond to step number four: 

 Inspect suspicious elements: This process means that elements that were 
identified in step three as suspicious should be inspected using the tools 
presented in this step. It also denotes that the document’s hierarchy should 
be mapped in order to get an overall understanding of its structure. 

 JavaScript encountered?: This figure asks if any JavaScript code was 
encountered during the inspection of the objects. 
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[5] Extract JavaScript 

On rare occasions, JavaScript may be embedded into the PDF document in clear text. 
If this is the case, it can easily be extracted and further analysed. This scenario is 
however not commonly encountered. Often, the author of the document includes 
obfuscation techniques that make the work harder for the analyst. Commonly 
encountered obfuscation techniques are mentioned in chapter four. 

The tools presented in step three and four can be utilized in order to extract 
JavaScript from a sophisticated PDF document. There are also certain tools that have 
been designed to automatically accomplish this task. One of these tools is a Python 
program called pdf.py. [18] 

Two extracted parts from a PDF document containing JavaScript is presented in 
Figure 14 and Figure 15. The first-named figure clearly indicates that the value of 
the entry have been obfuscated using a hybrid of hexadecimal characters and ASCII 
characters. The last-mentioned figure shows a data stream object holding the 
compressed JavaScript. 

 

Figure 14 - Hexadecimal obfuscation 

 

Figure 15 - Compressed data stream obfuscation 

The following command can be used with pdf.py in order to scan the PDF document 
for JavaScript and extract the code into a regular text file: 

pdf.py:  $ pdf.py <PDF filename> 

The obfuscation techniques presented above are simple in their nature, but this tool 
can effectively extract malicious code out of complicated PDF documents. Therefore, 
it can be used in order to save a lot of time and effort. It can be much more efficient 
to use this type of tools instead of doing a solely manual analysis in order to extract 
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the malicious content. But, in order to avoid missing important information, this tool 
should be used as a complementary to the manual analysis. 

The following list explains the meaning of the different flowchart figures that 
correspond to step number five: 

 Extract JavaScript: This figure means that the JavaScript should be extracted 
from the document using the tools presented in this step, step three, and step 
four. 

[6] Extendable areas 

This step currently consists of areas that need to be implemented into the guideline. 
The following list explains the purpose of each area that is represented in the figures 
of the flowchart: 

 JavaScript analysis: This process should provide a guide on how to analyse 
the JavaScript code and determine if it is malicious or not. This step should 
also include information on how to find out if the exploit of the document is 
solely JavaScript based, or if other components are part of the malicious 
content. 

 Solely JavaScript based?: The question in this figure asks if the malicious 
content found in the document is solely JavaScript based, or if it is used in a 
combination with other features. 

 Non-JavaScript based analysis: The purpose of this task is to provide a 
guideline for analysing non-JavaScript based exploits. Examples of non-
JavaScript based exploits are provided in chapter four. 

 Is it malicious?: The question asks if the content found in the document 
really is used for malicious purposes, or if it is innocuous. 

 Exploit and shellcode analysis: This process should provide a guideline 
elucidating how to analyse the shellcode and how the exploit is possible to 
realize. 

 Impact test: The impact test should provide a guideline on how to determine 
what versions of the PDF reader the exploit is targeted at and what OS the 
payload is meant to be executed on. 
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5.2 Demonstration of Phase III 

This part of the chapter will demonstrate the guideline in action by utilizing it when 
analysing a real malicious PDF document. The path through which this analysis will 
take across the guideline is illustrated by the orange glowing arrows in the 
flowchart in appendix B. This is phase III of the guideline and occurs after the 
document have been detected and safely transported into the analysis environment. 
During this demonstration, the Linux distribution REMnux was used as a virtual 
machine on a Windows 7 host system. 

5.2.1 Hash Sum Calculation and Search 

The first process according to the flowchart was to calculate a hash sum of the 
document. The calculation is illustrated in Figure 16. The tool used in this 
demonstration was the built in utility md5sum. 

 

Figure 16 - Hash sum calculation 

This hash sum should then be used in order to conduct a search in the analyst’s own 
database. However, this step was not performed because the database does not yet 
exist. 

The hash sum was also used in order to perform searches through different search 
engines. A search with the calculated hash sum of this document is illustrated in 
Figure 17. It resulted in zero matches and the utilized search engine was Google. 

 

Figure 17 - Google search 

After the hash sum calculation and search was performed, the next figure 
encountered in the flowchart was the following question: 

 Database match?: The answer to this question was NO. 
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In the next figure, the following question was asked: 

 Search engine match?: No match was found, as illustrated in Figure 17, thus 
the answer to this question is NO. 

5.2.2 AV Scanning 

When following the flowchart, the next figure encountered was the process of 
scanning the document with various AV products. Figure 18 illustrates the scan 
result when a search was performed using avast! free version. The AV software did 
not detect any suspicious behavior in the document. 

 

Figure 18 - Avast AV scan 

When the scanning was finished using AV products, the next flowchart figure in the 
guideline was the following question: 

 AV alert?: The AV products did not result in any alert and thus the answer to 
this question is NO. 

5.2.3 Scan for Suspicious Elements 

The next figure indicated that a scan for suspicious elements should be conducted.  
Figure 19 present the result of the scan conducted with PDFiD. This presented some 
suspicious keys that were contained within the document. Firstly, the JS and 
JavaScript keys (red underlining) indicated that JavaScript was present in the 
document. Secondly, the OpenAction key (blue underlining) was present, which 
informs that an action should be performed once the document was opened. The 
output also indicates that no encryption technique was implemented into the 
document (orange underlining). [14] 
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Figure 19 - PDFiD scan 

The next figure encountered in the flowchart was the following question: 

 Suspicious elements detected?: As stated previously, suspicious behavior 
was detected and therefore the answer to this question is YES. 

The next figure in the flowchart was the question below: 

 Encryption encountered?: The output provided by PDFiD indicated that no 
encryption was present in the PDF document. The answer to this question 
was thereby NO. 

5.2.4 Inspect Suspicious Elements 

The next process to be performed was inspection of the suspicious elements 
detected in the previous process. During this step, peepdf reported an error and was 
unable to identify the different objects in the document. A manual analysis of the 
PDF documents trailer section was therefore performed with the text editor Nano. It 
was used in order to identify the PDF documents root object. The content of the 
trailer section is illustrated in Figure 20. 

 

Figure 20 - Trailer section 
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The trailer section indicated that the root object of this document was object 
number nine. Next, pdf-parser was used in order to view the content of the root 
object. The result of this is presented in Figure 21. 

 

Figure 21 - Root object inspection with pdf-parser 

The root object indicates that object number three will be executed when the 
document is opened. This object was scrutinized using pdf-parser and resulted in a 
dead end. Nothing harmful was detected by following this path. 

The next branch of the hierarchy that was followed was object number six, which 
according the root object, leads to a JavaScript. Object number six is presented in 
Figure 22. 

 

Figure 22 - Object number six 
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This object had a Name key with an indirect object reference to object number 
seven. Pdf-parser was then used to view the content of object number seven, which 
contained the JavaScript. 

When this step was completed, the next figure in the flowchart issued the following 
question: 

 JavaScript encountered?: JavaScript was indeed encountered during the 
process of inspecting the suspicious document. Thus, the answer to this 
question is YES. 

5.2.5 Extract JavaScript 

Extraction of the encountered JavaScript was the next process presented by the 
flowchart. The JavaScript within the document was not encoded and could easily be 
extracted into a separate text file. The text editor that was used to accomplish this 
was the one built into REMnux. 

5.2.6 JavaScript Analysis 

Analysis of the JavaScript code was the next process of the flowchart. This step has 
not yet been implemented into the guideline and is therefore the end of this 
demonstration. However, a quick peek into the JavaScript revealed some interesting 
content. Figure 23 is an extracted part from the JavaScript that clearly indicated that 
the code will try to exploit the CVE-2008-2992 vulnerability. This vulnerability is 
exploited by passing a very large integer number as a parameter to the util.printf 
JavaScript function. The exploit have been obfuscated by separating the number and 
function call into several strings. These strings will be concatenated during run-
time. If a comparison is made between this figure and the exploit in Figure 5, one 
can see that they are almost identical. [19] 

 

Figure 23 - Exploit 

Another interesting part of the extracted JavaScript is presented in Figure 24. This is 
the shellcode that the author of the document is trying to get executed by exploiting 
the vulnerability. The shellcode was very long and therefore only a part of it is 
represented in the illustration below. This code is also obfuscated by splitting it in 
an array and is written in machine language, as in Figure 5. 
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Figure 24 - Shellcode 
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6 Discussion 

A qualitative descriptive research methodology was an apropos approach in order 
to accomplish the aims of this thesis. By applying this method, previous knowledge 
could be used extensively in order to construct the guideline and explain the 
concerned topic. It was, however, important to give a veridical picture of the subject. 
Therefore, it was crucial to carefully contemplate the material that was selected 
from the sources. 

There are wide-ranging problems with relying on earlier published material. It was, 
inter alia, inappropriate to generalize on the basis of the selected material. It was 
also difficult to be absolutely confident about the correctness of the specific source. 
In order to increase the confidence level of the material, multiple independent 
sources that address the same result was utilized. 

There always arise complications when trying to arrange a complex process into a 
structured form. There are myriads of variables to take into consideration and an 
advanced procedure like analysing malicious PDF documents is no exception. This 
topic is not just complex, it is also volatile. The volatility is increased as new 
vulnerabilities are uncovered, updates to the PDF standard is released, and new 
obfuscation techniques are developed. 

There are some advantages and disadvantages of the layout chosen for this 
guideline. An advantage is that the guideline provides a flexible structure that can be 
adjusted and further developed in the future. Its flexibility is also necessary due to 
the volatility of the topic. 

Another advantage is the scope of which the guideline is able to enclose without 
decreasing its user-friendliness. It presents the utilizer with an overall picture in the 
subject, a deep understanding of each step, the required technical background 
information, and in which order to perform what action. Its hierarchical structure 
and belonging flowcharts also makes the process perspicuous and has a positive 
effect on the spectator’s perception. 

As far as I have managed to discover, there are no comparable guidelines in this field 
of knowledge that have the same setup and purpose as the one presented in this 
thesis. Therefore, I consider this guideline as innovative. 

A disadvantage, at the moment, is that the guideline only elucidates a part of the 
analysis process and is currently not meeting the purpose of giving the utilizer 
guidance during the entire process. Another disadvantage of the guideline is that it 
risks lagging behind the development of new vulnerabilities and exploits. It takes 
time to implement changes. Therefore, the most recently discovered information in 
the subject will be missed if one solely relies on it during an analysis. The guideline 
needs to be revised as new knowledge appears. A problem also arises when others 
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are allowed to implement developments into the guideline. This creates the issue of 
whom, or what, shall decide on what to add. 

An advantage of the flowcharts is that it enhances the guideline’s pedagogical 
capacity, as it provides a logical structure to the potentially massive amount of 
information. 

The decision of representing the guideline’s process flow with flowcharts can also 
be a disadvantage in some aspects. It is for instance difficult to parse a very complex 
process with many outcomes into the form of a flowchart. This, however, can often 
be solved by further dividing the process into smaller fragments. But, whenever the 
complexity of the guideline is increased, the pedagogical attribute is decremented. 
This may eventually lead to that the guideline becomes ambiguous. It is therefore 
crucial to construct the flowcharts and its corresponding information according to a 
layout that is consistently logical and distinct. 

The idea is to construct a guideline that is maintained and developed collectively. It 
is basically meant to be a form of an encyclopedia that builds on the same concept as 
the works under the GNU’s not Unix (GNU) General Public License [29]. 

The vision for this guideline is to eventually see it develop into a centralized source 
for information about the analysis process of malicious PDF documents. The concept 
of a guideline with phases, steps, and flowcharts may also be adapted onto other 
complex procedures. 

Future development can also include replacement of manual steps with automated 
steps. Many time-consuming tasks can be performed much more efficiently by a 
computer system, rather than a human analyst. The automatic tools must however 
be extremely reliable in order to fully replace its manual equivalent. 

It would also be effective to implement the guideline into the form of software. It can 
then be more mobile, flexible, interactive, and easily managed. This opens up a 
whole new spectrum of possibilities for the development of the guideline. Variables 
that previously were impossible to measure, like time, can then be used in order to 
help the analyst. This also makes it possible to perform automatic logging which 
monitor the process. 

It can also be used for educational purposes. Students, or someone who wants to 
learn about the topic, can easily follow the guideline and is provided with the 
required background information in order to understand the subject. 

The PDF standard provides a feature rich file format that can be used for a great 
amount of tasks. However, vast functionality and complexity often comes with the 
price of reduced security. When a new feature is implemented, the environment 
change and previously nonexistent security vulnerabilities arise. Therefore, it is 
crucial to consider the potential security risks before a development is 
implemented. 
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7 Conclusion 

The first aim of this thesis was to answer the question “How can the analysis process 
of malicious PDF documents be structured into a practical guideline?”. This was 
accomplished by dividing the analysis process into phases, which spans over a large 
portion of the process. Next, the phases were further divided into different steps that 
enclose a section of the specific phase. The guideline was constructed to be 
extendable and is followed by the use of a flowchart. 

The second question was “How are malicious PDF documents analysed?”. The initial 
stage of the analysis is often to search for suspicious behavior in the document. If 
suspicion is aroused, further inspection is conducted with various tools. A common 
technique is to concentrate on the triggering mechanism and follow its path to the 
malicious content. Many tools are made for manual analysis, but there are some 
parts that can be done automatically. Commonly used tools are for instance PDFiD, 
peepdf, pdf.py, PDF Walker, and pdf-parser. When the harmful content is found, it is 
then further analysed by concentrating on finding the exploit and payload. 

The third aim was to find out “What internal functions are malicious PDF authors 
commonly exploiting?”. The result of this was that JavaScript is involved in the 
majority of the exploits. There are some exploits that are solely based on JavaScript. 
These include for example parsing abnormal parameters to the util.printf, 
Collab.CollectEmalInfo, and Collat.getIcon function. However, there are a lot of 
vulnerabilities in other areas. These include, for instance, exploiting embedded Flash 
and TIFF images. 

The last question of this thesis was “How are malicious PDF documents distributed by 
attackers?”. The distribution methods can be divided into three categories. The first 
is drive-by downloads. This category include when an attacker stores a document on 
a website that can be downloaded by the victim. The document is downloaded if it is 
viewed by the PDF reader built into the victim’s web browser. The second method is 
targeted attacks, which is usually conducted by sending the document as an 
attachment in an email. The third method is mass-emailed PDFs, which builds on the 
same concept as the previously mentioned method. However, this is targeted at a 
bigger audience. Both targeted and mass-emailed attacks are often used in tandem 
with an SE attack in order to trick the victim into downloading the attachment.
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B – Phase III flowchart 
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