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Abstract 

Signal processing in advanced radar systems requires high computation performance. 

Therefore, Multicore processor architectures are of increasing interest for science and industry, 

as an enabling technology for the implementation of radar signal processing. Four versions of 

multicore processors studied in this thesis: 1) 8 cores with 1 shared cache, 2) 8 cores with 8 

private caches, 3) 32 cores with 1 shared cache, and 4) 32 cores with 32 private caches. The 

focusing of this study is to evaluate the performances of their memory architectures. The 

studied multicore architectures have been simulated using the ThreadSpotter tool and using 

threads as abstraction for concurrently executing cores. 

In order to evaluate the cache architectures of the studied set of processors, we use four 

benchmarks, (Tilted Memory Read, Cubic interpolation, Bi-cubic interpolation and Covariance 

matrix estimation in STAP), based on HPEC, (High Performance Embedded Computing), 

Challenge Benchmark Suite. These benchmarks have been chosen to simulate different kinds of 

memory access patterns in radar signal processing. The original benchmark code has been 

modified and implemented using OpenMP.  

The selected benchmarks have been analysed using the ThreadSpotter tool. Conclusions have 

been drawn according to some indicators, for instance the Fetch Ratio and the Fetch Utilization, 

which is generated by the ThreadSpotter. The processor with 8 cores and private caches 

achieved the best performance thanks to its private cache that can avoid some race conditions 

and false sharing effects. The processor with 32 cores and private caches obtained the worst 

performance during almost all the experiments, due to its smaller private caches, which do not 

have enough capacity to hold useful cache lines. 

 

Keywords 

Multicore, Cache architecture, Bandwidth, Signal Processing, Acumem ThreadSpotter, HPEC 

benchmark, OpenMP, Fetch Ratio, Fetch Utilization 
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1. Introduction 

The word “radar” is an abbreviation for “radio detection and ranging.” Radar systems has been 

developed since the year 1886 when Hertz demonstrated the radio wave reflection, which is the 

basis for any radar system. The fundamental task of a radar system is to detect objects. In 1903 

and 1904, the first ship detection with radio wave reflection was achieved by a German 

engineer named Hulsmeyer. The basic structure of a radar system can be seen in Figure 1.1 [1].  

The basic radar functions can be classified as detection, tracking and imaging [1]. Modern radar 

systems are far more capable than just detecting ships or aircrafts and they are also used in 

various contexts. For instance, traffic radar used to detect speeding vehicles, or radar for 

mapping a forest. One of the most commonly used radar systems is the weather radar for 

weather broadcasting by detecting the cloud movement. A cloud-moving picture of the target 

area can be drawn by the weather radar system. Advanced radar systems with multiple antennas 

enable 3D radar imaging, which can collect and process substantial reflected information by 

massive scanning. Such radar systems are not only capable of detecting and localizing objects, 

but can also, for example, generate images [2]. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1.1 Block view of pulsed mono static radar 

 

The sampled radar signals are processed in a signal processor, see Figure 1.1. The task of the 

signal processor is to extract received information of interest. It requires a high-performance 

computer architecture to be able to cope with the signal processing in real-time. A 

special-purpose processor can be designed for such performance requiring computations. 

However, special-designed processors to develop for radars are normally produced in small 

quantities. 

Modern general purpose multicore processors produced by companies like INTEL and AMD 

are therefore of interest as candidate technology for building high-performance DSP platforms. 

These general-purpose multicore processors designed for commercial use in a more general 

application area and can be offered at a relatively low price. A multicore processor contains at 

least two cores on a single chip. This kind of parallel processor technology enhances the 

performance through the concurrent execution of programs. 

IF amplifier 
Signal 

processor 

Display 

Data 

processor 

Low-noise RF 

amplifier 

Mixer 

Local oscillator 

Transmitter Waveform 

generator 

Antenna 

Duplexer 



2 
 

1.1. Introduction to Multicore Processor 

In 1945, a computer architecture was proposed by the mathematician and computer scientist 

John von Neumann. This electronic digital computer architecture consists of a sequential unit 

consist of an arithmetic logic unit and registers, a control unit, including an instruction register 

and a counter, a memory unit to store data and instructions, a mass storage, and input/output 

mechanisms [4]. This computer architecture is referred to as the von Neumann architecture. 

With this computer architecture, a program is usually a sequence of instructions stored in the 

computer‟s memory [5]. Until 2005, most modern Personal Computers (PC:s) were based on 

this architecture. 

In the von Neumann architecture, the central processor unit (CPU) executes one instruction at a 

time. For a long time, the clock speed (frequency) of processors has been increased. In the past 

few decades, the processor clock frequency was synonymous with performance. A higher 

clock-frequency has been interpreted as a faster and more capable computer. When the Intel 

Pentium4 processor was developed and the frequency reached up to 3.8 GHz, heat dissipation 

became a big problem. The scientists found it very difficult to gain a higher performance simply 

by increasing the frequency, which would increase the temperature as well. At the same time, 

computer scientists attempted to gain performance by changing the structure of processors to 

make it execute more than one instruction per clock cycle. Superscalar processor [6] and HT 

(Hyper-Threading Technology) are examples. 

A multicore processor is an alternative attempt to further increase the performance by 

embedding multiple cores into one chip. A multicore processor contains at least two physical 

cores. Depending on the type of multicore architecture, the individual cores can have private 

caches or a single shared cache [7]. 

Figure 1.2 shows a typical shared cache dual core processor (Intel T7500 dual-core processor) 

architecture. It contains two independent cores with their private L1 caches, both connected to a 

shared L2 cache through a bus interface. 

However, new problems come with this kind of technology. For instance, the multicore 

processor technology introduces different kinds of cache memory problems, for instance: 

 cache coherence, 

 memory latency, and 

 memory bandwidth limitations. 

These are well-known problems that typically limit the total performance of a multicore 

processor.  
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Figure 1.2: Intel T7500 Dual-core processor architecture 

 

Introduction to Intel Xeon family 

The Intel XEON is a family branch of multiprocessing x86 microprocessors, designed for 

server and workstation areas. 

The first commercial XEON-branded processor was released in 1998, replacing the Pentium 

Pro processor in Intel‟s server production line. The clock frequency starts at 400 MHz and it has 

a full-speed L2 cache which 512kB, 1MB, and 2MB, which can be chosen.  

The Intel Xeon 7500 series is a class in the Intel processor series designed for maximum 

performance and reliability. These massively scalable 2-way to 256-way, 64-bit multi-core 

processors are designed for providing an exceptional scalable performance and mission-critical 

class reliability for data-demanding applications. 

In our thesis project, the Intel Xeon L7555 has been chosen as the core architecture for our 

simulation. In our simulations, we customize four different multicore architectures by using this 

processor. Table 1.1 shows technical specifications of Intel Xeon L7555. 
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Power 
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of 
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L7555 5.86 GT/s 24MB 1.866 GHz 2.533 GHz 95 W 8 16 

Table 1.1 the technical specifications of Intel Xeon L7555: 

 

1.2. Task Formulation 

Multicore processors of different architecture may have different performances depending on 

the type of application. 

To evaluate different kinds of multicore architecture for radar signal processing, we have 

chosen four radar signal processing algorithms which are part of the HPEC Challenge 
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Benchmark Suite from SAAB Microwave system [3]. These algorithms are able to represent 

different radar signal processing methods. 

Four multicore processors (see Chapter 6) with their different architectures (identified by the 

numbers of cores and cache architectures) will be applied for the chosen Radar signal 

processing benchmarks in our thesis. By executing four algorithms, our goal is to evaluate each 

candidate processor, and find which one achieved the best cache performance and bandwidth 

efficiency for each signal processing benchmark. 

Moreover, the original code of benchmarks was made for sequential executing and we recreated 

the benchmark code with OpenMP. Thereby, the duplicate parts of each benchmark (for 

example the for-loop) can execute parallel with the specific multicore processor. 
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2. Multithreaded Programming 

2.1. Concepts of Thread and Multithreading 

A thread is an independent stream of instructions that can be scheduled to run upon on 

operating system [8]. A thread of execution is also the smallest unit of processing for an 

operating system. The function or content of a thread depends on application running on the 

operating system. One example of a thread running in the UNIX environment maintains its 

individual: 

 Stack pointer, 

 Registers, 

 Scheduling properties,  

 Thread specific data, and 

 Set of pending and blocked signals. 

Multi-threaded execution refers to more than one thread being executed in an operating system. 

In a single processor platform, time-sharing [16] can occur so that parallel threads can be 

scheduled. Hence, the processor switches between different threads. If this context switching 

happens frequently, it appears to the user that the threads or tasks are running in parallel even if 

they are not. While switching, one or more running threads will be blocked while another thread 

is executed. A thread in an operating system can be in any of four states below: 

1) Ready: the thread is able to run, or it is waiting to be scheduled, 

2) Running: the thread is running on a core or a processor, 

3) Blocked: the thread is pending and waiting for processing, or 

4) Terminated: the thread has terminated since it finished its work and returned the results. 

It could also be that the thread has been cancelled. 

In Figure 2.1, it shows the relations of these four states above. 

However in a multicore platform, a multithreaded program is able to generate more than one 

thread into operating system. Therefore, each core can execute at least one thread at a time. 

Multicore parallelism can be achieved while cores are running those threads simultaneously, 

see Figure 2.2. 
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Figure 2.1 Thread states 

 

 

 

 

 

 

 

 

 

Figure 2.2 a multithreaded program executed in a multicore/multithreads environment 

 

2.2. Introduction of OpenMP programming 

Multithreaded programming is a programming model for a multicore/multithreading platform. 

When using multithread programming, a program can be split into multiple threads and run 

parallel. A multithread program may benefit from its multicore/multithreading platform by 

running functions in parallel. 

Multithreaded program pros: The advantage of a multithreaded program is its ability to run 

threads in parallel and express different activities cleanly as independent thread bodies. Hence, 

threads are running independently. While threads are running, it is easy to let them wait/sleep 

without affecting other activities of the operation system. 

Multithreaded program cons: Multithreaded programs require the support of a processor and 

operating system. Using multithreading to create/modify a program requires more preparation 

and consideration than a single-thread program. Two aspects should be considered carefully: 1) 

Pre-emption 2) Data access pattern 
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Pre-emption is a mechanism for thread switching within processor/core. It is used as a 

judgement of threads for running or pending. An unsuitable pre-emption may make threads 

switch improperly and downgrade their performance.  

Data access pattern is also an important aspect to be considered. An unsuitable data access 

pattern will cause problems if threads are sharing the same data block. For example, a false 

sharing [17] may occur when threads share the same data block. It may lead to inefficient 

caching of data block that are accessed concurrently. 

 

2.3. Pros and Cons of Multithreaded programming 

OpenMP is an API for parallel programming of a shared and distributed memory 

multiprocessor system that is widely supported by computer vendors such as Compaq, 

Hewlett-Packard, IBM, etc [9]. The OpenMP API extends sequential languages like C, C++, 

and Fortran with tasking constructs, work-sharing constructs and single program multiple data 

constructs [10].  

The OpenMP standard was first released in 1997 by the OpenMP Architecture Review Board 

(ARB). The programming model is basically used to operate threads on multiple processors or 

cores, which are created and terminated within a fork-join pattern [10]. 

The header file <omp.h> needs to be included in the OpenMP programs together with its 

libraries. In comparison with Pthreads, programs optimized with OpenMP can be modified by 

simply adding directive programs in front of a loop like: 

#pragma omp parallel for private(I, j, k) shared(a, b, c) schedule(static) 

A particular directive means that the following “for” loop can be executed in parallel when 

compiled. The OpenMP API is independent of the underlying machine/operating system. The 

OpenMP compiler automatically generates the parallel code based on the programmer specified 

programs [11]. 

The following code segment shows how the OpenMP API has been used for a “for” loop to 

expose parallelism in matrix calculation: 

#pragma omp parallel for private(i,j,k) shared(a,b,c) schedule(static) 

for(i=0;i<N;i++){ 

printf("Thread %d started\n", omp_get_thread_num()); 

for(j=0;j<N;j++) 

for(k=0;k<N;k++) 

c[i][j] = c[i][j] + a[i][k]  * b[k][j];} 
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3. Cache and Cache architecture 

3.1. Motivation for the use of caches 

“Cache is small high speed memory usually Static RAM (SRAM) that contains the most recently 

accessed pieces of main memory.” [12] 

Most processors nowadays operate with clock-speeds higher than 1GHz. For example, a 3GHz 

processor can execute up to 9 instructions per ns (nanosecond). However, most of the modern 

Dynamic RAMs (DRAM) run much slower than the processor. For example the typical DRAM 

runs around 200 MHz, which means that it takes more than 50 ns to read or write instruction / 

data. If a processor executed an instruction in 1 ns, it has to wait another 49 ns for accessing the 

memory and a bottleneck forms between the processor and memory. Consequently, it might 

decrease the efficiency of the entire system [13]. 

The capacity of a cache memory is usually small but extremely fast. The Cache is placed 

between the processor and the DRAM memory as a bridge. It is used to store the frequently 

used data from the memory (it depends on the cache replacement policy). The processor fetches 

the data from the fast cache memory, instead of accessing the slow DRAM memory. 

Normally the DRAM is less expensive than the SRAM, so the DRAM is preferred by most 

manufactures and used as the main memory even it is slower, less efficient. Consequently, most 

manufactures usually use a small piece of SRAM as a cache to ease the system bottleneck 

mentioned above. 

The Figure 3.1 shows a basic cache model view: 

 

 

 

 

 

 

 

Figure 3.1 the basic cache model 

 

Modern processors usually have a ladder cache structure, which contains at least two levels of 

caches: one smaller and faster cache as the first level cache (L1 cache), and one larger and less 

fast cache as the second level cache (L2 cache). Some of them also have an extra cache level as 

the L3 cache, which has the largest size and the lowest clock frequency. However, the clock 

frequency of the L3 cache is still much higher than the main memory of system. 

In some types of multi-core processors, each core has their own individual private cache levels 

and share a large-size cache level. The shared cache level (usually the L2 or the L3 cache if 

available) can be accessed by any of the cores within the processor. This is called a shared 

cache architecture. 

Figure 3.2 shows a 3-level shared cache architecture: 
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Figure3.2: shared L3 cache memory architecture 

 

There is also distributed cache architecture as illustrated in Figure3.3. 

 

 

 

 

 

 

 

 

 

 

Figure3.3: distributed L3 cache memory architecture 

 

3.2. Cache line and cache size 

When the processor accesses the memory to fetch data that is not already in the cache, a chunk 

of the memory around the accessed address will be loaded into the cache. These chunks of 

memory stored in the cache are called cache lines. The size of a cache line is called the cache 

line size.  

The common cache line sizes are 32, 64 and 128 bytes [14]. 
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3.3. The Replacement policy 

If the cache memory is full and the processor needs access to an un-cached cache line, one of 

the existing cache lines in the cache will be replaced by a new cache line. This is called cache 

replacement. Two of the most frequently used replacement policies are the LRU and the 

random replacement. 

LRU: The least recently used cache replacement policy means that the least recently used 

cache line will be replaced by a new cache line.  

Random replacement policy: The cache lines are replaced randomly, independent of their 

importance.  

 

3.4. Cache Fetch and Miss 

Firstly, the processor looks for the data in the cache. If it is not stored in the cache, it will fetch 

the data from RAM. When a processor requires data that is currently not in the cache, it is called 

a cache miss. Then the processor needs to access the main memory to access the data directly. It 

is called a fetch. Naturally, fetching data from the low-speed RAM will cause performance 

degradation. 

 

3.5. Cache Miss Ratio 

The cache miss ratio is a ratio between the number of instructions that causes a cache miss and 

the total number of memory accesses of the application. 

miss ratio = misses / memory accesses. 

Therefore, a larger cache that can store more cache lines may have a smaller cache miss ratio 

than a smaller cache. The L1 cache can fetch data from the L2 cache. The L2 cache can, in its 

turn, fetch data from a much slower RAM memory. Consequently, when a cache miss happens 

in the fastest L1 cache, it will have more negative effects on the performance than if a cache 

miss occurs in the relatively slower L2 cache [14]. 

 

3.6. The Fetch Ratio 

A fetch ratio is a ratio between the number of instructions that causes a fetch and the total 

number of memory accesses in the program. The fetch ratio directly reflects the requirements of 

the memory bandwidth in the application. 

 

The fetch ratio is calculated as: 

 

fetch ratio = fetches / memory accesses. 

 

The fetch ratio is a very important indicator on bandwidth performance. For example 1% fetch 

ratio means there is about one fetch from the RAM within every 100 times of memory accesses. 
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3.7. The Fetch Utilization 

The fetch utilization indicates the actual amount of cached data that has been used by the 

processor before the lines have been evicted.  

Low fetch utilization means that the bandwidth is wasted by loading data that is never used. 

Chapter 4.2.4 shows how the fetch utilization is calculated. 

 

3.8. False sharing 

False sharing denotes a situation where two or more threads are reading or writing the same 

cache line simultaneously. Therefore, the ownership of this cache line will move back and forth 

between these threads [14]. When multiple threads access and update the same cache line, it 

will cause a coherence problem, and cause the cache invalidation misses and upgrades. 

The cache efficiency will degrade when false sharing occurs [17]. 

 

3.9. The Prefetching 

Naturally, it is better to fetch as much data as possible before the processor itself accesses the 

memory to fetch them. Therefore, the “Prefetching” mechanism is used to reduce the waiting 

time and to increase the performance of the system. 

 

3.10. The Memory Bandwidth 

The memory bandwidth stands for the maximum throughput between memory and processor 

(with caches), see Figure 3.4.  

When the applications reach the limitation of the memory bandwidth, the memory latency can 

affect the performance even worse. Consequently, it is the number of times that the processor 

accesses the memory that is the main reason for slowing down the executing speed. Prefetching 

is used to increase the performance, but it becomes ineffective when there is no bandwidth left 

for the processor to use. 

This specific situation should be noticed regarding the multicore/multithread applications. It is 

easy for those types of applications to reach the memory bandwidth limitations when high fetch 

ratios occur. That may be the reason for that the execution speed of some multicore/multithread 

applications is sometimes slower than the singlecore/singlethread applications 

 

 

 

 

 

 

Figure 3.4: main memory bandwidth 
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4. ACUMEM ThreadSpotter 

The Acumem ThreadSpotter is a tool providing insight into memory related performance 

problems [14]. When using ThreadSpotter to analyse an application, it can detect memory 

related issues and provide some useful advice on how to get rid of those memory problems. It 

can also directly point out where and how those problems occur in the source code (if available). 

The advice can be used by programmers to modify the code in order to upgrade the memory 

performance. 

 

4.1. Overview 

The Acumem ThreadSpotter tool samples the target application to capture its memory access 

behaviour and collects information about the memory structure. When the sampling period is 

finished, ThreadSpotter will begin to analyse the collected samples to discover memory 

performance issues. It is able to pin those issues back to the source code if available [14]. 

Finally, the ThreadSpotter will generate a report of performance problems and cache metrics 

such as: 

 Cache misses / cache miss ratio 

 Cache fetches / cache fetch ratio 

 Cache accesses 

 Cache write-back ratio 

 Inefficient data layout 

 Inefficient data access patterns 

 Thread interaction problems 

 Unexploited data reuse opportunities 

 Prefetching problems 

ThreadSpotter mainly helps programmers to improve the interaction between the processor 

caches and the main memory, by potentially decreasing the cache miss ratio and the memory 

bandwidth requirement for each particular application. Memory latency in a multi-core system 

is a typical performance bottleneck for a parallel execution. Decreasing the memory bandwidth 

requirement of applications will become more important in today‟s multicore/multithreaded 

programming practices.  

ThreadSpotter uses a proprietary lightweight sampling technology for the analysis of the 

memory performance. It collects samples of the application, instead of sampling the hardware 

behaviour. Therefore, we can test a different cache configuration easily. This kind of „soft‟ way 

to collect information is much more convenient than testing and measuring in various hardware 

environments. ThreadSpotter is independent of the programming language. It only analyses the 

binary code of target applications [14]. 

In Appendix B, it shows how to configure and use ThreadSpotter in order to test specific 

application. 
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4.2. The Acumem ThreadSpotter Analysis and Report Reading 

When the sampling and analysing period is finished, the ThreadSpotter will generate a report 

with problems found in the application. Figure 4.1 is the first page of the report, which shows a 

general performance of the application that has been tested. The following chapters introduce 

concepts and indicators appearing in the ThreadSpotter Report. 

 

 

Figure 4.1 general performance 

 

4.2.1. Issues 

After the sampling and analysing period is finished, ThreadSpotter will generate a report with 

problems found in the application. The ThreadSpotter presents problems with issues with a 

pointer to the “instruction group” (see Chapter 4.2.3 “Instruction Groups”), where all pointers 

are related to a specific issue. The bandwidth consumption (see Figure 4.2) of every issue will 

be cumulated in order to estimate the bandwidth performance of each experiment. 

The corresponding statistics (for example the percentage of bandwidth consumption) of each 

issue are also shown within the report, see Figure 4.2. 

 

Figure4.2 issue statistics 
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4.2.2. Loops 

Loops in the program will usually be translated as loops in the report. However, since 

ThreadSpotter just looks at the binary code of the application, the loop recognized by 

ThreadSpotter may not always be identical to the loops in source code.  

ThreadSpotter focuses on activities in the memory and the cache and other types of instructions 

will be ignored. However, some instructions that may be considered as non memory accesses 

are included since they save and restore the return address on the stack [14]. 

 

4.2.3. Instruction Groups 

An instruction group is a group of instructions within a loop, which uses the same data structure 

or cache line. The report generated by ThreadSpotter may contain issues that are related to the 

instruction group. For example, if there is one loop in order to move data from one to another, it 

may have one instruction group for reading data and another for writing data [14]. If there is an 

issue in the loop, it will be displayed in the report as an instruction group issue. 

 

4.2.4. Fetch Utilization 

Fetch utilization refers to the average percentage of data that is actually read from the cache line. 

If there is no data read before the cache line is evicted, it means the fetch utilization is 0%. A 

normal procedure to increase the fetch utilization is to optimize the application and its 

corresponding data pattern [14].  

To calculate the fetch utilization, for example a cache line in Table 4.1: 

 

1 2 3 4 5 6 7 8 

Table 4.1 Fetch Utilization 

 

In Table 4.1, it is assumed that one cache line has been fetched to the cache, and it contained 8 

blocks of data. Before this cache line was evicted, data 1 3 5 7 were read and data 2 4 6 8 were 

never read. Consequently, the fetch utilization is 50% for this cache line. 

 

4.2.5. Communication Utilization 

The Communication utilization denotes the percentage of data in the cache lines that has been 

used between the communications of the threads. For example, if Thread 1 writes data to the 

cache line while Thread 2 receives data from the same cache line, all the data that is written by 

Thread 1 has already been used by Thread 2. Consequently, the communication utilization will 

be a 100% [14]. 

 

4.2.6. The Sample Period 

The sample period is the interval of collecting information about the memory access patterns of 

the application. Using a smaller sample period means the ThreadSpotter is able to collect more 

samples [14]. 
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4.2.7. Other Concepts in the Report 

There are some other indicators that may appear within the ThreadSpotter Report (see Figure 

4.3 and Figure 4.4). We have listed the indicators that are of most concern [14].  

 

Figure 4.3 summary issue of the report 

 

Accesses: this value is the total number of memory accesses during the sampled execution of 

the application. 

Misses: the number of all cache misses during the sampled execution time. 

Fetches: the fetch number is the sum of all the cache fetches including the hardware and 

software Prefetch. 

Write-back: the number of all the write-back operations during the sampled execution time. 

Miss ratio: It denotes the percentage of the cache miss ratio for a specific application. 

Fetch ratio: represent the percentage of the cache line fetches of the target application, 

including software and hardware prefetching, during the sampling period. 

Write-back ratio: signify the percentage of written instructions that the cache line writes 

back to the memory.  

Fetch utilization: the average percentage of cache lines being used before they are evicted 

(fetch from memory or L1 cache fetch from L2 cache). It shows the average fetch utilization 
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of sampled application. 

Write-back utilization: the average percentage of cache lines written back to the memory (or 

written from L1 cache to L2 cache). It shows the average write-back utilization of sampled 

application. 

Communication utilization: the average percentage of each cache line that communicates 

from one cache to another. This takes place at the same level where it is read in the receiving 

cache before it is evicted. 

Processor model: the model of the currently used processor. 

Number of CPUs: the number of CPUs in use. 

Number of caches: the number of caches used in the system. 

Cache level: the number of cache levels. 

Cache size: the cache capacity of the selected level in use. 

Line size: the size of a cache line. 

Replacement policy: the policy for a cache to evict the loaded cache line in order to replace it 

for a new line. 

Software Prefetch active: irrespective of software Prefetching is active or not.  

Hot-spot: the hot-spot issue in the ThreadSpotter report denotes that it has found the location 

of where many cache misses have taken place as well as fetches. 

Non-temporal store possible: the Non-temporal store possible issue in the ThreadSpotter 

report signifies that a way to decrease the bandwidth usage has been found. This can be done 

by using non-temporal stores. 

Inefficient loop nesting: the inefficient loop nesting issue in the report implies that loops 

bunch as a multidimensional cluster in an ineffective order. 

Loop fusion: the loop fusion in the ThreadSpotter report indicates that there is more than one 

loop that reuses the same data.  

Blocking: the blocking issue signifies that there is an opportunity to reduce the number of 

cache misses or fetches caused by processing a smaller piece of data set at a time, thereby 

reusing the cache lines before they are evicted from the cache. 

Temporal blocking: usually happens when an algorithm performs multiple iterations over a 

data set that is too large to fit in the cache. 

Spatial blocking: usually happens within a cluster of algorithms that touch too many other 

locations in the data set before reusing a location in the original cache line. 

Spatial and temporal blocking: both kinds of issues occur simultaneously. 
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Figure 4.4 bandwidth issue of the report 
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5. Algorithms 

This section briefly presents the benchmark comprising four representative signal processing 

algorithms provided by SAAB Microwave Systems. 

High Performance Embedded Computing: HPEC 

The algorithms provided by Saab Microwave Systems are all based on the HPEC Challenge 

Benchmark Suite. HPEC stands for High Performance Embedded Computing [3]. These 

benchmarks are typically used for evaluating and comparing the performance of different 

computer architectures. It includes algorithms such as TDFIR, FDFIR, STAP, SAR processing, 

INT-C, INT-BI-C etc, which are commonly used in different radar single processing. They 

represent different kinds of computation problems. Four of those benchmarks have been chosen 

for our investigation: SAR processing, INT-C, INT-BI-C, and Covariance matrix estimation (in 

STAP). 

 

5.1. Algorithm1: The SAR Algorithm (Tilted Memory Access) 

SAR is a way of using radar to generate a high-resolution map of the earth by sweeping the 

antenna over the ground. Fast Factorized Back-projection (FFB) is a method to calculate maps 

from curved paths in the memory [3]. FFB calculate iteratively the pixels of the map using the 

sampled antenna data. Each of the iterations will combine the interpolated pixels of previous 

iteration. An interpolation kernel is swept along the curved address patterns in the memory. A 

problem is that such non-consecutive address patterns make it very expensive to read and write 

data from and to the memory. In order to reduce the complexity, it is advised to use a tilted 

linear path with sliced segmentation to approximate the curved paths. This can be instructed by 

Figure 5.1. Data points are added along the tilted linear path from matrix A and matrix B. When 

a tilted line has reached the top of the matrix, it continues from the bottom [3].  

 

 

 

 

 

 

 

Figure 5.1 the Tilted benchmark, matrix A and matrix B are added and the result is placed in 

matrix C. The elements to be added are fetched along the tilted address lines in A and B. 

 

Four parameters are defined for the Tilted Memory Access algorithm used in the benchmark 

(see Appendix A “SAR Algorithm”): the size of the input matrix M * N, the number of 

iterations K to be applied, and the tilt factor T is set to 0, see Table 5.1. 
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Parameter Name Values 

M (Number of rows) 1000 

N (Number of columns) 1000 

K (Number of Iterations) 10 

T (Tilt) 0 - 100 

Table 5.1 the Tilted memory access parameters 

 

5.2. Algorithm 2: The Cubic Interpolation 

Interpolation is a method combining a set of known data points in order to create a new data 

point. In Cubic Interpolation benchmark, the known data is the sample data from the antenna. 

The cubic interpolation algorithm in the benchmark uses four data points for each calculation. 

This algorithm is based on Neville‟s algorithm. 

According to the Cubic Interpolation [3], the iteration will calculate the fifth point according to 

the given four points, which is n = 4. This process yields 𝑝0,4 𝑥 , the value of the polynomial 

going through the n + 1 data points (𝑥𝑖 , 𝑦𝑖) at the point x. This algorithm uses floating point 

operations, see Appendix A “Cubic Interpolation”. 

In the algorithm, the process of interpolation will be executed 𝑁2 times where N is the 

iteration. As configured, N starts at 10000. The size of the input matrices and the arrays are 

fixed in the benchmark testing. 

 

5.3. Algorithm3: The Bi-Cubic Interpolation 

The Bi-Cubic interpolation is the two-dimensional extension of the cubic interpolation [3]. It 

provides a possible to do interpolation for two-dimensional regular grad of data, which is useful 

in image re-sampling for radar signal processing, see comparison at [15]. However, this 

two-dimensional interpolation is also computationally demanding. The algorithm uses floating 

point operations, see Appendix A “Bi-Cubic Interpolation”. 

In a Bi-Cubic interpolation algorithm, the process of interpolation will be executed 𝑁2 times 

where N is the iteration. As configured, N starts at 10000. The size of the input matrices and the 

arrays are fixed in the benchmark. 

 

5.4. Algorithm 4:The Covariance matrix estimation (in STAP) Algorithm 

The Space-Time Adaptive Processing (STAP) refers to the processing of the spatial samples, 

which is a technique that can be used to suppress unwanted signals. Temporal samples are 

collected for each antenna. Antenna lobes can be created by shifting the phases of the received 

data for each channel using STAP weights. The processing of data from different channels is 

based upon their Doppler frequencies [3]. 

The calculations of the STAP weights are based on a sliding volume in a three-dimensional data 

set. The covariance algorithm represents this situation by estimating covariance matrices from 

data in a sliding volume. This is illustrated in Figure 5.2. The calculation kernel slides along the 

Doppler axis only. Therefore, there is no overlap in the range (or beam) direction. In the range 

direction, the data block is divided into a number of non-overlapping range blocks. This means 

that one covariance matrix is estimated for each Doppler channel and range block. Regarding 
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more ambitious algorithms the kernel could also slide in the range direction, to calculate a 

covariance matrix for each Doppler and range combination. In reality, this means a 

substantially higher computational demand.  

The parameters of Covariance matrix estimation in STAP can be set as in Table 5.2. The 

iteration can be fixed according to the actual work. This algorithm needs a float type of point 

operations, see Appendix A “Covariance Matrix Estimation in STAP”. 

Parameter Name Value 

M (Number of Doppler channels) 256 

N (Number of range bins) 480 

B (Number of beams) 22 

Q (STAP processing order) 3 

P (Range bins per estimation) 240 

Table 5.2 Covariance matrix estimation sample parameters 

 

 

 

 

 

 

 

 

 

 

 

Figure 5.3 a covariance algorithm example 
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6. Experiments Setup 

6.1. The Hardware configuration 

The ThreadSpotter tool (version 2010.2 for Windows) was running on a PC with the following 

configuration: 

CPU: Intel Core i3 M350, 2.27GHz 

RAM: 4GB, DDR3-SDRAM 1066MHz 

Hard Disk: 320GB, Seagate 5400rpm/min 

Operating System: Windows7, 64-bit 

 

6.2. The simulation configuration 

In our investigations, we have made use of software threads in order simulate a small set of 

multicore processors. The ThreadSpotter tool has enabled us to investigate and analyse the 

memory performances of the set of architectures examined.  

The ThreadSpotter makes it possible to customize the cache architectures for our investigation 

purposes. The ThreadSpotter provides the options for configuring essential parameters, such as 

cache sizes, cache line lengths, and the number of caches to include for each level in the cache 

hierarchy. We have chosen a commercial processor, Intel Xeon L7555, as the base architecture 

for our multicore simulations.  

Four different multicore architectures have been compared applying our simulation techniques: 

1). 8 cores, 128kB private L2 caches and a shared 24MB L3 cache, 

2). 8 cores, 128kB private L2 caches and 3MB private L3 caches, 

3). 32 cores, 128kB private L2 and a shared 24MB L3 cache, and 

4). 32 cores, 128kB private L2 and 768 kB private L3 caches. 

The approach was to implement, run and measure the execution performances of four radar 

signal processing benchmarks on four given candidate multicore processors. We obtained an 

estimated cache performance for each benchmark, and used these measures for comparisons 

between the architectures to estimate the cache performance for each benchmark, in order to 

find out which one performed the best.  

In the experiments, we simulated individual core executions by means of threads (one thread 

for one core), and the number of threads used were defined in the program. The L3 cache was 

selected by the option “analysis for cache level” in the ThreadSpotter tool. The number of 

caches used can be simulated by the option “set number of caches” in the ThreadSpotter. This 

way, we were able to configure the L3 cache to be partitioned into 8 or 32 individual caches. 

Common settings for the virtual multicore architectures: 

 Processor Model: Intel Xeon L7555 L1D 

L1 cache: 8*32kB         L2 cache: 8*256kB 

L3 cache: 24MB 
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Simulation settings for each particular processor: 

1) 8 Threads and a shared 24MB L3 cache memory, 

2) 8 Threads and 8 private 3 MB L3 cache memory, (number of caches set to 8) 

3) 32 Threads and a shared 24 MB L3 cache memory, and 

4) 32 Threads and 32 private 768 kB L3 cache memory, (number of caches set to 32) 

 

6.3. The ThreadSpotter Configuration 

The initial sample period (in “the advanced sampler setting”) defines the sampling interval for 

simulations. The sampling period will automatically adapt to the running program and will 

attempt to get 50000 samples at one time [14]. The cache-line size set was 64 byte (default). 

When the application runs for a long time, the tool can collect enough samples needed. In the 

burst mode, it is possible to increase the sampling interval in order to cut down the total 

running time. The burst mode was not used, which was necessary to achieve accurate results 

in our analyses.  

When the sampling configuration is finished, the next step is to configure the report setting. In 

the report setting it is determined which CPU should be chosen as the basic CPU. In order to 

satisfy the assumptions made for the simulations, the L3 cache needs to be able to store up to 

24MB. The Intel Xeon L7555 was chosen for the experiment. In the “advanced report 

settings”, the least recently used (LRU) was selected as the cache replacement policy, see 

Chapter 3.3. 

 

6.4.  The Input Data Sets 

Every algorithm application requires their individual input data sets. For each benchmark, 

different input data was run five times. Afterwards, we were able to collect five result reports 

for each benchmark respectively (except for benchmark 4, which is explained later). 

 

6.4.1. Data sets for SAR algorithm (Tilted Memory Read) 

The input data sets for the SAR algorithm are 5 matrices with an increasing number of 

elements, see Table 6.1: 

Data sets Set 1 Set 2 Set 3 Set 4 Set 5 

Matrix size 
499849 

(707*707) 

1999396 

(1414*1414) 

4498641 

(2121*2121) 

7997584 

(2828*2828) 

12496225 

(3535*3535) 

Table 6.1 Matrix sizes used for SAR algorithm 

 

6.4.2. Data sets for Cubic Interpolation 

There is one configurable parameter that can be set in Cubic Interpolation algorithm, which is 

the number of iteration N, see Chapter 5.2. 
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For the 8 core architectures, the number of iterations N are 10000, 12500, 15000, 17500 and 

20000 respectively. For the 32 threads implementation we had to adjust the number of 

iterations. The iterations are set to 10016, 12512, 15008, 16800 and 20000 since the number 

of iterations for each core must be an integer number. 

 

6.4.3. Data sets for Bi-cubic Interpolation 

There is one parameter in Bi-cubic Interpolation algorithm, which is the number of iterations 

N, see Chapter 5.3. 

For the 8 core architectures, the numbers of iterations N are 10000, 12500, 15000, 17500 and 

20000 respectively. For the 32 core implementation we had to adjust the number of iterations 

to 10016, 12512, 15008, 16800 and 20000, since the number of iterations for each core must 

be an integer number. 

 

6.4.4. Data sets for Covariance matrix estimation (in STAP) algorithm 

In the STAP algorithm, most of the parameters were set constant for all the investigated 

architectures. The numbers of iterations were set to 32 and 64 for the experiment, see Table 

6.3. 

 Value 

M (Number of Doppler channels) 256 

N (Number of range bins) 480 

B (Number of beams) 22 

Q (STAP processing order) 3 

P (Range bins per estimation) 240 

Iteration 32 and 64 

Table 6.3 parameters of STAP benchmark. 

Due to hardware limitation, the simulation time of Covariance matrix estimation was much 

longer (around 18-20 hours per data set) than expected. The simulation time will grow alone 

with data set increased. Therefore, only two data sets have been measured for STAP. 
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7. Experiments and Analysis 

This chapter presents the measurements and a discussion around the obtained results. 

The objective is to estimate and compare the cache efficiency and bandwidth performance 

between four different processors: Processor1 (8 cores with shared cache); Processor2 (8 

cores with individual private caches); Processor3 (32 cores with shared cache); Processor4 

(32 cores with individual private caches). The ThreadSpotter tool has been used to sample the 

executions of the benchmark and generate reports that identify execution issues and execution 

statistics. The four processor architectures are compared and ranked by their bandwidth 

performance and cache efficiency. All comparisons are based on statistics collected from 

reports that were generated by the ThreadSpotter. For each group of experiments, we analyzed 

as well as discussed the obtained execution statistics and reported issues. 

 

The Estimation of the Bandwidth Performance 

When a processor wants to access data that is not currently in its cache, the processor needs to 

access the main memory to get the data. This is called a fetch, see Chapter 3.4. Fetching data 

from the low-speed main memory consumes memory bandwidth and can cause notable 

bandwidth performance degradation, see Chapter3.1. 

The statistic fetches in the report is a measure of how many times fetches have been achieved 

during the entire sampling period (including the times of prefetching operation). However, it 

is hard to determine the bandwidth performance of a processor just by its fetches. Therefore, 

another selected statistic memory accesses will be used as well. 

The statistic memory accesses in the report is a measure of the total number of memory 

accesses, including cache hits performed by the application during the complete sampling 

period. 

To compare the bandwidth performance between processors, the statistic “Fetch Ratio” is 

selected as an indicator. The fetch ratio is a measure that can be used to estimate the memory 

bandwidth requirements of the memory accesses of an application, see Chapter 3.6. 

The definition of fetch ratio is: 

 

fetch ratio = fetches / memory accesses. 

 

According to the definition of Fetch and Fetch Ratio, in one benchmark, a higher fetch ratio 

also indicates a higher memory bandwidth consumption.  

It is not possible to obtain the exact bandwidth consumption in the ThreadSpotter. However, 

we have estimated the bandwidth consuming by collating every statistic of bandwidth issues 

(see Chapter 4.2.1), which reported in the bandwidth issues by the ThreadSpotter. 

 

The Estimation of the Cache Efficiency 

The Fetch utilization is a measure of the percentage of data brought into the cache that is 

actually used before the cache line has been evicted (Chapter 3.7). A higher fetch utilization 

means that a substantial degree of fetched data has been used, while a lower fetch utilization 

means that a considerable degree of cached data was not used before it was evicted. 
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Fetch utilization is an important metric for comparisons of memory bandwidth performance, 

since a larger number of fetch utilization may increase the bandwidth performance by 

reducing the total fetches.  

 

7.1. SAR algorithm (Tilted Memory Access) 

The Bandwidth Performance 

Table 7.1 shows the number of fetch operations that occurred when running the SAR 

application on each one of the simulated processor architecture. The fetches of different 

processors can be more easily compared in Figure 7.1. 

At the same time, it demonstrates that the total memory accesses of SAR for four processors 

are nearly the same within each data set, see Table 7.2. 

 

The number of Fetches in SAR (Tilted Memory Access) 

Data sets set1 set2 set3 set4 set5 

Processor 1(8 cores 

shared cache) 
1.61E+06 1.17E+08 4.98E+09 2.48E+10 8.09E+10 

Processor 2(8 cores 

private cache) 
3.43E+07 2.98E+08 8.03E+08 6.10E+09 1.98E+10 

Processor 3(32 cores 

shared cache) 
1.29E+06 3.55E+08 5.35E+09 2.64E+10 7.42E+10 

Processor 4(32 cores 

private caches) 
1.66E+08 2.27E+09 1.05E+10 3.30E+10 6.72E+10 

Table 7.1 The number of Fetches in SAR (Tilted Memory Access), numbers in italic mean the 

minimum percentage of current data set, numbers in bold mean maximum percentage of current 

data set 

 

Total memory accesses of SAR (Tilted Memory Access) 

Data sets set1 set2 set3 set4 set5 

Processor 1(8 cores 

shared cache) 
7.91E+09 6.25E+10 2.10E+11 4.98E+11 9.74E+11 

Processor 2(8 cores 

private cache) 
7.91E+09 6.25E+10 2.10E+11 4.98E+11 9.74E+11 

Processor 3(32 cores 

shared cache) 
7.93E+09 6.26E+10 2.11E+11 4.98E+11 9.71E+11 

Processor 4(32 cores 

private caches) 
7.93E+09 6.27E+10 2.11E+11 4.98E+11 9.71E+11 

Table 7.2 Total memory accesses of SAR (Tilted Memory Access) 
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Figure 7.1 The number of Fetches in SAR (Tilted Memory Access) 

 

From Figure 7.2, it is obvious that the performances of Processor 1 (8 cores shared cache) and 

Processor 3 (32 cores shared cache) produce results which are quite similar to one another. 

Their fetch ratio increase with the input data size. Also in Table 7.3, it demonstrates that 

Processor 1 and Processor 3 have similar average fetch ratios, which are 3.18% and 3.2% 

respectively. Processor 4 (32 cores and private caches) shows the least fetch ratio performance, 

it produced the highest fetch ratio within the data sets 1-4 (see Table 7.3), and its average 

fetch ratio was 4.84%. However, the fetch ratio of the Processor 4 in the data set 5 is lower 

than Processor 2 and Processor 3. 

Figure 7.3 shows that the Processor 2 with 8 cores and private caches has the lowest average 

fetch ratio 0.9%. 

 

Fetch ratio of SAR (Tilted Memory Access) 

Data sets 
707*707 

(set1) 

1414*1414 

(set2) 

2121*2121 

(set3) 

2828*2828 

(set4) 

3535*3535 

(set5) 
average 

Processor 1(8 cores 

shared cache) 
>0.1% 0.2% 2.4% 5.0% 8.3% 3.18% 

Processor 2(8 cores 

private cache) 
0.4% 0.5% 0.4% 1.2% 2.0% 0.90% 

Processor 3(32 cores 

shared cache) 
>0.1% 0.6% 2.5% 5.3% 7.6% 3.20% 

Processor 4(32 cores 

private caches) 
2.1% 3.6% 5.0% 6.6% 6.9% 4.84% 

Table 7.3 Fetch Ratio of SAR (Tilted Memory Access), numbers in italic mean the minimum 

percentage of current data set, numbers in bold mean maximum percentage of current data set 
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Figure 7.2 Fetch Ratio of SAR (Tilted Memory Access) 

 

 

Figure 7.3 Average Fetch Ratio of SAR (Tilted Memory Access) 

. 

Figure 7.4 shows the bandwidth consumption measured for the SAR application. Processor 2 

(8 cores with private caches) has achieved the best bandwidth performance within the data 

sets 1-4. Processors 1, Processor 3 and Processor 4 have a higher bandwidth consumption 

compared with Processor 2. 
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Figure 7.4 Bandwidth Consumption of SAR (Tilted Memory Access) 

 

Summary In the SAR experiments, Processor 2 shows the best bandwidth performance due to 

its low fetch ratio for these five data sets. Moreover, the estimated bandwidth consumption of 

Processor 2 is lower than the other three processors on average. 

Processors 1 and 3 show nearly the same bandwidth performance, 3.18% and 3.2% on 

average (see Figure 7.3). These two processors have 24MB shared L3 cache for their cores in 

common.  

Processors 2 and 4 have private L3 cache architecture. Processor 2 has 8 cores and 8*3MB 

private caches while Processor 4 has 32 cores and 32*768kB private caches respectively. 

Therefore, each 3MB private cache of Processor 2 can hold more cache lines to achieve a 

lower fetch ratio than Processor 4. 

The main bandwidth performance issue we found in the reported measurements was the 

inefficient loop nesting (see chapter 4.2.7), which occurred during the matrix calculation in 

the SAR application. In the program, (see Appendix A “Tilted Memory Access”), it can be 

seen that the OpenMP program exposes a parallel executable for-loop: the original for-loop 

will be divided into several small “for” loops running independently. This means that, during 

execution, multiple threads will be executing these small for-loops and fetching data 

simultaneously and randomly. This might lead to a race condition and false sharing, 

dependent on the memory access pattern. Accordingly, an inefficient access pattern appeared 

that we call inefficient loop nesting [14]. 
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The Cache Efficiency 

As can be seen in Figure 7.5, Processor 2 (8 cores with private caches) has the best fetch 

utilization for all the data sets in the SAR application. Its average fetch utilization is 25.98% 

according to the Table 7.4. Processors 1 (8 cores with shared cache) and Processor 3 (32 cores 

with shared caches) have similar fetch utilization both in their trend curves and in their 

average values, which are 13.46% and 13.42% respectively. Processor 4 (32 cores with 

private caches) has the lowest fetch utilization performance by 12.48% in average (see Figure 

7.6). 

 

Fetch Utilization of SAR (Tilted Memory Access) 

Data sets 
707*707 

(set1) 

1414*1414 

(set2) 

2121*2121 

(set3) 

2828*2828 

(set4) 

3535*3535 

(set5) 
average 

Processor 1(8 cores 

shared cache) 
14.1% 17.9% 13.0% 11.7% 10.6% 13.46% 

Processor 2(8 cores 

private cache) 
30.5% 30.8% 29.9% 21.3% 17.4% 25.98% 

Processor 3(32 cores 

shared cache) 
14.7% 16.6% 13.5% 11.4% 10.9% 13.42% 

Processor 4(32 cores 

private caches) 
17.4% 12.9% 11.4% 10.3% 10.4% 12.48% 

Table 7.4 Fetch Utilization of SAR (Tilted Memory Access), numbers in italic mean the minimum 

percentage of current data set, numbers in bold mean maximum percentage of current data set 

 

 

Figure 7.5 Fetch Utilization of SAR (Tilted Memory Access) 
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Figure 7.6 Fetch Utilization of SAR (Tilted Memory Access) in average 

 

Summary In the SAR experiment, Processor 2 shows the best cache efficiency by means of 

its higher fetch utilization in all data sets.  

Processors 1 and Processor 3 have similar fetch utilization, which are 13.46% and 13.42% in 

average, (see Figure 7.6). These two processors have 24MB shared L3 cache memory for their 

cores in common. As threads are running, they are operating their shared cache 

simultaneously, which might cause false sharing when two or more threads update one cache 

line concurrently [18] When the input data sets are increased, the false sharing effect might 

become worse. The fetch ratio increased due to this, since the cache line reading and writing 

became more frequent. This problem is reported as a spatial/temporal blocking issue in the 

ThreadSpotter [14]. 

Processors 2 and Processor 4 have private L3 cache memories. These two processors fetch 

data from the RAM to their individual cache memories and each thread operates on a private 

cache when executing. Therefore, these processors can reduce false sharing effects that 

possibly will occur when two or more threads update one cache line simultaneously. In this 

experiment, each core in Processor 2 has a larger private L3 cache (3MB) than in the 

Processor 4 (768kB). Therefore, each private cache of Processor 2 can hold more cache lines, 

so it has naturally a higher fetch utilization than Processor 4. 
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7.2. The Cubic Interpolation Algorithm 

 

The Bandwidth Performance 

Table 7.5 shows the measured number of fetches for the cubic interpolation algorithm when 

executed on the four processors. The measurements can be more easily compared in Figure 

7.7, which represent these numbers of fetches using a bar diagram.  

The total memory accesses of four processors are nearly the same within each data set, 

according to Table 7.6. 

 

The number of Fetches in Cubic interpolation 

Data sets set1 set2 set3 set4 set5 

Processor 1(8 cores 

shared cache) 
4.63E+05 1.09E+06 1.04E+06 2.13E+06 1.86E+06 

Processor 2(8 cores 

private cache) 
3.24E+06 3.98E+06 5.21E+06 5.68E+06 9.29E+06 

Processor 3(32 cores 

shared cache) 
6.95E+05 1.09E+06 2.08E+06 1.42E+06 2.78E+06 

Processor 4(32 cores 

private caches) 
5.44E+07 1.30E+08 2.15E+08 4.10E+08 5.97E+08 

Table 7.5 The number of Fetches in Cubic interpolation, numbers in italic mean the minimum 

percentage of current data set, numbers in bold mean maximum percentage of current data set 

 

Total memory accesses of Cubic interpolation 

Data sets set1 set2 set3 set4 set5 

Processor 1(8 cores 

shared cache) 
1.14E+10 1.78E+10 2.57E+10 3.50E+10 4.57E+10 

Processor 2(8 cores 

private cache) 
1.14E+10 1.78E+10 2.57E+10 3.50E+10 4.57E+10 

Processor 3(32 cores 

shared cache) 
1.14E+10 1.78E+10 2.56E+10 3.49E+10 4.59E+10 

Processor 4(32 cores 

private caches) 
1.15E+10 1.78E+10 2.57E+10 3.50E+10 4.59E+10 

Table 7.6 Total memory accesses of Cubic interpolation 
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Figure 7.7 Number of fetches in Cubic interpolation 

 

As can be seen in Table 7.7, the fetch ratio of Processor 1, Processor 2 and Processor 3 are 

lower than 0.1% fetch ratio in all the data sets (The ThreadSpotter will only show a fetch ratio 

larger than 0.1%). Processor 4 (32 cores with private caches) shows that its fetch ratio 

increased from 0.5% to 1.3% as well as its data set increased, see Figure 7.8.  

 

Fetch Ratio of Cubic interpolation 

Data sets 
10000 

(set1) 

12500 

(set2) 

15000 

(set3) 

17500 

(set4) 

20000 

(set5) 
average 

Processor 1(8 cores 

shared cache) 
>0.1% >0.1% >0.1% >0.1% >0.1% >0.1% 

Processor 2(8 cores 

private cache) 
>0.1% >0.1% >0.1% >0.1% >0.1% >0.1% 

Processor 3(32 cores 

shared cache) 
>0.1% >0.1% >0.1% >0.1% >0.1% >0.1% 

Processor 4(32 cores 

private caches) 
0.5% 0.7% 0.8% 1.2% 1.3% 0.90% 

Table 7.7 Fetch Ratio of Cubic interpolation, numbers in italic mean the minimum percentage of 

current data set, numbers in bold mean maximum percentage of current data set 
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Figure 7.8 Fetch Ratio of Cubic interpolation 

 

 

Figure 7.9 Average Fetch Ratio of Cubic interpolation 

 

Figure 7.10 shows the estimated bandwidth consumption for Processor 4 (32 cores with 

private cache), which presents a high bandwidth consumption during the Cubic interpolation 

simulation. Processor 1, Processor 2 and Processor 3 show no obvious bandwidth issue from 

their ThreadSpotter reports (The ThreadSpotter will only show bandwidth issues that are 

larger than 0.1%). 
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Figure 7.10 Bandwidth Consumption of Cubic interpolation 

 

Summary In the Cubic Interpolation algorithm, a small input data set was needed for the 

calculation. One interpolation calculation needs 10 double type 80B data (10 * 8Byte = 

80Byte). For example, when using date set 5 (the largest data set) the parallel application run 

20000 times of interpolation, which can generate at most 20000st copies of the data 

simultaneously. Therefore, it occupied 1.6MB (80Byte * 20000st = 1.6MByte) memory space. 

In the Cubic Interpolation experiment, the input data size is from 0.8MB (data set 1) to 

1.6MB (data set 5). As can be seen in Figure 7.8, Processor 4 (32 cores with private caches) 

shows that the fetch ratio increased from 0.5% to 1.3%. 

The Fetch ratios of Processor 1, Processor 2 and Processor 3 were lower than 0.1% while 

Processor 4 increased from 0.5% to 1.3%. Processor 1 and 3 have 24MB shared cache, 

Processor 2 has 3M private caches that larger than 1.6MB (data set 5). However, the 

Processor 4 has the smallest private caches, 768kB, which cannot hold enough cache line 

needed for the application. Therefore, the fetch ratio rises when the input data set is increased. 

 

88.00%

90.00%

92.00%

94.00%

96.00%

98.00%

100.00%

10000 (set1)12500 (set2)15000 (set3)17500 (set4)20000 (set5)

B
n

a
d

w
id

th
 C

o
n

su
m

p
ti

o
n

 (
es

ti
m

a
te

d
)

Data sets

Bandwidth Consumption of Cubic interpolation

Processor 1(8 cores 

shared cache)

Processor 2(8 cores 

private cache)

Processor 3(32 cores 

shared cache)

Processor 4(32 cores 

private caches)



38 
 

The Cache Efficiency 

Table 7.8 shows that Processor 4 (32 cores with private caches) has the lowest fetch 

utilization. The fetch utilization of Processor 1, Processor 2 and Processor 3 present a notable 

fluctuation because of the fact that there was not enough data exchange between the cache and 

the RAM during execution. This means that the ThreadSpotter tool cannot fetch enough 

samples to calculate an accurate fetch utilization percentage in the report. It can be seen in 

Figure 7.11 where the fetch utilization of Processor 1, 2 and 3 appears irregularly. 

The average fetch utilization can be compared in Figure 7.12. 

 

Fetch Utilization in Cubic interpolation 

Data sets 
10000 

(set1) 

12500 

(set2) 

15000 

(set3) 

17500 

(set4) 

20000 

(set5) 
average 

Processor 1(8 cores 

shared cache) 
13.3%** 9.5%** 14.2%** 9.4%** 15.6%** 12.40% 

Processor 2(8 cores 

private cache) 
11.9%** 13.2%** 9.3%** 14.8%** 11.1%** 12.06% 

Processor 3(32 cores 

shared cache) 
15.6%** 6.0%** 11.8%** 9.8%** 12.8%** 11.20% 

Processor 4(32 cores 

private caches) 
9.6% 9.1% 9.2% 9.2% 9.2% 9.26% 

Table 7.8 Fetch Utilization of Cubic interpolation, numbers in italic mean the minimum 

percentage of current data set, numbers in bold mean maximum percentage of current data set, 

numbers with ** mean the value may not accurate due to not enough samples were collected 

 

 

Figure 7.11 Fetch Utilization of Cubic interpolation 
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Figure 7.12 Average Fetch Utilization of Cubic interpolation 

 

Summary The measurements obtained for Processor 1, Processor 2 and Processor 3 show 

irregular fluctuations in Figure 7.11, since there was not enough data exchange between the 

cache and the RAM during the execution. It means that the ThreadSpotter tool cannot fetch 

enough samples to give an accurate fetch utilization percentage. Thereby, it is an alternative to 

compare their cache efficiency by comparing their average fetch utilizations (see Figure 7.12). 

The Processor 1 and Processor 2 have better cache efficiency by 12.4% and 12.06% of fetch 

utilization in average. The Processor 4 shows the lowest cache efficiency by 9.26% of fetch 

utilization in average. 
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7.3. The Bi-Cubic interpolation Algorithm 

 

The Bandwidth performance 

Table 7.9 shows the number of fetch operations that occurred when running the Bi-Cubic 

application on the four processors. The measurements can easily be compared in Figure 7.13, 

which represent these fetches in a figure. 

The total numbers of memory accesses are nearly the same for all four processors, see Table 

7.10. 

 

The number of Fetches in Bi-Cubic interpolation 

Data sets set1 set2 set3 set4 set5 

Processor 1(8 cores 

shared cache) 
1.18E+06 1.86E+06 2.68E+06 3.64E+06 1.42E+07 

Processor 2(8 cores 

private cache) 
6.51E+06 7.32E+06 1.20E+07 1.82E+07 1.90E+07 

Processor 3(32 cores 

shared cache) 
1.78E+06 2.78E+06 8.01E+06 7.27E+06 1.66E+07 

Processor 4(32 cores 

private caches) 
6.81E+07 1.16E+08 1.87E+08 3.03E+08 4.12E+08 

Table 7.9 The number of Fetches in Bi-Cubic interpolation, numbers in italic mean the 

minimum percentage of current data set, numbers in bold mean maximum percentage of current 

data set 

 

Total memory accesses of Bi-Cubic interpolation 

Data sets set1 set2 set3 set4 set5 

Processor 1(8 cores 

shared cache) 
2.92E+10 4.56E+10 6.55E+10 8.92E+10 1.17E+11 

Processor 2(8 cores 

private cache) 
2.92E+10 4.56E+10 6.56E+10 8.92E+10 1.17E+11 

Processor 3(32 cores 

shared cache) 
2.93E+10 4.57E+10 6.55E+10 8.91E+10 1.17E+11 

Processor 4(32 cores 

private caches) 
2.93E+10 4.57E+10 6.56E+10 8.92E+10 1.17E+11 

Table 7.10 Total memory accesses of Bi-Cubic interpolation 
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Figure 7.13 The numbers of fetch of Bi-Cubic interpolation 

 

Figure 7.14 shows that Processor 1, Processor 2 and Processor 3 have nearly 0% fetch ratio in 

all kinds of input data sets. Processor 4 showed an increased fetch ratio of 0.2% to 0.4% when 

the input data set was enlarged. 

 

Fetch Ratio of Bi-Cubic interpolation 

Data sets 
10000 

(set1) 

12500 

(set2) 

15000 

(set3) 

17500 

(set4) 

20000 

(set5) 
average 

Processor 1(8 cores 

shared cache) 
>0.1% >0.1% >0.1% >0.1% >0.1% >0.1% 

Processor 2(8 cores 

private cache) 
>0.1% >0.1% >0.1% >0.1% >0.1% >0.1% 

Processor 3(32 cores 

shared cache) 
>0.1% >0.1% >0.1% >0.1% >0.1% >0.1% 

Processor 4(32 cores 

private caches) 
0.20% 0.30% 0.30% 0.30% 0.40% 0.30% 

Table 7.11 Fetch Ratio of Bi-Cubic interpolation, numbers in italic mean the minimum 

percentage of current data set, numbers in bold mean maximum percentage of current data set 
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Figure 7.14 Fetch Ratio of Bi-Cubic interpolation 

 

 

Figure 7.15 Average Fetch Ratio of Bi-Cubic interpolation 

 

Figure 7.16, the fetch ratio could be estimated only for processor 4. The bandwidth 

consumption of Processor 4 is therefore shown at the maximum average level. Processor 1, 2 

and 3 show no obvious bandwidth issue from their ThreadSpotter reports, this may because 

not enough samples could be taken. 
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Figure 7.16 Bandwidth Consumption of Bi-Cubic interpolation 

 

Summary Due to the Cubic Interpolation algorithm, a small input data set was needed for the 

calculation. In the Cubic Interpolation, one interpolation need 16 double type 128B input data 

(16 * 8Byte = 128Byte). For example, when using date set 5 (the largest data set) the parallel 

application run 20000 times of interpolation, which can generate at most 20000st copies of 

the data simultaneously. Therefore, it occupied 2.4MB (128Byte * 20000 = 2.4MByte) 

memory space. 

In the Bi-Cubic Interpolation experiment, the input data size should be from 1.2MB (data set 

1) to 2.4MB (data set 5). As can be seen in Figure 7.8, Processor 4 (32 cores with private 

caches) shows that the fetch ratio increased from 0.2% to 0.4%. 

The Fetch ratios of Processor 1, Processor 2 and Processor 3 were less than 0.1% while 

Processor 4 increased from 0.2% to 0.4%. Processor 1 and Processor 3 have 24MB shared 

cache, Processor 2 has 3MB private caches that are larger than 2.4MB (data set 5). However, 

the Processor 4 has the smallest private caches, 768kB, which cannot hold enough cache line 

needed for application. Therefore, the fetch ratio rises when the input data set is increased. 
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The Cache Efficiency 

Table 7.12 shows that Processor 4 has the lowest fetch utilization. The fetch utilization values 

for Processor 1, Processor 2 and Processor 3 show irregular fluctuations since there has not 

been enough input output of data in order to generate statistics during execution. Therefore, 

the fetch utilization of Processor 1, Processor 2 and Processor 3 appears abnormal in Figure 

7.17. 

The average fetch utilization is compared in Figure 7.18. 

 

Fetch Utilization of Bi-Cubic interpolation 

Data sets 
10000 

(set1) 

12500 

(set2) 

15000 

(set3) 

17500 

(set4) 

20000 

(set5) 
average 

Processor 1(8 cores 

shared cache) 
11.5%** 14%** 13.4%** 16.5%** 16.6%** 14.40% 

Processor 2(8 cores 

private cache) 
7.6%** 11.7%** 9.6%** 9.7%** 9.4%** 9.60% 

Processor 3(32 cores 

shared cache) 
13.4%** 8.6%** 13.2%** 8.5%** 13%** 11.34% 

Processor 4(32 cores 

private caches) 
7.5% 7.8% 8.1% 7.9% 8.1% 7.88% 

Table 7.12 Fetch Utilization of Bi-Cubic interpolation, numbers in italic mean the minimum 

percentage of current data set, numbers in bold mean maximum percentage of current data set, 

numbers with ** mean the value may not accurate due to not enough samples were collected 

 

 

Figure 7.17 Fetch Utilization of Bi-Cubic interpolation 
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Figure 7.18 Average Fetch Utilization of Bi-Cubic interpolation 

 

Summary Processor 1, Processor 2 and Processor 3 have irregular fluctuations in their values, 

because there was not enough data input and output between cache and RAM during the 

executions. The ThreadSpotter cannot fetch enough samples to get an accurate fetch 

utilization percentage. Processor 1 performed its cache efficiency by 14.4% of fetch 

utilization in average. The Processor 4 performed its cache efficiency by 7.88% of fetch 

utilization in average, since it has the smallest private caches for each core. 
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7.4. The Covariance Matrix Estimation (in STAP) 

 

The Bandwidth Performance 

Table 7.13 shows the measured number of fetches for the Covariance Matrix Estimation 

algorithm when executed on four different processors. Figure 7.19 shows these measurements 

in graphs form.  

Concurrently, the total numbers of memory accesses are fairly equal for all four processors, 

see Table 7.14. 

 

The number of Fetches in Covariance matrix estimation 

Data sets set1 set2 

Processor 1(8 cores shared cache) 3.90E+10 1.52E+11 

Processor 2(8 cores private cache) 2.64E+09 5.21E+09 

Processor 3(32 cores shared cache) 1.83E+10 6.94E+10 

Processor 4(32 cores private caches) 3.66E+10 7.68E+10 

Table 7.13 The number of Fetches in Covariance matrix estimation, numbers in italic mean the 

minimum percentage of current data set, numbers in bold mean maximum percentage of current 

data set 

 

Total memory accesses of Covariance matrix estimation  

Data sets set1 set2 

Processor 1(8 cores shared cache) 4.22E+11 8.42E+11 

Processor 2(8 cores private cache) 4.21E+11 8.41E+11 

Processor 3(32 cores shared cache) 4.22E+11 8.45E+11 

Processor 4(32 cores private caches) 4.22E+11 8.43E+11 

Table 7.14 Total memory accesses of Covariance matrix estimation 

 

 

Figure 7.19 numbers of fetch of Covariance matrix estimation 
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Fetch Ratio of Covariance matrix estimation 

Data sets 32 (set1) 64 (set2) average 

Processor 1(8 cores shared cache) 9.20% 18.10% 13.65% 

Processor 2(8 cores private cache) 0.60% 0.60% 0.60% 

Processor 3(32 cores shared cache) 4.30% 8.20% 6.25% 

Processor 4(32 cores private caches) 8.70% 9.10% 8.90% 

Table 7.15 Fetch Ratio of Covariance matrix estimation, numbers in italic mean the minimum 

percentage of current data set, numbers in bold mean maximum percentage of current data set 

 

 
Figure 7.20 Fetch Ratio of Covariance matrix estimation 

 

 

Figure 7.21 Average Fetch Ratio of Covariance matrix estimation  
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Figure 7.22 Bandwidth Consumption of Covariance matrix estimation 

 

Figure 7.22 shows the estimated bandwidth consumption for the matrix covariance estimation 

of the four processors. Processor 3 performed with the lowest bandwidth consumption on 

average. However, the bandwidth consumption for these four processors was similar to each 

other, between 96% and 98.4%. 

 

Summary  

In the covariance matrix estimation algorithm, there are three input data matrices allocated in 

the memory. The first matrix is M*N*B, the second matrix is (B*Q)* (B*Q) and the third 

matrix is (B*Q). All data in of these matrices are of float type. According to the Covariance 

matrix estimation algorithm, the total input data size can be calculated as: 

Input data size for one iteration = 256(M)*480(N)*22(B) + 22(B)*3(Q)*22(B)*3(Q) + 

22(B)*3(Q) = 2.6MB (see chapter 6.4.4 and Appendix A “Covariance Matrix Estimation”) 

The input data size differs depending on the amount of iterations. If the iteration is 32, the 

input data size is 83.2MB (2.6MB * 32 = 83.2MB); if it would be 64, the input data size 

would increase to 166.4MB (2.6MB * 64 = 144.4MB), both of them are larger than the 24MB 

L3 cache.  

Processor 2 in this simulation demonstrates the best bandwidth performance. It has the best 

fetch ratio performance since it displays the lowest fetch ratio by 0.6% in average. Moreover, 

Processor 2 has fewer cores and larger private caches, which can lead to less false sharing 

effects. 
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The Cache Efficiency 

Figure 7.23 shows that Processor 2 (8 cores with private caches) has the best performance in 

terms of fetch utilization, which is 50.1% on average (Figure 7.24). Processor 1, Processor 3 

and Processor 4 have similar fetch utilization performances since the similar fetch utilizations 

were very similar to one another, both in the 32 times of iteration (9.7%, 10.3%, 9.6%,) and 

the 64 times of iteration point (8.6%, 9.5%, 9.2%,). 

 

Fetch Utilization of Covariance matrix estimation 

Data sets 32 (set1) 64 (set2) average 

Processor 1(8 cores shared cache) 9.70% 8.60% 9.15% 

Processor 2(8 cores private cache) 49.70% 51.40% 50.55% 

Processor 3(32 cores shared cache) 10.30% 9.50% 9.90% 

Processor 4(32 cores private caches) 9.60% 9.20% 9.40% 

Table 7.16 Fetch Utilization of Covariance matrix estimation, numbers in italic mean the 

minimum percentage of current data set, numbers in bold mean maximum percentage of current 

data set 

 

 

Figure 7.23 Fetch Utilization of Covariance matrix estimation 
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Figure 7.24 Fetch Average Utilization of Covariance matrix estimation 

 

Summary Processor 2 in this simulation shows the best cache efficiency. It shows the best 

fetch utilization performance since it displays the highest fetch utilization values by 50.55% 

on average. Moreover, Processor 2 has fewer cores and larger private caches, which can lead 

to fewer false sharing effects. 
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8. Conclusion 

In this thesis, four processors have been evaluated by using four different algorithms in the 

HPEC benchmarks. The four algorithms in the benchmark have been implemented for 

multi-threaded execution using OpenMP. 

The performance of a processor and its cache is naturally dependent on its hardware 

architecture and the behavior and requirements of a certain application. In this thesis, we 

relied on metrics such as number of memory accesses, fetch ratio, fetch utilization and other 

issues, in order to compare their performances for a certain class of application. In particular, 

fetch ratio and fetch utilization are important parameters that reflect the bandwidth 

performance and the cache efficiency directly. Therefore, we have focused on studying and 

comparing the fetch ratio and the fetch utilization. Furthermore, the bandwidth consumption 

for each processor in the simulation has been estimated (to the extent it was possible). 

The total memory accesses are nearly the same for each data set for every algorithm. It means 

if the total memory accesses are fixed for every algorithm, a low fetch utilization means a 

high number of fetches since the core need more fetch from memory. In this case, a low fetch 

utilization can possibly led more bandwidth issues. 

With OpenMP, the compiler divide the for-loop into a number of parallel code fractions (for 

instance matrix 707*707 will be divided into 499849 fractions), and rearrange them to be 

executed randomly by each thread. Thereby, it will be much easier to generate cache misses 

and false sharing effects. 

 

Cache Performances 

In our experiments, the processor with private caches (Processor 2) shows a better cache 

performance in general. Its 3MB private caches that can hold more cache lines, and avoid 

false sharing effects. The processor with 32 cores and private caches (Processor 4) obtained 

the worst performance during almost all the experiments, due to its smallest private caches, 

which do not have enough capacity to hold a used cache lines, see Table 7.17. 

The multi-thread programs implemented using OpenMP were simple and fast. However, the 

user cannot easily take full control of the input data pattern for every thread in the application. 

It would be hard for the user to avoid some cache fetching problems like false sharing or 

inefficient loop nesting. The results of the Titled Memory Access (SAR) algorithm revealed 

the weakness of handling a large matrix calculation. In Covariance matrix estimation (in 

STAP) only two data sets has been measured, because of hardware limitation. It makes it 

difficult to draw an accurate conclusion for it. 

Table 7.17 shows performance ranking comparison of the four evaluated processor 

architectures with respect to bandwidth performance and cache efficiency of processors in 

different simulations (difference less than 0.5% we will rank as equal). Therefore, our 

conclusion is the Processor 2 (8 core with private caches) achieved the best results both in 

experiments of Bandwidth performance and Cache efficiency, however Processor 4 (32 core 

with private caches) achieved the worst results during nearly all the experiments. 

 

 

 

 

 



52 
 

 Bandwidth performance 

(by Fetch Ratio) 

Cache efficiency (by Fetch 

Utilization) 

SAR(Tilted Memory Access) Processor 2 > 1 ≥ 3 > 4 Processor 2 > 1 ≥ 3 ≥ 4 

Cubic Interpolation Processor 1 ≥ 3 ≥ 2 > 4 Processor 1 ≥ 2 > 3 > 4 

Bi-Cubic Interpolation Processor 1 ≥ 3 ≥ 2 > 4 Processor 1 > 3 > 2 > 4 

Covariance matrix estimation Processor 2 > 3 > 4 > 1 Processor 2 > 3 > 4 ≥ 1 

Table 7.17 the sequence of bandwidth performance and cache performance of processors in 

different simulations (difference less than 0.5% we will rank as equal) 
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Appendix A 

SAR(Tilted Memory Access) 

Part of source code: 

#define N 3535 

typedef float element_type; 

element_type** a; 

element_type** b; 

element_type** c; 

element_type **allocMatrix(int n) { 

 int i; 

 element_type** tmp; 

 tmp = calloc(n, sizeof(element_type*)); 

 for(i=0; i<n; ++i) { 

  tmp[i] = calloc(n, sizeof(element_type)); 

 } 

 return tmp; 

} 

void releaseMatrix(element_type** tmp, int n) { 

 int i; 

 for(i=0; i<n; ++i) { 

  free(tmp[i]); 

 } 

 free(tmp); 

} 

void onesMatrix(element_type **tmp) { 

 int i,j; 

 for(i=0; i<N; i++) { 

  for(j=0; j<N; j++) { 

   tmp[i][j] = 1; 

  } 

 } 

} 

void zerosMatrix(element_type **tmp) { 

 int i,j; 

 for(i=0; i<N; i++) { 

  for(j=0; j<N; j++) { 

   tmp[i][j] = 0; 

  } 

 } 

} 

int main(int test, char **args) { 

 int i,j,k; 

 a = (element_type**) allocMatrix(N); 
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 b = (element_type**) allocMatrix(N); 

 c = (element_type**) allocMatrix(N); 

 printf("Memory has been allocated\n"); 

        onesMatrix((element_type**)a); 

        onesMatrix((element_type**)b); 

        zerosMatrix((element_type**)c); 

 printf("Matrices filled with data\n"); 

 omp_set_num_threads(8); 

#pragma omp parallel for private(i,j,k) shared(a,b,c) schedule(static,89) 

 for(i=0;i<N;i++){ 

  printf("Thread %d started\n", omp_get_thread_num()); 

  for(j=0;j<N;j++) 

   for(k=0;k<N;k++) 

    c[i][j] = c[i][j] + a[i][k]  * b[k][j];} 

 printf("Releasing memory\n"); 

 releaseMatrix((element_type**)a,N); 

 releaseMatrix((element_type**)b,N); 

 releaseMatrix((element_type**)c,N); 

 printf("Main thread finished. Exiting.\n"); 

 return 0; 

} 

 

 

Cubic Algorithm 

Part of source code: 

const char *usage = "usage: cubic_bench <sqrt_nof_interpols>\n"; 

double cubic(double *x, double *y, double x_int){ 

  /* the function is based on Neville's algorithm 

   * it interpolates an y value at x = x_int 

   * the samples can be randomly spaced along the x-axis */ 

  double p01,p12,p23,p02,p13,p03; 

  double d0,d1,d2,d3; 

  d0 = x_int-x[0]; 

  d1 = x_int-x[1]; 

  d2 = x_int-x[2]; 

  d3 = x_int-x[3]; 

  p01 = (y[0]*d1 - y[1]*d0) / (x[0] - x[1]); 

  p12 = (y[1]*d2 - y[2]*d1) / (x[1] - x[2]); 

  p23 = (y[2]*d3 - y[3]*d2) / (x[2] - x[3]); 

  p02 = (p01*d2 - p12*d0) / (x[0] - x[2]); 

  p13 = (p12*d3 - p23*d1) / (x[1] - x[3]); 

  p03 = (p02*d3 - p13*d0) / (x[0] - x[3]); 

  return p03; 

} 

int main(int argc, char **argv){ 
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  double x[4];  /* x-positions of samples */ 

  double y[4];  /* samples values */ 

    double x_int; /* interpolation point */ 

    unsigned int i,j,k,sqrt_nof_interpols; 

    time_t start_time, stop_time; 

    sqrt_nof_interpols = 15000; 

    double ssum[15000]={0.0}; 

    double sum=0.0; 

    for(i=0; i<4; i++) 

       x[i] = y[i] = (double)i; 

    x_int = 1.5; 

    printf("Interpolations start...\n"); 

    time(&start_time); 

omp_set_num_threads(8); 

#pragma omp parallel for private(i,j) shared(sum) schedule(static) 

    for(i=0; i<sqrt_nof_interpols; i++){printf("Thread%dstart\n", 

omp_get_thread_num()); 

      for(j=0; j<sqrt_nof_interpols; j++) 

        ssum[i]+=cubic(x, y, x_int); 

} 

    for(k=0;k<sqrt_nof_interpols;k++) 

     sum+=ssum[k]; 

    time(&stop_time); 

    printf("Done!\n"); 

    printf("Exeution time: %.0lf s\n", difftime(stop_time,start_time)); 

    printf("intsum: %.1lf\n", sum);  

  } 

 

 

Bi-Cubic Algorithm 

Part of source code: 

const char *usage = "usage: bi-cubic_bench <sqrt_nof_interpols>\n"; 

double cubic_even(double *y, double t){ 

  double a0,a1,a2,a3,t2; 

  a0 = y[3]-y[2]-y[0]+y[1]; 

  a1 = y[0]-y[1]-a0; 

  a2 = y[2]-y[0]; 

  a3 = y[1]; 

  t2=t*t; 

  return (a0*t2*t+a1*t2+a2*t+a3); 

} 

double bi_cubic(double z[4][4], double tx, double ty){ 

   double x_interpol[3]; /* partial interpolation results in x 

direction */ 

   x_interpol[0] = cubic_even(z[0], tx); 
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   x_interpol[1] = cubic_even(z[1], tx); 

   x_interpol[2] = cubic_even(z[2], tx); 

   x_interpol[0] = cubic_even(z[3], tx); 

   return (cubic_even(x_interpol, ty)); 

} 

int main(int argc, char **argv){ 

  double z[4][4]; /* sample values */ 

  double tx, ty;  /* interpolation point */ 

  unsigned int x,y; 

  unsigned int i,j,k; 

  unsigned int sqrt_nof_interpols; /* the sqrt of the number 

                                        of interpolations */ 

    time_t start_time, stop_time; 

    double sum = 0.0; 

    double ssum[17500]={0.0}; 

     sqrt_nof_interpols = 17500; 

    for(x=0; x<4; x++) 

      for(y=0; y<4; y++) 

       z[x][y] = (double)(x+y); 

    tx = ty = 0.5; 

    printf("Interpolations start...\n"); 

    time(&start_time); 

omp_set_num_threads(8); 

#pragma omp parallel for private(i,j) shared(sum) schedule(static) 

    for(i=0; i<sqrt_nof_interpols; i++){printf("Thread %d start\n", 

omp_get_thread_num()); 

      for(j=0; j<sqrt_nof_interpols; j++) 

        ssum[i]+=bi_cubic(z, tx, ty); 

    } 

#pragma omp barrier 

    for(k=0;k<sqrt_nof_interpols;k++) 

         sum+=ssum[k]; 

    time(&stop_time); 

    printf("Done!\n"); 

    printf("Exeution time: %.0lf s\n", difftime(stop_time, start_time)); 

    printf("intsum: %.1lf\n", sum);   /* use all interpolation 

                                         values */ 

  } 

 

 

Covariance matrix estimation STAP 

Part of source code: 

const char *usage = "usage: bi-cubic_bench <sqrt_nof_interpols>\n"; 

double cubic_even(double *y, double t){ 

  double a0,a1,a2,a3,t2; 
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  a0 = y[3]-y[2]-y[0]+y[1]; 

  a1 = y[0]-y[1]-a0; 

  a2 = y[2]-y[0]; 

  a3 = y[1]; 

  t2=t*t; 

  return (a0*t2*t+a1*t2+a2*t+a3); 

} 

double bi_cubic(double z[4][4], double tx, double ty){ 

   double x_interpol[3]; /* partial interpolation results in x 

direction */ 

   x_interpol[0] = cubic_even(z[0], tx); 

   x_interpol[1] = cubic_even(z[1], tx); 

   x_interpol[2] = cubic_even(z[2], tx); 

   x_interpol[0] = cubic_even(z[3], tx); 

   return (cubic_even(x_interpol, ty)); 

} 

int main(int argc, char **argv){ 

  double z[4][4]; /* sample values */ 

  double tx, ty;  /* interpolation point */ 

  unsigned int x,y; 

  unsigned int i,j,k; 

  unsigned int sqrt_nof_interpols; /* the sqrt of the number 

                                      of interpolations */ 

    time_t start_time, stop_time; 

    double sum = 0.0; 

    double ssum[17500]={0.0}; 

     sqrt_nof_interpols = 17500; 

    /* fill in some dummy values to be used in benchmark */ 

    for(x=0; x<4; x++) 

      for(y=0; y<4; y++) 

       z[x][y] = (double)(x+y); 

    tx = ty = 0.5; 

    printf("Interpolations start...\n"); 

    time(&start_time); 

omp_set_num_threads(8); 

#pragma omp parallel for private(i,j) shared(sum) schedule(static) 

    for(i=0; i<sqrt_nof_interpols; i++){printf("Thread %d start\n", 

omp_get_thread_num()); 

      for(j=0; j<sqrt_nof_interpols; j++) 

        ssum[i]+=bi_cubic(z, tx, ty); 

    } 

#pragma omp barrier 

    for(k=0;k<sqrt_nof_interpols;k++) 

         sum+=ssum[k]; 

    time(&stop_time); 
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    printf("Done!\n"); 

    printf("Exeution time: %.0lf s\n", difftime(stop_time, start_time)); 

    printf("intsum: %.1lf\n", sum);   /* use all interpolation 

                                         values */ 

  } 
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Appendix B 

The Acumem ThreadSpotter User Interface 

1. Main settings Interface 

 

Figure 9.1 main setting interface of ThreadSpotter 

 

In Figure 9.1, the initial interface (sampler settings) for the user is shown. 

Three options before sampling and generating a report are offered, see Figure 9.1. 

1. Sample a new application by choosing an existing file and generate a report. By choosing 

this option the user can select the target application file, set the command for execution 

and select the directory to store the report afterwards. 

2. Sample a running application and generate a report. This option let the user select a 

running application from the system. 

3. Read the existing sample file and generate a report. By selecting this option the user can 

directly generate a report for an existing sample file, generated by the ThreadSpotter 

beforehand. 

By checking the option “Show Advanced Sampler Settings”, the user is able to configure for 

more sample settings, see “Advanced Sampler Settings”. 
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Moreover, we can choose “Keep sample file” to save a generated sample file and to generate a 

report later. 

 

2. The Launching and Sampling of an Application 

As a first step, the ThreadSpotter is sampling the application and collecting information in order 

to generate reports. The user needs to indicate a path for storing the sampled data, which can be 

reused for different processors and cache configurations. 

Select “sample new application” with the current path of the application and input arguments to 

the “command line” below (if needed) then click the “sample & report” button to start the 

ThreadSpotter analysis. 

The ThreadSpotter will run and sample until the target application is terminated automatically 

or manually (by the button “Terminate” or “Detach”).  

Before creating a report, we must set the correct path to store the report generated by the 

ThreadSpotter, which will be an HTML file named “acumem-report.html” as a default. It is 

possible to change its name if needed, see Figure 9.2. 

 

 

Figure 9.2 report setting 

 

In order to get a specific report of the target CPU and cache, it is necessary to select the specific 

CPU type through the list of CPUs supported by the ThreadSpotter. The ThreadSpotter 

supports most of the commercial general-purpose CPUs. The user can also customise the cache 



63 
 

architecture by choosing cache level and cache size of the selected CPU (the ThreadSpotter will 

choose the current CPU type as a default). 

The analysis is performed for a certain CPU, specifically for its cache hierarchy, cache sizes, 

cache lines, cache sharing, and in some cases it also includes details about the Prefetching 

mechanisms. 

The Figure 9.3 shows the list of CPUs supported by the ThreadSpotter. 

 

Figure 9.3 How to select CPU 

 

3. Advanced Sampling setting 

By choosing the “show advanced sampler settings” in “Sampler setting” page, advanced 

limits of sampling can be set for: 

Line sizes: Use this option if you want to generate a report for a cache line size other than the 

default. One value of a cache line size must be selected.  

Burst sampling: Use this option to enable burst sampling in order to reduce the sampling 

overhead for sampling runs. When selected, you also need to enter an estimated sample 

execution time of the application that you want to sample. 

Initial sample period: Change this setting if you receive a message denoting that you need to 

decrease the sample period during post-processing of the sample file.  
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In burst mode, it is possible to increase the sampling interval in order to cut down the running 

time of the application. 

 

4. The Advanced Report Setting 

At the “Advanced Report Setting” page, it is possible to configure several parameters and 

make the ThreadSpotter generate a report, see Figure 9.4. 

 

 

Figure 9.4 advance report setting 

 

Cache size: Customise the cache size selected by the processor model. It can use the suffixes k, 

m and g, which stand for Kilobytes, Megabytes and Gigabytes respectively. 

Cache line size: Customise the cache line size selected by the processor model. The list of 

cache line sizes reflect the sizes selected on the page “Advanced Sampler Setting”. 

Number of caches: Customise the number of caches in the selected cache level. It is assumed 

that the threads will be mapped into this number of caches. 
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The Replacement policy: Select either “random replacement” or “LRU replacement” as a 

cache replacement policy for the analysis. “Random replacement” is the default setting. 

Additional binaries: If the application needs additional data (external data and shared libraries) 

that are placed in other locations, it is best to use this option to specify their locations.  

Source directories: set the path that contains the source code of the application to be analysed. 

Ignore issues: Do not present issues involving less than the specific percentage of the total 

fetches, upgrades or write-backs within the report. 

Report title: Customize the report title. 

Skip intro page: The report normally provides a summary page with a summary verdict and a 

collection of help links. Select this option to skip this page. 

Experimental hardware Prefetching model: Use a modified algorithm to analyse hardware 

Prefetch activity. It is more accurate in some cases but it can require more memory space 

during the analysis. 

 

 


