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Abstract
When designing architectures and protocols for data traffic
requiring real-time services, one of the major design goals is to
guarantee that traffic deadlines can be met. However, many real-time
applications also have additional requirements such as high
throughput, high reliability, or energy efficiency. High-performance
embedded systems communicating heterogeneous traffic with high
bandwidth and strict timing requirements are in need of more efficient
communication solutions, while wireless industrial applications,
communicating control data, require support of reliability and
guarantees of real-time predictability at the same time. To meet the
requirements of high-performance embedded systems, this thesis work
proposes two multiwavelength high-speed passive optical networks.
To enable reliable wireless industrial communications, a framework
incorporating carefully scheduled retransmissions is developed. All
solutions are based on a single-hop star topology, predictable Medium
Access Control algorithms and Earliest Deadline First scheduling,
centrally controlled by a master node. Further, real-time
schedulability analysis is used as admission control policy to provide
delay guarantees for hard real-time traffic.
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For high-performance embedded systems an optical star network
with an Arrayed Waveguide Grating placed in the centre is suggested.
The design combines spatial wavelength reuse with fixed-tuned and
tuneable transceivers in the end nodes, enabling simultaneous
transmission of both control and data traffic. This, in turn, permits
efficient support of heterogeneous traffic with both hard and soft realtime constraints. By analyzing traffic dependencies in this
multichannel network, and adapting the real-time schedulability
analysis to incorporate these traffic dependencies, a considerable
increase of the possible guaranteed throughput for hard real-time
traffic can be obtained.
Most industrial applications require using existing standards such
as IEEE 802.11 or IEEE 802.15.4 for interoperability and cost
efficiency. However, these standards do not provide predictable
channel access, and thus real-time guarantees cannot be given. A
framework is therefore developed, combining transport layer
retransmissions with real-time analysis admission control, which has
been adapted to consider retransmissions. It can be placed on top of
many underlying communication technologies, exemplified in our
work by the two aforementioned wireless standards. To enable a
higher data rate than pure IEEE 802.15.4, but still maintaining its
energy saving properties, two multichannel network architectures
based on IEEE 802.15.4 and encompassing the framework are
designed. The proposed architectures are evaluated in terms of
reliability, utilization, delay, complexity, scalability and energy
efficiency and it is concluded that performance is enhanced through
redundancy in the time and frequency domains.

Keywords
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1. Introduction
Many emerging embedded systems rely on cooperation in terms of data
communication between systems or between different parts of the system.
Two excellent examples of this are radar signal processing, where subsystems
of multiple processors communicate with each other, and factory automation
systems, where sensors, actuators and control systems exchange information.
However, as new applications based on networked embedded systems
emerge, the requirements on the communication protocols for such systems
continue to increase. Many applications have strict timing requirements and
need to be able to guarantee that the data communicated over the network
reaches its destination by a predefined deadline. The deadline requirement
can emanate from the update rate required by the radar application or from
the control process found in factory automation. To guarantee that such
timing requirements are met, real-time communication methods are
necessary. However, timing requirements are seldom the only demand on a
communication system as real-time networks may, e.g., have to service high
performance applications, suffer from unreliable communication media, or
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contain communication nodes with a limited power source.
This thesis work studies how to design real-time networks with
requirements on timeliness, throughput, reliability, and energy efficiency.
Real-time schedulability analysis, tailored to the selected network
architectures, transport and medium access control (MAC) protocols, is used
in the admission control process. Different communication media are
explored and both numerical analysis and Monte Carlo simulations are used
to evaluate the performance of the proposed protocols.

1.1. Real-Time Communications and Quality of Service
Demands
In a real-time communication system, the data traffic has a deadline to
meet. The generated traffic is often of a periodic nature, where each single
message or packet must arrive in time at each instance of the period. Realtime communication systems can be classified in different ways, but the most
common way is to divide them depending on whether they demand hard or
soft real-time service.
A hard real-time (HRT) communication system has to meet strict timing
requirements. Failing to meet a deadline in a hard real-time system can have
serious consequences for the entire system. In many cases, it is equally
disadvantageous to have data arriving too late at their destination as to not
receive the data at all. It is therefore vital to be able to guarantee the success
of a transmission in advance, e.g. by the use of a schedulability analysis as
described later in this chapter.
Also a soft real-time (SRT) communication system has message
deadlines which should be met; however, meeting them is not vital to the
system. Timeliness is desirable but does not have to be guaranteed. Missing a
deadline in a soft real-time system will not lead to a complete system failure,
but instead could, e.g., result in a certain degree of system performance
degradation. Therefore, the transmission of hard real-time traffic usually is
prioritized over the transmission of soft real-time traffic, which, however,
can lead to problems with starvation of the traffic with the lowest priority.
It is not unusual that real-time systems carry both hard and soft realtime traffic, plus possible traffic without any assigned (or an infinite)
deadline, i.e., non-real-time (NRT) traffic. Many embedded systems
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applications require support for heterogeneous traffic with those three
general levels of delay sensitivity. Systems with these kinds of heterogeneous
real-time demands need tools that decide on how to prioritize between
traffic with different delay sensitivity. This is usually done by a scheduling
method as described later.
Besides real-time requirements, many applications also have additional
quality of service (QoS) requirements such as high throughput (e.g., radar
signal processing), high reliability (e.g., industrial networks), or low energy
consumption (e.g., wireless sensor networks). Very often, these requirements
are conflicting in some way. Network protocols for Internet web browsing
can be designed for very high throughput, since the data traffic has only best
effort timing requirements. Packets that are lost due to the high transfer rate
can be retransmitted to increase reliability without missing any deadlines.
Voice applications, on the other hand, have stricter timing requirements, so
retransmissions might not be possible, but the required throughput and
reliability are rather low and therefore efficient protocols can be constructed
by trading timing requirements against high throughput and reliability. An
application with requirements on both real-time deadlines and high
throughput would likely be constructed with an increased complexity, which
in turn requires higher energy, and so on. Therefore, a real-time application
with additional requirements on high throughput, on high reliability or on
energy efficiency, typically needs a communication protocol that is adapted
to its particular requirements to be able to meet the QoS demands by trading
off one property for another.

1.2. Network Properties and Constraints
When designing communication protocols for emerging embedded
systems with multiple QoS requirements, the opportunities and constraints
emanating from the situation and circumstances in which the network is
operating should be taken into account. The protocols thus need to be made
more application-specific as well as more network-specific to fully exploit
the available resources.
Many high-performance applications, as e.g. radar signal processing
systems or interconnection networks for Internet routers, have a growing
need for real-time communication, leading to a search for possibilities to
guarantee real-time performance for a as high fraction of the network traffic
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as possible. Optical interconnection technology is a promising alternative in
this context as it enables both high throughputs and presents solutions to the
problem of interconnection network complexity, as light beams can cross
each other without interference. On the other hand, electronic components
are still needed to cope with the increasing demands on QoS support as
electronic solutions, e.g., enable flexible traffic scheduling.
As certain embedded control applications have a need for wireless
communication, networks face an additional complication as real-time
communication over noisy channels needs to be supported. Wireless
technologies are attractive for industrial systems, e.g., to reduce cabling, for
fast employment of new equipment, or to setup communication with mobile
systems. Moreover, some industrial environments are too harsh for normal
cabling. But even if wireless technologies add several benefits to the context
of industrial communication, they also suffer from a number of
disadvantages. Most prominently, wireless communication is characterized
by its high error probability, due to the noise inherent in the wireless
medium, which may cause severe problems for applications with strict
reliability and timing requirements. Further, the use of commercial of-theshelf (COTS) components and existing communication standards such as
IEEE 802.11 or IEEE 802.15.4 is close to mandatory in industrial
communications as it reduces costs and facilitates interoperability. This in its
turn makes it harder to adapt application-specific solutions to counter the
aforementioned problems and fulfil timing and reliability requirements.
Furthermore, energy efficiency can become an issue as certain wireless nodes
only have access to a limited power supply.

1.3. Packet Scheduling and Medium Access Control
To guarantee that real-time traffic meet their respective deadlines, while
using a minimum of network resources, packet scheduling and different
kinds of admission control is needed. Scheduling packets with real-time
constraints over a point-to-point link requires a deterministic queuing
principle. In a network containing several nodes sharing the medium, the
MAC protocol determines the distributed queuing delay, as it decides which
node in the network that is allowed access to the medium at a particular
point in time. Note that, within each node, a scheduling algorithm (a.k.a. a
queuing principle or a service discipline) can be used to internally decide the
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order in which the packets should be sent.
1.3.1. Packet scheduling inside a node
Supporting real-time traffic means being able to guarantee the
throughput of a certain number of packets with timing constraints. If a
communication protocol has real-time properties it means that it is designed
such that it tries to meet the deadlines of as many packets as possible or,
alternatively, the most “important” packets. This is when scheduling comes
into play. When scheduling packets, they are ordered trying to maximize
some type of performance parameter, e.g., throughput, priority, or jitter.
Without scheduling, packets are typically sent in the order they arrive ready
for transmission, i.e., according to the First Come First Served (FCFS) service
principle. To be able to state a deadline guarantee, i.e., enabling packets to be
scheduled such that they meet their deadlines, the worst-case delay must be
upper-bounded. This implies that when scheduling packets with real-time
constraints over a point-to-point link, a deterministic queuing principle
leading to a known maximum delay must be used (Zhang 1995). Even though
FCFS is such a deterministic queuing principle (Fan et al. 2005b), there are
ordering principles specially developed for real-time communication. Two
examples of such are delay-EDD (Earliest Due Date) (Ferrari et al. 1990) and
jitter-EDD (Verma et al. 1991). Both delay-EDD and jitter-EDD are based on
Earliest Deadline First (EDF) scheduling (Liu et al. 1973), where the packets
are prioritized according to their deadlines.
1.3.2. MAC – scheduling packets over the network
In (Maier et al. 2002) and (Maier 2003) a general classification of singlehop MAC protocols is given, Figure 1-1. Generally, the three main protocol
types are preallocation protocols using fixed assignment, random access
protocols and protocols using pretransmission control.
For both medium and high traffic intensity with uniform traffic load,
preallocation protocols with fixed channel assignment are a suitable solution.
An example of this is frequency division multiple access (FDMA). Resources
are allocated beforehand in a fixed manner to certain nodes and traffic classes
and therefore it is possible to guarantee QoS without requiring any
signalling. For low or bursty traffic loads, however, this type of protocol leads
to a lower utilization of the network resources.
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In random access protocols, e.g., ALOHA (Abramson 1970), idle
channels can be accessed in a random manner without signalling. This type
of contention-based protocol works best at light traffic loads due to the risk
of a high number of collisions at medium and high traffic intensities. Since
the worst-case queuing delay is unknown, QoS cannot be guaranteed; thus
such protocols are merely suited for non-real-time traffic.
Pretransmission control protocols can be further divided into two
subgroups, namely, tell-and-go and attempt-and-defer protocols. Both
subgroups work well in highly flexible networks with unpredictable traffic
loads as the bandwidth is assigned on demand by reservation signalling. In
tell-and-go protocols, such as e.g., the ALOHA/ALOHA protocol (Habbab et
al. 1987), a reservation message is sent by the source node, and, without
waiting for any result generated by the request, the data are transmitted to
the destination. This obviously leads to the risk of possible collisions. In the
attempt-and-defer approach, as used e.g. in the Improved Slotted
ALOHA/ALOHA protocol (Mehravari 1990), a response to the reservation
request is awaited before transmitting any data. This introduces additional
delay into the system, but, on the other hand, makes it possible to handle
traffic requiring QoS treatment.

Single-hop MAC protocols

Preallocation

Random acess

Pretransmission
control

Tell-and-go

Figure 1-1. MAC protocol types
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Attempt-anddefer

To support real-time guarantees, the MAC method needs to be
predictable, i.e., provide channel access within an upper-bounded time. Time
division multiple access (TDMA) and polling are examples of predictable
MAC methods, whereas carrier sense multiple access (CSMA)-based access
methods, as used in, e.g., Ethernet and IEEE 802.11, are not deterministic
since indefinite numbers of collisions can occur, caused by the randomness of
both the basic protocol and when resolving collisions.

1.4. Real-Time Schedulability Analysis
Guaranteeing deterministic services over a network means that the
stated level of QoS has to be provided with a certainty of one hundred
percent. This is implemented in the form of an admission control
mechanism, administering how many and which traffic flows can be allowed
on the network while still being able to guarantee a timely treatment of all
deadline-seeking messages. One way of implementing such admission control
is to run a real-time schedulability analysis.
EDF is traditionally used in uniprocessor systems for scheduling periodic
real-time tasks, for which a so-called schedulability analysis method has been
developed (Liu et al. 1973). The analysis uses a well-proven algorithm to
check the feasibility of a given real-time task set before it is allowed to
execute. If the set is feasible, it means that all tasks in the set will meet their
deadlines at each instance of their period, given that they are scheduled
according to EDF. To be able to state a deadline guarantee for a new task that
enters into an existing system, the worst-case delay must be analyzed for the
existing task set plus the new task. Only if the delay bounds for this new set
of tasks can be met, without violating already stated delay bound guarantees,
the new task is accepted. The real-time schedulability analysis is thus used as
an admission control mechanism. To determine if a task set is feasible, the
analysis uses a two-step method: a utilization check and a workload check.
The utilization condition is basic: the utilization must not be higher than
100%. However, this condition is not sufficient to guarantee that no
deadlines will be missed, unless all task period times are equal to their
deadlines. Therefore the workload check is also made, stating that for all
points in time t from system start, the workload must not be greater than t,
which ensures that the momentary utilization is never greater than 100%. A
positive response from both checks provides the deadline guarantees
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necessary for real-time applications.
It should be noted that, unlike in many cases of processor scheduling,
scheduling in a communication context is defined to be non-preemptive,
meaning that once the transmission of a packet has started, it cannot be
stopped for the transmission of another packet. However, the EDF
scheduling theory has been mapped onto a networking context in (Hoang et
al. 2003) using traffic flows rather than task sets. The utilization and
workload checks only have to be executed whenever a new traffic flow is
requesting network allocation. Otherwise, as soon as the tests have returned
positive answers, all deadlines can be guaranteed as long as system or
network parameters are maintained.
The choice of EDF in our work is based mainly on two reasons. Firstly,
EDF is an optimal scheduling algorithm in the sense that if a feasible
schedule for a set of tasks exists, then EDF will be able to find it. Secondly, a
complete analytical framework is available for EDF under the assumption of
error-free communication. Additionally, EDF uses dynamic priorities, i.e.,
priorities are updated according to the actual traffic situation at every point
in time. This is an advantage when the need arises for retransmissions of
packets with short deadlines, as indeed it will in the context of this thesis.
Further, compared to scheduling algorithms using static priorities, dynamic
priority scheduling provides a higher least upper utilization bound for the
schedulability of a task set. Unfortunately, not all deterministic MAC
protocols support EDF as needed by the schedulability analysis described
above. As examples one can mention that polling can support EDF whereas
TDMA, although deterministic, can not.

1.5. Problem Formulation and Thesis Scope
The focus of this thesis work is to design network architectures and
communication protocols for cooperating embedded systems with joint
requirements on real-time communication and high throughput (as in radar
signal processing) or high reliability (as in factory automation). The suggested
solutions should take into account not only the multiple requirements, but
also the properties of the network components in terms of concurrency such
that the available resources can be exploited as efficiently as possible.
To support communication services for periodic traffic with a
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guaranteed throughput and delay bound, scheduling and admission control
are used. In particular, real-time schedulability analysis used in conjunction
with appropriate medium access protocols are considered and adjusted to the
specific networks in question. The thesis studies different communication
media and the performance of the solutions is evaluated by both numerical
analysis and Monte Carlo simulations.
This thesis proposes two multiwavelength passive optical networks and
appropriate MAC protocols able to meet the demands of high-performance
radar applications, and two protocols intended for use in conjunction with
IEEE 802.11 or IEEE 802.15.4 for industrial automation applications.
Furthermore, two multifrequency network architectures with two MAC
protocols based on IEEE 802.15.4 are presented, increasing the limited data
rate per frequency provided by the standard, while keeping its advantageous
energy saving properties. All solutions are based on a single-hop star network
topology, predictable MAC algorithms and EDF scheduling, centrally
controlled by a master node. Further, real-time schedulability analysis is used
as the admission control policy to provide delay guarantees for hard real-time
traffic. The MAC protocols proposed in this thesis work fall into the category
of attempt-and-defer pretransmission control protocols, as the possibility for
support of real-time traffic and EDF scheduling is crucial. All of the protocols
have special support for reliable real-time communication including the
possibility of retransmissions.
1.5.1. Optical Networks for High Performance Communication
High-performance embedded systems have a growing need for high
throughput performance with real-time requirements, leading to a constant
demand to search for possibilities to guarantee real-time performance for a
high fraction of the network traffic. Network solutions incorporating the
Arrayed Waveguide Grating (AWG) component were chosen to be
investigated due to the reported good qualities of the AWG (Smit et al. 1996;
Takahashi et al. 1995), as, e.g., high concurrency, high reliability, low loss,
and non-blocking connectivity, which make it well-suited for highperformance embedded networks.
Two single-hop Wavelength Division Multiplexing (WDM) star
networks, with an AWG at its centre, are proposed for implementation in
high-performance embedded systems with high demands on bandwidth and
timing. Also two MAC protocols are introduced that make use of the special
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properties of the architecture and the AWG component, offering support for
three different traffic classes, guaranteed HRT, SRT and NRT. This is done in
order to handle the heterogeneous traffic present in the targeted systems,
namely system area networks (SANs) and interconnection networks (ICNs).
The proposed MAC protocols rely on traffic scheduling, according to EDF,
centralized in a master node called the protocol processor (PP). The
feasibility of the proposed SAN is demonstrated by a case study in the area of
radar signal processing, including a simulation study, while the feasibility of
the ICN was studied using computer simulations. The analysis comprised the
study of the throughput, delay and deadline miss ratio for defined traffic
requirements. The proposed network architectures and MAC protocols were
easily able to support the characteristic real-time traffic patterns typical for
the studied embedded systems applications, i.e., SANs and ICNs. However,
the original real-time schedulability analysis proved to have limitations as
the guaranteed throughput can never reach over one packet per time unit. By
improving the analysis, taking into account traffic interdependencies, and, by
that, integrating the possibilities of concurrent transmissions into the
analysis, the amount of throughput guarantees could be increased
considerably for the case of multiwavelength networks.
Additionally, the real-time schedulability analysis was also used as a tool
to design an efficient network topology for reconfigurable networks, given a
set of real-time traffic demands. An algorithm was designed that, given
information about the traffic characteristics, creates a topology and generates
routing information for all traffic flows. In a case study, it is shown that the
algorithm results in a topology that can outperform the state of the art
topologies for high-performance computer architectures.
1.5.2. Reliable Wireless Networks for Factory Automation
Emerging industrial applications requiring reliable wireless real-time
communication are numerous. Using existing standards such as IEEE 802.11
or IEEE 802.15.4 is essential for reasons of interoperability and cost
efficiency. However, as neither IEEE 802.11 nor IEEE 802.15.4, which are
based on CSMA, are able to provide predictable channel access, real-time
guarantees cannot be given. Further, the error-prone nature of the wireless
channel makes reliable communications particularly challenging. To solve
this problem, a framework that combines transport layer retransmissions
with real-time analysis admission control is suggested. The framework can be
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placed on top of different underlying communication technologies, such as,
e.g., IEEE 802.11 or IEEE 802.15.4, without altering the standards. To
achieve this it was required to add a MAC strategy on top of CSMA, which
renders the total MAC protocol deterministic. Polling-based MAC protocols
of master-slave type are designed for each suggested network to be placed on
top of the mentioned IEEE standards. IEEE 802.11 was selected due to its
frequent use in the automation industry, but although it provides a high data
rate, its high energy usage makes it impossible to use in networks comprising
wireless sensor nodes with limited power. Therefore, IEEE 802.15.4 is chosen
as well, due to its advantageous energy saving techniques, making it an
interesting choice for wireless sensor networks in industrial contexts.
However, its achievable data rate is rather low, especially when voice or
video for industrial surveillance and monitoring need to be transferred.
Hence, the framework is adapted and two multichannel network
architectures are designed based on IEEE 802.15.4 for increased throughput
and reliability while keeping the advantageous energy management scheme
of the IEEE 802.15.4 standard. The proposed multichannel architectures are
evaluated in terms of reliability, utilization, delay, complexity, scalability and
energy efficiency. The evaluations show that throughput and reliability can
be enhanced through redundancy and concurrency in the time and
frequency domains.

1.6. Thesis Contribution
The target of this thesis was to study how the combination of network
architecture, medium access protocol and real-time schedulability analysis
can be designed, given requirements not only on predictability, i.e., timely
treatment of deadline-seeking traffic, but also on high throughput, increased
reliability or energy efficiency.
Targeting radar signal processing systems with demands on real-time
support and high performance, carrying heterogeneous traffic, a network
solution built on optical communications was selected. The proposed
network solutions are built around the AWG component, using its properties
to implement concurrent traffic in the network. The well-known real-time
schedulability analysis is adapted to take into consideration traffic
interdependencies, which allows concurrent packet transmissions in the
network. This decreases the degree of pessimism embedded in the original
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analysis which uses a worst-case situation as its base assumption.
Performance is evaluated analytically, in computer simulations and using a
case study.
In an appendix, related research is presented, where for further
performance improvements in networks with high performance demands,
the topology can be adapted to application demands. An algorithm for the
choice of topology in, e.g., packet-switched on-chip networks, is developed,
considering the real-time demands in terms of throughput and delay often
put on such systems. To further address possible real-time demands, we
included a feasibility analysis to check that the application, when mapped
onto the system, can behave in line with its real-time demands. The
suggested algorithm enables the topology choice at design stage, both for
static network topologies and for reconfigurable network topologies that can
be reconfigured during run-time. The results are presented for reconfigurable
Network-on-Chip (NoC) architectures, but the algorithm can also be used for
other packet-switched networks.
Considering factory automation applications requiring wireless realtime communication, the demands of high performance are replaced by those
for increased reliability. The varying levels of noise inherent to the wireless
medium leads to high and time-varying bit error probabilities in data
transmissions. To approach this problem, a joint view of real-time constraints
and truncated retransmission schemes is adopted, such that the number of
retransmissions is adjusted to the delay bound, thereby avoiding unnecessary
retransmissions of packets after their deadline, or retransmissions interfering
with other delay bound guaranteed traffic. Placing the retransmission
functionality in the transport layer rather than in the link layer of a singlehop network also avoids unnecessary retransmissions that would occur, e.g.,
if two out of five packets pertaining to a message need to be retransmitted,
but due to deadline constraints there is only time to retransmit one of these
packets in time.
Firstly, a general real-time schedulability framework for data traffic
with retransmissions over one link, either wireless or wired, is developed.
Targeting the industrial automation context, the framework is then adapted
to a single-hop star topology network based on IEEE 802.11. By adding a
deterministic master-slave polling-based MAC, the support for EDF
scheduling both in the end nodes and for medium access decisions is enabled,
despite the randomness of the underlying MAC protocol. Further, real-time
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admission control and retransmissions in the transport layer enable reliable
real-time communication, despite the noisy wireless medium. In addition, an
analytical evaluation of the message error rate (MER) was developed to
facilitate the study of how different retransmission parameters influence the
possible message error rate improvement.
As certain industrial applications use wireless sensor networks, the
energy aspect in communication is becoming more and more important. The
IEEE 802.15.4 standard is enjoying growing acceptance by industry as an
energy efficient alternative to the previous IEEE 802.11 standard. In order to
satisfy this need, the framework is adapted to the IEEE 802.15.4 standard,
also here adding a deterministic MAC allowing EDF for both packet
scheduling in the nodes and medium access scheduling. One large drawback
of IEEE 802.15.4 is its very low data rate. The effective bandwidth in IEEE
802.15.4 is therefore increased by introducing diversity not only in the time
domain through retransmissions, but also in the frequency domain using
multichannel communication. Two different multichannel network
architectures with appropriate MAC protocols are proposed, evaluated and
compared in terms of reliability, utilization, delay, complexity, scalability
and energy efficiency.
Consequently, the main contributions of this thesis are the six proposed
network architectures, which all employ predictable medium access
protocols and real-time schedulability analysis admission control. The
different network protocols are designed to meet specific requirements not
only on timely treatment of real-time traffic, but also high throughput,
increased reliability or energy efficiency, respectively. These contributions
are summarized in the following list:
∗ An optical AWG-based multifrequency system area network is

introduced, offering support for heterogeneous data traffic with high
demands on bandwidth and timing. Both system architecture and
MAC protocol are designed. It is especially suitable for radar signal
processing. (Böhm et al. 2004; Böhm et al. 2005b; Kunert 2003;
Kunert et al. 2005a)
∗ An optical AWG-based multifrequency interconnection network for

a distributed router architecture with electronic queuing and QoS
handling is designed. Improved efficiency is obtained through
increased concurrency supported by the system architecture and the
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MAC protocol. It is especially suitable for typical traffic in a highperformance router. (Böhm et al. 2005a; Kunert 2003; Kunert et al.
2005a; Kunert et al. 2005b)
∗ A star topology wireless single-frequency network, based on IEEE

802.11, and its MAC protocol are introduced, supporting real-time
traffic and improving reliability through deadline-aware scheduling
of retransmissions. It is especially suitable for surveillance
applications in industrial automation. (Kunert et al. 2010b)
∗ A star topology wireless single-frequency network, based on IEEE

802.15.4, and its MAC protocol are developed, supporting real-time
traffic and improving energy efficiency through sleep cycle-aware
schedulability analysis. It is especially suitable for sensor and actuator
networks in industrial automation. (Kunert et al. 2010c)
∗ Two star topology wireless multifrequency networks, based on IEEE

802.15.4, and their MAC protocols are designed, with support for
real-time traffic, improved reliability and throughput through
hardware and information redundancy. They are especially suitable
for several types of applications found in industrial automation.
(Kunert et al. 2010a)
In addition to the six proposed network architectures and MAC
protocols, the thesis has also resulted in contributions to the real-time
communications area in general:
∗ The real-time schedulability analysis has been adapted to consider

traffic interdependencies, which allows concurrent transmissions of
real-time traffic to reduce the pessimism of the original approach.
(Kunert et al. 2008)
∗ A general framework providing increased reliability to real-time

traffic by combining retransmissions with deadline guarantees has
been developed. It is applicable to both wired and wireless networks.
(Jonsson et al. 2008a; Jonsson et al. 2008b; Jonsson et al. 2009; Jonsson
et al. 2010)
∗ Further, the schedulability analysis has been adapted to cope with a

periodic sleep cycle, such as the one found in IEEE 802.15.4, to
preserve energy. (Kunert et al. 2010c)
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∗ Finally, it is shown that the schedulability analysis can be used to

make real-time traffic pattern-dependent decisions on a suitable
network topology in case no fixed or a reconfigurable topology is
given at system design time. (Kunert et al. 2007)

1.7. Outline
The thesis consists of five chapters, briefly summarized below.
Real-time analysis is used as the tool for guaranteeing timely treatment
of real-time traffic throughout this thesis work. This important method is
explained in detail in Chapter 2, together with the traffic flow abstraction of
periodic data traffic required for adoption to the networks case. Further, the
use of the schedulability analysis in the admission control process is
explained shortly.
The contributions of the thesis in the areas of high-performance optical
and reliable wireless networks are concentrated to Chapters 3 and 4,
respectively and in Chapter 5 some final conclusions are drawn.
Chapter 3 first introduces the reader to the area of optical networks or
high-performance real-time communication and details the functionality of
the AWG as a key component. The AWG is used as the central node in the
two proposed network architectures with corresponding MAC methods, one
for a SAN and one for a router ICN. For both suggested networks,
performance is evaluated analytically and in computer simulations, including
a radar signal processing case study for the SAN network. Chapter 3
concludes by suggesting an improvement for the real-time analysis when
used in networks able to transmit concurrent traffic. Taking into
consideration traffic interdependencies, the analysis decreases the amount of
pessimism included in the original real-time analysis. The grade of
improvement possible is shown in a further simulation.
For wireless networks, the low reliability is the main problem when
targeting factory automation systems requiring real-time communication.
Chapter 4 describes a reliability framework combining real-time analysis
with a truncated retransmission protocol. Starting with the application of the
framework over a single link, it is then adapted to a single-hop network
based on the IEEE 802.11. For this network, a master-slave polling MAC
protocol and the adapted real-time analysis are described and performance is
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evaluated in terms of utilization penalty and MER improvement both
analytically and in a simulation. As the usage of wireless sensor networks for
industrial applications becomes more and more frequent, the need for more
energy efficient standards, as compared to IEEE 802.11, is increasing.
Therefore the proposed framework is adapted for the IEEE 802.15.4 standard,
including a MAC protocol with a sleep cycle and an adapted real-time
analysis. As one of the limitations of the IEEE 802.15.4 standard is its low
data rate per frequency channel, the throughput can be improved by a
multichannel approach. Two multichannel IEEE 802.15.4 network
architectures with appropriate MAC protocols are investigated and compared
to the single-channel IEEE 802.15.4 network described previously. The
considered performance parameters are reliability, utilization, delay,
complexity, scalability and energy efficiency, and the comparison is made by
analysis, simulation, and argumentation.
Next, in Chapter 5, we draw some final conclusions on the results.
Finally, Appendix A describes an algorithm which can be used in case a
network does not have a fixed topology to start with, but links instead can be
allocated according to traffic needs. Deadline-ordered traffic flows and realtime analysis are used to decide upon traffic and link allocation, and in a case
study it is shown that the algorithm results in a topology that can outperform
the use of state of the art topologies for high-performance computer
architectures.
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2. Real-time schedulability analysis
Supporting hard real-time traffic means being able to guarantee the
throughput of a certain number of packets with timing constraints. As
introduced in Chapter 1, hard real-time traffic is defined as traffic with a
deadline that must not be missed as deadline misses could possibly lead to
catastrophic system failure as a consequence. To be able to state a deadline
guarantee for a new traffic flow applying for access to the network, the
worst-case delay must be analyzed for all existing traffic flows plus the new
one under the assumption that the new traffic flow would be accepted. Such
a schedulability analysis is thus used as admission control, and the new flow
is accepted only if deadline guarantees can be given. Therefore, in order to
determine the performance characteristics for hard real-time traffic, a
deterministic analysis of the delay is needed. The analysis is later adapted for
specific protocols and network architectures in Chapters 3 and 4.
These kinds of schedulability analyses are different for different
scheduling algorithms. During the entirety of this thesis, EDF scheduling is
assumed, both in the end nodes and over the communication medium, due to
its optimality and the well-researched existing scheduling analysis
framework. As the required input parameters for the analysis, the traffic
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characteristics of a given application are necessary to be provided. As
described in the following, the traffic characteristics are modelled in the
form of real-time traffic flows.

2.1. Traffic flow abstraction
The concept of logical real-time channels (RT channels or RTCs), also
referred to as Real-Time Virtual Channels (RTVCs), was introduced in
(Ferrari et al. 1990). A real-time channel is an abstraction of a traffic flow
over a link or a network, where resources have been allocated to guarantee a
certain minimum throughput and a bounded end-to-end delay. Traffic
channels are logically originating from the applications (in the application
layer) and specify the characteristics of the traffic generated by the specific
application. In other words, traffic flows specify the resources demanded by
the application from the underlying layer.
Each traffic flow τq has the following attributes
source

Sq

(sending node)

destination

Rq

(receiving node)

period

Pq

(minimum message interarrival time)

deadline

Dq

(end-to-end delay bound)

capacity

Cq

(maximum message transmission time per period)

The total number of flows in the network is denoted by Q, and
1 ≤ q ≤ Q.
The application in the source nodes are bound to behave according to
the traffic specifications and must not violate them by, e.g., sending more
frequently, as they in that case would consume more resources than actually
allocated for them.

2.2. Real-time analysis in a communication context
The task of analysing the traffic flows, which resources they use, and if
they constitute a feasible system, i.e., if a schedulable traffic allocation is
possible such that all deadlines can be met, is termed real-time schedulability
analysis. The analysis of data traffic in a communication context can be

50

mapped onto the problem of uniprocessor task scheduling (Hoang et al.
2003), which means that during the course of the analysis, traffic flows are
looked upon as synchronous, periodic tasks which have to be scheduled to
access the network. The capacity Cq of a traffic flow corresponds to the
worst-case execution time (WCET) of the task to be scheduled.
Assuming a worst-case scenario, i.e., when all of the nodes in the
suggested network want to send data traffic to the same destination in any
given time slot, there is always at least one packet, namely the one with the
earliest deadline, that can be guaranteed access to the medium due to the
assumption of centralized EDF scheduling (as well as locally in the end node
queues). This means that, under the assumption of Pq = Dq, a capacity of 1
(packet per time unit) always can be guaranteed for hard real-time traffic.
Assuming periodic traffic, basic EDF theory (Liu et al. 1973) can be used to
analyze the system. According to EDF scheduling theory, the utilisation of a
hard real-time system is defined as:
Q

U =

Cq

q =1 Pq

≤ U max .

(2.1)

Translated into a communication context, this means that U defines the
bandwidth utilization in the network by periodic traffic, where Cq is the
maximum transmission time for data per period, Pq is the period of the data
traffic, and Umax denotes the maximum utilisation of the network by hard
real-time traffic that must not be exceeded. More strictly, the utilization is
defined as the sum of the utilization for every accepted flow and is typically
measured as a function of the number of requested flows.
For further description of the feasibility test in detail, the following
concepts from the area of real-time task scheduling have to be introduced
into the discussion.
Hyperperiod
Given a task set consisting of periodic tasks, the hyperperiod is the least
common multiple of all periods of those tasks, i.e., the length of time from
when all tasks’ periods start at the same time until they start at the same time
again. In the context of communication, a task corresponds to a
communication channel.
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Busyperiod
A busyperiod is any interval of time in which the resource is not idle,
i.e., the busyperiod of a communication link is generally any time interval
during which any data traffic is transported over the link.
Workload function
The traffic demand on the analyzed link corresponds to the processor
demand in a real-time system, and can be defined by a workload function,
h(t), i.e., the sum of all the capacities of the instances of tasks q with an
absolute deadline less than or equal to a point in time t, where t is the time
elapsed from the start of the hyperperiod. Mapping this onto the
communication scenario, the function is summing up the maximum packet
transmission times per period, Cq, of all message instances of real-time
channels q that have an absolute deadline less than or equal to t. The
workload function is calculated as (Baruah et al. 1990a; Baruah et al. 1990b;
Spuri 1996)

h (t ) =

 t + Pq − Dq 

 ⋅ Cq .
P

q
q =1, Dq ≤t 




(2.2)

Feasibility tests investigate if a system is in a feasible system state, i.e., if
all the tasks in the system are feasible. Following the discussion from above,
feasibility testing in a communication context implies checking if the
admission of an additional logical real-time channel would still result in a set
of feasible real-time channels. The feasibility testing is performed in two
steps, each being a test of its own. The following two constraints have to be
met.
Constraint 1
The utilization of the link has to be less than or equal to one (100%),
following the previous discussion about guaranteed access to the medium.
□
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In order for the task set to be schedulable, or, in this case, for the flows
to be possible to allocate over the network link such that all deadlines are
met, the utilization parameter has to be less than or equal to 1 (100%). This
means that Umax is equal to 1 and the constraint therefore defined as
Q

U =

Cq

q =1 Pq

≤ 1.

(2.3)

This condition is necessary, but not sufficient to ensure a 100% success
rate for the transmission of real-time traffic with guaranteed deadlines. This
means, as it is hard real-time traffic that is analyzed, solely the fulfilment of
this utilization constraint will not be sufficient to guarantee that no deadlines
will be missed. However, for the case of all deadlines being equal to or longer
than their corresponding periods, this test is both necessary and sufficient.
For schedulability reasons, it is assumed in the analysis that the utilization of
each single task, i.e., flow or channel, is not higher than 100%.
Constraint 2
For all values of t, the workload function h(t) has to be less than or equal
to t

h(t ) =

 t + Pq − Dq 
  P  ⋅ Cq ≤ t ∀t.

q
q =1, Dq ≤t 


(2.4)
□

As mentioned earlier, this feasibility analysis is developed for real-time
systems and therefore assumes fully preemptive tasks. In network
communication, packets normally cannot be preempted and therefore the
possibility of further delay has to be taken into account. A constant Tblocking is
defined which denotes the maximum blocking time that one packet can
introduce into the system, i.e., Tblocking equals the transmission time of a
packet with the maximum packet size. Furthermore, the sending and
receiving of control information will introduce an additional delay,
represented here by the constant Tcontrol, as will the propagation delay Tprop of
the packet itself. The actual value of these compensational constants depends
on the underlying network architecture, MAC protocol and packet handling,
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and therefore has to be calculated in detail for every specific network and
protocol. The compensations realized by these constants result in a
shortening of the delay bound and the remaining maximal queuing delay
allowed is calculated as:

d q = Dq − Tblocking − Tcontrol − T prop .

(2.5)

This means that the workload function is remodelled as

h(t ) =

 t + Pq − d q 
  P  ⋅ Cq .

q
q =1,d q ≤t 


(2.6)

Unfortunately, the second constraint, in the form given above, does not
lend itself to calculation particularly well due to the high computational
complexity it introduces into the feasibility test due to the continuous
property of time. It is shown in (Stankovic et al. 1998) how it is possible to
reduce the time and memory complexity of the second constraint check by
assuming discrete time values and reducing the number of instances of
calculation to include merely a reduced number of integer time values during
an interval upper-bounded by Pbusy(1), the first busyperiod during the first
hyperperiod of the schedule where all periods start at time zero.
The value of Pbusy(1) can be calculated by the following recursive
algorithm (Spuri 1996; Stankovic et al. 1998)
n
 ( 0)
 Pbusy =  Ci
i =1
,

 P( k ) = W P( k −1)
busy
 busy

(

)

(2.7)

where W denotes the cumulative workload function and W(t) is the
cumulative workload at the point in time t. n gives the number of task or
traffic flows in the system. The recursive algorithm is calculated until
(k )
( k −1)
Pbusy = Pbusy .

(2.8)

( k −1)
Pbusy1 = Pbusy .

(2.9)

Then we set

W(t) is calculated as the sum of maximum message transmission times of the
messages released before t, i.e.,
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n  
t
W ( t ) =    ⋅ Ci .
i =1  Pi 

(2.10)

If h(t) ≤ t for all discrete values of t in the first busyperiod of the
hyperperiod in the supposed schedule to come, then h(t) ≤ t for all t. The
following upper bound of the interval to be checked is therefore an
improvement of the algorithm above
(1)
t :1 ≤ t ≤ Pbusy

∀t ∈ .

(2.11)

Furthermore, one does not need to check each integer from the first time
slot, but only the integers of t where

{

}

t ∈  m ⋅ Pq + Dq : m = 0,1, 2... ,

(2.12)

(1)  .
t ∈ 1; Pbusy



(2.13)

q

and where

In the case of non-preemptive communication, the local delay bound
again has to be further adjusted due to the possibility of blockage and control
traffic, which finally results in the following set

{

}

t ∈  m ⋅ Pq + d q : m = 0,1, 2... ,

(2.14)

(1)  .
t ∈ 1; Pbusy



(2.15)

q

where

The upper and lower boundaries of the interval for t stay unmodified. Only
when both the utilization constraint and the workload constraint are fulfilled
can a feasible traffic allocation be guaranteed.

2.3. Using real-time analysis as admission control
As the main purpose of the real-time schedulability analysis is to
guarantee timely treatment of deadline-seeking traffic, it is obvious that it
should be integrated with the actual admission control process of a MAC
protocol. This means that it is the schedulability analysis that checks the
feasibility of the network traffic every time a new RT channel is added to the
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network, and depending on if the feasibility test returns a positive or
negative answer, the new RT channel will either be accepted or not. Once an
RT channel is accepted, its deadlines can be guaranteed for all packets during
all instances of its period – and all previously accepted RT channels are still
given the same deadline guarantees.
However, the real-time analysis is not meaningful or even possible to
use together with all types of MAC protocols. In order to be able to calculate
the worst-case delay experienced by a packet, the MAC protocol has to be
deterministic, i.e., the medium access delay has to be upper-bounded so that
the queuing delay d also can be upper-bounded. An example of a
deterministic MAC protocol that does not support EDF is TDMA, whereas
the master-polling protocols described in this thesis are examples of
deterministic protocols that support EDF. Contention-based protocols
including any kind of random aspects, as e.g. CSMA, are not deterministic as
the worst-case queuing delay cannot be upper-bounded and thus, in their
basic form, they are not meaningful to combine with real-time schedulability
analysis.
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3. Optical networks
As new applications based on embedded systems are developed, the
requirements on communication networks for such systems continue to
increase. New architectures are proposed and new components are employed
to meet demands like high performance, speed and reliability at a reasonable
price. Real-time services, i.e., being able to guarantee that data transferred
over a communication network reach their destination within a predefined
deadline, play a vital role in high-performance networks used in a wide
range of different applications. Examples of such applications include cluster
computing, radar signal processing and video streaming.
While network speeds are increasing, data- and telecommunication
equipment has to ensure to not lack behind in performance development.
However, at the same time, the internal interconnection complexity in the
communication equipment, which might be growing at a rate of N 2, with N
being the number of ports, must not be neglected. This requires new
interconnection technologies to be used internally in the communication
equipment. Optical interconnection technology is a promising alternative
that enables both high throughputs and presents solutions to the problem of
interconnection network complexity, as light beams can cross each other
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without interference. High bandwidth, low loss, and immunity to electromagnetic interference (EMI) and radio frequency interference (RFI) are some
of the reasons that give optical architectures an advantage over those merely
built upon electronics. However, even when using optical interconnections,
electronic components are still needed to cope with the increasing demands
on Quality of Service support as they enable, e.g., flexible traffic scheduling.
An overview of optical interconnections in communication equipment can
be found in (Jonsson 2003).
Due to their advantageous properties, optical interconnects and devices
are commonly used in modern communication systems, but while using
optics is rather common in long distance communication systems, the
research on optical solutions inside embedded systems is limited. In the past,
broadcast-and-select networks incorporating wavelength-independent
components, as, e.g., Passive Star Couplers (PSC), have received a great
amount of attention in the research community. However, thanks to recent
research advances concerning optical components, wavelength-sensitive
components, as, e.g., Arrayed Waveguide Gratings, present a viable
alternative. Wavelength-routing avoids unnecessary broadcasting, and
instead makes it possible, when looking at the example of a single-hop
network, to address each node by an individual wavelength. AWG-based
networks, especially in combination with real-time support, constitute an
area that is far less explored by researchers so far.
Embedded
systems
requiring
high-performance
real-time
communication demand protocols and architectures able to guarantee realtime performance for an as high fraction of the network traffic as possible.
Network solutions incorporating the AWG component were chosen in this
thesis due to good qualities reported, as, e.g., high concurrency, high
reliability, low loss, and non-blocking connectivity (Smit et al. 1996;
Takahashi et al. 1995), which make them well suited to handle such
requirements in high-performance embedded networks. The first approach is
to investigate the possibility of combining the AWG with electronic packet
scheduling and renowned real-time analysis methods, aiming to design an
efficient network architecture and a medium access control protocol.
Furthermore, two scenarios were studied in order to investigate the
suitability of the proposals in two embedded system applications.
Consequently, this thesis proposes two single-hop WDM star networks,
with an AWG at its centre, for implementation in high-performance
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embedded systems with high demands on bandwidth and timing constraints.
Two MAC protocols are described that make use of the special properties of
the architecture and the AWG component, offering support for three
different traffic classes, guaranteed HRT, SRT and NRT, in order to handle
the heterogeneous traffic present in the targeted systems. The two
architectures comprise different queuing architectures and the proposed
MAC protocols rely on traffic scheduling centralized in one node, called the
protocol processor or PP, which communicates with the end nodes through
physical control channels. The AWG’s attractive property of spatial
wavelength reuse and a combination of fixed-tuned and tuneable
transceivers in the end nodes enable simultaneous transmissions of both
control and data packets. One of the two proposed network solutions is
intended for short range communication systems such as, e.g., SANs and
similar high-performance embedded systems with possible application areas
being cluster computing, distributed large routers and distributed video and
imaging applications. The feasibility of the proposed SAN is demonstrated by
a case study in the area of Radar Signal Processing (RSP), including a
simulation study. The performance analysis in terms of throughput, delay
and deadline miss ratio shows the network’s suitability for applications with
these kinds of heterogeneous real-time communication requirements.
Furthermore, the suitability of an AWG-based network in a router
architecture with electronic queuing and QoS handling is studied, where the
traffic in the router is transported from input ports to output ports through
the passive optical network. A similar network architecture as for SANs is
proposed, and the MAC protocol is enhanced, though still handling three
different traffic classes in order to ensure the QoS handling of the traffic. In
this case, HRT can, e.g., be used for remote surgery over the network, while
SRT is the main class of real-time traffic. The optoelectronic router’s
suitability for supporting heterogeneous real-time traffic is illustrated by the
means of simulation. Prioritization between different packets within one
real-time class is done using EDF scheduling, both in the end nodes and in
the protocol processor, in both networks.

3.1. Wavelength Division Multiplexing Systems
Optical networks offer the potential of communication with a low bit
error probability and high bandwidth, properties highly useful and much
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coveted by embedded systems. However, even though the optical medium
offers an extremely wide bandwidth, it is not fully exploitable by
components working at a speed limited by electronic data rates. To better
exploit the optical bandwidth, a technique for implementing concurrency in
communication is needed. The most recognized approach in this context is
WDM, which increases the transmission capacity by enabling separate
signals to be sent simultaneously through one single optical fibre using
multiple wavelengths. The basic elements of a WDM system are illustrated in
Figure 3-1. Transmitters emit different individual wavelengths which are
combined by the help of a multiplexer so they can travel in parallel on the
same fibre to a demultiplexer. The demultiplexer in its turn splits the
different wavelengths into individual wavelengths again in order to route
them to wavelength-specific receivers.

Figure 3-1. A simple WDM system
In wavelength-routed networks, different optical channels are routed to
different destinations based on their wavelength. One way of implementing
this is by the help of the AWG component. For sources and destinations to
be able to send and receive on different optical channels, the transmitters
and receivers need to be tuneable.
There are two types of light sources that can be used as transmitters in
this context, Light Emitting Diodes (LEDs) and diode lasers. LEDs are very
commonly used in optical communication due to their rather low price. For
short distances and/or low data rates, a spectrally sliced LED can be a cost
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effective substitute for an array of expensive lasers (Maier 2003). The
advantage of lasers is their high bandwidth-distance product and the high
output power that can be achieved. Lasers come in two different working
modes, fixed-tuned to one single wavelength or tuneable over a range of
different wavelengths. Note that a tuneable transmitter can always be
replaced by an array of several corresponding fixed-tuned transmitters. In
(Maier 2003), Maier summarizes properties such as, e.g., tuning range and
tuning time of three different types of tuneable lasers: mechanical tuneable
lasers (with a tuning range of 500 nm and a tuning time of 1-10 ms), acoustooptical lasers (tuning range 100 nm, tuning time 0.01 ms) and electro-optical
lasers (tuning range 10-15 nm, tuning time 1-10 ns). As the time factor is
crucial in real-time communication systems, it is most advantageous to use
fast tuneable electro-optical lasers in order to keep the delay caused by
tuning as short as possible. An alternative is to use a laser diode array in each
node, where the different diodes emit different wavelengths. The diode with
the desired wavelength is activated when demanded.
Exactly as a transmitter, a receiver can be either fixed-tuned or tuneable
over several wavelengths, and also in this case, an array of fixed-tuned
receivers can be used instead of a tuneable one. The tuning ranges and tuning
times of the mechanically tuneable, the acousto-optical, and the electrooptical receivers are comparable to their transmitting counterparts as can be
seen in the more detailed comparison in (Maier 2003). The electro-optical
fast tuneable alternative or a photo diode array seem to be the most
reasonable choices for the same reasons stated regarding the transmitters.
The following basic combinations of transceivers in the source and
destination nodes are possible (Mukherjee 1992a):

∗ FT-FR (fixed-tuned transmitter - fixed-tuned receiver)
∗ FT-TR (fixed-tuned transmitter - tuneable receiver)
∗ TT-FR (tuneable transmitter - fixed-tuned receiver)
∗ TT-TR (tuneable transmitter - tuneable receiver)
All of these combinations can be used with or without a logical control
channel (CC) in the protocols designed for the network, and also more than
one of each transceiver can be integrated into the network architecture. This
results in the general abbreviation (CC)-FTiTTj-FRmTRn, where the number
of transmitters in each node is specified by the integers i and j, and the
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number of receivers in each node by m and n. In the case of the proposed
network, it is essential that tuning is made possible at both ends, i.e., at the
source and at the destination, which makes TT-TR, e.g., implemented by
arrays of fixed-tuned transceivers, the favourable alternative.
WDM networks can be divided into single-hop and multihop networks.
Single-hop networks provide a distance of one single hop between all sourcedestination combinations, which gives them certain desirable features: they
are easily managed, bandwidth is used in an efficient manner, and no
capacity is spent on data forwarding, which improves the throughput-delay
performance. Also, the latency in a single-hop star network is low as the
communication path between any two nodes is never longer than one hop.
Additionally, no electro-optical bottleneck is experienced and the stations
only need to process packets addressed to themselves, which reduces the
protocol processing requirements at each node (Mukherjee 1992a). However,
the requirement on transceivers to be tuneable over a larger number of
wavelengths, and the longer tuning latency introduced by that, are conceived
to be drawbacks.
In a multihop network, there might not be a direct wavelength channel
between each pair of nodes, which means that the traffic sometimes has to be
routed via intermediate nodes. Generally, nodes in a multihop network only
need to have a low number of fixed-tuned transceivers, but the nodes are
functionally restricted by an electro-optical bottleneck when the packets
have to be converted into the electronic domain, processed and converted
back into the optical domain at each intermediate node on the routing path
(Mukherjee 1992b).
In (Woesner et al. 2003), the performance of a network with a certain
number of nodes and the financial budget are compared for multihop and
single-hop networks comprising one AWG component. One multihop
network using an AWG is proposed in (Banerjee et al. 1998), while related
works in the area of AWG single-hop networks are presented in more detail
below. Due to its simplicity (no data processing for routing is needed) and
low latency (the communication path between any two nodes never is longer
than one hop), the single-hop approach is more suitable in the case of
networked embedded systems with real-time constraints.
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3.2. Arrayed Waveguide Grating
The Arrayed Waveguide Grating, also known as Phased Array or
PHASAR (Verbeek et al. 1995), is an optical component which consists of an
arrangement of optical waveguides on a substrate plate, Figure 3-2. Its
architecture gives it special spatial and spectral properties suitable for highly
effective future photonic communication networks. The AWG’s area of usage
comprises implementations as wavelength multiplexers and demultiplexers,
but also as an integrated building block in WDM equipment such as Optical
Cross-Connects (OXCs) or Optical Add-Drop Multiplexers (OADMs)
(Verbeek et al. 1995). However, in this thesis, the proposed network makes
use of another application of the AWG, namely as a Waveguide Grating
Router (WGR) or wavelength router (Dragone 1991; Dragone et al. 1991), a
passive routing device for optical communication networks. The AWG
promises high potential as it is a strictly nonblocking device with the
possibility of a high degree of concurrency (Dragone 1991; Dragone et al.
1991; Smit et al. 1996).

λ1 λ2 λ3

Input
waveguide

Output
waveguide

λ1
λ2
λ3

Array grating

Figure 3-2. Illustration of a 3 × 3 AWG.
An N × N AWG has N input waveguides and N output waveguides, in
the following also called input and output ports, respectively. An N × N
AWG can simultaneously accept N wavelengths at each of its input ports and
route each of these wavelengths to a specific output port without collision. It
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is this ability that makes AWGs strictly non-blocking devices (Smit et al.
1996). As shown in Figure 3-3, the AWG offers full connectivity, which
means that each node attached to any of the input ports of the component
can send on all of the AWG’s wavelengths and directly reach each node
connected to any output port (Woesner et al. 2003). This property makes the
AWG very well suited for implementing single-hop networks. In order to be
able to send and receive on all wavelengths supported by the AWG, the
attached nodes need to be equipped with tuneable transmitters and tuneable
receivers at their input and output ports respectively (or, alternatively, with
an array of fixed-tuned transmitters and an array of fixed-tuned receivers).

Figure 3-3. Wavelength routing pattern of an N × N AWG
AWGs have two interesting properties as described and illustrated
below. Firstly, they apply periodic wavelength routing (Dragone et al. 1991).
Suppose a 3 × 3 AWG receives six different wavelengths at one of its three
input ports, Figure 3-4. In a 3 × 3 AWG component, every third wavelength
will be routed to the same output port. The period between two routed
wavelengths at the same output port is called Free Spectral Range (FSR). The
number of wavelengths per FSR on each output port is equal to the degree of
the AWG, which, in this example, would be equal to three. This also means
that each wavelength can be spatially reused exactly three times (Maier et al.
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2003). Spatial wavelength reuse, the second interesting property of the
AWG, implies that each wavelength can be used on all output ports at the
same time without collision (Verbeek et al. 1995). This is accomplished by
wavelength routing and can be utilized for the implementation of multiple,
concurrent communication channels. Assuming an N × N AWG using one
FSR, as done throughout this thesis, it can simultaneously accept N
wavelengths at each input port, and without collisions route each of these
wavelengths to a particular output port (dictated by the design of the AWG)
(Dragone 1991; Dragone et al. 1991). Each output port will in its turn receive
N wavelengths, one from each input port. The routing mechanism is easiest
illustrated by plotting the wavelength distribution in the aforementioned 3 ×
3 AWG, Figure 3-5. The wavelengths on input 1 are routed to the three
output ports as described before (wavelength λ1 to output port 1, λ2 to output
port 2, etc.), while wavelengths on input 2 and 3 are routed in a
corresponding way. This means input port 2 routes wavelength λ1 to output
port 2, λ2 to output port 3, and λ3 to output port 1, while input port 3 routes
wavelength λ1 to output port 3, λ2 to output port 1, and λ3 to output port 2,
filling all the existing gaps in a cyclic manner. This routing scheme makes it
possible to build efficient network architectures based on AWGs as it
improves the throughput and latency behaviour of optical networks (Dolzer
et al. 2002; Maier et al. 2000b). One drawback of the AWG is its incapability
of supporting multi- or broadcast communication over AWG-based
networks. This shortcoming can, however, be compensated for by using
spectral splicing of a broadband light source as presented in detail in (Maier
et al. 2003), or by simultaneously activating several emitters in an array
component.
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Figure 3-4. Periodic wavelength routing

Figure 3-5. Spatial wavelength reuse.

Comparison with the Passive Star Coupler
Currently, the PSC is the most commonly used routing device in optical
single-hop networks. Unlike the AWG, numerous research projects have
dealt with the PSC and the broadcast-and-select networks implemented by
the help of them. Those networks are characterized by the fact that all input
wavelengths are equally distributed (broadcasted) to all the output ports of
the PSC, and each destination node has to select the corresponding
wavelength by the help of a tuneable receiver (Acampora et al. 1989; Gerstel
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1996). The splitting of the signal when broadcasting results in splitting losses
and waste of the optical power used for sending data to all nodes, and not just
to the intended destination node. In the AWG, data are exclusively sent to
the node that is intended as destination, which leads to the possibility of
better bandwidth usage and an improved throughput-delay performance
(Maier et al. 2001). Compared with the PSC, the signal is transported through
the AWG with very low losses. The main drawback of the PSC is the fact
that, due to its broadcast nature, each wavelength can only be used once at a
time. To accommodate many simultaneous channels, each of the connected
nodes needs to have a large number of transceiver pairs. Due to its capability
of spatial wavelength reuse and its unicast nature, the AWG offers the
possibility of a much higher concurrency and throughput (Maier et al.
2000b). A detailed comparison between the AWG and the PSC is presented
in (Maier et al. 2000b), whereas the advantages of both approaches are
combined in an optical single-hop network based on an AWG in parallel
with a PSC in (Fan et al. 2003).

3.3. Related Works
A MAC method using the AWG in a WDM network needs to support
concurrency to fully exploit the spectral properties of the AWG. Further, to
support heterogeneous real-time data traffic, the MAC protocol should
provide a deterministic delay that can be upper-bounded. As the AWG is a
fairly new optical component and the research on how to use it in WDM
networks is quite young, only a few related MAC protocols for this
architecture have been presented by the research community. However,
extensive research has been done in the field of single-hop WDM star
networks where broadcast-and-select networks based on the PSC were the
centre of attention (Mukherjee 1992a). Opposed to the PSC, the AWG is a
wavelength-sensitive device, a functionality that makes it possible to reach
selected parts of the network and increase its concurrency and throughput.
Borella et al. (Borella et al. 1999) showed already in 1999 that systems based
on AWGs as compared to PSCs can reach a much higher throughput while
still having the same number of ports. Nevertheless, research on AWG-based
network architectures, especially with real-time support, is limited. After
looking at a number of AWG-based architectures, several MAC protocols for
AWG-based single-hop WDM networks are analysed in this respect.
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Furthermore, a survey on general real-time MAC protocols for single-hop
WDM star networks is provided.
3.3.1. AWG-based architectures
In the WASPNET (Wavelength Switched Packet Network) project
(Nizam, Guild et al. 1998; Hunter, Nizam et al. 1999), the main aim is to
investigate the potential of optical packet switching, and the switch fabric is
chosen to be implemented by the help of an AWG. Both hardware design
and network management are studied, and a test bed is implemented. The
suggested network is a reconfigurable multiwavelength transport network.
The switch architecture uses feedback delay lines in cooperation with a
wavelength-selective router, as, e.g., an AWG. The usage of feedback delay
lines makes it possible to implement multiple packet priorities and a
functionality where higher priority packets can preempt lower priority
packets is included in the design (Chia et al. 1999). However, the complex
architecture also includes the use of a large number of other components as,
e.g., tuneable wavelength converters at each AWG input port and output
port, adding both cost and possible points of failure. Early tests showed the
potential of AWG-based switches to outperform switches based upon
broadcast-and-select technology (Hunter et al. 1999). In (Chia et al. 2000),
the WASPNET switch architecture is compared to other optical packet
switch designs and found to reduce losses due to optical splitting and
combining. An analytical framework for the calculation of packet loss
probability and mean packet delay is presented in (Chia et al. 2001), but realtime demands are not taken into account.
Cheyns et al. (Cheyns et al. 2003) propose a possible architecture, based
upon an AWG, for a switching node for optical packet-based networks. The
AWG is used to implement the switching matrix in the node and it is
connected with the input and output fibres by the means of tuneable
wavelength converters. A switch controller is used to assign wavelengths
according to different suggested algorithms, including certain random
decisions, and the architecture is evaluated by the help of simulated Poisson
traffic. While the application area of the AWG is similar to the suggestion for
the distributed router in this thesis, the approach is different. As the research
presented here aims towards the support of real-time communication, the
AWG’s property as a wavelength router is taken advantage of by letting each
wavelength serve as an address to a specific destination node. Excluding any
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randomness from the design described here makes it possible to provide a
deterministic delay bound analysis.
Gripp et al. (Gripp et al. 2003) describe an optical switch fabric, based on
an N × N AWG, for a high-capacity IP router. Tuneable transmitters and
fixed-tuned receivers are connected to the input and output ports of the
AWG respectively. A scheduler can change the connection pattern between
input and output ports by configuring the wavelengths of the transmitters. A
hardware implementation shows the suitability of these kinds of
architectures. However, by limiting the usage of tuneable components to the
transmitter side and not integrating also tuneable receivers into the
architecture, the amount of concurrency is confined to a lower level.
In (Ngo et al. 2006; Ngo et al. 2004), Ngo et al. present a switch fabric
based upon AWGs and wavelength converters connected in a non-blocking
multistage architecture. Each input fibre is connected to a splitter,
demultiplexing the wavelengths which in their turn continue through the
limited range wavelength converter before entering the first stage of
numerous parallel AWGs. Before each new stage of AWGs, and before the
wavelengths are multiplexed onto the output fibre, the wavelengths again
need to pass through the same type of converter. This architecture contains a
high number of components and therefore, the implementation cost and
difficulty will increase as the number of wavelengths increases.
The IRIS (Integrated Router Interconnected Spectrally) project targets
the problems of developing all-optical packet routers. As a partial solution,
(Neilson et al. 2005) and (Bernasconi et al. 2006) suggest an architecture
based upon wavelength switching and load balancing. The function of
wavelength switching is implemented in a multistage architecture, where the
first and the last stage incorporate an AWG. Even this is a complex structure
containing numerous components, increasing implementation costs,
implementation difficulties and possible points of failure. However, the
amount of concurrency is higher than in the switch architecture described in
(Ngo et al. 2006; Ngo et al. 2004). It also surpasses in this respect the
suggestion presented in this thesis.
Kyriakis-Bitzaros et al. (Kyriakis-Bitzaros et al. 2006) present an optical
backplane based on a TT-FR architecture with an AWG as a passive
wavelength router at its centre. The nodes are directly attached to the AWG,
and the tuneability of the transmitters ensures the all-to-all connectivity.
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However, no arbitration mechanism in order to avoid receiver collisions is
provided. Implementation tests and bit error rate measurements indicate
good scalability.
3.3.2. MAC protocols for AWG-based single-hop WDM star networks
A MAC protocol based upon time division multiple access (TDMA), is
proposed in (Borella et al. 1999) for a network architecture where every node
is equipped with one tuneable transmitter and one tuneable receiver. The
guarantee of an equal amount of bandwidth for each sender-receiver pair
provides a high grade of fairness for all nodes. However, due to the fix
allocation of capacity to each node, bandwidth utilization might be low
while traffic still can suffer from unnecessary delay. The concept of meeting
deadlines is disregarded. Bengi (Bengi 1999) studies the behaviour of the
MAC protocol proposed in (Borella et al. 1999) for messages with timing
constraints and mixed traffic (both real-time and non-real-time traffic). He
introduces the concept of priority classes into the concept, storing traffic in
separate first in-first out (FIFO) queues according to priority, and calculates
the individual mean queuing delays of each packet. In contrast to the work
presented here, no worst-case delay analysis is done and therefore no
information about the possible amount of real-time traffic guarantees can be
given.
Spencer and Summerfield (Spencer et al. 2000) present in their paper a
general MAC protocol (WRAP, WDM Request/Allocation Protocol) for
wavelength-routed passive optical networks, e.g., AWG star networks. In the
targeted network architecture, each end node is fitted with one fixed-tuned
optical receiver and one tuneable optical transmitter. The protocol
implements distributed scheduling by the means of in-band signalling, so no
control channel is defined. Even if, due to wavelength allocation, this is a
collision-free medium access protocol, and a minimum bandwidth between
any source-destination pair can be guaranteed, no deterministic delay bound
analysis is provided and so no real-time guarantees can be given. The authors’
evaluations point towards WRAP being suitable for general-purpose data
communication applications, as, e.g., local area networking.
In 2000, Maier et al. (Maier et al. 2000b) introduce a packet-switched,
single-hop WDM network based on an AWG. In simulations, their network
with a preallocation MAC protocol is shown to outperform PSC-based
networks. However, as this protocol is a simple fixed TDMA channel
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assignment scheme, it has the same disadvantages as each preallocation MAC
protocol, namely, low channel utilization and unnecessarily long delays, i.e.,
traffic has to wait although the channel is idle. In addition, no treatment of
real-time traffic is introduced. In a later paper, Maier et al. (Maier et al.
2000a) improve the network architecture and MAC-protocol. The medium
access protocol is changed to be reservation-based, scheduling packets in a
first-come-first-serve (FCFS) manner, and, amongst other things, the usage of
several FSRs increases network efficiency and concurrency. Although the
protocol is designed to be collision-free and throughput thereby can be
increased, no delay analysis is provided and real-time properties are excluded
from treatment. In (Maier et al. 2002), an alternative for circuit switching for
QoS handling was added to the MAC protocol by reserving a certain amount
of bandwidth for the duration of one node’s connection. An analysis
provided in (Maier et al. 2000a) and (Maier et al. 2003) calculates mean
packet delay, but due to the lack of any worst-case discussion, no delay
bound guarantees can be given. For more details on this body of work see
(Maier 2003) and (Maier 2004). By the same research group a comparison of
the PSC and the AWG is presented in (Maier et al. 2001), while the network
proposed in (Fan et al. 2003) combines the two components in a hybrid
solution. In (Yang et al. 2004) a control channel based AWG star network
with a distributed attempt-and-defer MAC protocol was compared to
different optical ring networks and found to be superior in performance
regarding throughput, packet loss and delay when assuming unicast traffic.
However, no discussion about real-time issues is included in this work. (Fan
et al. 2005a) allows for a higher degree of spatial wavelength reuse by using
array components in the end nodes, in comparison to the TT-TR architecture
of the earlier mentioned architectures of this research group. Again only
mean packet delay is analysed probabilistically and, as one of the suggested
medium access methods is contention-based, no deterministic real-time
service can be offered. Several of the aforementioned network architectures
and MAC protocols are summarized in (Maier et al. 2004), where the
suitability of AWG-based networks for, e.g., metropolitan area networks is
argued for.
3.3.3. Real-time MAC protocols for single-hop WDM star networks
In 1995, Kim et al. (Kim et al. 1995) presented the first MAC protocol
for a single-hop WDM star especially developed for multipriority traffic. The
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protocol is reservation-based, based upon the reservation scheme introduced
by Jeon et al. (Jeon et al. 1990), and the access to the slotted control channel
is organized by random access. The scheduling is distributed and it is the
packet with the highest priority among the successful requests, i.e., those
that did not collide, that is scheduled to be transmitted first. According to the
performance analysis, the delay of the high-priority packets is considerably
lower than that of lower priority ones. However, as no worst-case analysis is
provided, nothing can be said about the amount of real-time traffic that can
be guaranteed.
Selvakennedy et al. (Selvakennedy et al. 1996) introduce a piggybacked
token-passing MAC protocol, including support for traffic of two different
priorities. The token can be sent on a separate channel or share the same
channel as the data packet, where the data packet is piggybacked behind the
token. Although always selecting the higher priority traffic when available,
the passing of the token in a round robin fashion introduces considerable
delay into the network.
A distributed token-based MAC protocol for supporting real-time traffic
is presented in (Yan et al. 1996). The protocol is aimed for CC-TT-FR
networks, where the control channel is dedicated for the token. The token
serves both for propagating system information and assigning time for
transmissions. Each node has a status table, containing the global status
information about the network, as, e.g., which node has the highest priority
traffic queued. This status information is used to decide the next hop for the
token. However, the protocol is designed having soft real-time traffic in
mind, as the QoS parameter is equal to the deadline miss probability of a
packet, i.e., real-time classes where 20% of the packets are allowed to be
missed have a higher priority as those where the corresponding amount is
25%. No discussion or evaluation for hard real-time traffic, i.e., where 0%
deadline misses are allowed, is provided.
Tyan et al. (Tyan et al. 1996; Tyan et al. 2001) develop a preallocationbased access scheme for real-time message streams. A deterministic analysis
is given in order to provide timing guarantees, but being a preallocationbased protocol it has inherent disadvantages, as, e.g., potentially low
bandwidth utilization.
In (Jonsson et al. 1997), Jonsson et al. presented a control channel-based,
time-slotted MAC protocol with distributed control for networks carrying
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both real-time and best-effort traffic. Each node is guaranteed a certain
amount of bandwidth, i.e., a certain number of time slots. Unused time slots
can be claimed by other nodes; however, the slot release algorithm is very
basic which leads to a nonnegligible probability of unused slots. This
decrease in network utilization might result in a lower fraction of real-time
guarantees and an increased deadline miss probability for soft real-time
traffic. (Jonsson et al. 1997) provides a deterministic performance analysis
and shows that the latency for real-time messages is bounded.
Dong et al. (Dong et al. 1998) introduced a preallocation-based time slot
allocation scheme targeted towards real-time traffic with hard rate
requirements, timing constraints and negotiable demands on jitter. The
scheduler assigns the highest priority to the message stream with the shortest
deadline; however, the deadline of each instance of this stream is dependent
upon the allocation of the previous instance and its jitter requirement. When
a set of message streams is judged not schedulable by the scheduler, the jitter
demands are renegotiated. In a simulation, this allocation scheme is
compared to (Tyan et al. 1996) and it is shown that a higher success rate for
schedulability testing can be reached when relaxing the jitter demands. This
way of allocating time slots is clearly targeted towards jitter-sensitive traffic
as, e.g., streaming multimedia, which explains the prioritization of constant
jitter over guaranteed deadline. Additionally, the preallocation of time slots
tends to results in lower network utilization.
A hierarchical scheduling framework for on-demand traffic flow
scheduling is introduced, analyzed and evaluated in (Li et al. 1998). The
framework separates flow scheduling within one node, deciding for which
flow to request transmission, and transmission scheduling between all nodes,
actually allocating wavelength channels to flows avoiding transmission and
receiver collisions. Medium access is control channel-based with one
wavelength channel dedicated to control traffic. The control channel is timeslotted, providing each node access to one mini-slot per control slot. The
flow scheduling is simply divided into real-time and non-real-time traffic,
not taking into account possible differences in deadline within the real-time
class where scheduling is done in a round-robin fashion between different
flows instead. Transmissions are scheduled according to the earliest arrival
time of real-time packets (with a random selection in case of equal arrival
times), while non-real-time traffic has the lowest priority. Also in this case,
shorter deadlines are not taken into consideration. The deadline
73

independence of both flow and transmission scheduling might lead to a
higher probability of deadline misses. Being an on-demand algorithm,
including random decisions and an unknown number of possible
retransmissions, a deterministic analysis is not possible.
Kam et al. present in (Kam et al. 1998a; Kam et al. 1998b) a time-slotted
star network with support for virtual circuits. Control channel-based
scheduling algorithms both providing and not providing bandwidth
guarantees are described. Scheduling is done in a centralized fashion by a
scheduler, which transmits the schedules to each node in the network in a
pipelined way. This introduces considerable delay which grows with an
increasing number of nodes. One of the assumptions is that only a certain
amount of the network’s resources can be allocated to guaranteed traffic,
while the rest is shared in a fair manner between all virtual circuits. This
arrangement opens up for the possibility of prioritizing best-effort traffic
over real-time traffic, increasing the risk of missing deadlines.
In (Bengi 1999), Bengi adapts two control channel-based MAC protocols
for real-time traffic. The Distributed Queue (DQ) protocol and the Earliest
Available Time Scheduling (EATS) protocol were originally presented in (Lu
et al. 1992) and (Jia et al. 1995) respectively. Bengi introduces two
improvements for both these protocols. The DQ-p protocol reserves
bandwidth for real-time control traffic, and in the DQ*-protocol, real-time
messages are always send in their entirety, holding on to once reserved time
slots. The EATS protocol was adapted by adding priority scheduling in the
transmission queues of sending nodes (EATS-p), and further by assigning the
earliest available data channel to the traffic class holding highest priority
while lower priority traffic is assigned later available channels (EATS*). The
original EATS protocol assigned the earliest possible channel to all traffic
instead. Although the mean delay for real-time packets is decreased by these
improvements in both protocols, as well as the packet drop probability due to
deadline misses, the results are only reached by simulation and no deeper
analysis is given. Bengi continued by developing a new reservation-based
MAC protocol called CONRAD (Convergence of Real-Time and Data
Services) (Bengi 2001; Bengi et al. 2001). In order to balance network
utilization by real-time and non-real-time traffic, control channel access is
divided into contention-based access for real-time traffic and TDMA-based,
and thereby collision-free, access for best-effort traffic. Network control is
implemented in a distributed way, leading to the need of status tables in each
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node, keeping track of resource allocation in the network. Evaluations
indicate a high network throughput and an improved performance for the
best-effort traffic compared to when using EATS-p, where real-time traffic is
always prioritized over best-effort traffic. Clear disadvantages in CONRAD
are firstly the FCFS scheduling in the nodes, as traffic with short deadlines
can be blocked by traffic with longer deadlines, and therefore the probability
of deadline misses increases, and secondly the need of several status tables in
each node. Additionally, the lack of possibility to send control messages
concurrently from all nodes, and instead having to wait for all nodes to send
serially, increases the delay from transmission request to actual transmission
considerably.
In (Ma et al. 1998), Ma et al. present several distributed, reservationbased scheduling algorithms for a CC-FTTT-FRTR network. Priority
assignment to the messages is done depending upon their laxity (Minimum
Laxity First, MLF) and the message length, i.e., short laxity or short message
length result in higher priority. An analytical model to calculate the
probability of a deadline miss is provided for the case of FCFS scheduling in
the nodes and MLF transmission arbitration. Simulations indicate that sorting
queues in laxity order and additionally scheduling transmissions according to
MLF results in the lowest deadline miss probability for hard real-time traffic
amongst the tested schemes. Unfortunately, only the message at the head of
each queue is guaranteed a timely delivery, and no analysis is provided for
taking into account the worst-case queuing delay. In (Ma et al. 2001),
scheduling real-time messages with MLF is combined with an insertion
scheduling technique where non-real-time messages can be sent over
wavelength channels not being used by real-time traffic at the moment. This
technique decreases the mean delay of best-effort traffic and improves
network utilization, but as shown in simulation it increases the amount of
deadline misses for hard real-time traffic. A further alternative scheduling
algorithm is introduced in (Ma 2003), presenting a new priority scheme,
where a message’s priority depends upon its length, its deadline and a
constant indicating different types of messages. Simulations indicate a higher
deadline miss ratio than if only scheduling according to MLF. In a
continuation of this work, Huang et al. (Huang et al. 2007b) use this priority
scheme for QoS prediction at run time. The weights of the different
components of a message’s priority (length, deadline, type) can be
dynamically adapted in order to keep the experienced QoS at a constant
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level. However, this run-time priority adaptation is not accompanied by a
deterministic real-time analysis.
In (Ma et al. 2000a; Ma et al. 2000b; Ma et al. 2000c), a mechanism for
guaranteed real-time performance is provided, including admission control,
traffic regulation and a reservation-based scheduling algorithm. The
admission control is done by the help of a schedulability test, ensuring that
new application streams only are accepted if their bounded delay can be
guaranteed (together with the delay bound of all already accepted streams).
Traffic regulation is implemented by delaying messages that do not conform
to their traffic specification. The scheduling algorithm proposed is a
combination of an adaptive round-robin scheme, servicing the already
accepted traffic streams, and the earlier mentioned EATS protocol (Jia et al.
1995) for assigning wavelength channels to the messages to be transmitted. A
delay bound analysis is provided, and the scheme is evaluated by a tracedriven simulation. In the simulation data it becomes obvious that the delay
bound guarantee for the traffic results in a poor network utilization, only
approximately 50% at an input traffic load near one (Ma et al. 2000a).
Kuri et al. (Kuri et al. 2001) developed a MAC protocol for IP
differentiated services on a control channel-based network. As this MAC
protocol targets differentiated service for IP traffic, the QoS management is
coarse grained (only a limited number of traffic classes), not making a flowbased traffic prioritization possible. Additionally, the scheduling algorithm
described in the paper includes random aspects, which makes a deterministic
analysis of the delay bound impossible.
In (Diao et al. 2001), a priority-differentiated scheduling scheme is
introduced which makes it possible for high-priority packets to preempt
prescheduled low-priority packets in order to decrease packet delay for realtime traffic and alleviate the head-of-line effect. Transmissions are
coordinated by a shared control channel with time-multiplexed access. Using
distributed scheduling control, each node has to maintain global knowledge
of the network. Simulations indicate a decrease in mean packet delay
compared to, e.g., the EATS algorithm, but no analytical prove is provided.
Furthermore, neither throughput guarantees nor bounded delay are
discussed.
(Kim et al. 2002) describes a transmission scheduling scheme for a CCFTTT-FRTR architecture, supporting three traffic classes. The scheme
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includes a self-collision prediction mechanism in order to foresee and avoid
collisions, implemented by the means of a control database in each access
node. According to (Kim et al. 2002), the computationally complex
configuration of this database makes the protocol more suitable for networks
in the metropolitan scale than on the local one. Unfortunately, no real-time
analysis is provided.
Choi introduces in (Choi 2003) a MAC protocol offering bandwidth
guarantees. The protocol combines both contention-based and reservationbased medium access, where traffic in need of bandwidth guarantees uses the
reservation option and best-effort traffic has to content for the medium. Only
a fraction of the bandwidth, however, is allocated for high-priority traffic
leading to the traffic suffering of unnecessary high delays, increasing the
probability for deadline misses, while best-effort traffic is send instead. An
analysis of the throughput of real-time traffic is given, together with the
calculation of throughput and average delay for best-effort traffic. The
question of deadline guarantees is not treated.
In (Wang et al. 2006; Wang et al. 2003), a MAC protocol targeted
towards multimedia traffic is described (M-WDMA, Multimedia Wavelength
Division Multiple Access). The protocol tries to combine the advantages of
TDMA-based, reservation-based and random access approaches in order to
meet the needs of traffic types with different characteristics. Both static and
dynamic bandwidth allocation is suggested, used in M-WDMA and MWDMA+ respectively. Each network node is fitted with one fixed-tuned
receiver and three tuneable transmitters, one for each traffic type, i.e.,
constant bit rate and two types of variable bit rate. Additionally to those, a
fixed transmitter/receiver pair is needed for establishing a control channel.
Each traffic type is serviced by one of three subprotocols (based on time
multiplexing, reservation and random access respectively) integrated into MWDMA. In (Wang et al. 2003), the mean packet delay and maximum
throughput are analysed and in a simulation M-WDMA+ is compared to the
CONRAD protocol (Bengi 2001; Bengi et al. 2001) and shown to reach both
higher throughput and lower average delay. In (Wang et al. 2006), the
approximation of the deadline miss rate is added to prior results and an
“admissible region”, depending upon, e.g., traffic load and traffic type, is
calculated, indicating to the admission control whether a certain QoS can be
provided for the application. However, based upon approximations and
targeting multimedia traffic, this cannot provide a deterministic delay bound
77

guarantee for periodic hard real-time traffic, as needed by the applications
targeted in the work presented in this thesis.
Bellón et al. (Bellón et al. 2004) presents an EDF-based protocol for a
CC-FTTT-FRTR network architecture. The reservation-based protocol is
designed to support real-time traffic and depends upon distributed
scheduling control, which in its turn is accompanied by a large number of
tables in each node keeping track of the global state of the network at each
time instance. A simulation indicates a low deadline miss rate for the case of
high-definition television (HDTV) traffic, but the results are not
substantiated by any deterministic real-time analysis. Therefore neither
throughput nor bounded delay can be guaranteed.
In (Huang et al. 2004), a scheduling scheme is introduced which tries to
alleviate the problem of longer messages blocking shorter ones when using
purely deadline-dependent scheduling. This blocking can result in deadline
misses for the blocked packets. By dropping packets according to the
described algorithm, simulations show that the throughput in the network
can be increased and the packet loss rate decreased. However, this provides
only long term statistical QoS, as no throughput and/or delay bound
guarantee on the packet level can be given. In (Huang et al. 2005), analytical
comparisons to other scheduling algorithms are provided. Further work in
(Huang et al. 2007c) integrates the scheduling algorithm with the dropping
scheme into a framework, the goal of which is to optimize the ordering of
the packets to minimize packet loss. Extensive simulations indicate an
optimal performance in this regard. (Huang et al. 2008) follows up this work
analyzing the average message delay (however, not using the dropping
scheme). Although targeting a minimum of deadline misses, neither of the
mentioned results include the possibility of guaranteeing deadlines on a per
packet level.
Petridou et al. (Petridou et al. 2008) present a scheduling approach
based upon the clustering of nodes into those with long or short messages,
while still keeping the classification into high-priority and low-priority
messages. Long messages are scheduled ahead of short ones, and all highpriority messages before any of the low-priority messages. Experimental
evaluation indicates an increased network throughput and shorter mean
delay compared to a basic pretransmission coordination-based scheduling
algorithm. No discussion on delay bound guarantees is provided.

78

3.4. The Real-Time AWG Single-hop Network
This subsection introduces the proposed network architecture, its MAC
protocol and scheduling algorithm on a more general level, while details
about the two applications, a SAN and a distributed router, are described in
the two following subsections.
3.4.1. Network requirements
In the design process of any network, certain fundamental prerequisites
have to be considered before making any decisions regarding its architecture.
The two exterior circumstances which have the most decisive influence on
the network requirements in this case are, on the one hand, the fact that the
network has to be suitable as an interconnection network in an embedded
system and, on the other hand, the strict real-time performance demands on
this interconnection network.
The reliability of the network is highly prioritized so that all
connections are accessible for each node whenever it might need to send any
data. More than that, full network connectivity is mandatory in the network
designed in this work, i.e., each node has to be able to reach any other node
in the network. As a single-hop network is chosen, full network connectivity
implies in this case that no two nodes will be further apart from each other
than one single hop. This minimizes propagation delays and requires lower
resources in terms of transmission capacity and hardware complexity per
node, a fact especially important in embedded systems with, e.g., size, cost,
and complexity requirements. The issue of network scalability is not a major
concern in this case as the number of nodes in an embedded system is
typically fixed and new nodes are added only occasionally. The embedded
system that this architecture is aimed for is thought to have a maximum of 64
nodes that will be connected by the AWG-based communication system.
As two of the three present traffic classes, hard real-time traffic and soft
real-time traffic, have real-time requirements, ability to guarantee QoS for
real-time traffic is an essential requirement on the network. The goal is to
schedule the different traffic classes in a fair manner, where all packets with
an identical absolute deadline should have the same probability of being sent.

79

3.4.2. Network architecture
When having decided on a single-hop WDM approach, with the AWG
as a central component, the choice of network topology becomes
unproblematic and the star topology is given. Additionally, compared to bus
and ring networks, star networks, Figure 3-6, are more robust as the failure
of a single node (except in case of the central node) or a single
interconnection does not jeopardize the connectivity of the system as a
whole. A large amount of research has been carried out in the area of optical
star networks and many protocols for this architecture have been proposed.
Jonsson (Jonsson 1999) provides an extensive list of WDM star related
research up to the time of the publication.

Node 1

Node 2

Node 3

Figure 3-6. Star architecture
If the network topology is not fixed or not yet decided, as is the case
with reconfigurable networks, the choice of an appropriate topology should
be made considering the communication requirements in terms of e.g., realtime demands, throughput and delay. Many future embedded systems will
likely contain System-on-Chip solutions with on-chip networks. For further
performance improvements of such systems, the topology can be adapted to
application demands, either when designing the chip or by run-time
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reconfiguration between different predefined application modes. In
Appendix A, an algorithm for the choice of topology in, e.g., packet-switched
on-chip networks, is presented. The algorithm enables a topology choice at
design stage, both for static network topologies and for reconfigurable
network topologies that can be reconfigured during run-time.
The proposed network architecture, shown in Figure 3-7, is based on the
principle of CC-TT-TR-FT-FR (Mukherjee 1992a), and consists of one N × N
AWG, one control node, henceforth denoted protocol processor (PP), and
N – 1 end nodes. The AWG component is the centre of a physical WDM star
network. The benefit of exchanging a normal PSC with the AWG, and of
sacrificing one node for scheduling calculations, is the efficient support for
deterministic services. More concretely described, simultaneous transmission
of control information from all end nodes is implemented in order to reduce
scheduling delays in the network. One of the nodes functions as a control
node, the PP, and is incorporated together with the AWG component in a
hub. Each of the N nodes, including the PP, is connected to the N × N AWG
by two fibres, one for transmission and one for reception. All fibres used
between the nodes and the AWG are defined to be of equal length in order
to have the same propagation delay for each packet which is sent between
any source-destination pair.
The PP transmits and receives data via wavelength array components,
while the other N – 1 nodes are each equipped with one tuneable transmitter,
one tuneable receiver, one fixed-tuned transmitter, and one fixed-tuned
receiver. The array component on the transmitting side of the PP is attached
to a wavelength-sensitive (N – 1) × 1 combiner, which multiplexes the N – 1
different wavelengths onto one fibre. Correspondingly, a wavelengthsensitive 1 × (N – 1) splitter separates the incoming wavelengths before they
enter the N − 1 array of receivers of the protocol processor, Figure 3-8. Due
to the fixed size of the array components used at the PP, it is not possible to
dynamically expand the number of nodes in the network. This lack of
scalability is, however, not considered to be a problem in this case, since the
target applications are embedded systems with networks that normally do
not have to grow during operation.
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Figure 3-7. The network architecture

Figure 3-8. The 2 × 1 combiner and the 1 × 2 splitter at the PP.
The fixed-tuned and tuneable transmitter on each of the N – 1
remaining nodes are connected to a wavelength-sensitive 2 × 1 combiner in
each node which multiplexes the two wavelengths (one fixed wavelength to
the protocol processor and a tuneable one for data transmission to any of the
remaining nodes) onto one fibre. The corresponding design on the receiving
side of each node is a wavelength-sensitive 1 × 2 splitter that is connected to
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the fibre with incoming traffic which is distributed to the node’s two
receivers, the fixed one and the tuneable one, Figure 3-9.

Figure 3-9. The (N − 1) × 1 combiner and the 1 × (N − 1) splitter at the passive
nodes.
The fixed-tuned receiver and transmitter at each node are used to
establish physical control channels between the end nodes and the PP. Each
of the N – 1 fixed-tuned transmitters will send on an individual wavelength
and each fixed-tuned receiver will be fixed to the corresponding wavelength,
i.e., a node’s fixed-tuned transmitter will send on the same wavelength as its
fixed-tuned receiver receives on. All traffic from and to the fixed-tuned
transceivers are control packets. On the control channel, the control
processor receives all information from the end nodes that it needs in order
to run its scheduling algorithm, and it sends out control information back to
all the other nodes. This means that all intelligence about real-time traffic
scheduling is embedded in the PP, while the other nodes and the AWG
component are completely passive in this respect. However, the end nodes
do schedule their packets into internal queues. Of the N possible wavelengths
out from each node, one is always used to send control information as
described above. In addition to the control wavelength, one of the remaining
N − 1 wavelengths at each end node is used for transmission of data traffic.
The AWG is used to route the packets from source to destination based on
the chosen wavelength.
3.4.3. Protocol basics
All of the end nodes are able to send and receive data traffic on all the
available wavelengths due to their tuneable transmitters and tuneable
receivers. As none of the end nodes has global knowledge of which other
node will send in which time slot and on which wavelength, the PP employs
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a MAC protocol to schedule the data traffic in a centralized fashion. The
main task of the MAC protocol is to delegate the available wavelengths
between the sending nodes based on control messages from the nodes to the
PP, and make sure that the hard real-time message with the shortest deadline
is sent first.
The proposed MAC protocols, one for the system area network and one
for the optoelectronic router, assume an N × N AWG using one FSR
containing N contiguous wavelengths. The tuneable transceivers in all end
nodes are tuneable over those N wavelengths. The array components in and
out of the PP are able to receive and send on a range of N – 1 wavelengths.
Each of the N – 1 end nodes has different message queues for hard, soft, and
non-real-time messages; non-real-time is in this context defined as soft realtime with an infinite deadline. The nodes sort the messages in their queues
according to deadline, i.e., the message with the earliest deadline will be
placed first in its queue and thereby assigned the highest priority. The EDF
scheduling algorithm is chosen due to its optimality in certain circumstances
(Liu et al. 1973). After having sorted their queues according to the EDF
algorithm, each node assigns highest priority to the first packet in the hard
real-time queue(s). Only in case of an empty hard real-time queue, any soft
or non-real-time packets are considered. After completing the sorting
process, the node sends out a control message to the PP. This control message
contains information about one or more packets in the queue, depending on
which MAC protocols it is using. In more detail, it will specify source node,
destination node, deadline and traffic class (hard, soft or non-real-time) for
the packet(s) in question.
All traffic, both control and data traffic, is organized in time slots, where
the duration of each slot corresponds to the transmission time of one
(maximum sized) data packet, i.e., the time measured between when the first
and the last bit of the packet leaves the source node. However, tuning times
might not be negligible, so this delay has to be added to the length of one
time slot. As control packets are fairly short, because of the small amount of
information they contain, and as short distances in the network are assumed
and thereby a short propagation delay, one time slot provides enough time to
send control traffic to the PP, for the PP to run the scheduling algorithm,
and to send control messages back to the end nodes. At the end of each time
slot, all end nodes tune their respective transmitters and receivers
accordingly. Data transmissions take place in the next coming time slot. Due
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to the fixed-tuned transceivers at each node and the individual wavelength
of the control channel, it is possible to handle data traffic and control traffic
in parallel during each time slot. Furthermore, the AWG allows control
traffic from all the end nodes to be sent simultaneously. Therefore, the
medium access control does not result in more than one single time slot of
delay, Figure 3-10.

Figure 3-10. Control packet propagation
The PP has the responsibility of accepting or denying each node’s
request to send. In order to avoid receiver collisions, there must be no more
than one data transmission to any single destination in any given time slot.
When the protocol processor has received control messages by all the end
nodes, it sorts those messages by deadline with the shortest deadline given
highest priority. It checks the control messages one by one, according to
priority, and determines whether the requested transmission can be accepted
or not. As soon as the transmission of a data packet to a certain destination is
accepted, any other request for communication with this destination in the
next coming slot is denied, as this request would lead to a receiver collision.
A corresponding procedure is necessary to avoid that two packets from the
same sending node are scheduled for the same time slot. As soon as the
algorithm has found the right set of data packets to send during the next time
slot, the PP sends out an individual control message simultaneously to each
node. In this control packet, each node will be informed about whether it is
allowed to send in the up-coming time slot, if it will receive any data traffic
and, in that case, from which node.
In order for the traffic model to work properly and avoid collisions, the
nodes have to be synchronized. Synchronization in the proposed AWG
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network is easier than in many other networks because the PP has the
possibility to send out traffic, in this case control packets, to all end nodes
simultaneously through its transmitter array. As all the fibres between the
nodes and the AWG component are assumed to be of equal length, the nodes
are synchronized on incoming control packets. More exact or more frequent
synchronization is not needed. As each node has its own control channel,
clock synchronization on the packet level is not required. Interconnection
distances in the targeted networks are assumed to be short, so the difference
in propagation delay due to dispersion is negligible. A discussion of timing
and dispersion in WDM star networks can be found in (Semann et al. 1993).
For error detection, the implementation of a checksum or similar in a
lower layer is assumed, as no mechanism for error checking of the control
packets is included in the presented MAC protocols. In case of an error in the
control message so that the protocol processor or end node cannot use the
information, a retransmission is attempted in the next time slot. If a control
packet is lost on the way from the protocol processor to an end node, the end
node simply has to send the request once again in the next time slot.
Additionally, the transmission to this end node announced in this control
packet will probably experience an error as the end node will not be tuned to
the right wavelength (except for the case that it will receive from the same
source as in the ongoing time slot). This will add a delay of at least two time
slots for this packet as its transmission will have to be requested again. If the
control packet from the end node does not reach the PP, it will still send out
a control packet as usual, leaving the first part of the control packet empty.
The end node will interpret this answer simply as a denied request and the
requested transmission will have an added delay of (at least) one time slot.

3.5. Using the Real-Time AWG Network in System Area
Networks
This subsection describes in more detail the network and protocol
design solution for a short range communication system like, e.g., a SAN
(Böhm et al. 2005a; Böhm et al. 2005b; Kunert et al. 2005a). The main focus
lies on guaranteed support for hard real-time traffic at the same time as soft
real-time traffic is present in the system. The single-hop network with the
AWG at its centre uses control channel-based, centralized traffic scheduling.
The AWG property of spatial wavelength reuse and the combination of
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fixed-tuned and tuneable transceivers in the nodes enable simultaneous
control and data transmission. A case study with defined real-time
communication requirements for a radar signal processing application was
carried out to investigate the suitability of the suggested solution for this
kind of applications.
3.5.1. Medium access and control traffic
In each node there are two message queues, Figure 3-11, one for hard
real-time traffic and one for soft and non-real-time traffic, which are sorted
according to deadline, i.e., by EDF. Again non-real-time traffic in this
context is seen as soft real-time traffic with infinite deadlines. Each node has
to decide on giving priority either to the first packet in the hard real-time
queue or the first in the soft real-time queue. In order to give guarantees on
delay bounds for hard real-time traffic, this traffic type is always sent first. In
other words, as long as there are packets queued in the hard real-time queue,
the soft real-time traffic has to wait. This guarantees that the hard real-time
traffic is not disturbed or compromised in any situation by lower priority
traffic. The node chooses the first packet from the hard real-time queue, or,
in case the hard real-time queue is empty, the first packet from the soft realtime queue, and sends a control message to the PP containing information
about the packet. The control message is sent on an individual, fixed
wavelength, i.e., the node’s own control channel. The information contained
in the control message specifies the identity of the source node and the
destination node, the deadline of the packet in question and its traffic class.
The control traffic is organised in two phases, i.e., control packets on
their way to the protocol processor and control packets on their way from it.
These two phases span one time slot, defined by the length of the
transmission time of one (maximum sized) data packet, as mentioned above.
The control messages sent from the PP to the end nodes contain two pieces
of information. The first part of the control message tells the node whether
the request to send the packet in the next time slot is accepted or not. The
second part contains information about whether the end node can expect any
traffic in the following slot, and if so, from which other node. If any specific
node is not a destination for data traffic in the next time slot, this second
field will be empty. As there is only one single, dedicated wavelength
connecting each pair of nodes, each node knows to which wavelength to
tune its transmitter and receiver as soon as it has the information about what
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node(s) it is to communicate with in the following time slot. After the tuning
of the transceivers, the nodes are ready for transmission and reception which
takes place in the next time slot. Nodes that are not allowed to send their
requested data and that also are not destination node, receive an empty
control packet from the protocol processor for synchronization reasons.

Node N
PP

N×N
AWG
Node N-1
Node 1
Node 2

Node N-1

HRT

SRT/NRT

Figure 3-11. Network architecture for SAN including queuing architecture
After having received a control packet, each node tunes its tuneable
transmitter to the wavelength dedicated to the destination node for the
accepted message scheduled to be send during the following time slot. At the
same time, also the destination node has to tune its tuneable receiver to the
specified wavelength to be able to receive the scheduled data. Each node can
thus send and receive traffic at the same time. In the time slot that follows,
each node sends the message it has got permission to send via the AWG to
the destination, and receives any potential traffic. During the same time slot,
new control packets from the end nodes reach the PP and the scheduling
algorithm produces a new traffic scheme for the next coming time slot.
The parallel handling of data and control traffic is possible because of
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the individual, fixed wavelength of the control channel from each node, as it
therefore does not interfere with data traffic sent on any of the remaining
N – 1 wavelengths. Furthermore, the characteristic properties of the AWG
allow simultaneous control traffic from all the nodes to be sent to the PP.
Therefore, the medium access control results in no more than one single time
slot of delay, and does not have any impact on the data traffic flow. This
principle was illustrated in Figure 3-10.
3.5.2. Timing analysis for control traffic
As the presented system is developed for a SAN, the fibres
interconnecting the end nodes and the protocol processor are assumed to
have a maximum length of a few tens of meters. In other words, the
propagation delay is assumed to be a fraction of a time slot. Considering e.g. a
64 × 64 AWG, the length of a control packet to the protocol processor can be
shorter than 100 bits: 6 bits signifying the source node, 6 bits to identify the
destination node, 20 bits to state the deadline, 1 bit indicating the traffic
class, and some additional bits of overhead. Under the assumption of a bit
rate of 2.5 Gb/s, this results in a transmission time of 40 ns, denoted Tpack1.
The control message from the PP to an end node can be even shorter: one
flag bit, to designate whether the request to send has been accepted or not,
and 6 bits to identify the sending node from which it will receive traffic in
the next time slot. Tpack2 denotes the transmission time of this control packet
and is, in this case, 20 ns. The processing time, Tproc, at the PP is assumed to
be 100 ns and provides the time for the PP to receive the control packets
from all end nodes, extract the necessary information from them for the
admission control decisions, and send out new control information to all end
nodes. The length of one time slot is defined by the interval of time started
when the first bit of the control packet leaves the end nodes, and ended
when the last bit of the of the control packet from the PP is received by the
end notes. In the beginning of each time slot, the transceivers at the end
nodes are tuned according to the information in the control packet. When
defining the length of one time slot, Tslot, to be 1 μs, this includes time for
tuning. The tuning time, Ttune, at the end nodes is assumed to be 100 ns.
When defining the length of one time slot, Tslot, to be 1 μs, this includes the
time for tuning, leaving 900 ns communication time, Tdata, i.e., 2 250 bits as
the maximum data packet length. Considering the control traffic, this results
in the following propagation time, Tprop:
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T prop =

Tslot − T pack1 − Tproc − T pack 2
2

= 420 ns.

(3.1)

In other words, an assumed length of a time slot of 1 μs leaves enough
communication time to support a fibre length of 84 m, assuming a
propagation speed of 2*108 m/s, between the PP and each regular node (see
Figure 3-12 for details). The speed of light through a fibre is around two
thirds of the speed of light in vacuum, which is approximately 3·108 m/s.
3.5.3. Real-time schedulability analysis
In order for the real-time schedulability analysis to be valid for this
network and the proposed MAC protocols, the calculation of the queuing
delay d from (2.5) has to be adapted as the constants being subtracted from
the deadline D are different depending upon packet handling. According to
(2.5) delay induced by both control traffic and blocking through other traffic
has to be taken into account. In the case of the suggested network the delay
introduced by the control traffic is one timeslot, Tslot, according to the
reasoning given above. The worst case blocking time by lower priority traffic
that can be experienced by the packet with the shortest deadline is one
further time slot as this situation will occur when the transmission of the
control packet with information on the lower priority packet has just been
started as the packet with the (new) shortest deadline arrives at the queue.
Formally the queuing delay is therefore given by

d = D − 2 ⋅ Tslot − Tprop

(3.2)

where Tprop denotes the propagation delay of the packet itself.
3.5.4. Case study with simulation analysis
In order to verify the feasibility of the proposed network and protocol,
the system was evaluated according to specific application requirements. A
simulation based on a RSP case was carried out and delay, throughput and
deadline miss ratio for the network were analysed. RSP is an application area
requiring System Area Networks with support for heterogeneous real-time
services. With its three traffic classes, the proposed AWG-based network
suits this purpose very well.

90

Figure 3-12. Control packet propagation

Case definition
In (Bergenhem et al. 2002), Bergenhem et al. describe a full case
definition for a RSP case scenario. The evaluation described in the following
is inspired by the straight pipeline case, one of three possible alternatives.
Due to its clear traffic pattern, this case simplifies analysis and understanding
of the simulation results, while still requiring three traffic classes.
A network architecture with a 16 × 16 AWG at its centre, consisting of
one PP and fifteen communicating end nodes, was chosen for the simulation
of the RSP system. One node serves as a master node, while the remaining
fourteen slave nodes are used for the pipelined data flow, Figure 3-13.
Further assumptions made are periodic traffic, a propagation speed of 2.5
Gb/s and a time slot length of 1 μs, i.e., one time slot corresponds to one data
packet of 2 500 bits. In the context of this simulation, the delay cause by
tuning was defined to be negligible. The traffic in the RSP case definition
consists of three main traffic types: control traffic, which flows in two
directions between the master node and each slave node in the straight
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pipeline, data traffic from node to node in a pipelined manner, and other
traffic, such as logging of data or long term statistics from the pipeline nodes
to the master node. These three traffic types and their individual deadline
requirements are conveniently represented by the three traffic classes in the
suggested protocol: hard real-time, soft real-time and non-real-time traffic.
The relative delay bounds for the three traffic classes are equal to their
individual period times.

Figure 3-13. Master node and straight pipeline of slave nodes according to
RSP case definition.

Simulation results
The parameters chosen for analysis are throughput, average delay and
deadline miss ratio of the traffic classes by using both fixed, predefined traffic
parameters, and by varying the amount of SRT or HRT traffic. The
predefined traffic class parameters are listed in Table 3-1, while the
simulation results for this set of parameters are presented in Table 3-2. All
traffic that any channel will send during one period is generated and queued
for sending at the start of the period. There is no smoothing of the incoming
traffic over the whole period. As seen in Table 3-2, there are no deadline
misses for neither soft nor hard real-time traffic.
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Table 3-1. Traffic type parameters

Table 3-2. Throughput, average delay and deadline miss ratio at fixed traffic
loads
Simulating HRT traffic only leads to a throughput of 0.28 HRT packets
per time slot, which is 100% of the HRT traffic as can be concluded from the
0.00 deadline miss ratio. In other words, all generated HRT traffic is
delivered in time. The SRT traffic in the network leads to a throughput of
11.20 packets per slot, which again is 100% of the possible SRT traffic as
concluded from the 0.00 deadline miss ratio. Using all three of the traffic
classes, with the parameters stated above, leads to a total throughput of 11.64
packets per slot, which comprises 0.28 HRT, 11.20 SRT and 0.16 NRT packets
per time slot. This indicates that, in spite of three different traffic types in the
system, the maximum throughput for the HRT and SRT traffic can be
reached. As discussed earlier, in case of the period equalling the deadline, a
throughput guarantee of one packet per slot can be given for HRT traffic, and
therefore its deadline miss ratio at the simulated traffic loads (smaller than
one) will always be zero .
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Figure 3-14 through Figure 3-19 show throughput, average delay and
deadline miss ratio when changing the traffic load in the system. The curves
are attained by running the simulator for 20 000 time slots and the statistical
results are computed from slot 5 000 and forward. Figure 3-14 through
Figure 3-16 indicate the system’s behaviour when varying the SRT traffic
from 500 to 5 000 packets per channel with a period of 5 000 slots, while the
HRT traffic is kept at a constant level of one data packet per channel and
period of 100 slots. A constant amount of non-real-time traffic (950 packets
per period of 5 000 slots) is introduced to make use of the remaining
bandwidth that is not needed by the two real-time classes. The throughput of
the three traffic classes, together with the total throughput, is shown in
Figure 3-14. As the intensity of the SRT traffic increases, the throughput of
this traffic class reaches its maximum of 12.82 packets per slot at a traffic
intensity of 5 000 packets per period. The throughput of the HRT traffic
remains constant at the maximally possible 0.28 packets per slot. Due to its
high priority, it is not affected by the increasing SRT traffic intensity or the
NRT traffic in the system. The NRT traffic, on the other hand, is starved as
the network starts to get saturated at an SRT traffic intensity of about 4 500
packets per channel and 5 000 slots.
Figure 3-15 shows the average delay of the traffic classes. As the traffic
load in the system increases, the SRT traffic experiences a noticeable increase
in delay, while the HRT traffic remains at a constant average delay of 7.5
slots per packet throughout the duration of the simulation. Because of its low
priority, the NRT traffic has to wait for the real-time traffic classes to be sent,
which increases its delay considerably. For high SRT traffic intensity, NRT
traffic gets starved and too few packets are sent to provide statistically
reliable results and therefore the curve is omitted from the figure.
Figure 3-16 verifies that the HRT traffic meets all its deadline
requirements. In spite of the increasing SRT traffic load, the deadline miss
ratio of the HRT traffic remains zero, while the deadline miss ratio of the
SRT traffic increases to 16% and 84% as SRT traffic intensities reach close to
5000 packets per period.
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Figure 3-14. Throughput of the different traffic classes and total throughput
against SRT traffic intensity.
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Figure 3-15. Average delay of the different traffic classes against SRT traffic
intensity
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Figure 3-16. Deadline miss ratio of HRT and SRT traffic against SRT traffic
intensity.
In the second simulation setup, the results of which are shown in Figure
3-17, Figure 3-18, and Figure 3-19, the HRT traffic is varied between 1 and
16 data packets per channel with a period of 100 slots. This time, the SRT
traffic intensity remains constant at 4000 packets per period of 5000 time
slots, while the NRT traffic load is identical with that in the previous
simulation setup.
Figure 3-17 shows how varying the HRT traffic intensity influences the
three traffic classes in terms of throughput. An increasing HRT traffic load
leads to a steady increase in HRT throughput, while SRT and NRT traffic
experience a substantial decrease in throughput due to their lower priority.
The reason why the SRT and NRT suffer quite as seriously can be found in
the head of line (HoL) effect, as no SRT or NRT packet transmission will be
requested by the a node as long as it has any HRT packet queued. The total
throughput reaches its maximum value at about 11.65 packets per slot at a
HRT traffic intensity of 2 packets per 100 time slots.
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Figure 3-17. Throughput of the different traffic classes and total throughput
against HRT traffic intensity.
The behaviour of the delay in Figure 3-18 can be explained accordingly.
With an increased HRT traffic intensity, the traffic class with the highest
priority, HRT traffic, is affected the least, while the remaining two traffic
types experience a more significant increase in delay. The average delay for
the NRT traffic is not plotted in the figure, as the network already is
saturated with NRT traffic which would lead to irregularities in the curve
due to insufficient statistical data.
The deadline miss ratio of the HRT and SRT traffic are not affected by
the increasing HRT load and the increasing delay, and remain at zero
throughout the simulation (Figure 3-19). This indicates that the HRT and
SRT capacity of the network is not challenged by the imposed traffic
intensities.
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Figure 3-18. Average delay of the different traffic classes against HRT traffic
intensity.
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Figure 3-19. Deadline miss ratio of HRT and SRT traffic against HRT traffic
intensity.

3.6. Using the Real-Time AWG Network in a Distributed
Optoelectronic Router
In this subsection, the network architecture and MAC protocol are
enhanced for the usage in a distributed router (Böhm et al. 2005a; Kunert et
al. 2005a; Kunert et al. 2005b). Also in this application, guaranteed support
for hard real-time traffic is essential, while soft real-time traffic still has to be
supported. The traffic pattern in a router is naturally dependent upon the
applications using the router, but the possibility of bursty traffic or traffic
arriving at another rate than the internal speed in the router has to be taken
into consideration. The network is still a single-hop star with an AWG at its
centre and a PP is responsible for the scheduling of the traffic. Control
communication between the PP and the end nodes is sent through physical
control channels, and data transmissions are possible in parallel due to the
advantageous properties of the AWG. This subsection is concluded by a
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simulation study of periodic real-time traffic in the suggested solution.
3.6.1. Router architecture
A general router can be viewed as a number of input and output ports
and their corresponding queuing systems, Figure 3-20. The switch fabric is
the heart of the router and is responsible for carrying packets from input
ports to desired output ports. In low-performance routers, the switch fabric is
often just a simple bus, while high-performance routers often have some
kind of complex multistage interconnection network to implement an
experienced all-to-all connectivity (Tse 2005).

Switch
fabric

Control unit

Figure 3-20. Example of a router architecture
In the suggested router architecture, the AWG network acts as the
switch fabric, while the nodes in the network correspond to the router’s
input and output ports. The network architecture consists of one N × N
AWG, integrated in a hub with the protocol processor used for centralized
scheduling, and N – 1 pairs of input and output ports, Figure 3-21. The AWG
component acts as the centre of a physical WDM star network, and the PP
and each pair of input and output ports are connected to the AWG by two
fibres, one for transmission and one for reception.
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Figure 3-21. The proposed router and queuing architecture
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The difference compared to the SAN’s network architecture is twofold.
One, a memory to store control information has been added to the PP, and
two, the queue architecture in the end node has been changed. Each of the
router’s input ports has four different message queues per possible output
port. One queue is for HRT messages whose control information is already
stored at the PP and one queue is for the remaining hard real-time packets,
further on denoted control queue and non-control queue respectively.
Corresponding queues exist for soft and non-real-time traffic, where nonreal-time traffic still is defined as SRT traffic with infinite deadline.
3.6.2. Medium access and control traffic
The main task of the MAC protocol is to delegate the available
wavelengths between the router’s input and output ports based on control
information, and to make sure that the hard real-time message with the
shortest deadline is sent first. Each of the router’s input ports sorts all its noncontrol queues according to the EDF algorithm, and a control message with
information about four packets is sent. The four packets chosen are those that
are at the head of their non-control queue, and at the same time have one of
the four earliest deadlines amongst these. As long as there are packets queued
in a non-control HRT queue, traffic in the SRT queues has to wait,
guaranteeing prime attention to the HRT traffic and thereby ensuring that it
is not disturbed or compromised by SRT traffic in any situation. Information
about the four chosen packets is sent in a control message to the PP,
requesting permission to send data. The control message contains
information about traffic class, source port, destination port and deadline for
each of the four packets in question. Also here, as the control packet is simple
and contains little information, one time slot can be used to send control
traffic to the PP, to run the scheduling algorithm at the PP, and to send
control messages back to the ports. In each time slot, each input port sends a
control packet to the PP over the dedicated control channel. In this design,
the PP has a memory to store information about packets that did not get
permission to be sent. Due to the memory, no control information has to be
sent twice. Upon reception, the PP sorts the control messages together with
the control information stored in its memory by deadline, checks them one
by one, and determines which of the requested transmissions can be accepted
without causing a sender or receiver conflict. To avoid those collisions, there
must not be more than one transmission from any given source or to any
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given destination during any given time slot. As soon as a transmission from
a certain input port or to a certain output port is accepted, any other request
for communication with this source or destination respectively is denied.
Having decided on a set of accepted requests, the PP sends out individual
messages to all the ports. The PP will remove the accepted requests from its
memory, while the remaining requests will be stored. When the input port
receives information about which output port it is permitted to send traffic
to, it picks the packet out of the control queue and sends it to the intended
destination.
In each time slot, an input port can receive one or more new packets
that are put in the queue that corresponds to its destination and the desired
traffic class. The decision to introduce multiple queues was made in order to
avoid the effects caused by the head-of-line effect of single queues, where the
packet at the head of the queue blocks all packets behind itself. The
possibility of sending control information about multiple packets at a time
was added to accommodate traffic entering the router at a higher data rate
than the internal router speed.
3.6.3. Timing analysis for control traffic
The fibres interconnecting the ports and the protocol processor are
assumed to have a maximum length of a few tens of meters, which would
constitute the case of a distributed router. In other words, the propagation
delay of each packet is assumed to be a fraction of the length of a time slot.
An even more compact router with even shorter fibres is of course possible as
well.
Again looking at the example case of a 64 × 64 AWG, the length of a
control packet to the PP in this case can be less than 200 bits, including 1 bit
for the traffic class, 6 bits for specifying the source, 6 bits for identifying the
destination, and 20 bits to state the deadline, all for each of the four packets,
plus some bits of overhead. At an assumed bit rate of 2.5 Gb/s, the
transmission time of a control packet to the PP, Tpack1, is 80 ns. The control
message from the PP back to the ports can be even shorter as its
approximately 50 bits include 6 bits to state the destination for the accepted
packet and 6 bits to identify the sending port from which the end node will
receive during the next time slot, plus some bits of overhead. This
corresponds to a transmission time, Tpack2, of about 20 ns. Accessing the
protocol processor’s memory to fetch and store information about
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unscheduled packets can be done during the transmission time of the control
packets and does not add any additional delay to the processing time (Tproc)
which includes the same activities as in the SAN case. At the beginning, in
parallel to control traffic for the next coming slot, the pairs of input/output
ports tune their respective transmitters and receivers according to the control
information, which takes about 100 ns, also here denoted Ttune. When
defining the length of one time slot, Tslot, to be 1 μs, this includes time for
tuning, leaving 900 ns communication time, i.e., 2250 bits as the maximum
data packet length. Assuming a bit rate of 2.5 Gb/s, and a 400 ns processing
time (Tproc) at the PP, leads to the following calculation of the allowed
propagation time, Tprop, between a router port and the PP:

T prop =

Tslot − T pack1 − Tproc − T pack 2
2

= 250 ns.

(3.3)

In other words, a time slot length of 1 μs leaves enough communication
time to support a fibre length of 50 m, assuming a propagation speed of 2·108
m/s, between the PP and any router port, Figure 3-22.

Figure 3-22. Control packet propagation
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Data transmissions again take place immediately in the following time
slot. It is still due to the fixed tuned and individual wavelength of the control
channel that data and control traffic can be handled in parallel. Also in this
system the AWG allows control traffic from all the input ports to be sent to
the PP simultaneously and, therefore, the medium access control can be
limited to one single slot of delay. Synchronization is accomplished in the
same way as explained earlier.
3.6.4. Real-time scheduling analysis
Exactly as in the previously described optical network, the queuing
delay has to be adapted in order to be used in the real-time schedulability
analysis. The differences in network and queuing architecture do not
influence the worst cast delay experienced by the packet with the shortest
deadline and therefore the queuing delay can again be calculated as

d = D − 2 ⋅ Tslot − Tprop .

(C.4)

3.6.5. Simulation analysis
Simulations were carried out to analyze delay, throughput and deadline
miss ratio of the HRT and SRT traffic by varying the intensity of the two
real-time traffic classes respectively. For the simulations, a system model
with a 64 × 64 AWG was chosen, which leads to a router with 63 input ports
and 63 output ports, saving one pair of input and output ports at the AWG
for the PP. Further, periodic traffic is assumed for both traffic classes with a
period and deadline of 100 time slots. The curves are attained by running the
simulator for 1000 time slots and the statistical results are computed from slot
400 and forward.
Periodic traffic channels in the simulator are treated as follows. In order
to simulate incoming traffic over the whole period, a random offset is
computed that decides in which time slot in each period a certain channel
will be requested for transmission. The distribution of source addresses and
destination addresses is randomized with an even distribution. Certain
further assumptions were made.

∗ All data messages are equally long with a transmission time of one
time slot.
∗ The queues in all ports and in the PP’s memory are of infinite length.
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∗ Packets are generated at the beginning of a time slot.
∗ Delay and deadline are expressed in number of time slots, from the
point in time when a packet is generated until its transmission starts.
∗ The tuning delay is negligible.
Figure 3-23 through Figure 3-25 show the router’s behaviour when
keeping the SRT traffic intensity at a constant rate of 10%, i.e., 630 packets
per period of 100 time slots. The HRT traffic intensity is increased from 0%
to 90%, i.e., 5670 packets per period of 100 time slots. At the highest HRT
traffic rate, the total traffic load in the system is 100%.
Figure 3-23 shows that an increasing HRT traffic load leads to steady
increase in HRT throughput, while the SRT traffic remains on a constant
level before experiencing a slight decrease at HRT rates higher than 4410
packets per period. Due to its lower priority, SRT traffic is filling the capacity
of the network not needed by HRT traffic and at high HRT traffic intensities,
SRT packets get starved. The total throughput reaches a value of about 58
packets per slot.
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Figure 3-23. Throughput of HRT and SRT traffic and total throughput against
HRT traffic intensity
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The behaviour of the average delay in Figure 3-24 can be explained
accordingly. With an increased HRT traffic intensity, the prioritized HRT
traffic is affected the least, while the SRT traffic type experiences a higher
increase in average delay.
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Figure 3-24. Average delay of HRT and SRT traffic against HRT traffic
intensity
As can be seen in Figure 3-25, the slight increase in average delay at
high HRT traffic intensities does not affect the HRT deadline miss ratio. This
shows that the HRT capacity of the network is not challenged by the
imposed traffic intensities. The sudden increase in average delay for SRT
packets, as seen in Figure 3-24, leads to a deadline miss ratio of about 0.27 at
the maximum HRT traffic intensity of 5670 packets per period.
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Figure 3-25. Deadline miss ratio of HRT and SRT traffic against HRT traffic
intensity
The second set of figures, Figure 3-26 through Figure 3-28, are obtained
by having a constant HRT traffic rate of 10%, i.e., 630 packets per period,
while the SRT traffic intensity is varied between 0% and 90%, i.e., between 0
and 5670 packets per period.
The throughput of the two traffic classes, together with the total
throughput, is shown in Figure 3-26. As the intensity of the SRT traffic
increases, its throughput reaches a maximum of about 52 packets per time
slot at its highest traffic intensity (5670 packets per period). Due to its high
priority, the throughput of the HRT traffic is not affected and remains
constant at 6.3 packets per time slot. Comparing the total throughput in this
figure with the total throughput in Figure 3-23 shows that both cases have a
total maximum throughput of about 58 packets per node and slot.
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Figure 3-26. Throughput of HRT and SRT traffic and total throughput against
SRT traffic intensity.
Figure 3-27 shows that the SRT traffic experiences an increase in delay,
as the traffic load in the system increases, while HRT traffic remains at a
delay of about 1.1 slots, not including actual transmission of the packet in
question, per packet for all simulated SRT traffic loads. Due to its higher
priority, it is not affected by the changing level of SRT traffic intensity.
Figure 3-28 verifies that the HRT traffic meets all its deadline
requirements. In spite of the increasing SRT traffic load, the deadline miss
ratio of the HRT traffic remains zero, while the SRT deadline miss ratio
increases considerably to 18% as its intensity approaches 90%.
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Figure 3-27. Average delay of HRT and SRT traffic against SRT traffic
intensity

111

HRT deadline miss ratio
SRT deadline miss ratio

0.9
0.8
Deadline miss ratio

0.7
0.6
0.5
0.4
0.3
0.2
0.1
0
-0.1

0

630

1260 1890 2520 3150 3780 4410 5040 5670
SRT traffic intensity [packets per 100 slots]

Figure 3-28. Deadline miss ratio of HRT and SRT traffic against SRT traffic
intensity

3.7. Improved hard real-time traffic support
The previously in Chapter 2 described, well-known real-time
schedulability analysis uses a worst-case situation as its base assumption. In
this thesis we suggest an improvement for the real-time analysis when used
in networks able to transmit concurrent traffic, as e.g. multi-channel optical
or wireless networks. Taking into consideration traffic interdependencies,
the analysis decreases the amount of pessimism included in the original realtime analysis.
3.7.1. Traffic analysis algorithm
When using the feasibility analysis on a set of real-time flows over a
network, it will return a simple ‘yes/no’ answer, providing the result to the
question if all flows could be allocated over the network as if the network
was a single resource. This is due to the original application of this analysis to
uniprocessor task scheduling. In reality, a network is a set of overlapping
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resources, depending upon the physical and logical network architecture and
the medium access control method used. In the previously described multichannel optical network a resource is constituted by a sender, a receiver and
the unidirectional light path connecting them. If any of those components is
busy, the whole resource is seen as reserved. This leads to the following
definitions.
Definition 1:
A resource consists of a sender, a receiver and the unidirectional light
path connecting them.
□
Definition 2:
In this analysis, a resource is defined to be busy if either the sender at
the source node is transmitting to any other node connected to it or the
receiver at the destination is receiving from any other node connected to it,
or both are participating in the communication (sending and receiving
respectively) over the unidirectional link between them, i.e., they actually
use the medium for which the current traffic flow competes.
□
The reason for this definition of the ‘busy’ principle is the fact that in
the suggested network architecture, the sender at each source node only can
send to one destination at a time, and the receiver at each destination node
only can receive from one source at a time (not taking into account the
communication with the protocol processor which is allocated on a separate
control channel). This automatically leads to the consequence that the
resource, and therefore the unidirectional link between those two nodes,
cannot be used for other communication as soon as one of them is busy.
The use of the original feasibility analysis contains a rather large amount
of pessimism as it completely dispenses with the possibility of simultaneous
transmissions over resources independent of each other. The approach
presented here concentrates upon the construction of virtual overlapping
subnets in order to analyze them individually according to the already
described feasibility test.
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Definition 3:
One subnet consists of one main traffic flow and all other traffic flows it
shares at least one part of the resource with, i.e., the flows which have the
same source or destination node (or both) as the main studied flow.
□
Definition 4:
Two subnets are overlapping if they share at least the sender at the
source node or the receiver at the destination node. As long as two subnets
are not overlapping, simultaneous transmissions in them can occur at any
time.
□
A subnet, which is a set of real-time channels, has to be found for each
individual traffic flow over the network, and both the utilization and the
workload tests have to be applied on all these subnets. Each subnet contains
solely those traffic flows that are directly competing with the main studied
flow, not taking into account flows that in their turn are competing with
those. The details are described in the following paragraph.
In order to analyze the interdependencies of the traffic flows contained
in one subnet, it has to be investigated for each single flow which parts of the
resource it shares with any other flow. Flow Fi, which is the studied RT
channel, is assumed to be characterized by its source Si, its destination Ri, its
period Pi, its deadline Di, and its capacity Ci. The link between Si and Ri is
denoted Ki. The resource including Si, Ri and Ki is denoted Oi. Fi might have
to share either its source or its destination node (or in fact both) and
therefore the first step has to be to create a set Mi, i.e., a subnet, with all
traffic flows Fj that either have Si as its source node Sj or Ri as its destination
node Rj. These flows are the following:
Q

{

M i =  F j S j = Si or R j = Ri
j =1

}

(3.5)

This set also includes the studied flow Fi itself and those flows parallel to
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it, i.e., which share all parts of the resource with the currently studied flow
(i.e., it is an inclusive OR not exclusive OR in the set definition). However,
apart from flows competing with Fi, no other flows competing merely with
any flow Fj are included in the set.
3.7.2. Improved, less pessimistic feasibility analysis
In order to be able to decide if all tasks or flows of the ones competing
for the same resource can be allocated in a way so that no deadline will be
missed, a feasibility analysis has to be conducted for each set of competing
flows, i.e., subnet. The number of subnets is equal to the number of traffic
flows, i.e., Q. The traffic interdependency analysis introduced in the previous
chapter opens up the possibility to now calculate the utilization Ui of Oi by
all flows Fj in Mi as
Q

Ui =  e j
j =1

 Ck
P
 k
where ek = 

0

if Fk ∈ M i
.

(3.6)

otherwise

It is still a necessary condition for this utilization to be ≤ 1 as introduced
in Chapter 2. In order to satisfy the second constraint connected to the
workload of the link, the workload function is applied as before, but upon
the smaller subnet Mi. The result answers the question whether hard realtime traffic can be guaranteed for the studied flow Fi.

Q

hi (t ) =  g j ( t ) where
j =1

  t + Pk − d k 

 ⋅ Ck
P
k



gk (t ) = 


0

if Fk ∈ M i
and d k ≤ t .

(3.7)

otherwise

Both the utilization and the workload check are carried out for each set
of traffic flows, i.e., each single traffic flow will be studied as the main flow
of a set. The feasibility checks will generate the necessary information to
decide if the studied flow can be guaranteed to fulfil its timing constraint. A
negative answer does in itself not mean that the flow automatically will miss
its deadline, but simply that no guarantee for it can be given. X denotes the
set containing all traffic flows for which hard real-time can be guaranteed,
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while Y is the size of this set, i.e., the actual number of flows, for which
timely treatment can be guaranteed:
Q

{

X =  M i U i ≤ 1 and ( ∀t ) ( hi ( t ) ≤ t )
j =1

Y= X

}

(3.8)
(3.9)

When analyzing a hard real-time system, Y must be equal to the number
of traffic flows in the system, i.e., Q, for the system to be feasible. However,
for the analysis of soft real-time systems, Y can be used as a parameter that
indicates the degree to which real-time traffic can be guaranteed.
There can still be pessimism contained in this analysis. Flows might be
included in several subnets, but due to the possibility of intricate traffic
interdependencies, the complexity of an analysis studying dependencies
more than one step from the main studied traffic flow might grow
immensely fast, and is, for now, outside the scope of this work. However, the
presented approach can increase the capacity which can be guaranteed for
hard real-time traffic from a throughput of one packet per time slot to the
throughput reached by Y traffic flows instead, with 1 ≤ Y ≤ Q, due to the
reduction of the number of flows participating in the feasibility analysis to
those flows that actually compete in a worst-case situation. In other words,
this adapted analysis makes it possible, depending on the actual traffic
pattern, to guarantee a total throughput of hard real-time traffic higher than
1.
How can the possibility be excluded that this analysis results are too
optimistic? Being too optimistic would infer that there are cases were this
analysis method gives a positive answer, while in reality the traffic flow
studied will miss its deadline. That in its turn could only happen if the
admission control had not taken into account all flows demanding capacity of
the resource competed for. As the subnet is defined as the set of all flows that
share this resource, no relevant competitors are left out, and therefore the
admission control and the feasibility analysis have all necessary information
to produce a reliable, non-optimistic prediction as they calculate on the
worst-case situation.
3.7.3. Simulation analysis
In order to prove the concept and demonstrate the improvement made
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possible by the usage of the improved feasibility analysis, a simulation
program was implemented in Java. The assumptions are a 16 × 16 AWG,
which means that there will be 15 end nodes and the protocol processor. The
traffic pattern was assumed to be the following. The period as well as the
deadline of all real-time traffic flows is 100 time slots and their maximum
message transmission time each period corresponds to the length of one time
slot. The source of each traffic flow is randomized with an even distribution,
while the choice of destination is limited to include nodes contained in
destination groups of a certain (variable) size. The maximum number of
channels requested in the system is set to 2000. Each data point in the
evaluation curves is the result of 100 iterations in order to increase the
statistical reliability of the result.
In the first figure, Figure 3-29, the number of requested real-time
channels is increased (in steps of one) from 1 to 2000, after which the
network seems to be saturated by the traffic load for all curves, i.e., for all
destination group sizes. The parameter plotted in the figure is the throughput
in packets per time slot experienced by the guaranteed real-time channels
depending on the number of requested real-time channels. (The calculation
of the actual number of accepted real-time channels is basic as each channel
Fq has a bandwidth utilization of 1% (Cq=1, Pq=100)). Different curves are
plotted reflecting different sizes of destination groups. The cases illustrated in
the figure are when each source can send to one possible other destination,
or 5, 8 or 14 other destinations, which is the maximum possible number. (All
possible sizes of destination groups were simulated, but some are excluded
from the figure for reasons of readability.) Which destinations are included
in each destination group is randomized with an even distribution.
Looking at Figure 3-29, the maximum throughput by accepted real-time
channels is reached at the network saturation point of about 800 RTC
requests. Most prominent, however, is the curve for the case of a destination
group size of one, where the maximum throughput is 9.37, instead of the
remaining values of around 7. The reason for this deviating behaviour is the
relatively low probability of overlapping subnets when each traffic flow from
a particular source has to have the same destination. The interference
between all traffic flows is, over a statistically relevant time seen, smallest in
this case when all traffic flows are randomized with an even distribution of
source-destination pairs.
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Figure 3-29. Throughput by guaranteed traffic flows
The theoretical throughput maximum, denoted Gmax, reachable in a
network with this configuration, and under the assumption of equally many
traffic flows between any source-destination pair, can be calculated by

Gmax =

N n ⋅ N dest
2 ⋅ N dest − 1

(3.10)

where Nn is the total number of nodes in the network, and Ndest is the number
of destinations per destination group. This theoretical average throughput
should however only be used for an approximate comparison since it is based
on the assumption of a deterministic, uniform distribution. The theoretically
calculated values are compared to the simulation results in Figure 3-30 and
Figure 3-31.
For small subgroup sizes each source only has a few numbers of possible
destinations. This means also that RT channels from different sources are less
likely to have the same destinations as the probability of the subgroups
overlapping is not so high. The larger the size of the subgroups, the higher is
the probability of a destination overlap. In other words, the degree of traffic
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interdependency is higher for larger subgroups, and therefore the amount of
guaranteed throughput is decreasing for increasing subgroup size. As can be
seen in Figure 3-30 and Figure 3-31, the difference between the simulated
and calculated throughput decreases continuously as the number of possible
destinations per source increases. For a small number of possible destinations,
the lower simulated throughput is due to higher effects of randomness, while
the randomly generated groups are more similar to groups with even
distribution for large group sizes. The turning point where the simulated
throughput changes from a sinking to an increasing trend lies around a
destination group size of four. In other words, this is the point where the
combined effect of randomness and probability of overlapping subnets is
worst. The difference still experienced for a destination subgroup size of 14,
i.e. when the destination is randomized between all available destinations in
the network, can be found in the fact that the calculated value assumes an
even distribution of destinations, while the simulated value is the result of a
random distribution of destinations, but with all destinations having the
same probability.
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Figure 3-30. Calculated versus simulated throughput
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In order to further investigate this behaviour, the throughput of the
guaranteed real-time channels depending on the number of destinations per
source, i.e., destination group size is studied in Figure 3-32. The curves
illustrate the results for different traffic loads in the system. While 500 RTCs
can be accommodated easily by the network, the higher traffic loads can be
seen experiencing the same behaviour as described earlier regarding Figure
3-30. However, this curve shows also that the influence by the low
probability of overlapping subnets (which was illustrated by the ‘Destination
group size = 1’ curve in Figure 3-29 earlier) is observable up to a destination
group size of four different destinations per source. In that point, the six
upper curves have their minimum after which they start increasing.
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Figure 3-31. Difference between calculated and simulated throughput
In summation, the simulations show that the number of real-time
channels that can be guaranteed to meet their deadlines is considerably
higher when using the suggested traffic analysis in combination with a realtime analysis compared to simply using the real-time analysis. The
guaranteed throughput was increased from being one packet per slot to being
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around seven, i.e., a utilization of about 700%. For some traffic patterns, even
higher guaranteed throughputs can be reached as shown by the simulations.
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Figure 3-32. Throughput depending on subgroup size.

3.8. Conclusions
High-performance embedded systems with heterogeneous traffic, high
throughput needs and strict delay bound demands are in need of new
communication solutions providing the necessary QoS. Optical technologies
are an interesting contender due to their high bandwidth and low loss
qualities. In this chapter, special interest was directed towards the AWG,
which due to its potential for high concurrency offers the possibility of short
communication delays.
Network architectures, based on the AWG and different queuing
architectures, were developed for two application areas, namely System Area
Networks and distributed routers. Corresponding MAC protocols were
designed in order to make best use of the AWG’s advantages, and
reservation-based MAC protocols were chosen due to their well-known good
performance for QoS requiring traffic. As a high grade of concurrency is
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possible in the suggested AWG-based network, the delay caused by the
reservation process could be limited to one single time slot. Performance
evaluation by the help of simulations showed the suitability of the presented
solutions for the targeted applications, keeping, e.g., the deadline miss ratio
for hard real-time traffic at zero in all studied traffic scenarios.
Targeting hard real-time systems, the need of guaranteed throughput
and a limited delay bound is important to meet. The admission control
process therefore has to use a busyperiod analysis method originating from
the area of real-time systems, but adapted for a communication context, in its
decision process. Being aware of the pessimism incorporated in the analysis, a
traffic dependency analysis was added to improve the performance of the
analysis when used for the kind of multichannel networks in focus in this
thesis work. Numerical evaluation of the improved schedulability analysis for
different traffic patterns indicated that the throughput guarantee can be
improved substantially.
Summarizing the accomplished results, the AWG-based network
solution and the corresponding MAC protocols were found to satisfy the
demands put up by the target applications in high-performance embedded
systems. Considering the presented real-time communication requirements
of embedded systems, these kinds of optical network are very suitable for the
studied high-performance embedded systems with heterogeneous traffic
demands and strict timing constraints.
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4. Wireless Networks
Emerging industrial applications requiring reliable wireless real-time
communication are numerous. Using existing protocol standards such as
IEEE 802.11 or IEEE 802.15.4 is essential for reasons of interoperability and
cost efficiency. However, as neither IEEE 802.11 nor IEEE 802.15.4 are able
to provide predictable channel access, real-time guarantees cannot be given.
Further, the noisy, time-varying nature of the wireless channel makes
reliable communications particularly challenging. To solve this problem, we
suggest a framework that can be placed on top of IEEE 802.11 or IEEE
802.15.4, and combines transport layer retransmissions with real-time
analysis admission control. The retransmission scheme is a truncated
Automatic Repeat Request (ARQ) scheme, limiting the number of possible
retransmissions to fit the deadline guarantees. Furthermore, the real-time
scheduling analysis will prohibit the retransmission of a packet in case its
retransmission will jeopardize another packet’s deadline guarantee.
Firstly, the proposed analytical framework is introduced, its benefits are
exemplified for a point-to-point link and the resulting reliability
improvement is shown through computer simulations. Next, the framework
is extended to a single-hop IEEE 802.11 based network with a logical star
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topology network, targeting industrial monitoring and surveillance
applications. It is demonstrated how the proposed framework can be used on
top of commercially available and frequently used IEEE 802.11 transceivers,
without changing the standard. Thereafter, the framework is placed on top of
IEEE 802.15.4, due to its advantageous energy saving techniques, making it
an interesting choice for wireless sensor networks in industrial contexts.
However, even though reliability is improved for the energy efficient IEEE
802.15.4 together with the proposed framework, the achievable data rate is
rather low, resulting in a large gap between the solutions based on IEEE
802.11 and IEEE 802.15.4. Hence, two multichannel network architectures
based on IEEE 802.15.4 are also suggested for increased throughput and
maintained reliability. The proposed multichannel architectures are
evaluated in terms of reliability, network utilization, delay, complexity,
scalability and energy efficiency. The evaluations show that throughput and
reliability can be enhanced through redundancy and concurrency in the time
and frequency domains.

4.1. Industrial Wireless Communication
In modern factory automation systems, data communication plays a vital
role (Moyne et al. 2007). Different nodes like controllers, sensors and
actuators can communicate using a wireless or wired industrial network. The
data traffic generated in industrial communication systems is often of a
periodic nature, where each single message or packet must arrive in time. To
achieve this, real-time communication methods have been developed to
support communication services with a guaranteed throughput and delay
bound for such periodic traffic, but typically assuming error-free
communication. However, the possibility for transmission errors still exists
due to, e.g., noise, fading or interference, especially when using a wireless
medium. A controller receiving sensor values from a sensor in the system
might then be forced to rely on an older sensor value from the latest period,
possibly leading to inaccuracies in control loops which can compromise the
function of the system.
Industrial communication systems have traditionally utilized wired
fieldbus systems to meet the demands of the applications they service. The
reason for this is the strict demands on both reliability and timing;
requirements which can be met by the well-developed technology of
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fieldbuses (Willig et al. 2005). However, the advantages of wireless
technologies have lately become interesting also for industrial networks. The
need for reduced cabling, which leads to both the possibility of faster setup
times for equipment and the possibility of communication in areas too harsh
for using cables, together with the added mobility, have triggered research
on the use of wireless communication in industrial systems as, e.g.,
production systems including robots (Dzung et al. 2005), control loops (Hong
et al. 2000; Hong et al. 2001; Ploplys et al. 2004), and other automation
applications (Korber et al. 2007). Even while existing fieldbus standards are
still used, wireless alternatives have been studied as a substitute for cables
(Cavalieri et al. 1998; Miorandi et al. 2005; Willig 2003b). However, although
wireless technologies add a lot of benefits to the context of industrial
communication, it also suffers from a number of disadvantages. Wireless
communication is characterized by its high error probability, compared to,
e.g., copper wires or fibres, leading to the risk of causing severe problems for
applications with strict reliability and timing requirements. As the quality of
the wireless channel depends on numerous environmental parameters, it
usually varies greatly over time. Reliability cannot be easily enhanced by the
help of hardware redundancy, by e.g. adding extra copper or fibre cables as
in wired systems, since the bandwidth provided by the radio spectrum is a
natural limited resource. In safety-critical systems, redundant networks or
communication channels are frequently added to cope with errors, leading to
more expensive systems. Increasing transmission power or using
computationally complex channel coding, and by that increasing the
probability of successful transmission, is only appropriate when network
lifetime is not depending on battery lifetime. Typical requirements from
industrial applications are a bounded worst-case end-to-end delay and a low
packet loss rate (Willig 1997). In order to fulfil those two needs, conclude the
authors in (Wiberg et al. 2001), industrial systems need both feed-forward
error correction and automatic repeat request. However, the use of feedforward error correction is only helpful in the case of bit errors. When
loosing complete packets, e.g., due to synchronization errors, only
retransmitting the packet will help. Common retransmission protocols can
have the problem of not being aware of the deadline, leading to countless
retransmission attempts until the packet has been acknowledged successfully.
However, the packet might already have missed its deadline, and is
jeopardizing other packets’ deadlines by (possibly unnecessarily) using
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network capacity. Therefore a truncated retransmission scheme, limiting the
number of possible retransmissions to fit the deadline guarantees, is
necessary.

4.2. Basic retransmission schemes
Retransmission schemes, also known as ARQ protocols, can be divided
into three categories (Shu et al. 1984; Tanenbaum 2003):

∗ Stop-and-wait (Idle-RQ)
∗ Go-back-n (Continuous RQ)
∗ Selective repeat (Continuous RQ)
While the first category contains a simpler kind of retransmission scheme,
namely Idle RQ, the latter two categories encompass protocols of sliding
window type and belong both to Continuous RQ schemes.
Idle RQ protocols only handle one packet at a time. After the
transmission of a packet, the transmitting node waits for an
acknowledgement packet (ACK) from the receiver node or for a
retransmission timer to expire. A simplified finite state machine describing
the function of the sending node using Idle RQ is shown in Figure 4-1.
Starting in the ‘Idle’ state, a state transition to the ‘Wait for ACK’ state is
made when a request to send a packet is received from the layer above. The
packet is sent immediately. If the usage of negative acknowledgements
(NAKs) is supported, retransmissions can be requested explicitly by the
receiving node. If an ACK packet is received by the transmitting node, the
node returns to Idle state. As Idle RQ protocols spend intervals of time
passively waiting for ACKs or NACKs, they do not perform well in terms of
link utilization at high bit rates and when used in long range communication
due to the long propagation delays present in the system leading long waiting
times for (N)ACKs.
Continuous RQ protocols solve this problem by allowing several packets
to be transmitted during this waiting time without having received ACK
packets for the first few packets already sent. The difference between the Goback-n and Selective repeat scheme lies in the retransmission strategy, i.e., in
the choice of what packets to retransmit in the case of not having received an
ACK packet. When a NACK or no ACK is received using Go-back-n, the
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transmitter “goes back” and retransmits all packets from the earliest packet
missing its ACK. This implies that even correctly transferred packets might
be retransmitted. Using Selective repeat instead, only the packet missing its
ACK is selected for retransmission, i.e., exclusively erroneous packets are
retransmitted. Obviously this leads to the fact that Selective repeat in most
cases results in better link or network utilization, while Go-back-n generally
leads to simpler protocol implementations requiring fewer buffers.

Figure 4-1. Finite state machine describing the function of Idle RQ.
Continuous RQ protocols solve this problem by allowing several packets
to be transmitted during this waiting time without having received ACK
packets for the first few packets already sent. The difference between the Goback-n and Selective repeat scheme lies in the retransmission strategy, i.e., in
the choice of what packets to retransmit in the case of not having received an
ACK packet. When a NACK or no ACK is received using Go-back-n, the
transmitter “goes back” and retransmits all packets from the earliest packet
missing its ACK. This implies that even correctly transferred packets might
be retransmitted. Using Selective repeat instead, only the packet missing its
ACK is selected for retransmission, i.e., exclusively erroneous packets are
retransmitted. Obviously this leads to the fact that Selective repeat in most
cases results in better link or network utilization, while Go-back-n generally
leads to simpler protocol implementations requiring fewer buffers.
In order to detect erroneous packets and determine when to transmit an
ACK, a checksum or a similar error detection mechanism is included in the
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packets. Furthermore, a sequence number is needed both in data packets, as
an identifier of the order of data within the data stream, and in ACK packets,
to indicate which packet is acknowledged. It should be noted that sequence
numbers are also necessary in Idle RQ protocols since the possibility of
duplicated data in case of a lost ACK packet might arise otherwise. Flow
control to avoid buffer overflow in the receiver is solved in Idle RQ schemes
by only sending an ACK when the receiver is ready for the next
transmission. Continuous RQ protocols use the concept of sliding window
instead, where the size of the window corresponds to the receiver buffer size.
This defines the size of the interval of sequence numbers in which packets
might be transmitted.
Transmission Control Protocol (TCP) (Postel 1981) is probably the most
well known ARQ protocol and is used in the transport layer to ensure
reliable end-to-end transfer over the Internet. TCP is, however, not suitable
when delay bounds and deterministic throughput guarantees need to be
given. The case when the same packet is retransmitted indefinitely many
times and by that delaying all other traffic in the network makes the nondeterministic nature of TCP obvious. Additionally, the congestion control
method present in TCP will decrease the packet transmission rate drastically
whenever a retransmission is initiated as it will ascribe erroneous
transmissions to congestion in the network.
The problem with indefinite numbers of retransmissions is possible in
all three presented ARQ methods and can be solved by limiting the
requirements on reliability by using a truncated ARQ protocol instead,
where, as mentioned above, the maximum number of retransmission
attempts is limited. An example of a truncated ARQ method can be found in
(Malkamaki et al. 2000). The usage of a truncated ARQ scheme, however,
still demands real-time methods to be added, so that timely delivery of delaysensitive traffic can be ensured.

4.3. Related works
The area of real-time communication is vast and well-studied, as is the
research on provisioning of QoS by retransmitting erroneous packets, as e.g.
implemented by ARQ protocols. Although both topics have attracted interest
in many years, a holistic view encompassing both approaches such that
timely treatment of real-time traffic can be guaranteed and the necessary
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delay bounds determined has remained relatively unstudied. General related
work in the area of ARQ protocols in the presence of traffic with real-time
demands is presented here, while papers specifically dealing with single- or
multichannel networks are presented in connection with the more
specialized sections below.
Amongst earlier work dealing with ARQ protocols for communication
with real-time demands, solutions which merely settle for a certain average
performance can be found, studying e.g. the average delay of delay-sensitive
packets. In (Pejhan et al. 1996) it is shown, that using retransmissions is an
effective way of error control for soft real-time traffic, i.e. traffic where
occasionally missing the deadline is acceptable without serious implications
on system performance. The article studies several different retransmission
schemes used in connection with multicast protocols for real-time
multimedia applications, which are typical examples of soft real-time
applications. No hard real-time traffic is studied by the authors.
Unfortunately, when using statistical QoS parameters no deterministic
calculations can be made and consequently no guarantee can be provided
that no packet will miss its deadline.
The research presented in (Bilstrup et al. 2004) is suffering from a
similar downside. The presented approach for a Bluetooth-based network
provides a possibility of guaranteeing a certain degree of QoS. However,
these guarantees are merely based on probabilistic calculations including
average estimates of the quality of the wireless channel, and therefore a
deterministic guarantee of the end-to-end delay bound cannot be given.
Additionally, the presented statistical calculations are based upon an Idle RQ
approach, often resulting in poorer link utilization than Continuous RQbased schemes like ours.
An approach explicitly assuming hard real-time traffic has been
published by Butt (Butt 2006). His approach is similar to the one proposed in
this thesis work in that it aims to decrease the bit error rate experienced by
hard real-time traffic by retransmitting erroneous packets until their
deadline has been reached. However, similarly to (Bilstrup et al. 2004), also
this retransmission scheme is based on Idle RQ, hazarding the consequences
of decreasing system performance. By limiting the suggested solution to a
packet-level description, without developing an analysis of the queuing delay
or providing details on the scheduling analysis, the provision of end-to-end
delay-bound guarantees is not possible. In contrast, the approach in this
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thesis with end-to-end real-time channels makes it possible to include an
end-to-end delay bound analysis (including a queuing delay analysis) and by
that provide guarantees of bounded end-to-end delay.
A way of providing end-to-end real-time guarantees including
retransmissions can be found in (Giancola et al. 2002). The disadvantage
compared to our approach is that the network capacity is analysed by the
means of flow analysis. Recent work by Fan (Fan et al. 2009) has shown that
flow analysis is not exploiting the available network capacity as fully as realtime scheduling does. The framework proposed in this thesis is combining
this kind of real-time scheduling analysis with the principle of
retransmissions. Additionally, the exact timing details necessary to support
hard real-time communication in industrial real-time systems, and used in
our detailed analysis, are not included in the approach in (Giancola et al.
2002).
A related interesting solution to provide deadline guarantees for hard
real-time traffic is deadline dependent coding, which on the bit level is
combining error correcting codes and ARQ (Uhlemann et al. 2005;
Uhlemann et al. 2000). While this approach is presented as a major
requirement for reliable wireless real-time communication, the articles treat
merely point-to-point links, and no continuation towards a complete realtime scheduling analysis framework has been targeted for.
Ideas corresponding to the approach presented here can be found in the
area of fault-tolerant task scheduling on uniprocessor systems, which could
be mapped onto a communication scenario. The reexecution of a task can
then be seen as the retransmission of a packet. In (Pandya et al. 1998) a
schedulability analysis for periodic tasks on a single processor was carried
out, but assuming a maximum of only one error at a time. In (Burns et al.
1996) those results were improved, providing real-time guarantees for task
sets with higher utilizations and exact schedulability analyses for certain
failure hypotheses. However, both (Pandya et al. 1998) and (Burns et al.
1996) assume static priority scheduling algorithms, while EDF with dynamic
priorities is used here, due to its higher least upper utilization bound for the
schedulability of a task set.
There are also several publications on the timing analysis of the
controller area network (CAN) (Davis et al. 2007; Hansson et al. 2002;
Punnekkat et al. 2000; Tindell et al. 1995; Tindell et al. 1994), but also here
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the priority assignment differs from our approach. For variants of the original
CAN bus, retransmission schemes for time-constrained traffic have been
proposed, as e.g. for Timely-CAN (Broster et al. 2001) and FTT-CAN
(Ferreira et al. 2006; Ferreira et al. 2001), but both are based on fixed priority
assignments. Further, in (Ferreira et al. 2001) and (Ferreira et al. 2006)
retransmissions exceeding the fault hypothesis are made in a best-effort
manner (but before the deadline). The results of (Aydin 2004; Aydin 2007)
and (Beitollahi et al. 2007) are based on EDF scheduling, but assume
preemptive tasks, while in our context packets are assumed to be nonpreemptive. Additionally, the results in (Aydin 2004) are only valid for tasks
with deadlines shorter than their periods, while (Beitollahi et al. 2007) does
not treat periodic tasks at all.

4.4. Framework for reliable transmissions
In order to increase the reliability for data transmission in wireless
industrial networks, a retransmission scheme is introduced that respects
existing delay bounds of ordinary transmissions.
This has been realized by defining a basic transport protocol which
contains a real-time scheduling analysis comprising both ordinary
transmissions and retransmissions. For the development of the framework, a
network is assumed for which a real-time analysis method exists for the case
of error-free communication (see, e.g., (Ferrari et al. 1990)).
This thesis proposes a framework, containing both a retransmission
scheme and a timing analysis, in order to support applications with
requirements on hard real-time communication, meaning that deadline
misses are neither acceptable for the first instance of a packet nor for any
retransmitted instances. The framework implements this by supporting the
retransmission of erroneous packets only as long as their deadlines are not
reached (i.e., as long as the retransmitted packet will arrive in time), and at
the same time the packet is only retransmitted if the extra network capacity
it will consume does not jeopardize already granted real-time guarantees of
any existing traffic flow in the network. The retransmission of any packet is
triggered when, at a certain timeout value, no ACK has arrived at the sending
node, which might have different explanations. The packet for which the
ACK is expected could either have arrived faulty at the receiver (this can
determined by a checksum calculation), or it could have been lost completely
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on the way. Alternatively, the ACK packet itself could have been lost on its
way.
4.4.1. A layered approach to reliable real-time communication
As mentioned above, the traffic in the network is specified in the form
of traffic flows (also called logical real-time channels, RT channels, or RTCs)
denoted τi with 1 ≤ i ≤ Q, where Q defines the number of RT channels. All
traffic flows are again defined by the following parameters: a sending node
ms,i, a receiving node md,i, a period Pi, the message length Li in bits (excluding
header bits in this section), and the end-to-end delay bound Di. This means
that each RT channel τi can be defined completely by the following
expression: τi = {ms,i, md,i, Pi, Li, D}.
Like other end-to-end ARQ schemes, the one described in this thesis is
also assumed to reside in the transport layer, and thereby intended to work
on top of any MAC method. It relies on RT channels that are supported by
the network layer, but assumes that they do not offer any reliability in terms
of retransmissions. The transport layer can, however, rely on timely delivery
of packets by the network layer. The transport layer offers the service of
reliable RT channels to the application layer. We defined earlier a reliable
RT channel as a logical channel over which ordinary transmissions are
always guaranteed to arrive in time, while retransmissions are made as long
as no delay bounds of the ordinary transmissions are adventured.
RT channels requested from the network layer are denoted as
τN,i = {ms,i, md,i, PN,i, LN,i, DN,i}, where N indicates the network layer, while the
corresponding RT channels requested by the application layer or,
alternatively, by the system designer, from the transport layer are defined by
τT,i = {ms,i, md,i, PT,i, LT,i, DT,i}, T indicating the transport layer. All parameters
of a transport layer RT channel (reliable RT channel) can be mapped directly
onto the corresponding parameters of a network layer RT channel, except for
the delay bound parameter. We elaborate further on the treatment of the
delay bound parameter in a subsequent section. During the remainder of this
chapter, a RT channel will be referred to as τi in case the reasoning is
applicable to both τT,i and τN,i. For an illustration of the layering and the realtime channel abstraction between the different layers see Figure 4-2.
Under the assumption of error-free communication, a direct mapping of
transport-layer channels onto network-layer channels means any existing
132

analysis for the underlying network can be used to check whether the
performance requested by the application can be guaranteed for all traffic
flows on the network level. However, this direct mapping also infers that any
necessary retransmissions are not taken care of by the transport protocol. In
the following, the novel ARQ scheme and a method of combining the timing
analysis of this scheme with a real-time scheduling analysis is described.
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Figure 4-2. The proposed retransmission scheme resides in the transport
layer, relying on RT channels in the network layer and giving the service of
reliable RT channels to the application layer.
4.4.2. Framework overview
For every traffic flow, the delay bound of the transport layer, DT,i, is
divided into two separate deadlines, Figure 4-3, one shortened delay bound
(Dord,i) for the ordinary transmission of all packets belonging to one message,
e.g. three packets as in the example shown in Figure 4-3, and one delay
bound (Dretr,i) that renders possible the retransmission of a certain number of
these three packets, and therefore it can be formally defined as:
DT , i = Dord ,i + Dretr ,i .

(4.1)

When mapping transport-layer channels onto network-layer channels,
all parameters of τN,i can be set to the corresponding values of τT,i with the
exception of the delay bound, where instead we have:

DN, i = Dord ,i .
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(4.2)

Figure 4-3. Division of the end-to-end delay bound into one bound for
ordinary transmissions and one bound for a limited number of retransmission
attempts.
Targeting the improvement of the message error rate in the network,
retransmission channels are added which, when needed, can be used by any
real-time channel. Those retransmission channels, referred to as ReRTCs, are
also defined as traffic flows: τre,i = {mre_S,i, mre_D,i, Pre,i, Lre,i, Dre,i}. The delay
bound of the retransmission channel, Dre,i, decides the length of time
allocated for a possible retransmission. The period of the retransmission
channels, Pre,i, is a predefined system parameter, defined by the system
designer, by which the minimum interval of time between two
retransmission requests (on that retransmission channel) can be controlled .
In other words, Pre,i indicates the number of times one wants to be able to
retransmit any packet from any arbitrary message. The number of
retransmission channels, M, each of which can support the retransmission of
one packet every interval of Pre,i, is predefined by the system designer.
Hence, with M ReRTCs, up to M consecutive retransmission packets can be
sent over the physical link. However, to reach this maximum of M packets,
none of the M retransmission RT channels is allowed to have sent any
retransmission during the last period of Pre,i. Each packet has an upper limit,
Nattempt, for the number of allowed consecutive retransmission attempts before
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the end of its deadline. The value of Nattempt is chosen as a system parameter,
e.g., depending on the degree of reliability required by the application. A
higher value of Nattempt will normally increase the probability of correct
transmission of a message, but also puts higher demands on the network or
link capacity. The reason for that is that with a higher value of Nattempt, the
deadline for each retransmission attempt must be shorter in order to manage
to implement all attempts before the original end-to-end deadline of the
message has expired. In order to be able to support Nattempt, a minimum of
M = Nattempt ReRTCs have to be present over the corresponding physical link.
However, this holds true only if the criteria regarding Pre,i is fulfilled for all
ReRTCs, i.e., the requirement that no retransmission was sent on any of the
M ReRTCs during the previous period of Pre,i. By using dedicated
retransmission channels, resource allocation with real-time scheduling
analysis can be done to guarantee both a certain amount of timely
retransmissions per time unit and the delay bounds of ordinary
transmissions.
The framework described above is at first used in a point-to-point link
scenario with EDF scheduling. This network is exemplified by a full-duplex
communication channel where each communication direction works at an
individual bit rate. Developmental stages of the framework for half-duplex
channels and symmetric links can be found in our publications (Jonsson et al.
2008a; Jonsson et al. 2008b; Jonsson et al. 2010) and will not be described in
detail in this thesis. The general concept, however, (Jonsson et al. 2009)
constitutes a generic framework that can be adapted to wireless networks
with a deterministic MAC protocol (such as a TDMA-based protocol as, e.g.,
in (Frigon et al. 2001; Mishra et al. 2007; Scheible et al. 2007)).
4.4.3. Protocol definition and timing analysis
The defined ARQ protocol assumes that both flow control and
congestion control can be excluded from the specification. When agreeing to
receive traffic at a certain packet rate, as is the case in this design with RT
channels, flow control is redundant (Ferrari et al. 1990; Qin et al. 1994), and
as long as the traffic complies with the real-time scheduling analysis, it is
guaranteed that no congestion will occur. Although assuming a bidirectional
channel, the analysis is implemented in one direction at a time, taking into
consideration the half-duplex characteristic of the wireless channel. During
the analysis, the bidirectional channel is assumed to carry data packets in one
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direction and ACK packets in the opposite direction. In order to decrease
overhead, the ACK is piggybacked in a data packet in case there is a data
packet queued in the node that wants to send the ACK. For circumstances
when ACKs cannot be piggybacked, an alternative analysis is presented in
Section 4.4.5.
Messages sent over the link are divided into packets, where the
maximum length Lpack of each packet, calculated in bits and including the
header, is given by

L pack = Ldata + Lheader ,

(4.3)

where the maximum amount of pure data per packet is denoted by Ldata, and
Lheader specifies the length of the header. Given this, and the parameter LT,i as
the amount of pure data per message belonging to RT channel τi, the number
of packets per message can be calculated as:
 LT ,i 
N pack ,i = 
.
L
 data 

(4.4)

All packets except the last one in a message are assumed to be maximum
sized, and the number of these maximum sized packets, denoted Npack_max,i, is
given by
 LT ,i 
N pack_max,i = 
.
 Ldata 

(4.5)

The length of the last packet, including pure data and header bits, of a
message is defined as Llast,i for the case of Llast,i < Lpack. Otherwise Llast,i will be
zero. Llast,i is calculated as

(

)(

)

Llast ,i = N pack ,i − N pack_max,i ⋅ LT ,i − N pack _ max,i ⋅ Ldata + Lheader .

(4.6)

For calculations on the timing of message transmissions (for a graphical
illustration of this see Figure 4-4), a parameter for the bit rate of the physical
link has to be introduced. As the analysis should be valid also in the case
when there is an asymmetric link between the nodes, the bit rate Rforward,
experienced by the data packet from the sending node to the receiving node,
and the bit rate Rreverse in the opposite direction, experienced by the ACK, are
presupposed to be different. The transmission time of a maximum sized
packet will therefore be
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Tx _ forward =

L pack
R forward

.

(4.7)

In case of the last packet of a message not being of full length, the
transmission time is instead given by

Tx _ last _ forward ,i =

Llast ,i
R forward

.

(4.8)

Consequently, the total transmission time of one message is

Tx _ tot _ forward ,i =

N pack_max,i ⋅ L pack + Llast ,i
R forward

.

(4.9)

Figure 4-4. Timing of the transmission of one message
Besides the propagation time, Tprop, over the physical link, Figure 4-4
also shows the transmission time of the ACK packet belonging to RT channel
τi and denoted TACK_piggy,i, where 1 ≤ i ≤ Q. However, in this work, the
transmission time for all ACKs is assumed to be independent of the packet
they are acknowledging and equal to TACK_piggy. The transmission time for any
piggybacked ACK is calculated as:

TACK _ piggy =

L pack
Rreverse

,

(4.10)

where Lpack denotes the length of the maximum-sized packet onto which the
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ACK is piggybacked.
Figure 4-5 shows further details regarding the timing of the original
transmission of one message including ACK. The time interval or processing
time between the reception of a data packet and the sending of the
corresponding ACK is called Tproc_1. Additional processing time, denoted
Tproc_2, is needed between the timeout instance, triggered when not receiving
an ACK packet, and the time when the retransmission of the corresponding
data packet can be initiated. The usage of NACKs would be possible, but is
not treated in this thesis as this has no impact on the worst-case timing
analysis.

Figure 4-5. Timing of the transmission of one message, including
retransmission
The timeout instance is assumed to be identical for all packets belonging
to the same message. This makes it possible, at the timeout instance, to check
whether a sufficient amount of resources is available for the retransmission of
all erroneous packets of one message. In case resources are found to be
insufficient, none of the retransmissions will be sent in order to save
bandwidth. It would be pointless to retransmit only some of the erroneous
packets of a message, as the message still would be incomplete even after the
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retransmissions. Due to the timeout instance being identical for all packets
pertaining to the same message, it can be defined relative to the deadline of
the ordinary message transmission:

Ttimeout = Dord ,i − Tproc_2 .

(4.11)

As the delay bound Dord,i is given relative to the generation instance of
message i, Ttimeout is relative to this instance as well.
Finally, Tmargin, a safety margin between the excepted time for ACK
reception and the timeout instance is introduced to cope with, e.g.,
uncertainties in the clock synchronization. In the following section, any
queuing delay introduced by the interference with the transmission of other
messages will be analyzed.
In a runtime implementation of the retransmission protocol (packet
handling etc.) described above it is further assumed that the sending node
has information about parameters as, e.g., the RT channel identification, the
deadline of the individual packets, and also their transport-layer sequence
numbers. Those are examples of parameters which are important for the
accurate implementation of the retransmission scheme. If taking as an
example the use of sequence numbers in combination with the RT channel
identification, then each RT channel can have its own set of sequence
numbers, enabling the receiving side to reorder packets after arrival and for
the sending side to identify which packet(s) need(s) to be retransmitted. The
deadline for each packet, used when sorting packets according to EDF, is the
absolute deadline obtained by adding the relative deadline to the generation
time in the source node. The relative deadline is the maximum queuing delay
as derived in the next section.
4.4.4. Real-time scheduling analysis
The real-time scheduling analysis requires that the maximum allowed
delay introduced by queuing is isolated by subtracting all other delays. First
after this, the analysis can be used to check whether all derived maximum
queuing delays can be guaranteed. This corresponds to equation (2.5) in
Chapter 2. Additionally, since the original version of the schedulability
analysis does not take retransmissions into account, all ReRTCs also have to
be incorporated. As EDF is the queuing discipline assumed for the packets,
they are queued according to their absolute deadline, where shorter
deadlines are dynamically assigned higher priorities. With EDF being a
139

dynamic scheduling discipline, the priorities, determined by the deadlines,
are updated continuously as time proceeds. Deadlines are not restricted to be
equal to the periods, but arbitrary deadlines, i.e. shorter than, equal to or
longer than the periods, are supported. As retransmission packets, once
generated, might have shorter deadlines than ordinary packets, EDF is
especially appropriate as it will assign a priority depending on the deadline,
regardless of a packet’s arrival time in the queue. One example of the queuing
delay under the assumption of EDF queuing is pictured in Figure 4-6.
As the real-time scheduling analysis only considers delay caused by
queuing, which includes only the total transmission time Tx_tot_forward,i of all
packets of a message, all other delays need to be excluded before further
analysis. The maximum queuing delay, dord,i, can therefore be isolated by
subtracting all other delays from the relative delay bound of the ordinary
transmission, resulting in the following maximum queuing delay (and new
deadline of the ordinary transmission)

dord ,i = Dord ,i − 2 ⋅ T prop − T proc1 − T proc2
−Tmargin − Tx _ forward − 2 ⋅ TACK _ piggy ,

(4.12)

where Tx_forward is included for the maximum blocking time of one packet
caused by the non-preemptive transmission of a packet with a longer
deadline. The two instances of TACK_piggy are deducted from the ordinary delay
bound as they correspond, firstly, to the worst-case waiting time of the ACK
packet (waiting for a packet onto which it can be piggybacked), and,
secondly, the actual transmission time of the packet containing the
piggybacked ACK. In case the piggyback alternative is not possible due to the
absence of another data packet, the usage of explicit ACK packets will not
result in longer delays, as they will be able to be sent immediately.

Figure 4-6. Example of queuing delay. Message B arrives to the queue after
Message A, but with an earlier deadline, thereby delaying packets of Message
A.
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As the retransmission guarantee is designed to fit packets belonging to
any of the RT channels, the maximum sized packet amongst all packets on a
RT channel τi is defined as

 L pack , N pack _ max,i ≥ 1
Lmax,i = 
,
=
L
,
N
0
pack _ max ,i
 last ,i

(4.13)

with the corresponding maximum transmission time

Tx _ max _ forward ,i =

Lmax,i
R forward

.

(4.14)

The longest packet when comparing all RT channels can therefore be defined
as:
Q

Lretr , j ≥ max ( Lmax,i ) ,

(4.15)

i =1

with its corresponding maximum transmission time taking all RT channels
into consideration

Tx _ retr _ forward ,i =

Lretr ,i
R forward

.

(4.16)

This means that Tx_retr_forward,i always implies the message length Lpack, if at
least one RT channel has a message with at least one maximum-sized packet.
For all retransmission RT channels, the delay bound Dre,i is set to the
mutual value Dre, a system parameter controlling the time span allocated for
possible retransmissions. Therefore we also set:

Dretr ,i = Dre 1 ≤ i ≤ Q

(4.17)

In order to derive the delay bound for ordinary transmissions, (4.1) is
rephrased as

Dord ,i = DT ,i − Dretr ,i .

(4.18)

As for the ordinary transmission, the new deadline of each
retransmission, i.e., the isolated maximum queuing delay, dretr,i, can be
calculated by subtracting all other delays from the delay bound

d retr ,i =

Dre − T prop − Tx _ forward − ( N attempt − 1) ⋅ Tretr _ const
N attempt

where
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,

(4.19)

Tretr _ const = 2 ⋅ T prop + T proc1 + T proc2
+Tmargin + Tx _ forward + 2 ⋅ TACK _ piggy .

(4.20)

The last possible retransmission has no ACK which results in fewer
delay components. (This assumption will be relaxed later in the thesis.) In
(4.20), Tx_forward is included as the maximum blocking time introduced by a
packet with a longer deadline (thereby actually having a lower priority), as
its non-preemptive transmission already might have been initiated.
Additionally, TACK_piggy is deducted twice for each, except the last,
retransmission attempt. One instance corresponds to the maximum amount
of time an ACK might have to wait for a packet onto which it can be
piggybacked, while the second instance corresponds to the actual
transmission time of that packet (including the piggybacked ACK). The
actual delay bound for the last retransmission attempt is

Dretr _ last ,i = d retr ,i + T prop + Tx _ forward ,

(4.21)

while the delay bound for each other retransmission attempt is calculated by

Dretr _ other ,i = d retr ,i + 2 ⋅ T prop + T proc1 + T proc2
+Tmargin + Tx _ forward + 2 ⋅ TACK _ piggy .

(4.22)

The reason for calculating these delay bounds is that they are needed for the
calculation of the timeout values later when implementing the proposed
method.
The real-time scheduling analysis introduced in Chapter 2 is used to
check if any traffic allocation over the network, or in this example the pointto-point link, is feasible, i.e., it checks if all messages belonging to the
scheduled traffic flows, including their retransmissions, will keep their
deadlines. The first condition to be checked is link utilization. It is a
necessary, but not sufficient (as the deadlines of any real-time channel are
not restricted to be equal to the periods of that channel), condition that the
allocated traffic over the network (link) does not exceed 100 %. This traffic
includes both the ordinary transmissions and the retransmissions. The
utilization U of a link by periodic real-time traffic can be calculated as
follows:

 Tx _ tot _ forward ,i
U = 

PT ,i
i =1 
Q

 M  Tx _ retr _ forward ,i
 +  
Pre,i
 i =1 
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.


(4.23)

A second constraint that has to be fulfilled in order to ensure the
feasibility of the traffic allocation over the link is the workload function,
which measures the traffic demand over the point-to-point link. The worstcase situation in terms of workload, and thereby also delay, was defined as
the synchronous traffic pattern where all RT channels’ periods start at the
same time (Baruah et al. 1990a; Baruah et al. 1990b; Spuri 1996). This now
also includes ReRTCs starting their periods at the same time even though not
true in practice, since retransmissions always take place after the ordinary
transmission has failed. This assumption thereby introduces a certain amount
of pessimism into the analysis. The workload function for a system
containing ReRTCs transforms (2.6) into:

h(t ) =

  t − d ord ,i  
 1 +  P   ⋅ Tx _ tot _ forward ,i
T ,i
i∈[1,Q ], 

 
d ord ,i ≤ t

  t − d retr ,i  
.
+  1 + 
 ⋅T
  Pre,i   x _ retr _ forward ,i
i∈[1, M ], 



(4.24)

d retr ,i ≤t

Please notice that the summations only include terms for which t is
equal or greater than the corresponding absolute deadline. The workload
function is, in its original form, intended for uniprocessor task scheduling
and proven to be correct for preemptive EDF scheduling in (Spuri 1996).
Since all delay constants (including blocking time of a nonpreemptable
lower-priority packet) already have been subtracted from the deadlines,
(4.24) is used in a corresponding way as in (Spuri 1996), where the studied
point-to-point link (one direction) corresponds to a processor. The constraint
still demands that:

h ( t ) ≤ t ∀t.

(4.25)

The inclusion of ReRTCs transforms (2.14), specifying the number of
instances of evaluation, to the following
Q

t ∈ {m ⋅ PT ,i + dord ,i : m = 0,1,2...} ∪ {n ⋅ Pre,1 + d retr ,1 : n = 0,1, 2...} ,

(4.26)

i =1

where still
(1)  .
t ∈ 1; Pbusy
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(4.27)

With both the utilization constraint and the feasibility constraint
fulfilled, a feasible traffic allocation can be guaranteed, i.e., only then will it
be possible to guarantee that no deadlines will be missed, even for
retransmissions.
In the runtime implementation of this schedulability test, the utilization
and feasibility are checked whenever a new ordinary RT channel is added, in
order to guarantee the requested delay bounds both for the new and for
existing RTCs (including ReRTCs). As new RTCs are not expected to be
requested very frequently, the computational demands of this admission
control will not be very high. In case all RT channels are known at design
stage or system start-up, the analysis can instead be made offline.
4.4.5. Analysis without the assumption of piggyback acknowledgement
In case acknowledgements are not piggybacked onto data packets, parts
of the analysis have to be adapted. In order to integrate this kind of ACK
communication into the analysis, a dedicated RT channel for ACK packets is
introduced, acknowledging data packets belonging to any of the RT channels
in the opposite direction. The acknowledgement RT channel is defined by its
period, PACK_forward, i.e., the minimum time allowed between two consecutive
ACK packets eligible for transmission, its deadline DACK_forward, i.e., the worstcase delay allowed to be experienced by any individual ACK packet, and
TACK_nonpiggy_forward, the transmission time of each ACK packet, calculated by:
TACK _ nonpiggy _ forward =

LACK
,
R forward

(4.28)

where LACK is the length of the acknowledgement packet including the
header. A corresponding calculation can be made for ACKs sent in the
reverse direction, acknowledging packets travelling forward

TACK _ nonpiggy _ reverse =

LACK
.
Rreverse

(4.29)

The transmission times of the data packets in either direction, Tx_forward
and Tx_reverse, are calculated accordingly, where Lpack is denoting the packet
length. While a calculation of Tx_forward was given in (4.7), Tx_reverse is
calculated as
Tx _ reverse =

L pack
Rreverse
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.

(4.30)

In the following, only the first case for forward traffic will be considered, but
all equations are easily applicable for reverse traffic by exchanging all
forward parameters for the reverse ones and the other way around.
Consequently, Equation (4.12) can now be rewritten in the following
way:

dord ,i = Dord ,i − 2 ⋅ T prop − T proc1 − T proc 2 − Tmargin − Tx _ forward
− PACK _ reverse − Tx _ reverse − d ACK _ reverse ,

(4.31)

where dACK_reverse is the maximum allowed queuing delay for the ACK packet
and is calculated as

d ACK _ reverse = DACK _ reverse − Tx _ reverse .

(4.32)

The two instances of TACK_piggy in (4.12) have in (4.31) been exchanged
for one instance of PACK_reverse as the worst-case waiting time for an ACK
packet until it is eligible for transmission, one instance of Tx_reverse as the
worst-case blocking time of an ACK packet by a lower-priority packet, and
finally, one instance of dACK_reverse as the maximum queuing delay experienced
by an ACK packet, including the actual transmission time of the ACK packet.
PACK_reverse can be set sufficiently long to acknowledge several data packets at
a time without resulting in a too high degree of utilization of the link
capacity, but at the same time short enough to avoid the addition of too
much delay in (4.31). DACK_reverse can, with benefit, be set to a low value,
corresponding to a short deadline, such that it normally has priority over
data packets.
Regarding the retransmission channels, (4.20) has to be adapted in the
same way as (4.12), affecting the result of (4.19). Therefore, (4.20) is
rewritten as

Tretr _ const = 2 ⋅ T prop + T proc1 + T proc 2 + Tmargin + Tx _ forward
+ PACK _ reverse + Tx _ reverse + DACK _ reverse .

(4.33)

The delay bound for each retransmission attempt except the last one,
originally calculated in (4.22), to be used in the run-time implementation for
timeout calculations, is given by

Dretr _ other ,i = d retr ,i + 2 ⋅ T prop + T proc1 + T proc 2 + Tmargin + Tx _ forward
+ PACK _ reverse + Tx _ reverse + DACK _ reverse .

(4.34)

Further adaptation is needed in the utilization check (4.23) by adding the
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needed additional network capacity for ACK packets
 Tx _ tot _ forward ,i
U = 

PT ,i
i =1 
Q





 Tx _ retr _ forward ,i
+ 

Pre,i
i =1 
M

 TACK _ nonpiggy _ forward
.
 +
P
ACK _ forward


(4.35)

Also the workload function (4.24) is extended with a term for the
acknowledgement packets:

h(t ) =

  t − dord ,i  
 1 +  P  Tx _ tot _ forward ,i

 
T ,i
i∈[1,Q ], 
d ord ,i ≤t

+

  t − d retr ,i  
 1 +  P  Tx _ retr _ forward ,i

 
re,i
i∈[1, M ], 

(4.36)

d retr ,i ≤ t

  t − DACK _ forward  
+ I DACK _ forward ≤ t 1 + 
 T
  PACK _ forward   ACK _ nonpiggy _ forward

 

(

)

where I(A) = 1 if A is true, otherwise zero. The argument made in connection
with (4.24) on why the workload function can be used in this context still
holds.
4.4.6. Simulation analysis
For the validation of the suggested framework and evaluation of its
performance, two types of performance metrics have been investigated. The
first one is the bandwidth utilization and the second is the message error
rate. The interest was to know how much the added retransmissions can
improve the reliability and also how much extra bandwidth the usage of
ReRTCs requires.
To evaluate the utilization, a semi-analytical approach is used, i.e., first a
computer simulator randomly generates a set of requests for RT channels
taken from a set of (hard real-time) traffic classes and next, a real-time
scheduling analysis admission control is implemented to evaluate how many
of the generated RTs are accepted and calculate to which degree the
communication link is utilized by the accepted RT channels. The bandwidth
utilization when using the presented scheme, but not including utilization by
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ReRTCs, is then compared to the case of solely having ordinary RT channels
without any retransmission scheme. More strictly, the utilization (y-axis) is
defined as the sum of every accepted ordinary RT channel’s utilization (the
term inside the first pair of parentheses in (4.23) for a specific number of
requested ordinary RT channels (x-axis).
The message error rate is evaluated by a Monte Carlo simulation on the
packet level, observing the message error rate resulting from packets being
transmitted over a noisy communication channel. The transmitted data
traffic used in the Monte Carlo simulation is the same traffic that has been
generated when assessing the utilization. Packet transmissions and
retransmissions are counted, rendering possible calculations of the average
message error rate depending on if the proposed retransmission scheme is
utilized or not.
The simulator is implemented in MatLab. In both simulations, the
assumed bit rate over the full-duplex physical link is 50 Mb/s in each
direction for reasons of simplicity. This choice of bit rate is influenced by bit
rates in current WLAN technology. The maximum packet length is set to
Lpack = 1 000 bits, the propagation delay in one direction is assumed to be
Tprop = 1 μs (≈ 200 m, i.e., many control systems and embedded systems will
have an even shorter propagation delay), and the length of each ACK packet
is defined to be LACK = 100 bits. The assumed packet length is slightly shorter
than possible in today’s Wireless Local Area Network (WLAN) technology as
industrial communication systems often use shorter packets than typical
Local Area Networks (LAN) do. This situation, however, might change in the
future, as, e.g., an Internet connection might be necessary in certain
contexts. The parameters Tproc_1, Tproc_2 and Tmargin are assumed to be negligible
in the simulations, as they are constants that normally have values of
negligible size, and are therefore set to zero. Moreover, ACKs are assumed to
comprise a sufficient amount of redundancy for error correction resulting in
a negligible error rate. Additionally, support for piggyback
acknowledgements is assumed to exist. An implementation without the
possibility of piggyback would lead to less efficient bandwidth utilization.
While the formalities for a worst-case analysis are given in the previous
sections, the study of other parameters, trying to examine the potential of the
presented method, was prioritized in this simulation study.
Unless stated otherwise, the parameters for each generated ordinary RT
channel are chosen randomly (with even distribution) from one of the four
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traffic classes listed in Table 4-1. The bit error rate (BER) is varied between
the values 10-6, 10-5 and 10-4. For substantially higher bit error rates, error
correcting codes can be used to initially lower the bit error rate (or packet
error rate) experienced by the ARQ protocol (Wiberg et al. 2001). Another
way to initially reduce the bit error rate is using robust transceiver design,
e.g., by using multiple antennas (Neelakanta et al. 2006; Willig 2003a). While
the error probability is constant for the first four cases presented in this
simulation study, the section concludes with a study of the performance of
the retransmission scheme under bursts of errors.

Table 4-1. Parameters of the four different traffic classes used in the
simulations
Three different cases, defined in Table 4-2, specify traffic scenarios
aiming to evaluate how the number of available ReRTCs and the number of
allowed retransmission attempts affect the overall performance of the
framework in terms of utilization penalty and MER. The number of
retransmission channels, M, is set to 4 or 8, while the number of
retransmission attempts, Nattempt, is varied from 1 to 2 and 4. While the period
and packet length of the retransmission channels stay the same during all
three cases, the values of the retransmission channel deadlines are set to
values giving roughly the same utilization penalty when using the
retransmission scheme.
Cases with the number of retransmission channels equal to the number
of retransmission attempts have also been simulated. However, no graphs are
shown for those cases since it is advantageous, and therefore recommended,
to always have more retransmission channels than attempts. The reason for
this recommendation is that it is otherwise rather unlikely that enough
retransmission channels are free to be used when the maximum number of
attempts is needed. As an example, however, it can be mentioned that for a
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case with four retransmission channels and otherwise an identical setup as
Case #3 in Table 4-2, the message error rate showed to be more than two
orders of magnitude higher than for Case #3.

Table 4-2. Case definitions for different number retransmission channels
used in the simulations.
In Figure 4-7 to Figure 4-10, the utilization and the message error rate
are shown for both a link with the retransmission scheme and a link without
it. For each x-axis value, the y-axis value is the average of at least 1000
simulation runs, with the duration of 10-100 hyperperiods each for the
packet level simulations. The message error rate for the cases without
retransmissions can be verified by basic calculations due to the known bit
error rate and message length, while the simulated values are shown in all
figures depicting the message error rate. Assuming a fixed BER, Pb, and a
message length Lmess in bits, the message error rate Pm can be calculated as
follows:
Pm = 1 − (1 − Pb )

Lmess

.

(4.37)

Figure 4-7 to Figure 4-10 show the simulation results when using one
retransmission attempt over four retransmission channels with the
parameters Pre,i = 2 000 μs, Dre,i = 300 μs, and Lre,i = 1 000 bits. For this case,
Case #1, bit error rates of 10-4 (not shown in any figure), 10-5 and 10-6 were
simulated. As shown in the figures for the lower bit error rates, when
introducing the retransmission scheme for this case, the utilization for
ordinary RT channels is just reduced by a few percents at saturation.
Nevertheless, a reduction of the message error rate of almost two orders of
magnitude is achieved for the bit error rate of 10-5, and almost three orders of
magnitude for the bit error rate of 10-6. At the bit error rate of 10-4, a 5%
utilization penalty still improved the average message error rate by one order
of magnitude. The lower the bit error rate, the higher the grade of
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improvement that can be reached through the proposed retransmission
scheme, while keeping the utilization penalty at a nearly constant level. At
low numbers of requested RT channels, all RT channels are easily accepted
regardless whether retransmission channels also shall be supported or not.
The two curves in each utilization graph (Figure 4-7, Figure 4-9, Figure 4-11,
Figure 4-13, Figure 4-15, Figure 4-17, and Figure 4-19) therefore follow each
other well up to a certain number of requested RT channels.
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Figure 4-7. Simulation results for the utilization when Nattempt = 1, M = 4, and
Pb = 10-5.
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Figure 4-8. Simulation results for the message error rate when Nattempt = 1,
M = 4, and Pb = 10-5.
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Figure 4-9. Simulation results for the utilization when Nattempt = 1, M = 4, and
Pb = 10-6.
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Figure 4-10. Simulation results for the message error rate when Nattempt = 1,
M = 4, and Pb = 10-6.
The simulation results for Case #2 are shown in Figure 4-11 to Figure
4-14. Compared to Case #1, there now are two retransmission attempts over
the four retransmission channels, while the deadline of the retransmission
channels has been doubled to Dre,i = 600 μs. This change of deadline has been
triggered by the fact that doubling the amount of (possible) retransmissions
leads to more packets competing, and therefore a longer retransmission
deadline increases the possibility of having time to actually retransmit the
packet. The bit error rates for which the results are shown in the figures are
10-4 and 10-5, while almost no message error could be detected for a bit error
rate of 10-6 when using the retransmission scheme. Due to this lack of
sufficient error measurements, no statistic conclusions could be drawn and
therefore this figure is excluded from this evaluation. Figure 4-11 and Figure
4-12 show the results for Pb = 10-4. An improvement of the message error rate
of about 1.5 orders of magnitude can be reached, while the utilization for
ordinary RT channels only is reduced by a few percents at saturation. When
decreasing the bit error rate to 10-5, a similar utilization penalty results in an
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improvement of four orders of magnitude of the message error rate (see
Figure 4-13 and Figure 4-14). Again one can see that the grade of
improvement, regarding the message error rate, is higher at lower values of
Pb.
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Figure 4-11. Simulation results for the utilization when Nattempt = 2, M = 4,
and Pb = 10-4.
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Figure 4-12. Simulation results for the message error rate when Nattempt = 2,
M = 4, and Pb = 10-4.
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Figure 4-13. Simulation results for the utilization when Nattempt = 2, M = 4,
and Pb = 10-5.
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Figure 4-14. Simulation results for the message error rate when Nattempt = 2,
M = 4, and Pb = 10-5.
The last case specified in Table 4-2 assumes four retransmission attempts
over eight retransmission channels. The parameters defining the
retransmission channels are Pre,i = 2 ms, Dre,i = 900 μs, and Lre,i = 1 000 bits.
Simulations with two different bit error rates were done, 10-4 and 10-5. As Pb
= 10-5 already resulted in zero message errors registered by the simulator
when using the presented retransmission scheme, no lower bit error rate was
tested. The figures showing the results for Pb = 10-5 are omitted due to this
lack of sufficient error measurements. Figure 4-15 and Figure 4-16 show the
results for the highest bit error rate tested, 10-4. The choice of retransmission
parameters (number of retransmission channels, number of retransmission
attempts and deadline for the retransmission channel) leads to a higher
utilization penalty at the saturation point compared to Case #1 and Case #2.
However, the improvement of the message error rate of four orders of
magnitude, despite the high bit error rate, is considerable.
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Figure 4-15. Simulation results for the utilization when Nattempt = 4, M = 8,
and Pb = 10-4.
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Figure 4-16. Simulation results for the message error rate when Nattempt = 4,
M = 8, and Pb = 10-4.
Finally, a different set of traffic specifications has been defined in order
to test if a high grade of improvement could be reached for some traffic
situations while trying to keep the utilization penalty at a very low level. The
chosen parameters for the traffic classes and the retransmission channels can
be found in Table 4-3 and Table 4-4, respectively.
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Table 4-3. Parameters of the four different traffic classes used in the last
simulation.
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Table 4-4. Case definitions for different number retransmission channels
used in the last simulation.
Figure 4-17 and Figure 4-18 show, assuming a bit error rate of 10-4 and
the given parameters, that a substantial decrease of the message error rate can
be achieved. The improvement was measured to almost five orders of
magnitude, while the utilization penalty stayed at merely a few percent at
saturation. These results are contributed to a favourable combination of
different parameter characteristics, as, e.g., the high number of
retransmission channels which simplify the schedulability of the
retransmissions, and the high deadline-period ratio of the data traffic, where
the relative deadlines are twice the length of the periods. This also increases
the possibility of a successful, i.e., feasible, retransmission schedule.
Furthermore, the choice of retransmission channel parameters, in particular
the long period, results in a low utilization penalty. When lowering the bit
error rate to 10-5, no message errors could be detected by the simulator, and
therefore the simulation for Pb = 10-6 was omitted.
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Figure 4-17. Simulation results for the utilization when Nattempt = 5, M = 25,
and Pb = 10-4.
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Figure 4-18. Simulation results for MER when Nattempt = 5, M = 25, and
Pb = 10-4.
In order to include a study of the performance of the retransmission
scheme under bursts of errors, not uncommon in wireless networks and due
to, e.g., a mobile obstacle interfering with the radio propagation, or a
transmission on a collocated network using an interfering frequency channel,
Case #2 in Table 4-2 has been simulated assuming the Gilbert-Elliot error
model. According to this model, two error states, a “good state” and a “bad
state”, are defined. In this case, bit error rates of 10-5 for the good state and
10-4 for the bad state are assumed. A state transition is possible every 2 ms
with probabilities of 0.995 and 0.96 to remain in the good and the bad state,
respectively. Those probabilities correspond to average time in the good state
of 400 ms and in the bad state of 50 ms. The results are shown in Figure 4-19
and Figure 4-20. When studying the MER when using the framework, the
influence of the bad state can be seen to increase the MER with about two
orders of magnitude compared to the MER for a constant BER of 10-5 (see
Figure 4-14), but is still one order of magnitude better than for a constant
BER of 10-4 (see Figure 4-12).
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Figure 4-19. Simulation results for the utilization when Nattempt = 2, M = 4,
and alternating between a BER of Pb = 10-4 and Pb = 10-5.
To give a hint of the execution time of the schedulability test, we ran
merely the part of the simulation containing the schedulability test for our
ARQ scheme. Otherwise, the setup corresponded to the simulations for
Figure 4-19 and Figure 4-20. Running 70 x-axis values and 1 000 simulations
per y-axis value in order to get smooth (averaged) curves resulted in 70 000
schedulability tests. Those tests took six seconds in total on a PC with a 3.0
GHz Pentium 4 processor using hyperthreading, giving an average execution
time per test of 86 μs. To verify the measurement we also ran 10 000 ordinary
simulations, which in all took 60 seconds. The average number of RT
channels per test was 32.3, plus four retransmission channels. As new RT
channels can be assumed to not be added frequently, 86 μs can be regarded as
an acceptable amount of time for a schedulability test. Moreover, the
execution time can be significantly shortened by optimizing the code for
speed and not running it with the help of a MatLab interpreter.
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Figure 4-20. Simulation results for MER when Nattempt = 2, M = 4, and
alternating between a BER of Pb = 10-4 and Pb = 10-5.
4.4.7. Summary
This section summarizes the performance of the suggested framework
for reliable communication over a point-to-point wireless link, using
retransmissions, while at the same time being able to guarantee delay bounds
for ordinary transmissions. The framework is studied for the example of a
point-to-point link, assuming EDF scheduling. An extensive simulation study
was conducted, evaluating the performance of the proposed retransmission
scheme both in terms of utilization overhead and improvement in MER. The
study showed clearly that, under the assumption of parameters typical for an
industrial wireless network, a reduction of the MER by several orders of
magnitude was possible while still keeping the utilization overhead at a
reasonable level. A real-time analysis for the case of both piggybacked ACKs
and nonpiggybacked ACKs has been developed.
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4.5. Single-hop network based on IEEE 802.11
Using existing standards and commercial off-the-self-components is
vital in industrial settings to reduce costs and maintain interoperability. The
proposed framework is therefore extended to target industrial monitoring
and surveillance applications and demonstrate how it can be used on top of
commercially available IEEE 802.11 transceivers in a typical single-hop
network with a logical star topology.
In the general framework, we assessed performance using numerical
evaluation of the network utilization, U, together with Monte Carlo
computer simulations to determine the message error rate. Now we also
extend it to include a theoretical analysis and numerical evaluation of the
MER as well as computer simulations to determine the actual U experienced.
In addition, the effects of retransmissions on the delay distribution are
evaluated, as jitter is an important parameter for voice and video transfer.
4.5.1. IEEE 802.11
For the IEEE 802.11 MAC layer, two possibilities of medium access are
specified in the standard. According to the standard the contention-based
DCF (distributed coordination function) mode is mandatory, while the
contention-free PCF (point coordination function) mode is optional.
In the DCF mode, the CSMA/CA (carrier sense multiple access with
collision avoidance) MAC protocol is used and all wireless nodes compete for
the medium in a best-effort way. A node will be listening to the channel and
only if it has been empty for a specified interval of time, one distributed
interframe space (DIFS), it will start transmitting. Furthermore, the standard
specifies a network allocation vector (NAV) which holds the interval of time
for which a certain packet will occupy the medium. This allocation vector
has to be present in every packet and all wireless nodes will update their own
vector according to the traffic over the network at any time. In this way, the
medium is also known to be busy even if the node cannot physically sense it.
If the medium is known to be busy, either through sensing it or by
determining it by the help of NAV, the node will wait for a random back-off
time, after the medium becomes idle, before a new transmission attempt can
be started.
When using the point coordination function, it will be added on top of
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the DCF, providing both a contention phase using DCF and a contention-free
phase using PCF. The two phases will alternate and the time interval of one
DCF phase and one PCF phase is called a superframe. The PCF mode
demands an access point to be present in the network. This access point, also
known as point coordinator, has the responsibility of administrating medium
access and controlling the traffic. No mobile node is allowed to send any
traffic without explicit permission from the point coordinator. This
mechanism is organized in a master-slave polling form, where the wireless
node asks the point coordinator to be included in the polling list, and where
the coordinator after that regularly polls the node.
There are a number of clear reasons why the IEEE 802.11 standard not
works well for providing reliable real-time service. Although the probability
of medium access collisions is decreased by the usage of the NAV and the
DIFS, a guaranteed medium access cannot be provided by the DCF mode.
When encountering a busy medium and being forced to back-off for a
random length of time at least once, obviously this randomness makes it
impossible to indicate the medium access delay. As these back-offs can occur
multiple times after each other, as the possibility of several nodes finishing
their back-off times simultaneously is non-zero, the medium access delay
cannot even be upper-bounded, and therefore no guarantee for timely
treatment of deadline-bound traffic can be given. The existence of
retransmissions attempts in IEEE 802.11 for collided packets in the network
will further increase the competition amongst packets from the nodes, and as
retransmissions are attempted independent of real-time demands, i.e.,
independent upon the deadline of the packet to retransmit, packets with
passed deadlines will compete with packets which still could arrive in time.
This prolongs the medium access delay for all packets, decreases the
probability of successful medium access, increases the probability for
deadline misses, and adds the risk of providing applications with out-of-date
information.
By the introduction of the PCF mode, the competition for medium
access amongst the wireless nodes is eliminated. However, as the point
coordinator will poll each node on its polling list in a fixed (non-prioritized)
order, independent of whether it has traffic to send or not, an unnecessary
long interval is added to the medium access delay for each node. As no
prioritization is possible, real-time traffic will suffer by the existence of nodes
with non-real-time traffic or low-rate traffic. Furthermore, bandwidth
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utilization might be rather low if not all nodes have traffic queued ready for
transmission continuously. When the need of a retransmission arises, the
node can try to retransmit the packet during the next contention phase or
the next time the node gets polled. This means that the retransmissions
either experience an unbounded medium access delay in case they are
retransmitted during the contention phase, or they will block other packets
from its node as they will occupy the polling slot until a successful
transmission occurs or the maximum number of retransmissions is reached.
In order to try to better meet the demands of real-time applications the
standard was improved by integrating the IEEE 802.11e specification, adding
the hybrid coordination function (HCF). This function contains two separate
mechanisms called HCF controlled channel access (HCCA), containing
functionality for traffic parameterization and contention-free medium access,
and enhanced distributed channel access (EDCA), using backoff parameters
to improve the QoS behaviour with contention-based medium access. As
EDCA still retains the contention-based functionality, its probabilistic
channel access is not able to provide upper-bounded medium access
guarantees and thereby also no deadline guarantees. HCCA in its turn uses a
polling mechanism with an underlying TDMA scheme, replacing the
aforementioned PCF mode. In (Trsek et al. 2006), EDCA and HCCA are
compared in an industrial case study simulation, concluding that HCCA can
provide real-time guarantees for certain industrial applications, while EDCA
cannot fulfil those demands. However, the polling order in EDCA is still not
deadline dependent. Instead the nodes are polled according to the order of
the arrival of their request to join the polling scheme without taking into
consideration any traffic priorities. So far, the research in proving the
applicability of IEEE 802.11e for multimedia services is plentiful, as e.g. in
(Chen et al. 2006) and (Huang et al. 2007a), but even its usage in an industrial
communication context is started to be investigated as e.g. in (Cena et al.
2008), (Cena et al. 2010) and (Trsek et al. 2006).
4.5.2. System model
Since our framework assumes EDF scheduling, a deterministic MAC
protocol enforcing EDF is needed. Consequently, a simple master-slave
organization with polling is used, suitable for placement on top of a basic
IEEE 802.11 chipset. The decision whether or not a retransmission should be
initiated is based on the real-time schedulability analysis placed in the
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transport layer protocol. Since all administration of retransmissions is located
in the transport layer, link layer retransmissions are redundant and thus
assumed to be turned off. The placement of the retransmission functionality
in the transport layer makes it possible to use the bandwidth more
effectively, as unnecessary retransmissions can be avoided. An unnecessary
retransmission would e.g. occur if two packets of a longer message consisting
of five packets are retransmitted in order to achieve a correct message, but
one of them misses its deadline.
In accordance with a characteristic industrial network application, we
assume a wireless, logical star network with one central node. Since the
geographical size of factory networks is typically small, each node is assumed
to be in communication range of the central node experiencing
approximately the same propagation delay. Further, we assume a common
frequency channel and a fixed data rate. The central node is organizing the
channel access in a master-slave fashion. Slaves are polled frequently by the
master, and once polled a slave may use the channel exclusively to transmit
one packet. We assume that all packets hold a perfect CRC checksum and the
probability of lost ACKs is negligible.
Note that several logical RTCs may exist between the same two nodes,
e.g., belonging to different applications. For our intended scenario, the traffic
flows may exist in either direction between the master and any of the slaves.
Without loss of generality, we further assume that all packets are of equal
length, and no piggyback acknowledgements are used.
4.5.3. Real-Time ARQ Transport Layer and Medium Access
Access to the medium can be organized in different ways, but not all of
them are advisable for use with real-time traffic since queuing delays must be
upper-bounded. Carrier Sense Multiple Access (CSMA), the contentionbased, random access MAC method used in IEEE 802.11 WLAN, is very
successful in providing high throughput for best-effort traffic, but highly
unsuitable when targeting deterministic delay bound guarantees for realtime traffic. This is due to the unbounded channel access delays which may
occur as a result of random back-off times in case of packet collisions. To
provide deterministic treatment of real-time traffic, we extend the IEEE
802.11 MAC layer with a deterministic MAC method, where a master polls
the connected slaves in a specific, deadline-dependent order. The intelligence
of this polling mechanism (when to poll which slave for what packet) resides
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in the transport layer. Packets are thereby already handed down from
transport to MAC layer in a deadline-ordered fashion. Any link layer ARQ
mechanisms are therefore assumed to be turned off and only its error
detection functionality is used. This is a necessary condition as
retransmissions only can be permitted when they are schedulable, i.e., the
retransmitted packet can meet its deadline without jeopardizing delay bound
guarantees already given to ordinary transmissions or other retransmissions.
A transport layer with real-time ARQ functionality and EDF scheduling
of traffic is present in both master and slave nodes. The choice of EDF
enables efficient scheduling of retransmissions with short deadlines amongst
ordinary transmissions with longer deadlines. Since it is our goal to provide
end-to-end service on a message level, the retransmission policy is placed in
the transport layer. Flow and congestion control can be omitted as the use of
schedulability analysis in connection with traffic flows will ensure that only
traffic that can be handled by the network will be accepted. ACKs are not
retransmitted and used only for data traffic from the master to a slave. Data
packets from individual slaves to the master need not be acknowledged since
the master is responsible for polling for retransmissions.
Master Node
At start-up, the master runs a schedulability analysis based on traffic
specifications given by the system manager. All ReRTCs plus all RTCs that
pass the real-time feasibility check are accepted. Next, an EDF-sorted queue
is created, containing two types of packets: polling messages for data to be
sent from slaves to master and data packets for transmission from master to a
slave. The master chooses the first packet in the queue and checks if it is a
polling packet or a data packet. A time-out value specifies the period of time
the master node has to wait for either the requested packet, or the
acknowledgement of the transmitted packet, before it is allowed to continue
with the next packet in the queue. The value of the timeout parameter
depends on several factors, e.g., the length of the data packet, the actual bit
rate, and the propagation delay, Figure 4-21. In the case of a polling packet,
the time from extracting the poll from the queue until a poll for a
(re)transmission will be possible is given by:

Ttimeout _ poll ,i = T proc _ master + T poll + Tprop + Tproc _ slave
+Tdata ,i + T prop + T proc _ master _ CRC + Tmargin ,
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(4.38)

where Tpoll and Tdata,i are the transmission times of the polling packet and the
data packet belonging to τi, respectively. The propagation delay for both
directions, 2·Tprop, is added, as well as Tproc_master and Tproc_slave, accounting for,
e.g., MAC layer processing delays at the master and slave nodes, respectively.
Tproc_master_CRC also includes the time to check for errors in the MAC layer,
while Tmargin is a safety margin between the expected reception of the data
packet and the actual end of the timeout to cater for propagation variations.
In case the transmitted packet is data from the master to one of the slaves, an
ACK is sent directly by the slave after reception of the data packet. The time
before a (re)transmission is possible in this case is given by, Figure 4-22:

Ttimeout _ data ,i = T proc _ master + Tdata,i + T prop + T proc _ slave _ CRC
+TACK + T prop + T proc _ master + Tmargin ,

(4.39)

where TACK is the transmission time of the ACK. In addition to the processing
time, Tproc_slave_CRC also includes the time for error checking. Here, Tmargin
indicates the safety margin between the expected reception of the ACK and
the actual timeout.

Figure 4-21. Time-sequence diagram for the calculation of the timeout in
case of a traffic flow from a slave to the master.
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Figure 4-22. Time-sequence diagram for the calculation of the timeout in
case of a traffic flow from the master to a slave.
Once the timeout value has been calculated by the master node, it sends
either a data or a poll packet down to the MAC layer. If it is expecting data
from a slave, it sends a poll packet requesting either an ordinary transmission
or a retransmission. Then the master waits for the interval of time defined by
the timeout value. In case an ACK arrives, the master removes the
corresponding data packet from the buffer. In the absence of an ACK, or
when an expected data packet is missing, the polling or data packet will be
saved until its ordinary or retransmissions deadline has expired. Not until the
ordinary deadline of a complete message has passed, will the master check
the availability of the retransmission channels, as only then it will know how
many packets in the message actually need retransmitting. This holds also
true for retransmission deadlines unless it is the deadline of the last allowed
retransmission attempt. To be considered available, the last use of a
retransmission channel must be at least as long ago as its retransmission
period. If a satisfying number of retransmission channels is found, and the
maximum number of retransmissions for the packets in question has not
been exhausted, new polling or data packet retransmissions will be scheduled
and added to the queue. Note that the entire retransmission time, timeout
value and including polling or ACK, need to be taken into account when
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determining if a retransmission deadline can be met. If not enough
retransmission channels are available, the request is denied, ensuring that
deadlines of previously accepted transmissions are never violated. A flow
chart for the master node functionality is provided in Figure 4-23.
Slave Node
In the slave, no logic for retransmissions administration or
schedulability analysis is needed. Each slave only holds a software queue for
ordinary transmissions, continuously populated with the periodic real-time
traffic generated by the application(s). Further, a memory for previously
transmitted packets is necessary, where all packets are kept until their
deadline expires in order to be available for possible retransmissions. ACKs
are not queued as they are sent directly after reception of a correct packet.
Whenever a slave receives a polling message, the protocol identifies the right
packet in the transmission queue or the retransmission memory and hands
the packet down to the MAC layer for transmission. Next the retransmission
memory is checked for packets with expired deadlines, which are
immediately removed. Packets transmitted for the first time are relocated
from the transmission queue to the retransmission memory. The mechanism
is illustrated in Figure 4-24.
4.5.4. Analytical Performance Evaluation
Since it is our goal to guarantee that the deadlines of all real-time traffic
flows (including retransmissions) are met, our analysis is applied to a pollingbased MAC method, where master-to-slave and slave-to-master
communication is denoted by M→S and S→M, respectively. Additionally, an
analytical expression is derived to calculate the probability of message error
under the assumption of our retransmission scheme.

Figure 4-23. Flow chart for transport protocol in the master node (see
following page)
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Figure 4-24. Flow chart for transport protocol in the slave node
The deadline for each ordinary transmission has already been reduced to
Dord,i to allow for one or more retransmission attempt(s). However, further
adaptation of this deadline is necessary to isolate the queuing delay. The
worst case blocking time has to be considered, as experienced by a packet
(with an earlier deadline) arriving at the EDF queue and being blocked by a
packet with a later deadline that has just started to be transmitted and cannot
be stopped due to the assumption of non-preemptiveness for packets in a
communication context. The blocking time, Tblocking, is defined as the
maximum timeout in any direction, i.e.,

{

}

Tblocking = max Ttimeout _ poll ,i , Ttimeout _ data,i .

(4.40)

The new deadlines for regular M→S and S→M communication are,
respectively:

dordM → S ,i = dordS → M ,i = Dord ,i − Tblocking .
Analogously, the total transmission times for τre,j are:
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(4.41)

TS → M _ retr , j = Tdata , j + T poll , j + 2 ⋅ T prop + T proc _ master
+T proc _ slave + T proc _ master _ CRC + Tmargin ,
TM → S _ retr , j = Tdata , j + TACK , j + 2 ⋅ T prop + T proc _ master
+T proc _ slave + T proc _ master _ CRC + Tmargin .

(4.42)

(4.43)

By dividing the deadline in two parts, we obtain the deadline Dretr,i for
all retransmission attempts for the packets belonging to τi. Being identical for
all channels, it is henceforth denoted Dretr. As Dretr has to accommodate
Nattempt retransmission attempts, a deadline per retransmission attempt
(DretrM→S,i, DretrS→M,i) for each RTC is defined as:
DretrM → S ,i = DretrS → M ,i =

Dretr
.
N attempt

(4.44)

The retransmission channel τre,j is partly defined by the parameters Pre,j,
Dre,j, and Lre,j, which are system parameters used to control the length of the
retransmission time span and its allowed bandwidth. As the deadline
guarantee has to hold also for retransmissions, all retransmission periods Dre
are defined to be of the same length as the per retransmission deadline, i.e.:

Dre = Dre, j = DretrM → S ,i .

(4.45)

Again, we need to account for the worst case blocking time Tblocking when
isolating the maximum queuing delays dretrM→S,i and dretrS→M,i which are
calculated by:

d retrM → S ,i = d retrS → M ,i = Dre − Tblocking .

(4.46)

The real-time analysis itself in this case yields a utilization of:
V T
 W T

U =   S → M , i  +   M → S ,i 
Pi  i =1  Pi 
i =1 

 TS → M _ retr , j
+ 

Pre, j
j =1
X

 Y  TM → S _ retr , j
 +  
Pre, j
 j =1


.


(4.47)

Here, V and W denote the number of RTCs (M→S and S→M, respectively),
where V + W = Q. X and Y are the number of retransmission channels used
for M→S communication and vice versa, where X + Y = M. The transmission
time (= timeout time) parameters are used according to their definition in
(4.38), (4.39), (4.42), and (4.43), respectively. The second step of the real-time
analysis includes calculating the workload imposed on the network by the
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RTCs and ReRTCs. In our case, the workload is:

h (t ) =



  t − dordS → M ,i  
1 + 
  ⋅ TS → M ,i
P
i

 



  t − dordM → S ,i  
1 + 
  ⋅ TM → S ,i
P
i

 



  t − d retrS → M , j  
1 + 
  ⋅ TS → M _ retr , j
 
P
 
re, j
 



  t − d retrM → S , j  
1 + 
  ⋅ TM → S _ retr , j ,
 
P
 
,
re
j
 

i∈[1,V ],
d ordS → M ,i ≤t

+

+

+

i∈[1,W ],
d ordM → S ,i ≤t

j∈[1, X ],
d retrS → M , j ≤t

j∈[1,Y ],
d retrM → S , j ≤t

(4.48)

where the first and the second sum denote the workload for the ordinary
transmissions (M→S and vice versa), and the third and the fourth sum
represent the retransmissions. Again h(t) ≤ t, ∀t, must be fulfilled in order to
ensure the feasibility of traffic allocations also when additional RTCs are
introduced in the network. (Stankovic et al. 1998) proposes a reduction of
complexity by reducing the calculation to discrete instances, i.e., whenever a
message deadline occurs. Further, (Stankovic et al. 1998) defines an upper
bound on the length of the time interval that has to be tested. This upper
bound occurs at the end of the first busyperiod, Pbusy(1), in the first
hyperperiod. The calculation of Pbusy(1) is done according to Eq. (2.7) in
Chapter 2, including ReRTCs into the calculation of the cumulative workload
function. Formally, the points of time for calculation are given by:
V

t ∈ {m ⋅ PT ,i + dordS → M ,i : m = 0,1,2...}
i =1
W

+{n ⋅ PT ,i + d ordM → S ,i : n = 0,1,2...}
i =1
X

{

}

{

}

+  a ⋅ Pre, j + d retrS → M , j : a = 0,1, 2...
j =1
Y

+  b ⋅ Pre, j + d retrM → S , j : b = 0,1,2... ,
j =1
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(4.49)

where
(1)  .
t ∈ 1; Pbusy



(4.50)

If both utilization and feasibility constraints are fulfilled the timely
treatment of all allocated RTCs can be guaranteed. The tests only have to be
executed when a new RTC is requesting access to the network. Once a traffic
allocation for a certain set of RTCs has passed both tests, deadline guarantees
can be met and maintained.
Message Error Rate
Without loss of generality, we assume that all messages from all RTCs
consist of n packets each. The length in bits of each packet is denoted L. For
simplicity, we also assume a fixed bit error probability, Pb, in our numerical
evaluation of the MER, although in our computer simulations we have used
both a fixed and a randomly varying Pb. The packet error probability, Pe, can
then be obtained from the bit error probability, according to:
L

Pe = 1 − (1 − Pb ) .

(4.51)

Assume that we have k available ReRTCs, each capable of retransmitting
exactly one packet. For a system without retransmissions, k = 0 and the MER
is given by
n n
n n
 
 
n −α
=    PNoARQ ( n,α ) .
Pk =0 =    Peα (1 − Pe )
α =1 α 
α =1  α 

(4.52)

This provides an upper bound for the MER of our framework. A system that
allows one retransmission for each erroneous packet, i.e., k = nX, where X is
the total number of RTCs, has a MER of:

 n  α α  α
α −β
n −α β
Pe (1 − Pe )
=      Pe (1 − Pe )
α =1 α  β =1 β 
n

Pk = nX

 n  α α 
=      PARQ =1 ( n,α , β )
α =1 α  β =1 β 
n

(4.53)

where α indicates the number of erroneous packets in the message after the
ordinary transmission, and β those that are still erroneous after the
retransmission. Note that the probability of message error in this case is the
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same for all RTCs, since all erroneous packets may be retransmitted once.
Equations (4.52) and (4.53) constitute upper and lower bounds to the MER in
our system, since we allow some, but not all packets to be retransmitted. As
in the calculation of U, we assume the worst case of all RTCs starting their
periods at the same time. A maximum of one retransmission per packet is
allowed, using one of k available ReRTCs. Further, due to reasons of
complexity, we assume that all ReRTCs are released at the end of the
hyperperiod, i.e., that all ReRTC have a period equal to the hyperperiod,
allowing us to consider only one hyperperiod. Assume first that 0 < k < n. For
the first RTC, i = 1, to be transmitted, there are exactly k retransmissions left,
and the MER is:
n

n
Pk ,i =1 =    PNoARQ ( n,α ) +
 
= k +1 α 
α


packet error(s) and not enough
retransmissions available

 n  α α 
  α    β  PARQ =1 ( n,α , β )
α =1  β =1 

k

. (4.54)

packet error(s), enough retransmissions available,
but retransmission(s) is/are erroneous

For all the following messages, where i > 1, the probability of message error is
given by:
k α −1 n
n
 
( i −1)
Pk ,i >1 =    PNoARQ ( n,α ) +     PNoARQ ( n,α ) R [1, γ + 1]
+
α
α




α = k +1
α =1γ = 0
n

 n  α α 
( i −1)
.
+        PARQ =1 ( n,α , β ) R [1, γ + 1]
α
β




α =1γ =α
β =1
k

k

(4.55)

Recall that retransmissions are granted only when there are enough
available ReRTCs such that all erroneous packets in the message can be
retransmitted. Consequently, the first and second term correspond to the
case where RTC i experiences packet errors, but not enough retransmission
channels are available, either because there are more than k packet errors or
because previous RTCs have already used some of the ReRTCs. Note that the
probability of message error now depends on i since the number of available
retransmissions, k, is potentially reduced for each new RTC introduced.
Consequently, R[1,γ+1]i-1 denotes the probability of having exactly γ
available ReRTC left after transmission of RTC i. This probability can be
described in a state transition diagram, Figure 4-25, resulting in the
probability transition matrix:
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E (k − 1) 
 E (k )

E (1)

 E (k − 1)
R=  



A(1)
0
 E (1)
 A( 0)
0
0


E (1)
A ( k − 1)
0

0

A( k )

0 
0 .

 
0 

(4.56)

The transition probabilities in Figure 4-25 correspond to the indices in
matrix R and are given by:
n

n ϕ
n −ϕ
,
 ϕ  Pe (1 − Pe )
ϕ =δ +1  



(4.57)

n
n −δ
E (δ ) =   Peδ (1 − Pe )
.
δ
 

(4.58)

n

A (δ ) = (1 − Pe ) +

Here, A(δ) relates to the probability of remaining in the same state and thus
not using any ReRTC, either because of no errors or because of too many
errors, whereas E(δ) denotes the probability of using exactly δ ReRTCs. The
total MER of our system is found by averaging over the message errors
experienced by each of the individual RTCs.
Assume now that k = n. For the first message, there are exactly k
retransmissions left. This is always enough as k = n is the maximum number
of packets that can be erroneous. Therefore the only possibility of message
error is erroneous retransmissions, and the probability of message error is
given by (4.53). For the following messages where i > 1, the probability of
message error can be calculated as
n α −1

n
( i −1)
Pk ,i >1 =     PNoARQ ( n,α ) R [1, γ + 1]
α =1γ = 0  α 
 n  α α 
( i −1)
+        PARQ =1 ( n,α , β ) R [1, γ + 1]
.
α
β
α =1γ =α   β =1 
n

k

(4.59)

Finally, assume that n < k < nX. For the first message, there are exactly k
retransmissions left, which is always more than necessary, and the
probability of message error is again given by (4.53). For the following
messages, where i > 1, the probability of message error will be given by (4.59)
since there can never be more than n packet errors per message.
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Figure 4-25. Transition diagram for the probability of having δ ReRTCs left.
4.5.5. Simulation results
We have evaluated the performance of our framework and validated our
analytical expressions by discrete-time, Monte Carlo computer simulations
implemented in MatLab. The goal was to study the obtained bandwidth
utilization, the MER improvement, the utilization penalty suffered due to the
introduction of retransmission channels, and possible jitter introduced into
the system by our retransmission scheme. In the simulator we implemented
both the MAC layer extension and the transport layer protocol, with and
without retransmissions (still providing deadline guarantees) to get a suitable
benchmark for comparison.
The simulator models a single-hop network with 50 nodes, one of them
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acting as master. The data rate was set to 54 Mb/s, according to the IEEE
802.11 standard, with a maximum packet length of 1 000 bits and an ACK
and a polling packet length of 100 bits. These packet lengths are somewhat
shorter than what is typical for today’s WLAN standard, but appropriate in
an industrial context. Since ACK and poll packets are very short, we assume
an error free feedback channel and thus neither packet types are
retransmitted. The propagation delay is set to a constant 1 μs, corresponding
to a distance of approximately 300 m assuming a wave propagation speed
through air of 3·108 m/s.
For all simulations, the data traffic consists of RTCs randomly (assuming
a uniform distribution) chosen from a specified set of traffic classes. The
sender and receiver nodes are randomized (also here assuming a uniform
distribution), with the master always being on one side of each traffic flow.
The set of retransmission channels are varied between simulations, but as the
length of a retransmission packet (Lre), the data rate (r), the retransmission
period (Pre), and the number of retransmission channels (M) is known, the
theoretical maximum network utilization by the retransmission channels
(Ure) can be calculated as:
 Lre 

r 

U re ( M ) =
⋅ M.
Pre

(4.60)

All transmitted data packets are subject to random noise represented as a
certain bit error probability resulting in a specific packet error rate. A
constant BER of 10-4 was used for verification of the analytical results, while
for the rest of the simulations we assume a bursty error behaviour, modelled
by a typical two-state Markov model (Gilbert-Elliot). The two states have a
BER of 10-2 and 10-4 and the state changing probabilities are 0.5 and 0.99,
respectively. The traffic classes out of which the data traffic is randomized
are specified in Table 4-5, while the two different simulated specifications of
retransmission channels are given in Table 4-6, together with their
theoretical maximum utilization, Ure.
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Traffic
Class

[ms]

[ms]

[bits]

TC1
TC2
TC3

2
4
8

2
4
8

1 000
2 000
3 000

Table 4-5. Traffic specifications

Table 4-6. Retransmission channel specifications
The network utilization was both simulated on the packet level and
analytically calculated on the traffic flow level using Equation (4.47). Figure
4-26 depicts the utilization values for the two cases with and without
retransmissions, derived both through analysis and through simulation. U is
plotted as a function of the number of requested RTCs. The utilization value
is the sum of accepted RTCs, excluding all retransmission channels since we
want to study the influence of the retransmission channels on the regular
traffic. The bandwidth utilization of one RTC includes packets both to and
from the master plus the propagation delay, in order for the maximum U to
be able to reach 100%. Whether or not a channel is accepted, is decided
based on the outcome of the real-time schedulability test implemented as a
part of the transport layer functionality. It should be noted that the inclusion
of retransmission channels reduces the maximum possible bandwidth
utilization by normal real-time channels. However, the reduction is not only
due to the usage of bandwidth by the retransmission channels, since in that
case the reduction would correspond to the theoretical maximum bandwidth
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utilization of the retransmission channels, Ure as shown in Table 4-6. The
penalty observed both in the analytical and the simulated curve is instead
mainly due to the fact that the deadline of regular RTCs is shortened (from D
to Dord), which makes it more difficult to find feasible schedules.
Furthermore, the ReRTCs introduced for the retransmissions have a deadline
which is considerably shorter than their period, also contributing to the
decrease of schedulability. Intuitively, low rate traffic channels with long
periods and long deadlines are easier to schedule in such a context. The
resulting network utilization penalty was found to be approximately 23
percentage points when using two retransmission channels, while eight
retransmission channels increase the penalty to 28 percentage points. The
fact that the simulated and the analytical value correspond with each other
verifies the correctness of our results.

1
0.9
0.8

Utilization

0.7
0.6
0.5
0.4

Polling without ARQ
Polling without ARQ, simulated
With ARQ scheme, 2 ReRTCs
With ARQ scheme, 2 ReRTCs, simulated
With ARQ scheme, 8 ReRTCs
With ARQ scheme, 8 ReRTCs, simulated

0.3
0.2
0.1
0
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80
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Figure 4-26. Utilization results derived through analysis and simulation
The second parameter studied was the MER both when not using our
retransmission scheme, and after the introduction of retransmissions. The
simulated MER values are the result of a packet level Monte Carlo
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simulation, while the analytical values are given by Equation (4.52) for the
upper bound, Equation (4.53) for the lower bound, and Equation (4.59) for 1
ReRTC. Figure 4-27 shows a simple traffic case with merely one traffic class.
The period and the deadline were set to 1 ms, with a message length of 2 kb.
Further we assumed M = 1 and Nattempt = 1, with the ReRTC’s period set to
1 ms, its deadline at 0.2 ms, and a message length of 1 kB. The BER in this
case was fixed to 10-4. The theoretical upper bound on the MER is identical to
the simulated case of no retransmissions, while both the simulated and the
analytical MER value when using our framework are between the bounds. As
the analytical and the simulated curves coincide, our results are validated.

Message error rate

10

10

10

10

0

-1

-2

Polling without ARQ
With ARQ scheme, 1 ReRTC, simulated
With ARQ scheme, 1 ReRTC, calculated
Lower bound
Upper bound

-3

0

5

10
15
Number of requested channels

20

25

Figure 4-27. Analytical and simulated MER for a simple traffic case
Studying the MER for the traffic case specified in Table 4-5 and under
the assumption of bursty error behaviour, we can see in Figure 4-28 that,
when using two retransmission channels, the MER can be improved from
10–1 down to almost 10-2, depending on the number of RTCs in the system.
Increasing the number of retransmission channels pushed the MER further
down for the case of few RTCs, while the difference in improvement for a
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high number of RTCs is considerably smaller. There is a distinct difference in
the level of improvement for a smaller amount of RTCs as compared to the
saturated network. With fewer RTCs fewer channels need to request
retransmissions, i.e. the competition for retransmission channels is low and
more of the required retransmissions can be sent. However, this holds only
true when the number of requested RTCs reaches a level where all ReRTCs
can be exploited. Assuming a very small numbers of traffic flows in the
network, increasing the number of ReRTCs would not improve the MER any
further, as we cannot retransmit more packets than actually exist. Instead the
deadline or the number of allowed retransmissions will become the limiting
factor for further MER improvement.
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Figure 4-28. MER results derived by simulation
When considering the utilization and MER curves together, a clear, and
expected, trade-off becomes obvious. The introduction of retransmission
channels leads to an improvement regarding message errors, but this gain in
reliability has to be paid with a decreased grade of utilization. This penalty
manifests itself noticeably at high network loads where the utilization
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penalty is highest, while the MER improvement is smallest. However, at
medium network loads, the trade-off is less costly, which proves the
usefulness of our approach. Additionally, it must not be forgotten that
bandwidth not booked by hard real-time traffic and its retransmissions can
always be used by best-effort traffic since no bandwidth is lost for
retransmission opportunities not needed by the RTCs.
In order to see the effect of our retransmission approach on individual
traffic classes, we studied the introduction of retransmission channels on
different traffic classes as specified in Table 4-5. The period of the
retransmission channels in our simulations is equal to the shortest of the
periods amongst the regular traffic channels. For the sake of readability, only
the results for M = 2 are presented in Figure 4-29. When studying the
improvement for the different traffic classes, it can be seen that the overall
improvement in MER is highest for TC1 which is characterized by short
messages, a short period and a short deadline. Both TC2 and TC3 are
experiencing smaller improvements than TC1, but only for high numbers of
requested RTCs, when the competition for retransmissions is increased. (For
very small numbers of requested RTCs, too few message errors could be
recorded to provide statistically reliable results.) Obviously, having only one
type of retransmission channel does not favour all traffic classes equally well.
This indicates room for improvement in the design of the details of our
scheme, where the periods and the deadlines for the ReRTCs could be
designed differently for different ReRTCs, relaxing our assumption of
identical retransmission channels.
Many real-time applications are sensitive not only to deadline misses,
but also to variations in delay. Since any retransmission scheme will
influence the message delay, we studied the average message delay
experienced in our simulation. The values have been calculated for the
maximum number of 120 requested RTCs (Figure 4-30 and Figure 4-31) and
the result shows the delay distribution in ten equal intervals. It can be seen
that for the case without retransmissions the delay distribution has, as
expected due to the nature of the traffic classes, a high number of messages
with a quite short delay (< 2 ms), and none of the messages experiences a
longer delay than about 5.5 ms. Introducing retransmissions shortens the
ordinary deadline, leading to a decrease in delay for many messages.
However, when the first transmission is erroneous, further time is added
until the initiation of a retransmission, leading to an increase in delay, visible
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in the rightmost bin in Figure 4-31. Our simulation shows that, as expected,
the spreading in the delay distribution is higher, but also that the percentage
of messages with short delay is higher when using retransmissions. As the
introduction of retransmissions leads to a shortening of the deadline and
thereby influences the schedulability in the network, the absolute number of
messages in the histograms cannot be compared directly. They differ as the
number of traffic channels admitted to the network differs in the two cases.
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Figure 4-29. MER per traffic class derived by simulation
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Figure 4-30. Message delay for the case without retransmissions
4.5.6. Summary
We presented a framework suitable to fulfil requirements on absolute
predictability and high reliability in a single-hop wireless network. Building
on existing chipsets supporting IEEE 802.11, we extended the MAC layer to
provide deterministic channel access, and designed a transport layer
admission control and retransmission functionality. We improve the MER
for hard real-time traffic substantially while keeping the utilization penalty
at a reasonable level. Consequently our approach is a tractable solution for
networks carrying real-time traffic in need of concurrent reliability and
deadline guarantees such as, e.g., industrial monitoring and surveillance
systems. A solution that enables the use of wireless technologies even in
challenging radio environments with inherently high noise and interference
levels, opens up for a new area of applications.
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Figure 4-31. Message delay for the case with 2 ReRTCs
In contrast to many other solutions, we evaluate our approach both by
analytical calculations and computer simulations, each method contributing
with different insights. While analysis makes it possible to study the
relationship between MER and e.g. message length, retransmission attempts
per packet, and number of retransmissions channels, in the simulations we
can study the effect of, e.g., different channel models, the interaction of
different traffic classes, or the actual (not worst case) bandwidth utilization.

4.6. Single-hop network based on IEEE 802.15.4
The IEEE 802.15.4 standard is intended for low-rate wireless personal
area networks (LAN/MAN Standards Committee of the IEEE Computer
Society 2006). Due to its special focus on low-energy consumption, 802.15.4
is often used in wireless sensor networks. Even though many industrial
applications involve sensors with limited energy supply, they still have
certain quality of service requirements, implying the need for predictable
and reliable communications.
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The framework for reliable real-time communication, presented earlier
in the thesis, is extended to a single-hop network with a logical star topology
using 802.15.4. The data traffic model is taken from a typical industrial
setting and identical to the IEEE 802.11 case, with short packets, in the order
of tens of bytes payload, transmitted bidirectionally between a central master
node and its surrounding slaves. Due to the assumption of EDF scheduling, a
deterministic medium access control enforcing this scheduling method is
needed even for this network. By deterministic MAC we mean that access to
the channel is granted in a predictable manner such that there is an upper
bound on the delay that can occur before channel access is granted. Note,
however, that a deterministic MAC method does not in any way guarantee
that the transmission will be successful, in terms of data correctness, once
channel access has been granted.
In 802.15.4, time can be divided into superframes containing a
contention access period (CAP), where medium access is granted according
to slotted Carrier Sense Multiple Access, Collision Avoidance (CSMA/CA).
The CAP can optionally be followed by a contention free period (CFP) where
guaranteed time slots (GTS) can be dedicated to specific nodes in the network
through reservations made during the CAP. Since channel access delays
cannot be upper-bounded (due to random back-off times in the CAP or
failure to reserve a GTS in the CFP) hard deadline guarantees cannot be
enforced with plain 802.15.4. As it is vital to keep existing standards without
alterations, we introduce a simple master-slave protocol with polling, which
can be used on top of 802.15.4.
4.6.1. IEEE 802.15.4
A network based on IEEE 802.15.4 has two different modes: beacon
enabled with slotted CSMA/CA medium access and non-beacon enabled with
unslotted CSMA/CA medium access. While the former is available only for
networks with a logical star topology, the latter is intended for logical mesh
topologies. As our work assumes a logical star topology, only the beacon
enabled mode is considered below.
The beacon is broadcasted at regular time intervals (beacon intervals) by
a network coordinator. Every beacon interval can be divided into an active
phase, called the superframe, and an optional inactive phase, designed to
enable a power saving mode, Figure 4-32. The maximum allowed length of
the superframe is equivalent to the beacon interval length. The superframe is
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divided into sixteen equally sized timeslots, where the beacon is the starting
point of the first of these slots. The superframe contains a CAP where
medium access is granted according to slotted CSMA/CA. The CAP can be
optionally followed by a CFP where GTSs can be dedicated to specific nodes
in the network. A node has to send an explicit request during the CAP for
allocation of one of the GTSs. The maximum number of GTSs is seven, and
thus the rest of the timeslots are occupied by the CAP. The possibility of
using GTSs, which was added to the standard to enable applications with a
need for guaranteed bandwidth, is only available for star topologies.

Beacon

Beacon

CAP

Inactive

Superframe
Beacon Intervall

Figure 4-32. Superframe structure without GTSs
Since the CAP is CSMA/CA-based, the random back-off procedure
makes channel access non-deterministic which means that it cannot be used
for critical real-time traffic since channel access times and queuing delays
cannot be upper-bounded. Further, as the reservation of a GTS is done during
the CAP, the worst case delay for the allocation request cannot be upperbounded. In addition, all GTS requests are treated according to a first-come,
first-serve rule, not taking deadlines into consideration and deallocation of
GTSs has to be made explicitly; otherwise the same time slot stays allocated
to the same node during all future superframes.
One area of related research deals with enabling real-time traffic in
802.15.4 networks without altering the standard, e.g., (Kim et al. 2005; Kim
et al. 2006; Koubâa et al. 2006; Shu 2008). However, even though QoS
improvements in terms of latency and reliability for time-critical messages
have been achieved, average performance rather than the worst case is
typically evaluated. The possibility of using GTSs that are part of the IEEE
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802.15.4 standard has been considered in (Francomme et al. 2006; Hameed et
al. 2008; Koubâa et al. 2008; Na et al. 2008; van den Bossche et al. 2006). But
since (Hameed et al. 2008; Koubâa et al. 2008; van den Bossche et al. 2006) do
not provide any timing details, and (Koubâa et al. 2008) base their work on
delay estimations, deadline guarantees cannot be provided. (Francomme et al.
2006) supports deadline guarantees, but merely for traffic with exactly one
transmission per superframe. (Na et al. 2008) does include a mathematical
schedulability analysis for delay-constraint traffic – but neither (Na et al.
2008) nor (Francomme et al. 2006; Hameed et al. 2008; Koubâa et al. 2008;
van den Bossche et al. 2006) consider retransmissions. One promising
improvement of 802.15.4 is the ANGEL Enhancement Layer (Kipnis et al.
2008) which adds priority queuing and stochastic service differentiation.
However, retransmissions are not treated and so far proof is provided only
through measurements. Without further timing analysis, deterministic
deadline guarantees cannot be given. Due to the advantages of IEEE 802.15.4
in industrial settings, it has given rise to industrial communication standards
such as WirelessHART (HART Communication Foundation 2007), placing a
time-slotted scheme on top of 802.15.4. While WirelessHART, evaluated in
e.g., (Petersen et al. 2009), provides deterministic channel access by
dedicated, pre-assigned timeslots, its lack of flexibility prevents efficient use
of retransmissions.
In (Gamba et al. 2009) link layer retransmissions are considered in a
centralized polling-based system similar to ours. Typically, moving the
retransmission mechanism up or down in the layers of the protocol stack
implies a trade-off between efficiency and flexibility. When lower layers
handle the retransmissions, the flexibility is reduced, but the efficiency may
be enhanced. However, in our case, when the constraint on network
utilization only allows a limited number of retransmitted packets, some
messages may not benefit from retransmissions (e.g., two packets in a
message require retransmissions but only one packet can be allowed by the
admission control mechanism). Hence, the network efficiency is higher if the
bandwidth used for retransmissions is available to all nodes and all messages
with a potential to reduce the MER.
4.6.2. System model
The system model from the network based on IEEE 802.11 can be
translated to be valid also for the IEEE 802.15.4 network. Considering some
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typical industrial applications, we assume a wireless network with a modest
number of slave nodes connected to a central master node in a logical star.
All slaves are within transmission range of the master with approximately
equal propagation delay and all communication takes place via the master
node using one single frequency channel. Dictated by the IEEE 802.15.4
standard, a sleep cycle is included and the chosen data rate is 250 kbps. The
frequency channel should be chosen to minimize the interference between
collocated 802.15.4 and 802.11 networks. There are four channels for
802.15.4 which do not overlap with the 802.11b (European) channel
selection (LAN/MAN Standards Committee of the IEEE Computer Society
2006). We further assume the availability of CRC checksums in all packets
and a negligible probability of lost acknowledgements. Since no link layer
retransmissions are needed these are assumed to be switched off, a feature
available e.g., with the IEEE 802.15.4 compliant ChipCon CC2420 (Chipcon
2004).
4.6.3. Deterministic medium access
To provide an upper bound on the queuing delay, we extend the basic
802.15.4 MAC method with our EDF polling scheme, resulting in a
deterministic MAC protocol upper-bounding the medium access delay. The
protocol is almost identical to the one designed for the IEEE 802.11-based
network, but the existence of the sleeping phase makes certain adaptations
necessary.
Note that a TDMA-based mechanism similar to WirelessHART could
have been chosen, but the benefit of polling is that it can be based on
instantaneous conditions, allowing retransmissions to enter the schedule
faster, as they do not have to wait for the next dedicated time slot. Since our
approach is placed on top of IEEE 802.15.4, the division of the superframe
into CAP and CFP is not necessary and the entire beacon interval (minus the
inactive interval) can be used for real-time communication. The
functionality in the added MAC layer is limited since all scheduling is located
in the transport layer, which hands down packets according to EDF. Due to
the added polling protocol the medium is always free when a packet is
handed down to the 802.15.4 MAC layer. Therefore no random back-off
delays will occur, rendering deterministic medium access possible. Also
acknowledgements and retransmissions are entirely handled by the transport
layer and erroneous packets are simply identified by the MAC layer and
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reported to the transport layer where appropriate measures are taken.
The key functionalities of the transport layer are still the real-time ARQ
scheme and the EDF scheduling of all traffic (including all retransmissions).
Traditional transport layer tasks such as flow and congestion control can also
still be omitted since both the traffic flow model and the schedulability test
limit the amount of traffic that needs to be handled in a timely fashion.
Transport layer acknowledgements are only used by slaves when
acknowledging the successful reception of a packet from the master. The
retransmission of erroneous packets to the master is administered (polled for)
by the master without the need for acknowledgements. Consequently, no
link layer acknowledgements provided by 802.15.4 are used. To enable
retransmissions, the slave nodes keep all packets until the deadline has
passed.
Master node functionality
At start up, the master node receives (e.g., by the system manager) the
necessary traffic specifications and the retransmission parameters. For all the
accepted RTCs (having passed the EDF feasibility check described earlier),
deadline guarantees can be given. Based on the parameters of the RTCs, the
master creates an EDF sorted queue of polling packets (to collect data from
slaves) and data packets (to be transmitted from the master to slaves). The
master will treat the packets one by one, determining for each one, their type
and waiting time, accounting either for the reception of a requested packet
from a slave (Ttimeout_poll,i) or for the acknowledgement for its own transmitted
data packet (Ttimeout_data,i). If and only if this time is as long as, or shorter than,
the time left until the end of the contention based phase, the master will
send its polling or data packet. Not until this timeout has ended is the master
allowed to treat the next packet in the EDF queue. After the timeout, the
master node transport layer checks for newly arrived packets from its
underlying MAC layer, i.e., a packet from the polled slave or simply an
acknowledgement for a correctly received packet. Before scheduling a
retransmission of an absent or erroneous packet after an elapsed deadline, the
master checks if the maximum number of allowed retransmission attempts
(Nattempt) is reached and if a sufficient number of retransmission channels that
have not been used during the length of one retransmission period (Pre) is
available. Only if both requirements are fulfilled, a retransmission is
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scheduled. Otherwise, the packet and all other packets belonging to the same
message are discarded. Checking retransmission channel availability is
crucial to assure that no previously guaranteed deadlines are violated. A flow
chart for master node functionality is presented in Figure 4-33.
The timeout values are calculated as:

Ttimeout _ poll ,i = T procM + Tpoll + Tprop + T procS
+Tdata ,i + T prop + T procM _ CRC + Tmargin ,
Ttimeout _ data ,i = T procM + Tdata ,i + T prop + T procS _ CRC
+TACK + T prop + T procM + Tmargin .

(4.61)

(4.62)

TprocM denotes processing time needed by the master before the packet can
leave the node, while TprocS is the time needed by the slave to identify a
requested packet. In addition, the processing times include delays introduced
by the underlying 802.15.4 protocol, i.e., the necessary interframe space and
time for carrier sensing. Additional processing time Tproc_CRC is needed for
error checking when the received packet is a data packet. TACK, Tpoll and Tdata,i
are the transmission times of an acknowledgement, a polling and a data
packet, respectively. Tprop denotes a common propagation delay, while a time
margin (Tmargin) is introduced to compensate for inexact synchronization or
propagation variations and serves as a safety margin between the expected
reception of a data or acknowledgement packet and the actual timeout. For a
graphical illustration of equations (4.61) and (4.62), Figure 4-34 and Figure
4-35 provide time-sequence diagrams for slave-to-master and master-to-slave
communication respectively.
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Figure 4-33. Flow chart for transport protocol in the master node
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Figure 4-34. Time-sequence diagram for slave-to-master communication

Figure 4-35. Time-sequence diagram for master-to-slave communication
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Slave node functionality
Also in this IEEE 802.15.4-based network, slave nodes are assumed to be
simpler and lack logic for retransmission administration and schedulability
analysis. All ordinary transmissions are stored in a software queue which is
continuously populated by periodic application data packets. Furthermore, a
small random access memory is present for sent packets awaiting possible
retransmission. If no retransmission is requested before a packet’s deadline, it
will be discarded. As acknowledgements are sent in direct response to the
reception of a data packet, no memory for storing those is necessary. The
transport layer at a slave node distinguishes between three types of packets,
data, retransmission requests and polling packets. Arriving packets have
already been error checked by the MAC layer. Data packets trigger the
generation of acknowledgements, while polling packets trigger the selection
of a particular data packet from the local random access memory
(retransmission) or the software queue (ordinary transmission). The flow
chart for slave node functionality is presented in Figure 4-36.

Figure 4-36. Flow chart for transport protocol in the slave node
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4.6.4. Timing and real-time scheduling analysis
In this section, both timing analysis and scheduling analysis are
described. Compared to the framework, the introduction of the 802.15.4
network makes certain adaptations to the analysis necessary.
Timing parameters
In accordance with the standard, the beacon interval time, TBI, denotes
the amount of time from the start of the transmission of the beacon until the
next beacon starts, Figure 4-37. TBI has three main parts (not taking into
consideration the optional phase with GTS which is not used in our solution),
the transmission time of the beacon, Tbeacon, the CAP, TCAP, and an inactive
phase, Tsleep. The interval described by the beacon interval minus the inactive
phase, is also called the superframe time, TSF. The actual length of the CAP
usable for transmitting packets is further shortened by the equivalent of the
time it would take to transmit one packet which would not be able to finish
completely before the end of the CAP. Due to the nature of the polling
protocol, this time consists of: the transmission time of one data packet
(Tdata), either a polling (Tpoll) or an acknowledgement (TACK) packet, and two
propagation delays (Tprop). Further, processing delays in the master and in the
slave (TprocM, TprocS), one of them also including error checking (TprocM_CRC,
TprocS_CRC) and the time constant (Tmargin) compensating for, e.g., small
differences in time synchronization, all have to be taken into account.
Therefore, TCAP is :

TCAP = TBI − Tsleep − Tbeacon − Tdata − 2 ⋅ T prop − Tmargin

{(

)(

)}

− max TACK + TprocM + TprocS _ CRC , T poll + T procS + T procM _ CRC .

(4.63)

To compensate for the periods of time when no packet transmission is
possible, i.e., during the sleeping phase and during the time just before the
sleeping phase when it is too late to initiate a new packet transmission, we
introduce the concept of experienced bit rate, re. Since the actual bit rate r
can only be used for a limited time during each beacon interval, re represents
the average bit rate experienced by the data traffic as if the medium would
have been available during the entire beacon interval. It is calculated as:
re = r ⋅

TCAP
.
TBI
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(4.64)
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Figure 4-37. Superframe timing parameter
Due to this scaling of the bit rate, the experienced transmission times of data
(Tedata,i), acknowledgement (TeACK), and polling (Tepoll) packets are given by
the length of a packet divided by the experienced bit rate as:
e
Tdata
,i =
e
TACK
,i =
e
T poll
,i =

Ldata ,i
re

,

LACK ,i

,

re
L poll ,i
r

e

(4.65)

,

(4.66)
(4.67)

where Lx indicates the length of the respective type of packet. For the sake of
simplicity, all data packets are assumed to be of equal length, even if the
framework supports packets of arbitrary lengths. The new transmission times
will influence the timeout values calculated earlier in Equation (4.61) and
Equation (4.62), which now become:
e
e
Ttimeout
_ poll ,i = T procM + T poll + T prop + T procS
e
+Tdata
,i + T prop + T procM _ CRC + Tmargin ,

e
e
Ttimeout
_ data ,i = T procM + Tdata ,i + T prop + T procS _ CRC
e
+TACK

+ Tprop + T procM + Tmargin .
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(4.68)

(4.69)

Timing analysis
Here again the basic definitions are repeated in the beginning to ease
understanding. Since each RTC is defined as τi = {Si, Ri, Pi, Li, Di}, where i = 1,
2, …, Q, this yields Q RTCs existing simultaneously in the system.
Correspondingly, the ReRTCs, defined as τre,j = {Sre,j, Rre,j, Pre,j, Lre,j, Dre,j} with j
= 1, 2, …, M, gives M concurrently existing retransmission channels. Earlier
we described the division of the deadline Di into one deadline for ordinary
transmissions Dord,i and one for retransmissions Dretr,i. In order to determine
the maximum queuing delay for an ordinary transmission dord,i, several
parameters have to be subtracted from the corresponding deadline Dord,i. The
worst-case situation is when, firstly, the transmission of a packet has just
started, while secondly, a packet with higher priority (shorter deadline)
arrives to the EDF queue, and thereafter, thirdly, the sleep cycle starts. This
means that the newly arrived packet will first have to wait during the entire
transmission time of this previous packet, i.e., max{Ttimeout_poll,i, Ttimeout_data,i}.
Further, these parameters have to be subtracted twice, since all transmissions
have to have ended before the end of the active phase according to the
802.15.4 standard. Therefore, the high priority packet cannot be transmitted
if the time remaining in the current phase is too short for its entire
transmission to finish. Finally, we also have to include the length of the sleep
phase (Tsleep) and the subsequent beacon transmission (Tbeacon). This results in
the following maximum queuing delay for slave-to-master (dordM→S) or
master-to-slave (dordS→M) packets:

(

dordM → S = Dord ,i − 2 ⋅ T prop + Tdata + TACK + T procM + T procS _ CRC + Tmargin
−Tx − Tsleep − Tbeacon ,

(

) (4.70)

dordS → M ,i = Dord ,i − 2 ⋅ T prop + T poll + Tdata + T procM _ CRC + T procS + Tmargin
−Tx − Tsleep − Tbeacon ,

) (4.71)

where the delay introduced by the previous packet, for reasons of readability
is denoted Tx:

Tx = 2 ⋅ T prop + max{Tα , Tβ },

(4.72)

with

Tα = Tdata + TACK + T procM + T procS _ CRC ,
Tβ = T poll + Tdata + T procM _ CRC + T procS .
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(4.73)

The max function is used as we cannot know if the previous packet was
slave-to-master or master-to-slave communication, and we have to assume
the worst case.
A corresponding calculation of maximum queuing delay has to be made
for retransmission deadlines. The division of the application deadline into
Dord,i and Dretr,i is guided by a system parameter limiting the amount of time
spent on retransmissions. It is identical for all channels, so without loss of
generality we again set Dretr,i =Dretr. The deadline per retransmission for any
channel, DretrM→S or DretrS→M, denoting master-to-slave and slave-to-master
RTCs respectively, is

DretrM → S ,i = DretrS → M ,i =

Dretr
.
N attempt

(4.74)

So to guarantee the deadlines of individual retransmission attempts, we
further define the deadline of all retransmission channels to be the length of
one retransmission attempt, i.e.,

Dre = Dre, j = DretrM → S ,i .

(4.75)

We also isolate the maximum queuing delay for packets sent on a
retransmission channel. Taking the whole deadline per retransmission
attempt, and thereby the deadline of the retransmission channel, as a starting
point we have to subtract the same parameters as for ordinary packets. Again
the maximum queuing delay will be experienced when a packet arrives in
the queue just as another packet with a longer deadline has started to
transmit, and after that the sleeping phase will commence. In accordance
with (4.70) and (4.71), we calculate the maximum queuing delay for a packet
of channel i in the master-to-slave communication case, dretrM→S,i, as:

d retrM → S ,i = Dre − 2 ⋅ T prop − Tdata − TACK − T procM − T procS _ CRC
−Tmargin − Tx − Tsleep − Tbeacon .

(4.76)

In slave-to-master communication, i.e., when the master is polling the
slave for the retransmission of data, the maximum queuing delay of this
packet (dretrS→M,i) is:

d retrS → M ,i = Dre − 2 ⋅ T prop − Tpoll − Tdata − TprocM _ CRC − TprocS
−Tmargin − Tx − Tsleep − Tbeacon .
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(4.77)

Real-time schedulability analysis
Assuming a single channel network, the utilization condition is basic:
the utilization must not be higher than 1 at any time. This condition holds
true even in the presence of a sleeping phase and packet blocking times due
to the introduction of the experienced bit rate. According to EDF scheduling
theory, adapted to our context, the utilization is given by:
e
 Ttimeout
_ poll ,i ⋅ N i
U = 

Pi
i =1 
V

e
 Ttimeout
_ retr _ poll ,i
+ 

Pre,i
i =1 
X

e
 W  Ttimeout
_ data ,i ⋅ N i
 + 
 i =1 
Pi








e
 Y  Ttimeout
_ retr _ data ,i
 + 
 i =1 
Pre,i




.



(4.78)

V and W denotes the number of RTCs from master to slave and slave to
master, respectively, and V + W = Q, which is the total number of RTCs in
the network. Accordingly, X and Y denotes the number of ReRTCs from
master to slave and slave to master, respectively, and X + Y = M, which is the
total number of ReRTCs in the network. Ni indicates the number of packets
that RTC i is sending each instance of its period Pi. This parameter is absent
in sum three and four, as retransmission channels always only send one
packet during their period Pre,i. Tetimeout_poll,i and Tetimeout_data,i are used according
to their definitions in (4.68) and (4.69), while the timeout parameters for the
retransmissions are introduced solely for ease of understanding and are
defined as Tetimeout_retr_poll,i = Tetimeout_poll,i and Tetimeout_retr_data,i = Tetimeout_data,i.
The workload function h(t) is summing all transmission times of all
messages by all RTCs and ReRTCs in all periods, only including message
instances that have their absolute deadline before time t, measured from the
start of the hyperperiod of all channels. We calculate the workload function
as follows:
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h (t ) =



  t − d ordS → M ,i  
e
1 + 
  ⋅ Ttimeout _ poll ,i ⋅ Ni
Pi

 

)



  t − dordM → S ,i  
e
1 + 
  ⋅ Ttimeout _ data ,i ⋅ Ni
Pi

 

)



  t − d retrS → M ,i   e
1 + 
  ⋅ Ttimeout _ retr _ poll ,i
 
P
 
re
i
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  t − d retrM → S ,i   e
1 + 
  ⋅ Ttimeout _ retr _ data ,i .
 
P
 
re,i
 

i∈[1,V ],
d ordS → M , i ≤t

+

+

+

i∈[1,W ],
d ordM → S , i ≤t

i∈[1, X ],
d retrS → M ,i ≤t

i∈[1,Y ],
d retrM → S ,i ≤t

(

(

(4.79)

These four summation terms correspond to the terms in the utilization
calculation in (4.78). Term one and two calculate the workload imposed by
master-to-slave and slave-to-master RTCs, respectively, while term three and
four add the maximum workload introduced by the retransmission channels.
The feasibility test still tests h(t) ≤ t, ∀t. The calculation instances for this case
can formally be specified as:
V

W

i =1
X

i =1
Y

t ∈ {m ⋅ Pi + dordS → M ,i : m = 0,1,2...} + {n ⋅ Pi + dordM → S ,i : n = 0,1,2...}
+{a ⋅ Pre,i + d retrS → M ,i : a = 0,1,2...} + {b ⋅ Pre,i + d retrM → S ,i : b = 0,1,2...},
i =1

(4.80)

i =1

where t ∈ [1;Pbusy1].
4.6.5. Simulation study
In order to evaluate the improvement in MER, a computer simulator
was implemented in MatLab. The simulator includes the IEEE 802.15.4 MAC
layer, our MAC layer extension with polling, and the transport layer
admission control and retransmission protocol. We are assuming a logical star
topology with single-hop traffic, a data rate of 250 kb/s going both ways
between one central master and nine connected slave devices. It should be
noted that the number of requested real-time channels is the limiting factor,
not the number of nodes. We further assume a packet length of 120 bits for
data, acknowledgement, and polling packets, which is the minimum size
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allowed in the IEEE 802.15.4 standard. Since the ACK packets used by the
standard are not able to carry any additional data (as e.g. the identity of a
real-time channel) it is necessary to use small data packets instead. Assuming
a propagation speed through air of 3·108 m/s, we set the propagation delay to
0.3 μs, corresponding to a distance of approximately 100 m. The beacon
frame length is set to 122.88 ms. Two different lengths of superframes are
tested, 61.88 ms and 30.72 ms. This choice of values means that during
approximately 50% or 75% of the beacon interval, respectively, the nodes
will be in an energy saving sleeping mode to prolong battery lifetime.
As the standard is designed with low-rate traffic in mind, the simulated
traffic classes are chosen trying to emulate the traffic properties of industrial
applications. The traffic class definitions are found in Table 4-7 and for all
simulations, the traffic channels are randomly chosen from these different
traffic classes. The source and destination nodes are randomized amongst all
nodes; however, the master node has to be either source or destination for
each channel. For both random choices we use a uniform distribution. For
the retransmissions, we assume a set of identical retransmission channels
with the number of retransmission attempts, Nattempt, fixed to 2, while the
number of ReRTCs, M, is varied from 2 to 4 and 8.

Table 4-7. Traffic specification
The channel model adopted is Gilbert-Elliot with two states
corresponding to two bit error rates, 10–2 and 10–4. The probability of state
changes are set to 1% for leaving the state with low error probability, and
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50% for leaving the high error probability state at each time step in the
simulation. One time step corresponds to one packet exchange between the
master and one of the slaves. The channel model has been chosen to emulate
a situation where most of the time, the BER is relatively low, but during
short periods of time, the medium suffers from a higher noise leading to
bursts of errors due to, e.g., a mobile obstacle interfering with the radio
propagation, or a transmission on a collocated network using an interfering
frequency channel. Knowing the BER Pb and the message length in bits (L),
the average message error rate Pm can be calculated by
L

Pm = 1 − (1 − Pb ) .

(4.81)

Due to the fact that our messages consist of several packets, which in their
turn consist of several bits, even a relatively low BER will result in a fairly
high MER.
The performance measures evaluated in the simulator are network
utilization and MER, with and without packet retransmissions, as a function
of the number of requested RTCs for different lengths of the sleeping phase.
Note, however, that one traffic flow, i.e., one RTC, is not equivalent to one
node, as several traffic flows can be allocated between two nodes. When
evaluating the utilization and the MER, only accepted RTCs are included and
RTC i is accepted only if the real-time analysis can find a feasible schedule
for the case when RTC i is included. Otherwise RTC i is rejected. The actual
utilization value generated by one RTC also includes the polling or ACK
packet and the propagation delay of both packets. When we use
retransmissions, it still holds true that only accepted original RTCs are
included in the utilization calculation. However, the introduction of ReRTCs
into the network reduces the maximum utilization possible by original RTCs.
Knowing the experienced bit rate (re), the packet length (Lre) of a ReRTC, its
period (Pre), and the total number of ReRTCs (M), the maximum bandwidth
utilization by ReRTCs (Ure) is:

U re

 Lre + LACK / poll

+
⋅
T
2

prop 
re

 ⋅ M.
=
Pre

The results for the different cases are shown in Table 4-8.
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(4.82)

2
Appr. 50% of BI 0.0066
Appr. 75% of BI 0.0136

4
0.0132
0.0272

8
0.0264
0.0544

Table 4-8. Maximum network utilization by retransmission channels
The results of the evaluations are presented in Figure 4-38 to Figure
4-41 for sleeping phases of 50% and 75% of the beacon interval length,
respectively, where Figure 4-38 and Figure 4-40 show the network
utilization during the active phase and Figure 4-39 and Figure 4-41 the MER.
In all figures, the solid line depicts the polling scheme without
retransmissions, while the dashed lines show the results when using our
transport layer retransmission scheme. In Figure 4-38 the utilization curves
coincide for low numbers of RTCs when the schedulability is not influenced
by the introduction of retransmission channels due to the system being
lightly loaded. The utilization curve for the case of no retransmissions
indicates that saturation of the network with maximum utilization is reached
at 88 requested channels. The utilization penalty introduced by
retransmission channels is about 40 percentage points for all simulated
numbers of ReRTCs. Consequently, with the introduction of retransmission
channels, the utilization by ordinary traffic is reduced considerably. The
reason for this is that the limiting factor for channel admission is not the
utilization constraint, but the workload constraint. Due to the shortening of
the deadline when dividing it into ordinary and retransmission deadline, the
traffic becomes more difficult to schedule as soon as retransmissions are
introduced. The increasing MER with increasing number of RTCs in Figure
4-39 and Figure 4-41 when using retransmissions can be explained by the
fact that fewer RTCs will require fewer retransmissions, which means that
the probability of having a ReRTC available is higher. When the number of
requested RTCs is very small, the different message lengths of the traffic
classes and the bursty error model lead to a fluctuation in the MER which
can be seen in the slight sinking of the curve before starting to rise along
with the number of requested RTCs. Without retransmissions, the
bandwidth can be used to a higher degree, but the MER lies at almost 10-1,
which means that one in ten messages will be erroneous and has to be
discarded. The MER is reduced with a higher value of M. With two ReRTCs,
the MER improves to about 10-2, while four ReRTCs result in a MER of 10-3
for few RTCs and 10-2 for higher numbers of requested RTCs. The MER could
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be pushed down all the way to almost 10-4 for few requested RTCs with eight
ReRTCs, but settles between 10-3 and 10-2 when the number of RTC requests
is high.
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Figure 4-38. Simulation results for U for sleeping phase of 50% of the beacon
interval
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Figure 4-39. Simulation results for MER for sleeping phase of 50% of the
beacon interval
When studying the amount of real-time traffic flows schedulable in the
network at a sleeping phase of about 50% of the beacon interval,
approximately 88 RTCs is a very high number for industrial networks. If the
application does not require such a large amount of traffic flows, it is possible
to instead increase the length of the sleeping phase in order to prolong the
battery lifetime of the sensor network. Therefore, in the second simulation
setting, the length of the sleeping phase was increased to approximately 75%
of the beacon interval, depicted in Figure 4-40 and Figure 4-41. Again we can
see that the utilization curves in Figure 4-40 follow each other when the
number of RTCs is small. The saturation point without retransmissions is
reached at about 42 requested RTCs which still allows for a reasonable large
network. The initial MER value without retransmissions is again at 10-1, with
a bandwidth utilization of approximately 0.98. The introduction of
retransmission channels introduces a utilization penalty of about 45
percentage units, relatively independent of the number of ReRTCs. The
reason for this is again that as soon as retransmissions are introduced the
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traffic becomes more difficult to schedule since the deadlines are shortened
by dividing them into ordinary and retransmission deadlines. However,
introducing more ReRTCs does not imply much more penalty. The
utilization curves for 2 and 4 ReRTCs coincide in Figure 4-40. However, the
improvement in MER varies with the number of ReRTCs. Two
retransmission channels offer improvements of around one order of
magnitude, while four retransmission channels for low requested RTC
numbers can reach an improvement of between one and two orders of
magnitude. Eight ReRTCs decrease the MER to between 10-4 and 10-3. Again
the curve for 8 ReRTCs experiences the already described fluctuation for a
low number of requested RTCs due to the varying message lengths of the
RTCs and the bursty error model.
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Figure 4-40. Simulation results for U for sleeping phase of 75% of the beacon
interval
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Figure 4-41. Simulation results for MER for sleeping phase of 75% of the
beacon interval
4.6.6. Summary
We present an approach for increasing predictability and reliability in a
single-hop wireless industrial network using IEEE 802.15.4. Our framework
provides deadline guarantees for both ordinary transmissions and
retransmissions and is able to decrease the MER by several orders of
magnitude while keeping the utilization penalty at reasonable levels. Our
solution adds a deterministic MAC mechanism and a transport level protocol
with a truncated retransmission scheme, which both can be used on top of
the IEEE 802.15.4 standard. Placing retransmissions at the transport level
enables also here a high degree of flexibility, since retransmissions of
individual packets can be granted based on the overall success possibility of
the entire message. These additions enable the use of the existing standard
for industrial applications with special demands on predictability and
reliability.

211

4.7. Single-hop multi-frequency networks based on IEEE
802.15.4
Industrial networks based on IEEE 802.15.4 are spreading, even though
the joint requirement on predictability and reliability from industrial
applications is hard to fulfil in wireless networks. Additionally, using
retransmissions, as suggested previously, further reduces the data rate, an
already limited resource in IEEE 802.15.4. In order to counteract this
reduction of effective data rate, the time diversity introduced by
retransmissions can be complimented by the introduction of frequency
diversity. With the goal of providing real-time guarantees, with increased
reliability and throughput, we propose two multichannel network
architectures based on IEEE 802.15.4 with predictable medium access, realtime analysis admission control and transport layer retransmissions. We
evaluate the architectures in terms of reliability, utilization, delay,
complexity, scalability and energy efficiency.
Our goal in this part of the thesis is to increase the effective bandwidth
with IEEE 802.15.4 by introducing diversity not only in the time domain
through retransmissions, but also in the frequency domain using
multichannel communication. Aiming towards a multichannel master-slave
network, two different network architectures with different single-hop star
topologies are considered. The most straightforward design choice is to equip
each node with several IEEE 802.15.4 transceivers fixed to different
frequency channels. In order not to overlap with frequencies in IEEE
802.11b based networks, four frequency channels are available (LAN/MAN
Standards Committee of the IEEE Computer Society 2006). The number of
slaves in the network is assumed to be higher than the number of frequency
channels F, but does not have to be. The second network architecture uses
one transceiver at each slave, but tuneable over all F frequencies. The
effective bandwidth is increased through the use of multiple frequency
channels, while still keeping the advantageous energy saving behaviour of
IEEE 802.15.4, which includes a synchronized sleep phase for all nodes in the
network. The first design choice is more costly in terms of hardware and
energy consumption, but is likely to provide higher reliability and increased
throughput as compared to a traditional single-channel IEEE 802.15.4
network. The second design choice is less costly in terms of hardware, but
tuning to different frequencies reduces the network efficiency even if it
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provides increased robustness through frequency diversity. We investigate
the performance of the proposed architectures in terms of reliability,
predictability, bandwidth utilization, delay, scalability, hardware cost,
software complexity and energy efficiency.
Earlier efforts of multichannel protocols include both distributed and
centralized MAC protocols for wireless ad-hoc and sensor networks (Lo
2009; Mo et al. 2008; Wang et al. 2008). However, even if multiple
frequencies exists, they are not used concurrently, but merely alternatively
and none of the reviewed protocols can provide predictable medium access.
(Andersson et al. 2007) presents a multichannel MAC protocol for general
wireless networks, but does not include retransmissions, while the
scheduling mechanism presented in (Rangnekar et al. 2006) does not
consider communication errors. Examples of multichannel MAC protocols
for IEEE 802.15.4, e.g. (Namboothiri et al. 2009) and (Le et al. 2008), do not
consider real-time guarantees or reliability.
4.7.1. Evaluation Criteria
To evaluate the proposed multichannel network architectures, the
following metrics are used:

• Reliability
Since the admission control based on real-time analysis ensures that
only RTCs for which a deadline guarantee can be provided are allowed into
the network, the deadline miss ratio due to late packet arrival is always zero.
Nevertheless, deadline misses due to message errors can still occur, making
the message error rate an important performance measure. However,
reliability is not only increased through the time-diversity and data
redundancy provided by retransmissions but also through frequency and
hardware redundancy introduced by multiple transceivers, all contributing
to increased network robustness and reliability.

• Bandwidth utilization capability
The capability of utilizing as much of the available bandwidth as
possible depends on the flexibility of channel allocation and the degree of
concurrency that can be achieved, i.e., how well the frequency diversity is
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exploited. A higher number of concurrent channels available at a node may
lead to increased bandwidth and lower delay if properly exploited.

• Delay
The worst case delay depends on the architecture and the resulting
blocking behaviour of packets to and from a node. However, also average
delay and the delay jitter are of interest. Delay also connects to concurrency.

• Scalability
The network can be limited by several factors. Here we consider the
relation between the number of slave nodes, frequencies and transceivers per
node. Multi-hop networks, however, are not considered.

• Hardware and software complexity
simply indicates the estimated hardware cost per node in terms of
number of transceivers and the relative complexity of the channel allocation
algorithm (at run-time), taking into account the number of concurrent
frequency channels per node.

• Energy usage
is assuming a simple relation between the number of transceivers per
node and its energy usage.

4.7.2. Network Architectures
To extend the single-channel framework presented in the previous
section to a multichannel wireless network, we equip, in the first
architecture, each node with F transceivers fixed to F different frequency
channels. The second multichannel network architecture equips the master
node with F fixed transceivers, assuming it to be more powerful and less
resource restricted than the slave nodes, but only one transceiver per slave,
tuneable over all F frequencies. For a graphical illustration of the network
architectures see Figure 4-42 for the single-frequency network, Figure 4-43
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for multichannel network I with F fixed transceivers at each node, and
Figure 4-44 for multichannel network II with F fixed transceivers at the
master node and one tuneable transceiver at the slave nodes.

Figure 4-42. Single-channel network: The central master node and all slave
nodes are equipped with one fixed-tuned transceiver.

Figure 4-43. Multichannel network I: The central master node and all slave
nodes are equipped with F fixed-tuned transceivers.
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Figure 4-44. Multichannel network II: The central master node is equipped
with F fixed-tuned transceivers, while all slave nodes are equipped with one
transceiver tuneable over F frequencies.
Baseline: Single-channel network
As a starting point for the multichannel protocols we take the singlechannel protocol introduced previously. As stated above, the MAC
mechanism in the single frequency network is an extension of the IEEE
802.15.4 MAC protocol with a polling mechanism providing predictable
channel access and the ability to schedule traffic according to EDF.
Multichannel I: F fixed transceivers
In this network architecture all nodes, i.e., both the master and all
slaves, are equipped with F fixed transceivers. The availability of F
concurrent frequency channels to access all nodes at any given time enables
different organizational approaches. Either we can allow information
dissemination via all frequencies or have one dedicated control or
retransmission frequency channel, while the remaining F – 1 channels are
used for data dissemination. Alternatively, we can use some of the channels
for delay-constrained real-time traffic and the remaining for best effort data
traffic. With appropriate scheduling, we can guarantee concurrent

216

transmission of at most F packets, i.e. a pure EDF handling of the F packets
with the earliest deadlines. All schemes enable diversion of traffic to another
frequency, avoiding unnecessarily high packet loss in the presence of high
interference at one particular frequency channel.
When choosing to not allocate a special control frequency, the master
can schedule which information that should be sent on each frequency at
each time instance. The beacon, sent out periodically by the underlying IEEE
802.15.4 protocol, can be broadcasted on all frequencies so that all slaves
receive it on all frequencies. Based on the address field in the packet header
the slaves assess the relevance of each packet themselves. As the master polls
each slave, and has global knowledge of the scheduling, no medium access
collisions due to several nodes trying to use the same frequency occurs. In
fact, the polling procedure happens on all frequencies concurrently. The
absence of an expected data packet or ACK from a particular slave at the end
of a message deadline leads the master to check the availability of
retransmission channels – unless the missing packet has already reached the
maximum number of allowed retransmissions – and schedules
retransmissions in exactly the same manner as an ordinary transmission.
Alternatively, one of the frequency channels could be allocated for
control traffic only. The control channel would be carrying polling messages
asking for data packets from the slaves, to be transmitted on another
frequency. This leaves F – 1 frequencies for actual data traffic, both ordinary
transmissions and retransmissions, allowing F – 1 concurrently transmitted
data packets, to and from the master. Data packets transmitted by the master
do not need to be announced on the control channel as slaves are listening on
all frequencies anyway, and therefore are ready to receive. However, the
following ACK needs to use a designated data channel, as slaves do not have
access to the control channel. Network wide polling information can be
broadcasted over the control frequency in parallel with the ordinary data
traffic over the remaining frequencies. However, as the control channel is
used exclusively for polling traffic, it may not be sufficiently utilized. The
same holds true for a variant where retransmissions use a dedicated
frequency channel. Further, system vulnerability is increased by grouping
polling packets or retransmissions onto one single frequency. Consequently,
the alternative with a dedicated control frequency is not treated further here.
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Multichannel II: one tuneable slave transceiver
In this architecture, the slaves have one transceiver each, tuneable over
F different frequencies, while the master has F transceivers, each one fixed
to a single frequency. Since a slave only can be reached through one
frequency at a time, the master has to consider traffic flow dependencies
when allocating the frequencies and only one RTC having a particular node
as its destination can be allocated at each instance. This also results in a
maximum of one packet that can be guaranteed EDF treatment. The fewer
concurrent frequencies a slave is reachable on, the harder it is for the master
to use the bandwidth efficiently and exploit the frequency diversity, as
dependencies amongst the different real-time traffic channels come into
play. Given the real-time constraint, the packet with the shortest deadline is
allocated first, but the remaining F – 1 frequencies can only carry packets to
or from slaves not involved in another transmission. A packet with the
second earliest deadline involving the same slave cannot be scheduled
concurrently. The master therefore goes through the EDF queue, identifying
the F – 1 packets with earliest deadlines, but pertaining to individual slaves.
When having identified which (at most) F packets, including retransmission
packets, are to be sent during the next time instance, the master broadcasts
this information on all frequencies. Next, all slaves tune their transceivers to
the respective allotted frequency channel and the data transfer takes place in
parallel. We need to tune for each packet (rather than for each message or
each flow) to cater for packets or retransmissions with earlier deadlines
entering the queue. The reason for having tuneable transceivers, rather than
one dedicated frequency, for each slave is that the network is likely to
contain more slaves than available frequency channels. Tuning, however,
introduces additional delay, firstly when the slaves, after having processed
the control information, tune to the frequency on which they are supposed
to transmit or receive next. Secondly, the ACK for packets sent from the
master to slaves needs to be transmitted before the next control message can
be broadcasted, prolonging the period of control messages. For slow devices
the tuning time between two frequency channels can be as long as the
transmission time for one packet (Le et al. 2008), which means that the
possible bandwidth utilization is decreased substantially. However, progress
in hardware development will enable fast tuning devices, decreasing this
disadvantage in the future, and thus this architecture represents an
interesting alternative.
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4.7.3. Timing details and analysis
A timing analysis for a single-channel IEEE 802.15.4 network was
conducted earlier, but adaptations are necessary for it to be applicable also to
multiple channels.
Timing parameters
Recall that the superframe includes both the actual beacon and the CAP.
Beacon transmission time and CAP length are denoted as Tbeacon and TCAP,
respectively. We assume that no GTSs are used as they are neither necessary
nor sufficient to guarantee an upper delay bound. Not all of the CAP can be
used for transmissions as each packet transmission has to be finished before
the start of the sleeping phase. Hence, the actual (useable) length of the CAP
is reduced by the maximum time it takes to send one packet (Ttimeout).
Therefore, TCAP can be calculated as:

TCAP = TBI − Tsleep − Tbeacon − Ttimeout .

(4.83)

As described below, the value of Ttimeout is different for different architectures,
as the MAC protocol is adapted accordingly.
To account for the sleeping phase we again use the concept of
experienced bit rate (re), which is a scaled down bit rate as compared to the
real rate r. The scaling factor depends on the length of time provided for
communications, i.e. TCAP, in comparison to the length of the whole beacon
interval, as:

re = r ⋅

TCAP
.
TBI

(4.84)

The experienced transmission time of data (Tedata), polling (Tepoll) and ACK
(TeACK) packets scales accordingly. For multichannel case I, r is the combined
bit rate of all channels, i.e., F times the bit rate of one frequency.
Single-channel case

Ttimeout in the single-channel case is calculated by taking into
consideration the following sequence of time intervals. The master starts by
processing the packet before transmission (TprocM), followed by the actual
transmission (Tpoll or Tdata) and propagation time (Tprop). Upon arrival the
packet is processed by the slave, and in case it is a data packet, a CRC check is
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done (TprocS or TprocS_CRC). Thereafter, the slave transmits a response (Tpacket or
TACK), resulting in another propagation delay. The master processes the
packet and, in case it is a data packet, does a CRC check (TprocM or TprocM_CRC).
Taking into consideration the possibility of delay propagation variations or
inexact synchronization between master and slaves, a short time margin
(Tmargin) is added as a safety margin between the time when the master
expects a packet and its actual time of arrival. The equations from the
previous section are repeated here for convenience:

Ttimeout _ poll ,i = T procM + T poll + T prop + T procS
+Tdata ,i + T prop + TprocM _ CRC + Tmargin ,
Ttimeout _ data ,i = T procM + Tdata ,i + T prop + T procS _ CRC
+TACK + T prop + T procM + Tmargin .

(4.85)

(4.86)

Eq. (4.85) matches the case of the master polling for a data packet from a
slave. Eq. (4.86) assumes a data packet sent by the master which then awaits
an ACK from a slave.
Multichannel I
Having F fixed transceivers in all nodes results in exactly the same chain
of events as for the single channel case, so eq. (4.85) and (4.86) are directly
applicable.
Multichannel II
With a tuneable transceiver at each slave and F fixed transceivers at the
master, further delays have to be considered. The master starts by processing
the packets to be sent and then broadcasts a control packet on all frequencies.
Considering the frequency limitations, the control packet concerns a
maximum of four frequencies, upper-bounding the packet length. After the
transmission time and propagation delay of the control packet, the slaves
process the received packet and then tune their transceivers to the respective
frequency indicated in the control packet, introducing tuning delay (Ttune).
We then have to differentiate between two cases: traffic flows from the slave
to the master and vice versa. For the first case, the slave simply sends the
requested data packet to the master on the indicated channel, resulting in
transmission and propagation delay, processing and CRC checking delay at
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the master, and an additional time margin as stated for the single channel
case earlier. For the second case of traffic flows originating at the master, the
master waits for the slave to tune and then sends a data packet. The slave
processes the received packet and conducts a CRC check, before it answers
with an ACK, which then is processed by the master. Even here the time
margin is added. In this architecture, the extra polling packet introduced also
for data packets sent from the master to the slave results in additional
transmission and propagation delay, processing time, plus tuning time:

Ttimeout _ poll ,i = T procM + T poll + T prop + T procS + Ttune + Tdata,i
+T prop + T procM _ CRC + Tmargin .
Ttimeout _ data ,i = TprocM + T poll + T prop + T procS + Ttune + Tdata,i + T prop
+T procS _ CRC + TACK + T prop + TprocM + Tmargin .

(4.87)

(4.88)

Here (4.87) defines the timeout value for traffic flows from slave to master
and (4.88) vice versa.
Timing analysis
As introduced in the framework, the deadline Di of an RTC τi is divided
into an ordinary deadline Dord,i and a retransmission deadline Dretr,i. This
holds true for all considered architectures. For the isolation of the maximum
queuing delay (dord,i, dretr,i) the worst case constants are substracted. The worst
case waiting time for a packet with the highest deadline occurs when it
arrives to the EDF queue just as a packet with a longer deadline has started
sending, and thereafter, when that packet’s transmission process has ended,
the remaining time until the network enters the sleep mode is not sufficient
to accommodate a packet transmission. As a result, a high priority packet has
to wait two timeouts, one for each case stated above, plus the following sleep
phase and beacon transmission. Therefore dord,i for traffic flows from master
to slave (M→S) and (S→M) are:
dordM → S = Dord ,i − Tsleep − Tbeacon − Ttimeout _ data,i

{

}

− max Ttimeout _ poll ,i , Ttimeout _ data ,i ,
d ordS → M = Dord ,i − Tsleep − Tbeacon − Ttimeout _ poll ,i

{

}

− max Ttimeout _ poll ,i , Ttimeout _ data ,i .
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(4.89)

(4.90)

The same adaptation of deadline to maximum queuing delay is made for
the ReRTCs. Assuming equal deadline partitioning we have

Dre =

Dretr
.
N attempt

(4.91)

To guarantee the deadlines for each of those retransmission attempts, we set
the deadline of each ReRTC to Dre. Isolating the queuing delay for
retransmissions is again done by subtracting the worst case situation
parameters and differs between M→S and S→M packets as:
d retrM → S = Dre − Tsleep − Tbeacon − Ttimeout _ data ,i

{

}

− max Ttimeout _ poll ,i , Ttimeout _ data,i ,
d retrS → M = Dre − Tsleep − Tbeacon − Ttimeout _ poll ,i

{

}

− max Ttimeout _ poll ,i , Ttimeout _ data,i .

(4.92)

(4.93)

The queuing deadline is calculated in this way for both the singlechannel and multichannel case II, using the appropriate timeout intervals.
However, for the multichannel architecture I, we have to consider the fact
that the total bit rate is F times the bit rate of one frequency. This can lead to
a fault in the calculation where the transmission time of a packet suddenly is
only 1/F times as long as in reality. Even if the network can send F times as
many packets as with one frequency, each packet itself is never sent faster
than the actual bit rate per frequency. Therefore we have to subtract a
further constant from the deadline which is the actual timeout interval of
one packet minus the wrongly perceived timeout interval of 1/F times the
actual timeout. This results in a specific queuing delay for the multichannel
case I of:

dordM → S = Dord ,i − Tsleep − Tbeacon − Ttimeout _ data ,i
(4.94)
1

− max Ttimeout _ poll ,i , Ttimeout _ data,i − 1 −  ⋅ Ttimeout _ data,i ,
 F

{

}

dordS → M = Dord ,i − Tsleep − Tbeacon − Ttimeout _ poll ,i
(4.95)
1

− max Ttimeout _ poll ,i , Ttimeout _ data,i − 1 −  ⋅ Ttimeout _ poll ,i .
 F

{

}
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Real-time scheduling analysis
The utilization check simply tests if the admitted RTCs and ReRTCs are
not using more bandwidth than available. For a single-channel network the
condition is simply that the utilization U must not be greater than 1, which
also holds true for multichannel network II. In multichannel case I, the
utilization must not be greater than F due to the concurrency of the F
frequencies. Because of the sleeping phase, these constraints only hold true if
we calculate U using the experienced bit rate:
e
e
 Ttimeout
 W  Ttimeout

_ poll ,i ⋅ N i
_ data ,i ⋅ N i
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(4.96)

where for the single-channel network and the multichannel network I
e
e
Ttimeout
_ poll ,i = T procM + T poll + T prop + T procS
e
+Tdata
,i + T prop + T procM _ CRC + Tmargin ,
e
e
Ttimeout
_ data ,i = T procM + Tdata ,i + T prop + T procS _ CRC
e
+TACK

+ T prop + T procM + Tmargin .

(4.97)

(4.98)

The timeout parameters for the retransmissions are solely introduced to
increase clarity and are defined as Tetimeout_retr_poll,i = Tetimeout_poll,i and
Tetimeout_retr_data,i = Tetimeout_data,i. Ni indicates the number of packets per message
for RTC i. As retransmissions are done per packet, this parameter is assumed
to be equal to one for all ReRTCs and is therefore omitted from the equation.
V and W indicate the number of S→M and M→S RTCs, respectively, and X
and Y the number of S→M and M→S ReRTCs, respectively. As the timeout
calculation differed for the multichannel network II with one tuneable
transceiver at each slave, the proper experienced timeout interval is:
e
e
Ttimeout
_ poll ,i = T procM + T poll + T prop + T procS + Ttune
e
+Tdata
,i

+ T prop + T procM _ CRC + Tmargin ,

e
e
e
Ttimeout
_ data ,i = T procM + T poll + T prop + T procS + Ttune + Tdata ,i + T prop
e
+T procS _ CRC + TACK
+ T prop + TprocM + Tmargin .
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(4.99)

(4.100)

The h(t) function in this case is given as

h (t ) =



  t − dordS → M ,i  
e
1 + 
  ⋅ Ttimeout _ poll ,i ⋅ Ni
Pi

 

)



  t − dordM → S ,i  
e
1 + 
  ⋅ Ttimeout _ data ,i ⋅ Ni
Pi

 

)



  t − d retrS → M ,i   e
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  t − d retrM → S ,i   e
1 + 
  ⋅ Ttimeout _ retr _ data,i .
 
P
re,i
 
 

i∈[1,V ],
d ordS → M ,i ≤t

+

+

+

i∈[1,W ],
d ordM → S ,i ≤t

i∈[1, X ],
d retrS → M ,i ≤t

i∈[1,Y ],
d retrM → S ,i ≤t

(

(

(4.101)

where the first two terms give the workload of the ordinary traffic flows
(S→M and M→S), and the last two terms the workload of the retransmission
channels (S→M and M→S). Depending on if we calculate the workload of
the single-channel case or the multichannel cases, only the timeout
parameter will vary. Only multichannel case II uses a different timeout
interval, while multichannel case I and the single-channel case have an
identical timeout value. Further, the queuing delay calculations differ and
will thus also influence the result of the workload function. When testing
feasibility, the constraint h(t) ≤ t, ∀t, has to be met. In multichannel case I,
however, the concurrency of frequencies leads to the constraint of h(t) ≤ Ft,
∀t. Unfortunately these constraints are computationally very complex. In
(Stankovic et al. 1998) complexity was reduced and a sufficient subset of
points in time at which the function has to be checked were provided. This
subset includes all points in time at which any of the included RTCs
encounters its deadline during the first busyperiod (Pbusy(1)) in the first hp.
The subset is given as
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V

t ∈ {m ⋅ Pi + dordS → M ,i : m = 0,1,2...}
i =1
W

+{n ⋅ Pi + dordM → S ,i : n = 0,1,2...}
i =1
X

(4.102)

+{a ⋅ Pre,i + d retrS → M ,i : a = 0,1,2...}
i =1
Y

+{b ⋅ Pre,i + d retrM → S ,i : b = 0,1, 2...},
i =1

where t ∈ [1; Pbusy1].
4.7.4. Performance evaluation
We evaluated the two proposed multichannel network architectures and
compared them to the results for the single-channel network based on IEEE
802.15.4 presented in the previous chapter. To evaluate the reliability in
terms of MER and the bandwidth utilization capability, we have
implemented a simulator in MatLab. The reference network has a logical star
topology with one master node and 10 slave nodes. A maximum transmission
range of 100 m was assumed, leading to a propagation delay of 0.3 μs. The
underlying IEEE 802.15.4 protocol is in beacon mode using a bit rate of 250
kb/s. A beacon frame length of 122.88 ms was assumed to keep the same
parameters as in our earlier work for the sake of comparability. Sleeping
phases corresponding to 50% and 75% of beacon interval time were
simulated, i.e., the superframe length was 61.88 and 30.72 ms, respectively.
For tuneable transceivers a tuning delay of 131 μs was chosen based on
results from (Voigt et al. 2008). The number of concurrent frequencies, F,
was set to four.
We assume a bursty error behaviour modelled by a typical two-state
Markov model (Gilbert-Elliot). The two states have a bit error rate of 10-2 and
10-4 respectively, the state changing probabilities are 0.5 and 0.99, and the
state hold times equal one timeout time. The packet error rate is then given
by (4.51). For simplicity, we assume an error-free feedback channel. To
ensure statistical significance, simulations have been run until at least 10
message errors were experienced, given the lowest error probability.
Considering a typical industrial application, the packet length is 120 bits
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for data, ACK, and polling packets, guided by the minimum packet size
possible in the standard. The simulated traffic flows, with a known period,
deadline and message length, belong to one of two traffic classes specified in
Table 4-9. The choice of traffic class is randomized with a uniform
distribution, as is the choice of source and destination nodes for each flow,
but always including the master node as one of these. Table 4-9 also shows
the parameters of the retransmissions channels. Simulations have been run
for 2, 4, and 8 retransmission channels, but only results for 8 retransmission
channels are shown in the figures. For all packets the maximum number of
retransmission attempts per packet (Nattempt) was fixed to two.

Table 4-9. Traffic specification

• Reliability
The MER is determined through simulations, but the total reliability
also includes hardware redundancy and the amount of redundancy in the
frequency domain. When evaluating the MER through simulations only
accepted RTCs are included. As shown in Figure 4-45, the MER for the case
without any retransmissions is 10-1 for all architectures. This is expected as
the MER only depends on the Gilbert-Elliot model and the message length.
For all architectures the highest improvement in MER was achieved with 8
ReRTCs (the results for 2 and 4 ReRTCs were between those for 0 and 8
ReRTCs). The highest MER improvement by retransmissions was
experienced for low numbers of requested RTCs, quite independent of
architecture. This can be explained by the fact that for a relatively small
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number of RTCs, the demand for ReRTCs is lower and therefore a higher
percentage of requested retransmissions can actually be granted. The
decrease in MER between one and 20 RTCs can be attributed to the fact that
before all the available ReRTCs can be used, a certain number of requests for
retransmissions is needed, which in turn requires a certain number of RTCs.
If the ReRTCs are not used, the MER cannot be improved. The reason why
the curves differ between architectures for large numbers of requested RTCs
is that the multichannel architecture I could accept considerably more RTCs,
while the number of retransmission channels was kept constant, leading to a
lower percentage of granted retransmissions. Note also that multichannel
architecture II requires an extra control packet to schedule concurrent
transmissions. Each extra packet may increase the MER and make the
protocol more vulnerable to channel noise. Increasing the sleeping phase to
75% of the beacon interval did not affect the MER and therefore the figures
are omitted.
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Figure 4-45. Message error rate for 2 retransmission attempts and 8 ReRTCs,
assuming a sleeping phase of 50 % of the beacon interval
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Considering reliability in terms of hardware and frequency redundancy,
multichannel architecture I is obviously the superior solution. It has several
redundant transceivers and is concurrently using all available frequencies.
Considering the hardware aspect, the single-channel and multichannel
architecture II are equivalent, but the use of tuneable transceivers provides
higher frequency redundancy for the multichannel approach. Even if the
possible traffic channel interdependencies make it hard to use the frequency
domain efficiently, the ability to tune the transceiver still provides frequency
diversity.

• Bandwidth utilization capability
Utilizing as much as possible of the available bandwidth demands a high
degree of concurrency. As mentioned above, multichannel network I has the
highest degree of concurrency and can therefore easily utilize the complete
bandwidth offered by each available frequency. Obviously, single-channel
networks do not have the possibility of concurrency, but may utilize all of
the available bandwidth on the one available frequency. Multichannel
network II can be found in between these two cases. It utilizes one of the
frequencies well, but whether the remaining frequencies are used efficiently
depends on traffic channel interdependencies. In our analysis, we considered
the network utilization for the three architectures both with and without
retransmissions. The graphs shown in Figure 4-46 show the utilization of the
active part of the beacon interval and include only the utilization by ordinary
traffic flows in order to identify the utilization penalty introduced by the
retransmission channels. The calculation of utilization also includes the
acknowledgement and polling packets required to transmit the data packets.
Considering Figure 4-46 it becomes obvious that the multiple transceiver
case is superior to the other two cases in terms of bandwidth utilization
capability. Without retransmissions, multichannel architecture I saturates at
a utilization of about 3.9 using four concurrent transceivers. The other two
networks saturate at a utilization just below 1, where multichannel case II
falls even below the single-channel case. The reason for this is the penalty
introduced by the tuning delay, leading to a lower number of RTCs that can
be scheduled. Furthermore, the existence of the additional control packet in
the MAC protocol for multichannel case II leads to an earlier saturation of
the network as compared to the single-channel or the other multichannel
case. When introducing retransmissions into the system, the utilization by
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ordinary traffic channels drops for all architectures. Multichannel network I
drops to around 2.5, while the other two cases drop to about 0.6, the tuneable
case still being lower than the single-channel one. The main reason for this
considerable reduction is not the bandwidth utilization by the retransmission
channels, which is rather small compared to the magnitude of the penalty.
Instead all traffic flows become more difficult to schedule due to the
shortening of the deadline (from Di to Dord,i) to cater for retransmissions. The
same penalty was also visible for 2 and 4 retransmission channels with hardly
any difference between the 2, 4 and 8 ReRTCs cases, which is why the
figures have been omitted. When considering a longer sleep phase, the
utilization for the multiple transceiver case I with retransmissions fell to
around 2.25, while the two other cases decreased to about 0.5. Also these
figures are omitted.
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Figure 4-46. Bandwidth utilization with 8 ReRTCs and 2 retransmission
attempts, assuming a sleeping phase of 50% of the beacon intervall
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Although these results look very favourable towards the multiple
transceiver case, one has to take into consideration certain practical
constraints. We assume that multiple transceivers located at one node are
placed far enough apart to function properly without interfering with each
other. However, using small nodes this might not always be possible, in
which case sending and receiving at the same time is problematic. This
implies that traffic on the multiple transceiver architecture case I needs to be
scheduled such that either all transceivers on a slave receive concurrently or
all transmit concurrently. This introduces similar traffic dependencies as
present in the tuneable architecture. From the scheduling point of view this
does not pose a problem; however, the analysis would suffer from the same
pessimism as in the tuneable case, decreasing the utilization by guaranteed
real-time traffic to merely one. Bandwidth not used by guaranteed real-time
traffic can be used by soft real-time and best-effort traffic. Introducing this
kind of traffic into the network would certainly increase the utilization,
especially for the tuneable transceiver case, where the pessimism in the
analysis is the greatest and therefore the unused bandwidth the highest. By
using the traffic interdependency analysis described in chapter 3.7 the
amount of guaranteed hard real-time traffic could be improved in the same
way as demonstrated. However, as the grade of improvement is extremely
dependent upon the traffic pattern, a simulation is omitted. Given parameters
for a concrete case, one could easily study the possible improvements as
shown for the optical multifrequency network in chapter 3.7.

• Delay
The worst case delay is highest in the tuneable network due to the
introduction of the tuning delay and the additional control packet, making
the timeout value longer. However, when studying the average delay, our
simulations have confirmed that it is independent of the architecture, as it is
more dependent on the maximum number of retransmissions per packet and
the number of retransmissions necessary for a successful transmission, i.e., it
is connected to the MER. Both for the single-channel network and
multichannel network I, traffic interdependencies are irrelevant, but, when
introducing tuning, two packets can only be scheduled for concurrent
transmissions if they pertain to mutually independent traffic channels, i.e., if
neither source nor destination contain the same slave. The traffic flow
interdependencies render the worst case delay for multichannel network II
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identical to that of a single-channel network.

• Scalability
The amount of hardware necessary for multichannel case I implies that
it scales poorly, as for each frequency, one additional transceiver is necessary
at each node. The tuneable case has no such issues with scalability and the
more nodes there are in the network, the less likely they might be to block
each other. So, even if the guaranteed utilization is not increased, the
utilization by non-guarantee-seeking traffic is likely to increase. The singlechannel case has no such issues. The scalability is also connected to the
utilization through the number of accepted RTCs, in which case the multiple
transceiver architecture case I is superior.

• Hardware and Software Complexity
Obviously, the multichannel architecture I suffers the hardest from
hardware costs, while the tuneable and single-channel case are equally good
solutions from that perspective. The single-channel architecture has the
channel allocation algorithm with the lowest complexity. Multiple
transceivers at each node can be scheduled in parallel without the need to
consider which packet to schedule over which frequency, so this
implementation is also quite simple. The most complex case occurs when
traffic interdependencies can interfere with pure EDF scheduling and
therefore the tuneable architecture results in the most complex channel
allocation algorithm.

• Energy usage
Although the detailed analysis of energy consumption is out of the scope
of this thesis, we argue that a higher number of transceivers, as in
multichannel case I, leads to a higher energy usage, while a single fixed
transceiver is the best solution from an energy perspective. The tuning of
transceivers implies additional energy consumption in multichannel network
II.
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Summary
We can conclude that none of the proposed architectures is best for all
considered performance metrics. An appropriate architecture should thus be
selected based on the data traffic model, the constraints on hardware,
software and energy, as well as the required utilization, throughput and
reliability. While multichannel I is superior in bandwidth utilization
capability and reliability, it suffers with respect to hardware costs, scalability
and energy usage. On the other hand, these are areas in which the tuneable
architecture implementation has its advantages. Hardware costs and energy
usage are kept low and scalability is not a problem. However, the low
bandwidth utilization capability is the result of low concurrency at each
node, since frequency diversity only exists on a network wide level, not a
per-node level.
4.7.5. Summary
We presented and evaluated two multichannel network architectures
and belonging MAC protocols based on IEEE 802.15.4 for industrial
networks. Using a single-channel network as a baseline, we added diversity
in the time and frequency domains to increase reliability and guaranteed
throughput in industrial networks while keeping the advantageous energy
saving properties of the underlying IEEE 802.15.4 standard. The two
described network architectures are using either F fixed transceivers on all
nodes or tuneable slave transceivers. Through EDF polling and real-time
analysis admission control, we added predictability to the network, needed to
support hard real-time traffic in industrial applications. The architectures
were evaluated in terms of reliability, utilization, delay, complexity,
scalability and energy efficiency. The results show that neither of the
described multichannel alternatives ranks high for all evaluated parameters.
An appropriate architecture should thus be selected based on the industrial
application in question. The option with several slave transceivers provides a
high level of service through concurrency in the frequency domain and
hardware redundancy, whereas the option with tuneable slave transceivers
may increase guaranteed throughput for certain data traffic models while
having low hardware costs, good scalability and low energy usage.
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4.8. Conclusions
When aiming towards offering real-time services on the factory floor
over a wireless medium, clearly some difficulties have to be gotten over along
the way. In this chapter we studied ways to improve the reliability over
wireless links, while still being able to provide deadline guarantees sought
after by real-time traffic.
Our solution is built upon a framework combining a truncated
retransmission protocol and real-time schedulability analysis. By modelling
the traffic in the form of real-time channels and dividing the deadline given
by the application into a deadline for an initial transmission and a second
deadline for one or several retransmission attempts, we are able to use realtime analysis in order to provide deadline guarantees for both ordinary traffic
flows and retransmission channels.
The framework was in the following applied to different scenarios. We
started by implementing a proof of concept, showing the potential of
improvement considering the message error rate over a single link. As shown
by simulations, the mechanisms of our framework could decrease the MER
by several orders of magnitude, while still not leading to an unacceptably
high penalty in link utilization, especially when considering that bandwidth
usually not is a limiting factor in industrial communication networks.
To proof the applicability of the framework to existing standards we
combined it in a single-hop star network with both the IEEE 802.11 and the
IEEE 802.15.4 standards. Due to the demand of bounded medium access
delay, we added a deterministic master-slave polling MAC protocol on top of
both standards, supporting EDF scheduling. Both cases experienced a good
improvement regarding the experienced MER when implementing our
transport layer retransmission protocol. The improvement was shown in
simulation and the results were proven correct by analytical calculations of
the utilization and, under certain assumptions, the message error rate.
Due to the high energy demands of IEEE 802.11, and the low data rate
of IEEE 802.15.4, we studied the possibility of a multifrequency single-hop
star network based upon IEEE 802.15.4, including our transport layer
retransmission protocol and a deterministic polling-based master-slave MAC
protocol. We studied two different network architectures according to a
number of parameters, coming to the conclusion that both alternatives have
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serious disadvantages, but are advantageous for industrial applications with
certain demands.
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5. Conclusions
Real-time data traffic from distributed embedded systems seldom
demands merely predictability, i.e., timely treatment of the network traffic.
The research reported in this thesis has specifically studied networks with
real-time requirements emanating from two different types of applications
with three different additional demands: high throughput, high reliability or
low energy consumption. Firstly, we considered real-time networks used in
high-performance embedded systems, e.g., radar signal processing, where the
proposed solution was built upon the optical AWG component due to its
potential for supporting a high level of concurrency in the network.
Secondly, we studied wireless industrial control networks in need of reliable
data communications. Further, industrial networks possibly contain sensor
nodes with a limited energy supply and therefore energy efficient
communication is also required. In this case, the proposed solution was built
upon a retransmission framework usable, e.g., with communication protocols
intended for sensor networks which include an energy saving sleeping phase
and also in multifrequency networks. In the following, the major
contributions of this thesis work are summarized.
To satisfy the demands of high-performance embedded networks with
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high throughput needs, optical technologies were chosen, guided by their
advantageous properties regarding high bandwidth and low loss. Two
network architectures were constructed, one intended for a SAN and one for
a distributed router, both based on the AWG and including individual
electronic queuing architectures. In addition, two deterministic MAC
protocols were designed, tailored to the respective architectures, able to
support EDF and to handle heterogeneous traffic with hard real-time
demands. Through computer simulations, the suitability of the designed
systems for the targeted applications were evaluated specifically, as well as
the general benefit of using optics in parallel and distributed computing and
communication was demonstrated.
Using real-time schedulability analysis as a tool for providing
throughput guarantees and limit the delay bound was found to lead to a
considerable amount of pessimism regarding the amount of traffic that could
be given a deadline guarantee. This stems from the origin of the analysis,
being intended for uniprocessor task scheduling. By taking into consideration
the possibility of concurrent data traffic in multichannel networks and by
including a traffic interdependency analysis into the schedulability analysis
we were able to considerably reduce the aforementioned pessimism. This in
its turn, led to a more realistic worst-case definition such that a larger
throughput guarantee could be provided and the existing network resources
could be used more efficiently. Note that the degree or pessimism that can be
removed as well as the order of magnitude of the throughput improvement
depends on the specific traffic patterns. This adaptation of the well-known
schedulability analysis is applicable to all kinds of multichannel networks,
optical as well as wireless.
Many emerging industrial embedded applications require wireless
communication, but without renouncing their need for real-time services. In
order to counter the problem of high bit error probability caused by the noise
present in any wireless medium while still being able to provide deadline
guarantees, a framework incorporating both admission control according to
EDF and a transport layer retransmission protocol was developed. Also in
this case schedulability analysis was used as a tool for providing real-time
guarantees. The framework was applied both to point-to-point scenarios and
single-hop networks. To meet the industrial requirement of using
commercially available communication standards, the framework was
designed in a way so it could be placed on top of well-known and well-used
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wireless standards, namely IEEE 802.11 and IEEE 802.15.4. For the case of
single-hop networks, a deterministic MAC protocol tailored to the proposed
framework and the underlying standard also had to be developed to provide
delay bound guarantees. While an IEEE 802.11 based network provided good
results with respect to a relatively high data rate, we found that a number of
industrial scenarios would not cope with the high energy usage of this
protocol. By basing a solution on a standard with a lower data rate and
including a sleeping phase, as IEEE 802.15.4, even energy limited nodes can
be used. For industrial scenarios requiring a rather limited data rate, the
framework based on IEEE 802.15.4 was found to provide both deadline
guarantees and improved reliability through retransmissions. However, the
low data rate might be limiting the number of applications that can actually
be run on these kinds of network. The thesis therefore suggested using
multiple transceivers with multiple frequency channels in the network. A
multiparameter evaluation of two multichannel IEEE 802.15.4-based
networks using the proposed reliability framework and the deterministic
MAC protocol showed considerable advantages compared to a single channel
network in certain respects. However, it was also made clear that a careful
specification of the network and application demands is crucial, as none of
the evaluated network architectures was superior concerning all studied
parameters.
The real-time schedulability analysis was again adapted, this time to
improve reliability, such that deadline guarantees were given also to
retransmissions without violating already accepted transmissions. Depending
on the specific network architecture and the intended traffic pattern a traffic
interdependency analysis, such as the one made for the optical networks, can
provide considerable advantages regarding the amount of deadlineconstrained traffic that can be guaranteed also in this case. Thereby the
reliability can be further improved – or alternatively, the amount of traffic
with hard real-time demands that can be allocated over the network can be
further increased.
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Appendix A
Many future embedded systems are likely to contain System-on-Chip
solutions with on-chip networks, and to achieve high aggregated
throughputs in these networks, a switched topology can be used. For further
performance improvements, the topology can be adapted to specific
application requirements, either when designing the chip or by run-time
reconfiguration between different predefined application modes. In this
appendix, we describe an algorithm for choosing a topology in, e.g., packetswitched on-chip networks, considering application requirements in terms of
throughput and real-time constraints often put on such systems. To access
that real-time deadlines are met, we include a feasibility analysis to check
that the application, when mapped onto the system, will behave in line with
its real-time demands. Given information regarding the data traffic
characteristics, the proposed algorithm creates a topology and generates
routing information for all logical traffic channels in such a way that all
deadlines are met. In a case study, it is shown that the algorithm results in a
topology that can outperform state of the art topologies for high-performance
computer architectures. Although the main targets are reconfigurable
Network-on-Chip architectures, the algorithm can also be used for other
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systems. The proposed algorithm gives the opportunity of selecting an
appropriate topology at design stage, both for static network topologies and
for reconfigurable network topologies that can be reconfigured during runtime.

A.1. Introduction
Today, more and more embedded applications have real-time
requirements and to be able to fulfil these requirements, networks with realtime support are needed. For applications such as radio base stations and
radar signal processing, not only high bandwidth is required, but also
deterministic real-time properties of the communication are crucial. This,
along with the fact that the workload of the system varies with the outside
parameters as well as the mode of operation, requires the system to fulfil a
whole set of various real-time requirements (Ghosh et al. 2006). A
reconfigurable network architecture makes it possible to increase the amount
of real-time traffic that can be sent in time over a network, as it offers the
possibility of adapting the communication network to the demands of the
application currently running on the system. In the future, we see the
possibility of chips with tens or even hundreds of processors connected by a
switched network, running applications with real-time requirements. The
advantages of using reconfigurability in a Network-on-Chip are obvious. The
topology can be adapted to different applications, or different modes of
applications, and even different traffic patterns in one single application. This
way, the high cost of designing and manufacturing a new chip can be
reduced.
This appendix puts focus on the general aspects of reconfigurable
networks. When reconfiguration is successfully integrated, the performance
of the network can be increased compared to the usage of a generic state of
the art network such as the commonly used 2D-torus. In many cases, such
topologies have to be over-dimensioned in terms of available bandwidth in
order to avoid serious bottlenecks. The appendix introduces an algorithm for
the design of network topologies in, e.g., packet-switched on-chip networks
(Dally et al. 2001), considering the real-time demands in terms of throughput
and delay often put on such systems. To further address those real-time
demands, we include a feasibility analysis to check that the application, once
mapped onto the system, will behave in line with its real-time demands.
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With information about the traffic characteristics, the proposed algorithm
creates a topology and generates routing information for all logical real-time
channels.
Generally, it is not possible to select a topology that optimally fits the
requirements of several different applications simultaneously, thus
promoting the use of a dynamic topology. However, no commonly accepted
or widely implemented way of designing and evaluating topologies has
crystallized. The proposed algorithm can be used both to select topologies to
reconfigure between, in case hardware for this is provided, and in the design
stage of a static NoC for the decision on which network topology to
implement for any intended target application. When having a
reconfigurable topology (e.g., implemented by a crossbar), a specific topology
can be chosen in the design stage for each working mode executed during
run-time.
The algorithm introduced in this appendix allocates a topology by
sequentially constructing the shortest path for one logical real-time channel
at a time, depending on the traffic patterns and demands of the target
application. If required by the application, certain architectural requirements
of the allocated topology can be guaranteed. The algorithm further
incorporates both a single-hop and a multihop link allocation mode.
Decisions about link allocation and the shortest paths over the topology are
made based on deadline and bandwidth demands, and are implemented as a
variation of a breadth-first search algorithm. For more details on breadthfirst algorithms see, e.g., (Goodrich et al. 2002). To ensure that the real-time
demands will be met, a feasibility check is implemented in order to
determine if the allocated topology can be used to guarantee schedulability of
the hard real-time traffic in the network. A case study with simulation of
two types of radar signal processing chains demonstrates the applicability of
the algorithm for applications with different traffic patterns. The data traffic
in the first application type is dominated by one-to-many and many-to-one
communication, while the second type contains more pipelined traffic. For
both applications, the resulting topologies and routing information generated
by the algorithm showed to perform substantially better than a standard 2Dtorus, both when considering the total utilization in the network, and the
total number of links needed in the network.
The rest of the appendix is organized as follows. Section 2 gives a short
overview over related work in the area of topology design. In Section 3 the
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system architecture is described, while Section 4 introduces the topology
choice algorithm. Section 5 outlines the feasibility analysis used by the
algorithm. A case study is implemented to evaluate the algorithm and the
results are discussed in Section 6. Conclusions are drawn and possibilities for
future work are pointed out in Section 7.

A.2. Related works
The problem of topology design or link allocation according to certain
parameters is found in a variety of research areas. Evident parallels can be
found in the problem spheres of virtual topologies in optical networking and
dynamic and/or reconfigurable networks, but clearly the most research on
topology design today is conducted in projects dealing with the development
and improvement of System-on-Chip (SoC) and NoC architectures.
A.2.1. Virtual topology design in optical networking
The physical topology of WDM networks consists of nodes and (mostly)
multipath fibres. As it, in the majority of cases, is not reasonable to have
dedicated point-to-point connections between every pair of nodes, a virtual
topology of nodes and light paths (virtual channels comprising one single
wavelength between two nodes) has to be mapped onto the set of physical
components. Extensive research has been done on the problem of how to
choose virtual topologies that meet different demands, such as network
utilization, in the best way. An example of a heuristic solution to the NPcomplete problem of scheduling, generating and optimizing the logical
topology to all existing traffic demands in a system is described in (Lee et al.
2003). They use a shortest-path algorithm to construct a route for one light
path at a time, treating them in sequence and allowing both single-path and
multipath solutions. Although not the same problem, this method resembles
the solution presented here. However, the major difference is that their
solution does not take the real-time demands of the traffic into account. A
survey of different design algorithms is presented in (Dutta et al. 2000), while
further representative work in the area can be found in (Bannister et al.
1990; Krishnaswamy et al. 2001; Leonardi et al. ; Liu et al. 2002; Ramaswami
et al. 1996; Xin et al. 2003; Xu et al. 2000; Zalesky et al. 2003).
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A.2.2. Reconfigurable networks
Already in 1991, García and Duato pointed out the possibility of
dynamically changing the topology of a multicomputer interconnection
network in order to decrease the obvious communication overhead occurring
at high traffic densities between nodes at a far distance (Garcia et al. 1991).
However, in their proposition no real-time considerations are made and the
original type of topology must be preserved. As the number of nodes in
today’s systems increases, fully connected interconnection networks, though
superior in flexibility and fault tolerance, become useless because of their
inferior scaling properties and the high cost associated. Shalf et al. offer one
possible solution in their Hybrid Flexibly Assignable Switch Topology
(HFAST) infrastructure (Shalf et al. 2005). HFAST incorporates both packet
and circuit switching in order to combine the advantages of fully
interconnected networks with a better scalability factor. This is comparable
to interconnection networks using only low degree nodes, i.e., nodes with
relatively few input and output ports, similar to the network architecture
proposed in this appendix. In excess of its limitation to low degree nodes,
Shalf et al. also have no real-time perspective when reconfiguring their
topology. For communication with a high topological degree, i.e., when
nodes want to communicate with a large number of other nodes, HFAST is
not suitable, but instead the authors refer to fully-connected networks.
Examples of further research in the area of topology design in reconfigurable
networks can be found in (Ravikumar et al. 1995) and (Qiao et al. 1998).
A.2.3. SoCs with NoCs
At a lower level, the research on on-chip interconnection networks is
mainly driven by the limitations of the interconnections used today, i.e.,
principally bus networks. Busses are simple to implement but have scalability
problems since they can only transfer one message at a time. The authors of
(Garcia et al. 1991) and (Ho et al. 2003) point out the advantage of designing
arbitrary topologies, adapted towards the specific demands and properties of
target a application. In (Ho et al. 2003), a recursive algorithm is suggested to
both find minimal topologies and share the communication medium with
low contention. However, these papers do not present algorithms
considering real-time demands. SUNMAP (Bertozzi et al. 2005; Murali et al.
2005; Murali et al. 2004) is a mapping algorithm which can map any target
application on a certain limited set of standard topologies, considering both
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parameters given by the technology and communication requirements.
SUNMAP also includes several routing functions. The algorithm described in
this appendix contributes by finding a suitable topology as well as a traffic
mapping and schedule. Moreover, we do not restrict ourselves to a fixed set
of topologies. The authors of (Srinivasan et al. 2004; Srinivasan et al. 2006)
use linear programming based techniques to design application specific NoC
architectures, but in contrast to the approach presented here, no delay-bound
guarantees for real-time traffic are provided. In (Goossens et al. 2005) the
authors describe a routing algorithm similar to the one presented in this
appendix, namely a shortest path algorithm, where path selection is based on
the timing requirements. To guarantee the real-time behaviour of the
resulting system, the authors use a TDMA scheme. The experiments
presented in (Goossens et al. 2005) are based on silicon level simulation,
resulting in area and energy parameters. However, although mapping and
routing problems are addressed in the paper, topology exploration is not. In
(Murali et al. 2006b), the authors use a similar shortest path algorithm for
routing, but in this case the path selection is not based on timing
requirements directly, but rather on energy consumption and operating
frequency of the links. The experiments presented in (Murali et al. 2006b)
are also based on silicon level simulation. Although no experiments on
silicon level were conducted in this thesis, the case study and the results of
the real-time performance oriented work could be used for guidance of lowlevel implementation. Further examples on related research are found in
(Ahonen et al. 2004; Hu et al. 2005; Murali et al. 2005; Murali et al. 2006a;
Ogras et al. 2005b; Pande et al. 2005; Pinto et al. 2003; Srinivasan et al. 2004;
Srinivasan et al. 2006; Stergiou et al. 2005). For an exhaustive survey on NoC
research, see (Benini et al. 2005; Bjerregaard et al. 2006; Marculescu et al.
2005; Ogras et al. 2005a). Evaluation methods for NoC topologies can be
found in (Kreutz et al. 2005a; Kreutz et al. 2005b; Wang et al. 2005).

A.3. System architecture
The target system architecture consists of a reconfigurable topology,
e.g., a simple crossbar, connecting M switched processor clusters, each
containing N communicating end nodes (Figure A-1). The incorporation of
the reconfigurable interconnection network allows for the adaptation to
different application characteristics and can therefore improve network
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performance. While the links between the end nodes and the router in a
cluster are bidirectional, the links between the router and the reconfigurable
topology are assumed to be unidirectional with identical amounts of
bandwidth. Using unidirectional links makes it possible to utilize the
bandwidth more efficiently as the flexibility in traffic allocation increases.
Communication between nodes in the same cluster is assumed to be
unrelated to the cluster-to-cluster communication, as intra-cluster
communication has no influence on the bandwidth bottleneck over the
reconfigurable topology. This system model can be mapped onto different
kinds of networks on different scales, not only NoCs. It can also encompass
networks between nodes on several boards in one rack or between boards in
several racks.

Figure A-1. Schematic system architecture

A.4. Topology selection algorithm
This section provides necessary assumptions for the algorithm, and gives
a detailed description of its different stages. At this point of time,
computational complexity is not regarded as the major limitation, since the
algorithm can be run offline for all possible online working modes. The
results of the algorithm are the topologies of the interconnection network
that the reconfigurable system will switch between during run-time and the
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necessary appertaining routing information. For a static NoC, the algorithm is
just executed once, at design stage, to get the topology for the intended
application.
A.4.1. Assumptions
For each target application, the algorithm uses as input data traffic
specifications in the form of real-time channels. A real-time channel is a
logical flow, modelled as a virtual unidirectional channel with the following
parameters (for any real-time channel i): the sending node Si, the receiving
node Ri, the maximum message length in bits (per period Pi) Ci, the deadline
in seconds Di, and the period (maximum message inter-arrival time) in
seconds Pi. Therefore, every real-time channel i is characterized in the
following form:

τ i = {Si , Ri , Ci , Di , Pi }.

(A.1)

Additionally, the throughput demand Bi in bits per second of each real-time
channel i is given by:

Bi =

Ci
.
Pi

(A.2)

Also provided is the number of input and output ports on each router
towards the topology, denoted as MAX_LINK, and information on whether
the application requires full connectivity of the network. With full
connectivity in this context means that a path exists between all pairs of
nodes, a fact that is advantageous if we, in addition to the real-time channels,
also have less well-defined communication in the system. Assuming priority
support in the routers, such non-real-time traffic can be given lower priority
and will interfere only slightly with the real-time traffic. However, this
interference will be bound to a single packet due to the non-preemptiveness
packets.
For the intra-cluster traffic from the end nodes towards their first hop
router, and vice versa, only the link utilization is checked in order to ensure
that there are no bottlenecks at this first and last hop of the communication
path. After this utilization check, the algorithm will not regard the links
between end nodes and routers, but only the links between the routers over
the reconfigurable topology. However, they will still have to be included in
the delay analysis, which is further described below.
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A.4.2. Description
The design approach for the algorithm has been to prioritize the
allocation of physical links to connect pairs of nodes, connected by real-time
channels, demanding high guaranteed throughput and/or short bounded
delays. When multihop communication over the topology is needed, we
prioritize shorter paths for such throughput and/or delay demanding
communication. The algorithm works in three main phases: single-hop
routing with link allocation, multihop routing with link allocation, and
feasibility testing. Prior to the main phases, certain initializations are needed.
For the case of the target application demanding full connectivity, a ring
topology, incorporating all N nodes in the network, can be allocated, and,
thereby, full connectivity can be guaranteed.
In order to decide the sequence in which the logical real-time channels
should be allocated, we introduce an individual weight Wi for each channel i.
This weight is calculated by one of two weight functions, depending on the
phase in which the channel is allocated. Details on those functions are given
in the detailed description of the different phases below.
Phase 0 – Initializations
Recall that the input to the algorithm comes in the form of real-time
channel specifications. For the algorithm to know in which order to process
the real-time channel demands during the upcoming Phase 1, the
Initialization Phase, Phase 0 (Figure A-2), is started by calculating Wi for each
channel i. A channel’s weight in Phase 1 is dependent on its throughput
demand and its deadline, i.e., Ci, DD, and Pi. Furthermore, this first weight
function is solely aimed towards the single-hop routing case, where the
length of a routing path for every path is equal to three, comprising the first
hop from the sending node to the source router, the hop over the
reconfigurable topology, and the last hop between the destination router and
the receiving node. “Single-hop” in this context denotes thus only the hop
over the reconfigurable topology, not including the first or last hop.
Considering these facts, we define the following weight function s_wfcn for
Phase 1:
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Ci
Pi
.
Wi = s _ wfcn ( Ci , Di , Pi ) =
 Di 
MIN 1,

 3 ⋅ Pi 

(A.3)

Initialization
1. Calculate individual weight for all channels

for ( i = 0 .. nbrOfChannels )
Wi = s _ wfcn ( Ci , Di , Pi )
end for
2. Group all channels into bundles according to their source-destination pair

GS , R = ∪{τ i Si = S & & Ri = R, ∀i}
3. Sort channels in every bundle into priority queues (highest bandwidth demand
first)

for all bundles
QS , R = bandwidth _ sort {GS , R }

end for
4. Assign to bundles the summarized weight of all their channels

for all bundles

WS , R = Wi∀i τ i ∈ GS , R
i

end for
5. Sort all bundles into a priority queue (highest weight first)

(

Qbundle = weight _ sort ∪{GS , R }

)

Figure A-2. Phase 0: Initialization algorithm
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The minimum value function used in the denominator leads to one of
two cases. If the period Pi is shorter than a third of the deadline Di (due to a
path length of three and the assumption of equal deadline partitioning), then
the only relevant factor for the weight of the link becomes its throughput
demand (the numerator). On the other hand, if the period becomes longer
than a third of the deadline, then even these two parameters become
significant enough to be included in the weight calculation. In other words,
the hop through the topology is assumed to be either utilization constrained
or delay constrained. This is an approximating hypothesis based on the fact
that, for the case when the period is equal or shorter to the per-hop deadline
for all channels, only the aggregated utilization needs to be verified to be less
or equal to 100% (Liu et al. 1973). Those results have their origin from the
field of processor task scheduling.
After having assigned an individual weight to each logical real-time
channel, the channels are grouped into bundles, each bundle GS,R containing
channels with a specific source-destination pair (S,R). The channels in each
bundle are sorted in a priority queue QS,R, with the channel that has the
highest bandwidth demand getting the highest priority. By summarizing the
individual weights Wi of all channels in one bundle, each bundle is assigned
an individual weight WS,R. Lastly, all bundles are sorted in a priority queue
Qbundle, giving highest priority to the bundle with maximum weight.
Ring Topology Allocation
For the case of the target application demanding full connectivity, this
specific phase of the algorithm (Figure A-3) is introduced. By allocating a
ring topology, incorporating all N nodes in the network, full connectivity can
be guaranteed.
This phase starts out by pinpointing the logical channel with the highest
bandwidth demand in the bundle with the highest summarized weight. This
channel can be found at the first position in the priority queue QS,R that in its
turn has the first position in Qbundle. The allocation of this first physical link
L0 over the reconfigurable topology denotes the starting point of the ring, in
the formal description (Figure 3) denoted as the set Ring. This path, as well as
all the following paths during the entire algorithm, is stored in a routing
table. Channel demands for which a path has been allocated are discarded
from their priority queue. In order to continue the ring, the next bundle’s
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source node has to match the destination node of the last allocated link, and
its destination must not be part of the ring topology already, unless it is the
last link needed to close the ring. When finding this bundle, again the
channel with the highest bandwidth demand in this bundle is picked and a
new link, Lk, over the topology can be allocated. The demand is discarded
from the queue and the new path information is stored in the routing table.
Obviously, there is a possibility that no bundle exists that meets all
demands. In this case, the algorithm searches freely in the subset Gsub that
contains those bundles that do not have a source or destination already part
of the incomplete ring topology. It chooses the bundle G (defined to be the
one with the highest weight) in this subset Gsub, and uses its source node as
the next destination. In the next step, the algorithm allocates a link LS,R from
the last node already connected to the emerging ring to the source of G. At
the same time, it has already found the bundle with the highest weight for
the next section, namely bundle G, and can therefore continue directly by
allocating a path for the channel demand with the highest throughput
demand in G. The algorithm continues until the entire ring is closed.
Obviously, for the last section, both the source and the destination node are
known, and therefore only one bundle is possible for this section of the ring,
independent of its weight.
If at any time during the ring allocation algorithm there is no longer any
bundle available, i.e., the number of bundles is smaller than the number of
sections needed to connect all nodes in a ring, the algorithm randomly
chooses the next destination of each section, avoiding nodes that are already
part of the ring (except for the last section). The Ring Topology Allocation
Phase is concluded by updating the weights of the bundles, i.e., summarizing
the weights of the remaining real-time channels, and resorting Qbundle
according to the new weights.

Ring topology allocation*
1. Allocate a physical link for the logical channel with the highest bandwidth
demand in the bundle with the highest summarized weight

{

(



L0 ← τ j  B j = max  ∪ B j ∀j τ j ∈ GS , R WS , R = max ∪{WS , R∀S , R}



(

2. Remove channel from its bundle
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) )} 

{ }

GS , R = GS , R − τ j

3. Update routing table
4. Allocate all but the last remaining sections of the ring topology

for ( k = 1 .. N – 2)
4.1. Find next bundle to connect
4.1.1. Allocate the physical link

(

)

Lk ← τ j τ j ∈ GS , R S = LR , k −1 &

(

({

(

& B j = max ∪ B j ∀j τ j ∈ GS , R S = LR , k −1

)}) )

4.1.2. Remove channel from its bundle

(

) { }

GS , R = GS , R S = S j & & R = R j − τ j

4.2. If no feasible bundle could be found in 4.1
4.2.1. Find subset of bundles not connected to the ring
Gsub = {GS , R S ∉ Ring & & R ∉ Ring}

4.2.2. Find the bundle with the highest weight in the subset

( {

G = GS , R WS , R = max ∪ WS , R GS , R ∈ Gsub

})

4.2.3. Let the source of this bundle be the next destination

( (

LS , k +1 = S S ∈ τ j τ j ∈ G

))

4.2.4. Allocate the physical link
Lk ← LS , R ( S = LR, k −1 & & R = LS , k +1 )
4.2.5. Directly allocate the next link
k = k +1

(

}) )

( {

Lk ← τ j τ j ∈ G & & B j = max ∪ B j ∀j τ j ∈ G

4.2.6. Remove channel from its bundle

(

) { }

GS , R = GS , R S = S j & & R = R j − τ j

4.3. If no feasible bundles could be found in 4.1. and 4.2.

251

4.3.1 Allocate a randomly chosen feasible link

(

{

Lk ← random LS , R ∈ LS , R S = LR , k −1 & & R ∉ Ring

})

4.4. Update routing table
end for
5. Allocate the last link to close the ring
5.1. Find a bundle to connect
5.1.1. Allocate the physical link
Lk ← τ j τ j ∈ ( GS , R S ∉ Ring & & R ∉ Ring )
5.1.2. Remove channel from its bundle

(

) { }

GS , R = GS , R S = S j & & R = R j − τ j

5.2. If no feasible bundle could be found in 5.1.
5.2.1. Allocate the physical link

Lk +1 ← LS , R S = LR, k & & R = LS ,0
5.3. Update routing table
6. Repeat Initialization step 4
7. Repeat Initialization step 5
*Within the limits of this specification, the source and the destination associated
with any link k are denoted LS,k and LR,k.
Figure A-3. Ring topology allocation
Phase 1 – Single-hop routing with link allocation
After having initiated the necessary parameters in Phase 0 and fulfilled
the possible demand for full connectivity in the network, the algorithm
enters Phase 1 (Figure A-4). During this phase, the algorithm routes singlehop paths, and when necessary allocates new physical links over the
topology.
The algorithm sequentially tries to allocate all logical real-time channels
contained in bundle G (still defined to be the one with the highest weight)
through direct links over the topology. The channels are treated according to
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bandwidth demand, with the highest demand getting the highest priority.
After having allocated all channels in one bundle, the algorithm treats the
bundle with the next highest weight in the same fashion.
When allocating a path for a channel, the algorithm first examines if a
link already exists between the source and destination router of the
investigated channel and examines this link’s capacity to check if the
throughput demands of the real-time channel can be met. The sum of the
throughput demands of all logical real-time channels (including the one
under investigation) over the same physical link must not exceed the
maximum bit rate of that link. If it does not, the additional channel can be
allocated on the existing link. More details about the utilization constraint
follow below. In case there is not enough capacity left on the link, the
algorithm checks for the possibility to allocate a new physical link, parallel to
the recently examined, using unallocated output ports at the source router
and unallocated input ports at the destination router.
An important point is reached when the algorithm no longer can find a
single-hop path for a channel. When it detects the first channel that needs a
path that crosses the reconfigurable topology several times, i.e., a multihop
path, the algorithm only tries to allocate the remaining channel demands in
the current bundle as single-hop paths before terminating Phase 1. Then it
will enter into Phase 2 to start with multihop routing. In case all real-time
channels could be allocated as single-hop paths in Phase 1, the algorithm
continues directly with the feasibility check in Phase 3.

Single-hop routing with link allocation

1. Indicate the start of phase 1
phase1 = true
for ( i = 0...nbrOfBundles )

2. Find the remaining bundle with the highest weight

(

G = GS , R WS , R = max ∪{WS , R∀S , R}

)

3. Try to allocate all channels in this bundle highest bandwidth demand first
for ( j = 0...nbrOfChannelsInG )
if

( LS ,R S = S j & &R = R j ) ∈ Topology
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3.1. Check utilization
if ( capacityLS , R + B j > maxCapacity )

3.1.1. Allocate path over existing link
L ←τ j τ j ∈G
3.1.2. Remove channel from its bundle

(

) { }

GS , R = GS , R S = S j & & R = R j − τ j

(

G = GS , R S = S j & & R = R j

)

3.1.3. Update routing table
end if
else
3.2. Check for empty ports at source and destination router
if ( nbrUnallocatedPortsAtSourceRouter > 0 & &

nbrUnallocatedPortsAtDestinationRouter > 0 )
3.2.1. Allocate link and path over new link
L ←τ j τ j ∈G
3.2.2. Remove channel from its bundle

(

) { }

GS , R = GS , R S = S j & & R = R j − τ j

(

G = GS , R S = S j & & R = R j

)

3.2.3. Update routing table
else
3.2.4. Indicate entry into conclusion of phase 1
phase1 = false
end if
end if
end for
4. Check if phase 2 should be entered
if (phase1 = false)

4.1. No more bundles will be checked
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break;
end if
end for
5. Stop Phase 1
6. Start Phase 2
Figure A-4. Phase 1: Single-hop routing with link allocation
Phase 2 - Multihop routing with link allocation
In the multihop routing phase of the algorithm (Figure A-5), the
prioritization is solely based on the end-to-end deadlines specified in the
real-time channel demands and the concept of bundles is no longer used. The
reason for this is the approximating assumption of the uniformity of all links,
resulting into longer delays over paths with a larger number of hops. The
new individual weight Wi of all remaining channels is calculated by the new
weight function m_wfcn, which has Di as its only input parameter:

Wi = m _ wfcn( Di ) =

1
.
Di

(A.4)

All individual channels are sorted in a priority queue Qchannel, with the
highest weight and, by that, the shortest relative deadline getting highest
priority.
Each routing path H is found by an unweighted shortest path algorithm,
related to Dijkstra’s algorithm (For details on Dijkstra’s algorithm, see, e.g.,
(Goodrich et al. 2002) or (Halsall 1996).), and with all link costs being equal
to one. This leads to a routing algorithm with a hop-based cost metric, and,
therefore, the shortest path signifies the path with the smallest number of
hops between Si and Ri. For each real-time channel demand, the shortest path
algorithm searches a route through the partly allocated network, trying
primarily to use the existing links, unless their remaining capacity is too
small to cope with the throughput demand of the channel currently under
consideration. Only secondarily new, unallocated, links are set up.
Since there might exist unallocated links in the system, the possibility of
creating a shorter path via those completely free links has to be considered.
Being an unweighted shortest path algorithm, our algorithm tries to find the
path using a breadth-first search, starting at the source node, and terminating
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on the first occurrence of the destination. A breadth-first search visits all
children of a node, places them in a pending first in first out queue, and
marks the parent node as “visited”. This procedure is repeated for all nodes in
the pending queue until all pending nodes have been visited or the given
destination has been found. In our slightly modified version of the breadthfirst search, this procedure is extended to also take into consideration all
unallocated links, which implies that if a node has a spare (unallocated) link,
any other node in the system could be a potential child. Practically this
means that when a node has at least one free output port, all unvisited nodes
with at least one free input port are added to the pending queue.
When the algorithm has routed all logical channels, the routing table
and the topology are provided as input for the feasibility test in Phase 3.
Unallocated ports are left untreated in the current version of the algorithm.
In case a path could not be found for all channels, the algorithm is
terminated, as no suitable topology could be found for the given traffic
specifications, otherwise the algorithm proceeds further to the feasibility
check in Phase 3.

Multihop routing with link allocation

1. Indicate the start of phase 2
phase2 = true
1. Calculate individual weight for all remaining channels
for ( i = 0...nbrOfChannels )

Wi = m _ wfcn ( Di )
end for
2. Sort channels into a priority queue (highest weight, i.e. shortest relative
deadline, first)
Qchannel = weight _ sort ( ∪{τ i })

3. Shortest path routing
3.1. Route all channels
for ( j = 0 .. nbrOfChannels )

3.2. Find shortest path by breadth-first search

( )

H = shortestPath τ j
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3.3. Check if path exists
if (H exists)

3.3.4. Check if new physical links have to be allocated because capacity of
already allocated links is insuffucient
while (new link allocation necessary)

3.3.4.1. Allocate new physical links over topology
Topology = Topology + newLink
end while
3.3.5. Allocate path
L←H
3.3.6. Update routing table
else
3.3.7. Terminate unsuccessfully
phase2 = false
break;
end if
end for
4. Check if routing phase was successful
if (phase2 = true)

5. Stop phase 2
6. Start phase 3
else
7. Terminate the algorithm
end if
Figure A-5. Phase 2: Multihop routing with link allocation

Phase 3 - Feasibility testing
A feasibility test has been added to verify that all real-time demands can
be met. In case of a positive outcome, our algorithm provides as output the
recommended network topology and a routing table belonging to the traffic
demands. Otherwise, no suitable topology for the target application could be
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found. The theory of the feasibility analysis and the details of its application
in our algorithm are given in the next section.

A.5. Feasibility analysis
In order to determine the performance characteristics for the hard realtime traffic over an arbitrary topology, this section provides a throughput
guarantee and delay bound analysis. Due to the assumption of EDF
scheduling in all end nodes and intermediate routers, the feasibility analysis
suggested in (Hoang et al. 2003) and described in Chapter 2 can be used in a
similar manner for our network, as described below. When comparing the
feasibility analysis of communication with the feasibility analysis in
processor task scheduling, real-time channels correspond to periodic tasks,
where a physical link in the network can be seen as a processor and the
maximum message length in our traffic specification is the equivalent to the
worst-case execution time Ci for the task i in the original analysis.
In our algorithm, the feasibility analysis is conducted for each physical
link, which means that the total end-to-end deadline has to be partitioned
into local single-hop deadlines that are valid for each single hop instead. For
simplicity we have chosen an even distribution of the deadline over the
entire path, i.e., the local deadline D*i corresponds to the end-to-end delay
bound Di divided by the number hops nj that the relevant path j consists of
Di* =

Di
.
nj

(A.5)

Obviously, there are more favourable deadline partitioning schemes, but they
are outside the scope of this work.
However, this type of feasibility analysis assumes fully preemptive tasks.
In an interconnection network, packets normally cannot be preempted, and
consequently the possibility of further delay has to be considered. Therefore,
we define the blocking time Tblocking, which denotes the maximum blocking
time that one (possibly lower-priority) packet can introduce to the system,
i.e., Tblocking equals the transmission time of a maximum size packet. This
compensation results in a further shortening of the local delay bound, as does
the propagation time Tprop of the packet itself. The maximum allowed
queuing delay d therefore is given by
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di = Di* − Tblocking − T prop .

(A.6)

This means that the workload function from Chapter 2 is remodelled as

h (t ) =

  ( t − di )  
 1 +  P   ⋅ Ci .
i


di ≤t 

(A.7)

The feasibility check also has to be adapted to our hop-by-hop
calculations by exchanging the end-to-end delay bound Di with the local
delay bound D*i. In our case of non-preemptive communication, the local
delay bound further has to be exchanged for di because of the possibility of
blockage, which results in the following set:

t ∈ {m ⋅ Pi + di : m = 0,1,2...}

(A.8)

(1)  .
t ∈ 1; Pbusy



(A.9)

i =1

where

The upper and lower boundaries of the interval for t stay unmodified
compared to the original analysis described in Chapter 2. In order for the
whole path to be accepted, all contained hops must be found feasible.

A.6. Case study
The topologies generated by the proposed algorithm are evaluated by
comparing the network efficiency of the generated topologies with that of a
2D-torus, a standard topology for high-performance computer architectures.
In a 2D-torus, each node has four neighbours and the topology has wraparound edges. The efficiency of a given topology is defined as the pair {Unet,
|L|}, where Unet denotes the total network utilization, i.e., the sum of the
utilization Ui for all links i (eq. (A.10)), and |L| is the number of physical
links used, i.e., the sum of the ceiling function of the utilization Ui for all
links i (eq. (A.11)):

U net =  U i

(A.10)

L =  U i .

(A.11)

i

i

In evaluating the efficiency of the different solutions, a lower value of
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Unet signifies a more energy efficient topology since it consumes less of the
total network resources. In cases of similar values of Unet, a lower value of |L|
indicates a more hardware efficient topology, since this topology has more
efficiently allocated links, i.e., a smaller number of links is needed as the
capacity of the existing links is used to a higher degree. Even though it can be
argued that it is better to use all available resources, a larger number of links
with lower utilization could be an indication that the algorithm has chosen
longer paths than necessary. In other words, a low value of |L| indicates an
efficient algorithm that can lead to, e.g., a higher possible amount of
guaranteed real-time traffic.
In order to demonstrate the algorithm’s applicability for use cases with
different traffic patterns it has been tested with two types of radar signal
processing chains. Case 1 is dominated by intense one-to-many and many-toone communication, while Case 2 contains a majority of pipelined traffic and
just a minor amount of one-to-many and many-to-one transmissions. A
detailed specification of the traffic demands is given in Figure A-6 and Figure
A-7. The layout for the 2D-torus configuration was chosen to be 3 × 4 nodes.
Although a 2 × 6 configuration could have been used, the 3 × 4 configuration
was considered to be more flexible and more likely to be used in practice.
The mapping of the nodes and links of the 2D-torus were done manually,
keeping |L| at a minimum. In order to be able to compare the efficiency of
the generated topologies directly with the 2D-torus, the experiments were
carried out with the MAX_LINK constraint (maximum number of input and
output ports for each node) for the generated topologies being set to four.
The proposed algorithm managed to find feasible solutions within the
specified requirements for both cases. As seen in Table A-1 and Figure A-8 to
Figure A-11, the proposed algorithm generated more efficient topologies
than a 2D-torus in both cases. Using the proposed algorithm and a
reconfigurable topology, the experiments show a 10-30 % reduction of the
number of links used and a 20-40 % reduction of the used network
bandwidth, compared to when using a manually configured 2D-torus.
Practically this means that the reconfigurable topologies have more spare
resources and can therefore accept a higher load of real-time traffic in case
that would be requested. The difference is more noticeable in Case 1 because
of the substantial number of one-to-many and many-to-one transmissions.
However, even for the pipelined structure of Case 2, the proposed algorithm
found a more efficient solution. This depends on the fact that several
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transmissions to the same destination require more than one link, and have
to be routed over a multi-hop path in a 2D-torus. The reconfigurable
topology, however, has the opportunity of allocating several parallel links
between node pairs. In the case of one-to-many or many-to-one
communication where the number of parallel transmissions exceeds four, the
usage of multi-hop paths is inevitable due to the MAX_LINK constraint,
independent of the topology. However, a reconfigurable topology gives the
option of a more flexible path allocation compared to the 2D-torus.

3 x 5 x 0.2
G

D
H
B

A

I

E

C
J
F

K
Figure A-6. Case 1: Corner turn traffic demands
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Figure A-7. Case 2: Pipeline traffic demands

Table A-1. Total utilization in the network and total utilization of links
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Figure A-8. Case 1: Topology and traffic allocation produced as a result of the
proposed algorithm
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Figure A-9. Case 1: Topology and traffic allocation mapped onto a 2D-torus
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Figure A-10. Case 2: Topology and traffic allocation produced as a result of
the proposed algorithm
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Figure A-11. Case 2: Topology and traffic allocation mapped onto a 2D-torus

A.7. Conclusions
It is clear that the SoC/NoC community is in need of more powerful
communication networks compared to the commonly used bus hierarchies,
both in terms of flexibility and efficiency. This makes a dynamically
reconfigurable topology a well-suited alternative. However, to fully utilize
the potential of a dynamic topology, efficient tools such as the algorithm
presented in this appendix, are needed. The advantages of using
reconfigurability in a NoC are obvious. The topology can be adapted to
different applications, or different modes of applications, and even different
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traffic patterns in one single application. The proposed topology allocation
algorithm has been shown to produce solutions that outperform a manually
configured traditional topology for high-performance networks. In
comparison with a traditional 2D-torus, the results proved that the
aggregated network utilization could be decreased with approximately 40 %
by using the proposed algorithm.
Possible extensions of the current version of the algorithm include
taking into account system demands for energy efficiency and fault
tolerance. In addition, a more advantageous deadline partitioning could be
used to further improve network performance. The next step of the
algorithm development is the integration of the feasibility analysis in earlier
phases of the actual algorithm and using this additional information when
generating the topology in order to guarantee the timely treatment of hard
real-time traffic.
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