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,Q�WKLV�SDSHU�ZH�SURSRVH�D�VLPSOH�PHWKRG�IRU�ORZ�OHYHO
QDYLJDWLRQ� IRU� DXWRQRPRXV� PRELOH� URERWV�� HPSOR\LQJ� DQ
DUWLILFLDO� QHXUDO� QHWZRUN�� %RWK� FRUULGRU� IROORZLQJ� DQG
REVWDFOH� DYRLGDQFH� LQ� LQGRRU� HQYLURQPHQWV� DUH�PDQDJHG
E\� WKH� VDPH�QHWZRUN��5DZ�JUD\VFDOH� LPDJHV�RI� VL]H����×
��� SL[HOV� DUH� SURFHVVHG� RQH� DW� D� WLPH� E\� D� IHHG�IRUZDUG
QHXUDO� QHWZRUN�� 7KH� RXWSXW� VLJQDOV� IURP� WKH� QHWZRUN
GLUHFWO\�FRQWURO�WKH�PRWRU�FRQWURO�V\VWHP�RI�WKH�URERW��7KH
IHHG�IRUZDUG� QHWZRUN� LV� WUDLQHG� XVLQJ� WKH� 53523
DOJRULWKP�� ([SHULPHQWV� LQ� ERWK� IDPLOLDU� DQG� XQIDPLOLDU
HQYLURQPHQWV�DUH�UHSRUWHG�

�� ,QWURGXFWLRQ

Autonomous mobile robots must have a robust low-level
navigation system in order to work in changing indoor-
environments. In this paper we present a simple navigation
method that handles both corridor following and obstacle
avoidance in indoor environments. We also present some
practical experiments done with the mobile platform
shown in Figure 1. The platform, controlled by the
proposed navigation method, has been tested in different
environments. These experiments demonstrate that the
navigation method might be used in a robust system, able
to navigate in unfamiliar environments.

The navigation system has a simple structure as
indicated in Figure 2. Raw image data forms the input to
an artificial neural network (ANN). After execution, the
ANN output steering signals are directly sent to the motor-
control system. The same ANN is used for both corridor-
following and obstacle avoidance. The ANN is of feed-
forward type and has 736 input signals represented by an
array of 32 × 23 elements. The grabbed images are hence
scaled down from the original resolution to a resolution of

32 × 23 pixels. The images are 256-level grayscale images,
i.e., no color information is used at all in the system. In
Figure 3 and Figure 4, examples of full-resolution images
and their corresponding down-scaled resolution images is
shown. With the visual input shown in Figure 3, the robot
should continue to drive straight ahead since it is learned
to normally drive in the middle of the corridor. With the
visual input shown in Figure 4, the robot should turn to the
right.

The platform is a MM-DD mobile robot platform with
differential drive, manufactured by mecos Robotics AG in
Zürich. A gray-scale CCD-camera pointing 45 degrees

Figure 1: The mobile robot platform used in the
experiments.

Figure 2: Block scheme of the navigation
system.
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downwards is mounted on top of the platform. Images are
grabbed from the camera with a rate of seven images per
second. A Pentium-based computer system handles the
image grabbing, the calculations of the ANN algorithm,
and serves as a man-machine interface. The output from
the ANN is transferred to a 68040-based VME-system that
runs the motor-control system.

Experiments with ANNs for corridor navigation at a
higher level are reported in [1]. However, the ALVINN
project reported in [2] includes experiments more related
to our low-level navigation, but in outdoor environments.
Pomerleau showed how a relatively simple neural network
structure can achieve an outdoor road following behavior.
The primary input to the ANN was an image of the
environment in front of the vehicle. Pomerleau’s system
guided a truck along a road with a network exposed to on-
line learning but could of course not experience training
epochs for situations like driving the vehicle of the road.

To cope with this situation an artificial training set was
created by transforming the images of the road into images
of situations not driving straight on the middle of the road.
We do not apply on-line learning but show that a set of
images and motor control values is adequate to make the
robot navigate in unfamiliar but similar environments to
those trained in.

�� 7KH�$11�DUFKLWHFWXUH

The 8-bit resolution image from the robot, scaled down
to 32 × 23 pixels, was used without any further processing
or scaling as input for the network. As target, the desired
output to the motor is used in a three output winner-takes-
all arrangement, where the binary output units correspond
to turn left, turn right, and go straight ahead, respectively.

    

Figure 3: Visual input when driving in the middle of the corridor. The full resolution image is
shown to the left while the corresponding 32 x 23 resolution image is shown to the right.

   

Figure 4: Visual input when the robot should turn to the right. The full resolution image is
shown to the left while the corresponding 32 x 23 resolution image is shown to the right.



���� 7UDLQLQJ�GDWD

The training data was collected along an eight meter
long section of one corridor, driving in both directions. By
steering both near the walls and in the middle of the
corridor, the robot was trained to take care of different
situations. 250 different scenes were collected and then,
for each scene, manually associated with the desired motor
action. Further, the distribution of the scenes was chosen
so that approximately 20 % of the pictures correspond to
go straight ahead, and the rest equally spread to turn left
and right. The motivation for this is that it is more critical
if the robot’s action is wrong in the case where it is not
driving in the center of the corridor. To train obstacle
avoidance, some of the scenes were taken when driving
around an open door that was blocking half of the corridor
as shown in Figure 5.

���� 1HXUDO�QHWZRUN�VWUXFWXUH

The number of neurons in the hidden layer was
empirically determined. Two neurons gave a network that
could only turn left and right but not stabilize in the center
of the corridor. Three neurons in the hidden layer was
found to be sufficient in order to solve the specific task.
Adding more neurons did not improve the performance
and would only increase the number of free parameters
resulting in a sub-optimal model.

The proposed configuration gives an artificial neural
network with 32 × 23 = 736 linear input neurons, 3
sigmoidal hidden neurons, and 3 sigmoidal output neurons.
Summing up, we will get 736 × 3 + 3 × 3 weights, a total
of 2217 weights.

���� 1HXUDO�QHWZRUN�WUDLQLQJ

One way of speeding up the learning is to use an
adaptive learning rate scheme. Therefore, RPROP [3],
5HVLOLHQW� 3URSDJDWLRQ, was chosen. It uses the sign
changes in the gradient to adapt the step size. In principle,
if the gradient changes sign one update after the other , we
are close to a minima and should reduce the step size. If
the gradient has the same sign we should increase the step
size (accelerate the learning). In fact, the Backpropagation
with momentum algorithm did not converge at all as shown
in Figure 6, so RPROP was really needed.

A neural network with a large number of free
parameters, weights, and relatively few training examples,
suffers a big risk of overfitting to the training data. This
results in a neural network model not able to generalize
well on new data. In order to keep a good generalizing
ability and not over fit the model, early stopping was used
for regularization and determines when to stop the training,
shown in Figure 7. To do the early stopping a validation

Figure 5: The robot should drive through the
corridor avoiding the door.

Figure 6: The backpropagation learning
algorithm shows no convergence.

Stop Point
Training Error

Validation Error

Figure 7: Early stopping was used to determine
when to stop the training.



set is required. Therefore the training data was split into
two sets, 200 of the scenes were used for the training while
50 scenes were used as a validation set.

The best generalization was obtained within 100 epochs,
shown in Figure 8. The performance of the training session
in terms of misclassifications is shown in Table 1.

���� $QDO\VLV�RI�WKH�QHXUDO�QHWZRUN

If we first consider the input to hidden unit
transformation, we can identify fields in the weights,
Figure 9. These fields correspond to properties of the
images and how the images represent the environment in
front of the robot, Figure 3. The weights are shown divided
into two images. The first image shows the sign of each
weight, where black represent a negative weight and white
represent a positive weight. The second image shows the
strength of each weight, where dark colored weights
represent stronger weights and lighter colored weights
represent weaker weights. Viewed in combination they
show the function of the input to hidden units transform

and by doing so we can interpret how the actions of the
robot are determined. The first and second hidden unit
shows some resemblance, if one of them is mirrored they
show similar structures, a field of weights with positive
sign approximately 45 degrees of angle across the figure.
The third hidden unit has a symmetry in the weights over
an imagined center axis. In addition it has two fields in the
top corners of the weight figures corresponding to the
lower part of the wall and the floor of the figure shown in
Figure 3 and Figure 4.

In the transform from the hidden units to the output
units, the activation of the hidden is bounded by a
sigmoidal function with bounds { 0,1 }. Thus by fixing the
activation of one of the hidden units we can view the
function in a 3D picture, Figure 10. The figure shows the
activation of the winning output unit, in the winner-take-all
configuration, when the third hidden unit is locked to 0.5.
The function can, simplified, be expressed as:

LI (H1 → 0) $1' (H2 → 1) $1' (H3 → 1)
WKHQ { Output 1 = Winner } // Turn Left

LI (H1 → 1) $1' (H2 → 1) $1' (H3 → 0)
WKHQ { Output 2 = Winner } // Straight Ahead

LI (H1 → 1) $1' (H2 → 0) $1' (H3 → 1)
WKHQ { Output 3 = Winner } // Turn Right

where H1-H3 stands for the activation of hidden unit 1 to
3, respectively.

Figure 8: The network converges when trained
with the RPROP learning algorithm.

7UDLQLQJ�VHW 9DOLGDWLRQ�VHW
STATISTICS ( 200 patterns ) STATISTICS ( 50 patterns )
Wrong :   3.50 %  ( 7 pattern(s) ) Wrong : 14.00 %  ( 7 pattern(s) )
Right : 96.50 %  ( 193 pattern(s) ) Right : 86.00 %  ( 43 pattern(s) )
Error : 17.123461 Error : 10.784163
MSE : 0.0856173 MSE : 0.21568

STATISTICS FOR CLASS: 7851�/()7 STATISTICS FOR CLASS: 7851�/()7
Wrong :   1.19 %  ( 1 pattern(s) ) Wrong :     0.00 %  ( 0 pattern(s) )
Right : 98.81 %  ( 83 pattern(s) ) Right : 100.00 %  ( 21 pattern(s) )

STATISTICS FOR CLASS: 675$,*+7 STATISTICS FOR CLASS: 675$,*+7
Wrong :   7.69 %  ( 3 pattern(s) ) Wrong : 22.22 %  ( 2 pattern(s) )
Right : 92.31 %  ( 36 pattern(s) ) Right : 77.78 %  ( 7 pattern(s) )

STATISTICS FOR CLASS: 7851�5,*+7 STATISTICS FOR CLASS: 7851�5,*+7
Wrong :   3.90 %  ( 3 pattern(s) ) Wrong : 25.00 %  ( 5 pattern(s) )
Right : 96.10 %  ( 74 pattern(s) ) Right : 75.00 %  ( 15 pattern(s) )

Table 1: Training statistics.



Figure 9: The weights of the hidden nodes shown with the sign (top figure) and the magnitude
(bottom figure). In the top figure negative weights are represented by black and positive by white. In
the lower figures’ weights with higher magnitude are represented by darker grayscale values, and
vice versa. From left to right, weights of hidden node 1, hidden node 2, and hidden node 3,
respectively.

Figure 10: The function of the hidden to output layer transform, represented by the activation level of
the winning node in the winner-take-all output when the third hidden node is held constant at 0.5.

H3 = 0.5



�� ([SHULPHQWDO�UHVXOWV

The robot was first tested in the corridor where it was
trained, Figure 5. The robot tries to avoid hitting the door
as shown in Figure 11. Normally the robot managed to
avoid the door. However, the robot did not always begin in
time to steer around the door and in some cases it begins
steering towards the middle of the corridor again to early.
This is caused by the limited range of sight. In the figure,
the door is already out of sight. Experiments with a
different mounting angle of the camera or with two
cameras are therefore proposed. Figure 12 shows how the
robot managed to pass the door in a normal case. When the
door is not in sight, the robot drives in the middle of the
corridor very robustly.

In Figure 13, the robot manages to turn to the right,
driving around a corner. The same network with the
training session described above was used. In other words,
the robot was not trained to drive around corners but did
manage it anyhow. Although the question of success or not
is dependent on how the robot is approaching the corner in
Figure 14, the performance was very good. The matter of
success or not due to the limited range of sight is not so
critical, in contrast to the avoidance of the door. This is
because the robot is not forced to drive such close to the
wall as it has the whole width of the corridor to work in.
However, the corner is also out of sight early as shown in
Figure 15.

Examples of other tested, but not trained, environments
that the robot managed in most cases are: following a
single wall, driving in corridors narrower than the one
trained in, driving through a corridor with people standing
along both walls. We can hence draw the conclusion that
the method is promising for future robust robot navigation.

Figure 11: The robot is on the way to pass the
door but is not at this moment able to see the
door any more. The driving direction is
towards the reader.

Figure 12: The robot managed to drive straight through the corridor while avoiding collision with the
open door.

Figure 13: The robot managed to turn
around a corner.



�� &RQFOXVLRQV

We have described a method for low-level navigation
using a simple feed-forward neural network. The artificial
neural network is analyzed and experimental results are
presented. The reported experiments show how the robot
manages corridor following and obstacle avoidance both in
familiar environments and in environments that were not
included in the training set. We can hence draw the
conclusion that it is a promising method potential to be
included in future autonomous mobile robot systems.
Suggestions for future work include experiments with

different mounting angles of the camera and different
lenses. A possibility may be to have two cameras with
different mounting angles and/or different lenses.
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Figure 14: The robot should choose the only
possible way, i.e., turn to the right at the end
of the corridor.

Figure 15: The robot is turning to the right at
the end of a corridor. The driving direction is
towards the reader. The corner in the left part
of the figure is already out of sight.


