
 

 Abstract

 

In modern and future radar applications there are
high demands on the signal processing chain in terms
of computational power and generality. At the same
time, there are hard size and power consumption con-
straints. This paper reports on a project whose aim is
to find a good scalable computer architecture that is
flexible, programmable and as general-purpose as
possible without too much performance loss. 

The proposed architecture consists of multiple
SIMD computing modules, each based on a number of
small mesh arrays. The modules are fully programma-
ble and work globally as a MIMD machine and local-
ly as SIMD machines. The data network is modular
and provides both high bandwidth capacity and fast
response. It has a fiber-optic stars topology, and em-
ploys time and wavelength division multiplexing, to-
gether with a medium access method specially
developed for real-time systems. 

In this paper, we use a radar system with 64 pro-
cessing channels to illustrate the algorithms and the
usage of the processor modules. We show that it is
possible to use a machine, consisting of small mesh
processor arrays forming larger modules, with good
efficiency. The building blocks show good balance be-
tween computational power and I/O bandwidth, and
the SIMD approach seems good from algorithm-map-
ping point of view.

 

1. Introduction

 

In modern and future radar applications
there are high demands on the signal pro-
cessing chain, which consists of digital
beamforming, doppler filtering, pulse com-
pression, and CFAR processing. Moreover,
in addition to high computational power,
there is a requirement for generality, i.e., the
ability to handle many different modes of op-
eration. In adaptive beamforming and space-
time adaptive filtering, the computational de-
mands can raise to hundreds of GFLOPS. At
the same time, there are size and power con-

sumption constraints. Therefore, new paral-
lel computing modules are required, as well
as new overall system architectures. This pa-
per reports on a project whose aim is to find
a good scalable computer design that is flexi-
ble, programmable and as general-purpose as
possible without too much performance loss. 

As the group already has experience in the
design of linear array connected SIMD com-
puters for image processing, neural networks
and linear algebra [1][2][3], a first hypothe-
sis was to use the linear array machine as a
building block. This machine could be used
in radar signal processing and, indeed, it al-
ready is [4]. A problem, though, with this
type of machine, is that it is hard to squeeze
out enough parallelism from the machine.
Therefore, the next step in spatial parallel-
ism, the two dimensional array, is investigat-
ed. The square-mesh configuration has the
advantage of straightforward algorithm map-
pings, and is also suited for VLSI implemen-
tation.

The two-dimensional arrays are also well
known in the literature, and a number of ma-
chines have been built (MasPar [5], Connec-
tion Machine [6], MPP [6], DAP [6], and
others). Numerous mappings of linear alge-
bra algorithms have been done on these ma-
chines with good results. These machines are
not efficient, though, when the calculations
are too small for the machine size, i.e. a 32
by 32 matrix problem is hard to fit well on a
65k processor machine. It can therefore be
stated that the mesh is a promising architec-
ture, and that small meshes, fitting the prob-
lem sizes, connected in an appropriate
manner can be interesting to study.
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There exist commercial machines, such as
the rugged Litton-Maspar system [7], which
could be of interest here if changes in the
processor-module control and intermodule
communication are made. Still, the existing
commercial processor modules are too rigid
to handle the variations in the radar system
parameters in an efficient way. Therefore, a
more flexible processor module concept is
introduced here.

 

2. The Processor Module

 

The processor modules used for the ma-
chine in the study is shown in Figure 1. Each
module consists of an arbitrary number of 8-
by-8 meshes working in a SIMD fashion.
The number of meshes is determined when
the radar system is designed, i.e., when the
number of input channels is chosen. The pro-
cessor arrays are connected to I/O-buffers,
memory, and each other. A module has two
external communication links, a low speed
control network and a high speed data net-
work. The module is controlled by a master
processor via the I/O controllers and the ar-
ray control unit. The array control unit con-
trols the processor array(s) in a SIMD
fashion. Internally, the processors (PEs) in
the processor array are connected in a mesh
with nearest neighbor connections (x-grid),
together with row and column broadcast
lines. In the array, computations and inter-PE
communication can be performed simulta-
neously.

 

FIGURE 1.  A processor module.

 

For the purposes of this report the modules
are viewed on an abstract level to show the
essentials of the algorithms and mappings.
Other issues as the PE design and implemen-
tation aspects will be dealt with elsewhere.

 

3. Inter-Module Communication

 

A high-performance interconnection net-
work is required to handle inter-module
communication. The main demands put on
the network are modularity, high aggregated
bandwidth, deterministic latency, and guar-
anteed node bandwidth. In this section we
give an overview of the interconnection net-
work described on the conceptual level in
[8], and in detail in [9]. The network utilizes
fiber-optics and is primarily targeted for em-
bedded real-time systems and massively par-
allel systems. 

Each processor module in the system has a
communication unit connected to the I/O
lines shown in Figure 1. When using the
deadline-guaranteeing services of the pro-
posed MAC (Medium Access Control) pro-
tocol, the time-critical data flow is
guaranteed not to be disturbed by the transfer
of non time-critical status information.

First, we will present the network architec-
ture, followed by a description of the real-
time features of the MAC protocol. We de-
note the protocol as TD-TWDMA (Time-
Deterministic Time and Wavelength Division
Multiple Access).

 

3.1 Network Architecture

 

The star topology is chosen for the inter-
connection network. The nodes are connect-
ed by optical fibers and a passive optical star.
All incoming messages to the star are distrib-
uted to all nodes in the cluster by splitting
the light. Multiple Gb/s channels are
achieved by WDM (Wavelength Division
Multiplexing) [10]. Fixed-wavelength trans-
mitters and tunable receivers are used to ac-
cess the channels in a cluster, see Figure 2.
Each transmitter has a unique wavelength.
Hence, the number of channel equals the
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number of nodes. With this architecture, the
broadcast function is naturally embedded.

 

FIGURE 2.  Passive optical star network with fixed
transmitters and tunable receivers.

 

When building large networks, multiple
passive optical stars are used, forming a star-
of-stars topology. As each cluster in the star-
of-stars network has the same design and
MAC protocol as the single-star network we
will concentrate on describing a single clus-
ter.

 

3.2 Real-Time Features

 

In addition to WDM, TDM (Time Division
Multiplexing) is used, so that the access to
each receiver is divided into cycles of equal
length. The cycles are further divided into
slots. Because every transmitter has its own
home-channel the only conflict that can ap-
pear is when two or more nodes want to
transmit to the same node at the same instant.
To prevent this conflict, slots in the network
are allocated by a distributed slot-allocation
algorithm.

The main function of the TD-TWDMA
protocol is to allocate the time-slots to ap-
propriate nodes based on what bandwidth
demands the nodes have. These bandwidth
demands are transmitted in advance on the
same channels as the data is transmitted on.
Also, each node can reserve a number of
slots for guaranteeing real-time services.
This gives a known minimum number of
slots where data can be transmitted. The me-
dium access control layer can then offer the
higher layers services for guarantee-seeking
messages. If the reserved bandwidth is suffi-
cient for the message to meet its deadline,

then a guarantee is given. If not, the message
will be rejected immediately so the owner
will have time to handle the situation. The
assignment of reserved slots can be changed
during run-time either by higher layers, by a
development system, or by having slot-as-
signment schemes for several working
modes stored in the nodes. 

 

3.3 Summary

 

In the application case which we consider
in this paper, a single star network is enough
to interconnect all nodes. However, as re-
ported in [9], the system scales to nearly 300
nodes, without breaking the latency budget,
when using the star-of-stars topology. When
trimming the parameters which set the laten-
cy, even bigger systems are possible. 

 

4. A Sample Radar System

 

The example radar system is a phased ar-
ray antenna system intended to serve as a
base for evaluations of the suitability of pro-
posed system architectures. 

In this system 64 lobes are created using
64 receiver channels. The data rate in to the
beamformer is 2 MHz. During a 

 

Coherent
Processing Interval (CPI)

 

, a number of puls-
es are transmitted and pulse samples are col-
lected. A sample corresponds to a certain

 

pulse

 

, receiver 

 

channel

 

, and time of collec-
tion, i.e. the 

 

distance

 

 to target. The radar has
to work in different modes and thereby the
number of pulses and range samples per
pulse can vary.

 

FIGURE 3.  The radar signal processing.

 

The size of the complete data block gener-
ated during the integration time is approxi-
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mately 8 MByte. Each data element is a
complex number (16 bits I and Q, respective-
ly). The data from the receiver channels is
fed into the signal processing chain illustrat-
ed in Figure 3.

In this example, processor modules each
with eight 8x8 meshes are used. A module is
shown in a simplified form in Figure 4.

 

FIGURE 4.  The processor architecture.

 

Based on [11], the following subsections
briefly describe the different signal process-
ing steps and their mappings onto the sug-
gested architecture. For every step, the
computing demands, and module I/O band-
width demands, are given.

 

4.1 Digital beamforming

 

The beamforming can be expressed math-
ematically with a matrix by vector multipli-
cation according to (EQ 1). The vector 

 

x

 

contains the signals in the receiver channels.
The element 

 

x

 

m

 

 is the signal in receiver chan-
nel 

 

m.

 

 

 

W

 

 is a matrix with complex weight
factors 

 

w

 

mn

 

. The signal in the created beam

 

m
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(EQ 1)

 

The weight vectors can be chosen so that
the beamforming is restricted to create a
number of equally distributed beams in the
antennas cover area. In that case (EQ 1) is a
Discrete Fourier Transform (DFT), which
means that a Fast Fourier Transform (FFT)

algorithm can be used to reduce the calcula-
tions.

Here, a form of a hybrid of FFT and ma-
trix-by-vector calculations for computing the
DFTs, is used. A DFT is divided into several
steps, each consisting of a number of smaller
DFTs. These DFTs are calculated with ma-
trix-by-vector calculations which fit in the
meshes. 

The 8-by-8 sub-meshes are used for com-
puting local DFTs. The interconnection net-
work is used for distributing the results.
Figure 5 shows the data transport and organi-
zation for the algorithm on the sub-meshes.

 

FIGURE 5.  Computing a 64 point DFT using sub-
mesh transformations.

 

Every 8x8 mesh shall perform matrix by
vector multiplications. The multiplications
are carried out in a systolic way. The matrix
is present in the processor array with one ele-
ment per processor and the vectors are fed,
one by one, into the array. The vectors and
the accumulated sums are propagated, by us-
ing the processors’ nearest neighbor commu-
nication, through the array. The results
appear on the side opposite to the side where
the input vectors were fed in.

For the digital beamforming, two proces-
sor modules, with 

 

16 MOPS/PE

 

, are re-
quired. The bandwidth in and out to/from
this step, as well as between the two mod-
ules, is 

 

512 MB/s 

 

4.2 Pulse compression

 

The goal of the pulse compression step is
to collect all received energy from one target
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into a single range bin. The phase or frequen-
cy of the received signal is correlated with
the pulse code. Here, the pulse compression
is a convolution of the received signal 

 

x(n)

 

with its pulse code 
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]

 

 according
to (EQ 2).

 

(EQ 2)

 

The rows in the processor meshes act as
individual linear arrays. The PEs on a row
each holds one element of the pulse code ac-
cording to the principle in Figure 6, where
one of the rows in the array is shown. The
pulses, 

 

x

 

, are fed into the arrays from the left
side via the broadcast lines. The current in-
put element, 

 

x(n)

 

, is distributed to all the PEs
in that row. Each PE calculates the product
of the broadcast input and its element of 

 

w

 

.
The product is added to an accumulated sum
from the PE’s left neighbor. The new accu-
mulated sum is sent to the right neighbor.
The rightmost PE produces the resulting 

 

y

 

. 
If the pulse code is longer than 8, each PE

holds more than one element of the code. In
this case, several modules must perform the
calculations in a time-interleaved fashion.

 

FIGURE 6.  Convolution using broadcast.

 

For this calculation step, the number of re-
quired modules depends on the length of the
pulse code. Each PE must be capable of per-
forming

 

 16 MOPS

 

. The bandwidth in and out
at this step is 

 

512 MB/s

 

.

 

4.3 Doppler filter bank

 

The doppler filter bank transforms the
pulse bins to velocity bins. During a CPI a
number of pulse samples are collected. For
every single lobe, the pulses corresponding
to the same range are processed using a DFT.

The number and the size of the DFTs are de-
pendent on the radars working mode.

In the doppler filter bank, the same pro-
cessing is to be performed as in the beam-
former, with one difference though, the data
will be arranged in rows instead of in col-
umns, i.e., the pulses are stored in one row
for each processor row, see Figure 7.

 

FIGURE 7.  The data matrix as it enters the dop-
pler filter bank. Each row in the processor gets one
beam channel to process.

 

The lengths of the filters can vary from 16
to 512, but the amount of data will be the
same, i.e., the data frequency will be 2MHz.
For instance, in a given interval there can be
64 range samples and 128 pulses for each
range, or 128 range samples and 64 pulses
for each range. Therefore, the processors
must be capable of performing many short
DFTs or a few long ones.

A way of computing the DFT is to let the
rows in the machine act as independent lin-
ear arrays and use the radix-2 FFT algorithm.
Each row calculates 2-, 4- or 8- point FFTs,
which are combined together via the PE
memories. Thereby the DFT is formed.
When computing 8-point FFTs, the speedup
for an eight processor array is about 7 rela-
tive to a single processor. Thus, the efficien-
cy is 7/8, i.e., 87.5%. The overhead is caused
by limitations in the communication and I/O
network. The efficiency for the 2- and 4-
point FFTs is somewhat lower. The 2- and 4-
point transforms have efficiencies of 62.5%
and 81.3%, respectively.
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When using one processor module for the
doppler filtering, 

 

10 MOPS/PE

 

 are required
if 16-point DFTs are to be calculated within
the stated time. If 512-point DFTs are to be
calculated, 

 

21 MOPS/PE

 

 are needed. The
bandwidth in and out to/from this step is 

 

512
MB/s.

 

In summary, the DFTs can be computed
with good efficiency on the mesh of meshes
architecture. Further, notice that the length of
the DFT does not affect the computational
demands on the PEs significantly.

 

4.4 Envelope Detection

 

Envelope detection removes, by an abso-
lute-value calculation, the phase information
from the samples. The absolute-value can be
approximated according to (EQ 3):

 

(EQ 3)

 

In this case there are no data dependencies
between the different data elements, which
means that there is great freedom in the map-
ping of the calculations on the PEs. A PE
must have a performance of 

 

18 MOPS

 

 to per-
form one absolute-value calculation in 500
ns. If the envelope detection not share the
same module as another calculation step, the
bandwidth in to this step is 

 

512 MB/s

 

. The
bandwidth out is 

 

256 MB/s

 

.

 

4.5 CFAR

 

The

 

 Constant False Alarm Ratio (CFAR)

 

processing is intended to extract possible tar-
gets from the data. This function can be ac-
complished in a number of more or less
intelligent ways, see [12]. In general, the sta-
tistics of the cells surrounding the cell under
test (CUT) are approximated and a threshold
is set accordingly. The CUT is a possible tar-
get if the amplitude is higher than the thresh-
old. The noise distribution is normally
determined in the range direction only, but in
some cases nearby doppler channels and/or
lobes can be used. The filters can be one-di-

mensional in each direction or formed as
planes/volumes in two, three or more dimen-
sions, see Figure 8.

 

FIGURE 8.  Five filter configurations: One-, two-
and three- way cross, plane, and cube.

 

In [12] it is shown that only a limited num-
ber of cells are needed to reach a good ap-
proximation of the noise level.

For example, if a neighborhood of 3 dop-
pler channels, 3 lobes and 3 range samples is
used then the CUT is considered a possible
target if its value, multiplied with a threshold
constant, is larger than k neighbor cells, i.e.,
if clvr in (EQ 4) is greater than k.

(EQ 4)

l,v,r are the indices in beam, velocity and
range, a is the amplitude and T is the thresh-
old.

Because we work in several dimensions in
the data block, a key problem is the data
transport. A way to overcome this problem is
to let the PEs on nearby rows work with
nearby beams. This makes data sharing pos-
sible. The calculations can then be carried
out in a systolic fashion with a good balance
in communications and computations. 

Using this scheme, one processor module
with 20 MOPS/PE is required. The band-
width in to the module is 256 MB/s. The out-
put bandwidth, which depends on the
number of detected possible targets, is much
lower than the input bandwidth.

4.6 Summary
A block view of the complete system is

shown in Figure 9. The system consists of 5
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modules with 512 processors each. There are
also two memory modules for buffering and
corner turning of data. The total computing
power is 60 GOPS. The modules are de-
signed for a processing performance of 12
GOPS (24 MOPS/PE) and an I/O bandwidth
of 512 MB/s.

FIGURE 9.  The complete system.

In the mapping of the algorithms we have
shown that is possible to use identical pro-
cessor modules for all the steps in the signal
processing chain. The complete system is ca-
pable of handling varying system parame-
ters, like pulse repetition frequencies. When
using identical modules throughout the sys-
tem it is possible to move tasks from one
module to another and/or have hot-swap
modules in the case a module crashes.

5. Conclusions
This paper shows that the multiple SIMD

mesh structure can be efficiently utilized in
all steps of a typical signal processing chain
for a radar system. The system is also capa-
ble of scaling in different dimensions, like
the number of input channels, the lengths of
the DFTs, the types of extraction algorithms,
and the VLSI performance. The approach re-
sults in an affordable high end computing
platform, without such a large loss in gener-
ality as the pure “systolic” array concept in-
curs. At the same time, the small mesh
modules can fit nicely into different perfor-
mance demands, i.e., MCM modules can be
built using an appropriate number of meshes,
connected in a suitable pattern.
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