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Abstract

Advanced embedded systems can consist of many sensors, actuators and pro-
cessors that are deployed on one or several boards, while having a demand of
interacting with each other and sharing resources. Communication between
different components usually has strict timing constraints. There is thus a
strong need to provide solutions for time critical communication. This thesis
focuses on both the support of real-time services over standard switched Eth-
ernet networks and the improvement of systems’ real-time characteristics, such
as reducing delay and jitter in processors and on communication links.

Switched Ethernet has been chosen in this work because of its major advan-
tages in industry; it supports higher bit-rates than most others current LAN
(Local Area Network) technologies, including field buses, still at a low cost.
We propose using a star network topology with a single Ethernet switch. Each
node is connected to a separate port of the switch via a full-duplex link, thereby
eliminating collisions. A solid real-time communication protocol for switched
Ethernet networks is proposed in the thesis, including a real-time layer between
the Ethernet layer and the TCP/IP suite. The network has the capability of
supporting both real-time and non real-time traffic and assuring adaptation to
the surrounding protocol standards.

Most embedded systems work in a dynamic environment, where the precise
behavior of the network traffic can usually not be predicted. To support real-
time services, we have chosen the Earliest Deadline First scheduling algorithm
(EDF) because of its optimality, high efficiency and suitability for being used in
adaptive schemes. To be able to increase the amount of guaranteed real-time
traffic, the notion of Asymmetric Deadline Partitioning Scheme (ADPS) is
introduced. ADPS allows distribution of the end-to-end deadline of a message,
sent from any source node in the network to any destination node via the
switch, into two sub-deadlines, one for each hop according to the load of the
physical link that it must traverse.

For the EDF scheduling algorithm, the feasibility test is one of the most
important techniques that provides us with information about whether or not
the real-time traffic can be guaranteed by the network. With the same com-
putational complexity as the feasibility test, a method has been developed to
compute the minimum EDF-feasible deadline for a real-time task. The impor-
tance of this method in real-time applications lies in that it can be effectively
used to reduce the response times of specific control activities or limit their
input-output jitter. To allow more flexibility in the control of delay and jitter
in real-time systems, a general approach for reducing task deadlines according
to the requirements of individual tasks has been developed. The method allows
the user to specify a deadline reduction factor for each task in order to better
exploit the available slack according to the tasks’ actual requirements.
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Sammanfattning

Avancerade inbyggda system kan best̊a av många sensorer, aktuatorer och pro-
cessorer, distribuerade p̊a ett eller flera kretskort, medan det oftast finns krav p̊a
samverkan mellan komponenter och delning av gemensamma resurser. Kommu-
nikationen mellan komponenter i s̊adana system har oftast strikta realtidskrav.
S̊alunda finns ett stort behov av nya lösningar för tidskritisk kommunikation,
vilket är starkt begränsat i dagens industriella nätverk. Denna avhandling har
fokus p̊a stöd för realtidstjänster över standard, switchat Ethernet-nätverk,
samt förbättringar av realtids-karakteristiken i distribuerade system, som till
exempel reduktion av fördröjning och jitter i processorer, s̊a väl som över kom-
munikationslänkar.

Switchat Ethernet har valts som kommunikationsmedium p̊a grund av dess
stora fördelar i industriella tillämpningar; Ethernet stödjer högre bithastigheter
än de flesta andra LAN-teknologier, inklusive fältbussar, till en l̊ag kostnad.
Vi förespr̊akar nätverk av noder kopplade i stjärntopologi, med en ethernet
switch i centrum. Varje nod är kopplad till en separat port i switchen via
en full-duplex ledning, vilket eliminerar kollisioner. I avhandligen föresl̊as ett
solitt realtids-protokoll för switchat ethernet, vilket kan implementeras i ett
extra realtids-lager mellan Ethernet-lagret och TCP/IP-lagret. Nätverket ges
därmed förmåga att stödja b̊ade realtids- och icke realtids-trafik. Denna metod
garanterar ocks̊a kompatibilitet med angränsade protokollstandarder.

De flesta inbyggda system används i dynamiska miljöer, där det ofta är
omöjligt att förutsäga ett precist beteende. För att stödja realtidstjänster
i s̊adana miljöer, har vi valt Earliest Deadline First (EDF) algoritmen för
schemaläggning. Detta p̊a grund av dess optimalitet, höga effektivitet och
lämplighet för adaptiv schemaläggning. För att öka mängden garanterad re-
altidstrafik, introducerar vi Assymetric Deadline Partitioning Scheme (ADPS).
ADPS möjliggör distribuering av end-to-end deadlines, för meddelande skickat
fr̊an n̊agon nod till en annan nod via en switch, genom partitionering till tv̊a
sub-deadlines; dessa är anpassade för lasten p̊a varje länkhopp.

För EDF-schemaläggare är feasibility-testet en av de viktigaste teknikerna
för att avgöra huruvida realtidstrafik kan garanteras eller ej. I avhandlingen
presenteras en ny algoritm, med samma komplexitet som feasibility-testet, för
beräkning av minimala EDF-feasible deadlines. Betydelsen av denna metod
i realtids-tillämpningar är att den kan användas effektivt för att reducera re-
sponstiden i specifika regleraktiviteter, eller för begränsning av jitter. Slutligen
presenteras även en mer generell och flexibel metod, ocks̊a med syfte att reduc-
era fördröjning och jitter. Skillnaden är att denna metod till̊ater specifikation
av en individuell reduktionsfaktor för varje task, med syfte att bättre exploatera
outnyttjad kapacitet inom ramarna för de ursprungliga kraven.
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2 Introduction

1.1 Motivation

As a result of fast technological development, distributed real-time embed-
ded (DRE) systems are becoming common in various application areas, from
industry to our daily life. Examples include automobile engines, the auto-
motive industry, avionics, telecommunication and consumer electronics. The
complexity of DRE systems is also increasing rapidly. A system consists of
many sub-systems that interact with each other. As a consequence, the cor-
rectness of a system depends on all of its sub-systems’ functionalities and the
interconnections between them. In many cases, DRE systems require that in-
formation between different parts of the system must be delivered in a timely
and deterministic way.

When designing a DRE system, one must specify timing constraints to en-
sure that the system functions correctly. Timing constraints can be present at
different levels, depending on the applications. In a control process, for exam-
ple, the messages from sensors must be sent to the control processor within a
certain time (deadline). If deadlines are missed, the functioning of the system
may fail; such applications are usually referred to as hard real-time applica-
tions. In some other applications, such as multimedia or video conferencing,
delays of the messages that are sent over the network can influence system
performance and quality of services; these are referred to as applications with
soft real-time requirements. Likewise, the traffic over the interconnection net-
work in a DRE system can be referred to as hard or soft real-time traffic.
Many applications consist of both hard real-time and soft real-time traffic.
Some other applications, such as the downloading of data from the Internet or
off-line computations, where no timing requirements exist, are considered non
real-time applications. Figure 1.1 [Stewart, 2001] illustrates the spectrum of
real-time applications.

Non real-time Soft real-time Hard real-time

Computer 

simulation

User

Interface
Internet

Cruise 

control

Telecommu-

nications

Flight 

control

Figure 1.1: Spectrum of real-time applications.

The work in this thesis is motivated by the need of having an efficient
method to support real-time communication in DRE systems and the need of
improving the system’s real-time characteristics. In addition, it is important
to mention that we aim to support both real-time and non real-time commu-
nication.

One of the most attractive technologies that has the potential to support
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real-time communication is Ethernet. Ethernet has evolved to higher and
higher bit-rates and is now available with bit-rates up to 10Gbps. It is simple
to manufacture and is low cost. Ethernet, with its associated protocols such
as IP, TCP and UDP, has a wide range of applications; it almost allows us to
connect anything, anywhere. In particular, full-duplex switched Ethernet has
excellent characteristics for real-time communication. This will be discussed in
Chapter 3.

In this thesis, we will present a solid solution for supporting real-time traffic
over switched Ethernet as well as methods for improving the performance of
DRE systems.

1.2 Real-time communication

Basic concepts

Actuator Process Sensor

Controller

Network

Figure 1.2: Example of a control network.

Communication protocols play a crucial role in distributed real-time sys-
tems. Tasks are executed in different processors and the results are sent as
messages via the network. In general, a communication delay is composed
of both delays in transmitting messages over the communication medium and
delays in delivering messages to their destinations. In order to meet all the
tasks’ timing requirements in a hard real-time system, the communication de-
lay between the sender and the receiver must be bounded. For example, in
a control loop (Figure 1.2), sensors, actuators and a controller are connected
to the network. The controller communicates with sensors and actuators by
receiving and sending messages over the network [Nilsson, 1998]. There are
three different kinds of delays that can occur when a control message is sent
from a sensor node to an actuator node:
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• communication delay between the sensor and the controller

• computation delay in the controller

• communication delay between the controller and the actuator

The lengths of the communication delays on the system depend on the network
load and the priorities of other traffic in the system. In many cases, the resulting
delays vary in a seemingly random fashion that might cause jitter in the system.
The jitter of a connection is defined as the maximum absolute difference in the
delay experienced between any of two packets on that connection [Verma et al.,
1991]. Delays in delivering messages can also affect the completion time of the
related tasks’ executions, making the tasks miss their deadlines. Therefore,
the goal of hard real-time communication protocols is to provide guaranteed
real-time message delivery. Aras et al. [Aras et al., 1994] summarized some
desirable properties of real-time communication:

• low jitter

• low latency

• easy integration with non real-time traffic

• adaptability to changing network and traffic conditions

• good performance

Besides the above properties, there are a number of other things that must be
considered when describing a communication protocol, such as network topolo-
gies, switching strategy and traffic characteristics.

Network topologies

Three main types of network topologies are used in DRE systems: ring, bus
and star topologies (Figure 1.3).

• In a ring network, all the nodes are connected to a ring, in which data
are passed from node to node. Normally, a token is used to identify the
node that is allowed to transmit data.

• In a star network, all nodes are connected to a central server (i.e. switch
or hub). A node communicates with other nodes via the server.

• In a bus network, all nodes are connected to the same physical cable,
which can be accessed by only one node at a time.
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Computer
Computer

Computer

Computer

Computer

Computer

Computer

Computer

ComputerComputer

Ring

Star

Bus

Figure 1.3: Network topologies.

In a ring network topology, a token can get lost or several tokens be gener-
ated, which may possibly cause a collision between messages in the network.
Bus topology networks often use a random access protocol to access the bus.
Because of this random access, collisions may appear and should be resolved
by an improved network protocol. In contrast with random access protocols, a
TDMA (Time Division Multiple Access) protocol can be used. In fact, TDMA
has been used as the basic protocol for real-time communication [Kopetz et al.,
1982].

In a star network topology, the central node can control the traffic in the
network, which makes it easier to provide time deterministic communication.
In this thesis, we assume a star network topology with an Ethernet switch as
the central node.

Switching strategy

Circuit switching and packet switching are two ways of communicating in a
network.

In circuit switching, when a source node wants to send messages to a des-
tination node, a circuit will be set up between them for the duration of the
transfer time. If another node in the network also wants to use a part of or the
whole circuit for its traffic, it has to wait until the transmission is completed.
Once a circuit is established, it is exclusive to the owner.

In packet switching, a message is broken into packets of different sizes de-
pending on the specific communication standard. Packets contain two parts:
header information, such as source and destination addresses, and data.

In the communication community, packet switching has been used widely
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Task A
Task B

Ethernet

Node 1 Node 2

Generation 

delay Queing delay 

(input)

Network 

delay
Deliver 

delay

Figure 1.4: General end-to-end delay of a message in a communication network.

because of its flexibility and ability to do statistical multiplexing. All nodes
in the network can share the network resource equally, which can increase
network utilization. Packet switched networks are natural candidates for real-
time communication [Kandlur et al., 1994].

End-to-end delay

Figure 1.4 illustrates the general end-to-end delay of a message in a distributed
network [Tindell et al., 1995]. When an application task (task A) in node
1 wants to send a message to a task (task B) in node 2, it first generates a
message and puts it in a queue in node 1. After leaving the queue, the message
will access the communication medium and be transmitted to node 2. It will
be processed in node 2 before arriving to task B. The total end-to-end delay of
a message includes:

• generation delay: the time it takes to completely generate a message

• queuing delay: the time during which the message is stored in the input
queue before getting access to the network

• network delay: the time it takes to transfer a message over the commu-
nication network, i.e. from the source node to the destination node

• delivery delay: the time required to process the message in the destination
node before sending it to the destination task
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Message scheduling

Real-time communication can be divided into two main classes: soft real-time
and hard real-time. Soft real-time communication can tolerate some amount
of packet loss, while hard real-time communication cannot tolerate any packet
loss. In hard real-time communication, all messages have strict timing con-
straints, i.e., if any packet is delivered late, it is considered as being lost.

Scheduling techniques need to be used to guarantee end-to-end delays for
real-time messages. There are two main strategies in scheduling a real-time
message: guarantee and best-effort [Malcolm and Zhao, 1995]. Using the best-
effort strategy, networks will try to meet messages’ deadlines but no guarantee
is given. In contrast, with the guarantee strategy, once the connection is es-
tablished, the message will be guaranteed to be delivered within its deadline.
For hard real-time communication, guarantee strategies must be used.

Hard real-time messages are divided into two categories: synchronous mes-
sages and asynchronous messages [Malcolm and Zhao, 1995]. Synchronous
messages are often used for exchanging data between periodic tasks in proces-
sors. Asynchronous messages are often alert information if some events occur,
used for communication between aperiodic tasks. In this thesis, we focus on
synchronous messages.

In real-time scheduling analysis, synchronous messages are considered pe-
riodic tasks that have deterministic behaviors and hard timing requirements
- deadlines. We assume that a synchronous message stream consists of a se-
quence of messages of the same size and a constant inter-arrival time. Each
message is considered a task’s instance (or job). In packet switched networks,
messages are broken down into a number of packets, of various sizes. A stream
of messages, denoted Si, is characterized by a set of parameters in which the
three most important parameters used in scheduling analysis are:

• Ci, denoting the number of time units required to send the entire packet

• Ti, denoting the period of a synchronous message stream

• Di, denoting the end-to-end delay of a message (described in Section 1.2)

The network traffic, which can be described by the tuple of the above pa-
rameters {Ci, Ti, Di}, is said to be deterministic because its arrival time and
execution time (time to send messages) are known and predictable. We can
therefore use guarantee-based scheduling methods. However, in practice, the
exact traffic pattern is unknown. To guarantee the real-time performance of
the network, the only requirement is that the traffic is bounded in a certain way
[Aras et al., 1994]. Examples of traffic models in which the traffic is bounded in-
clude {xmin, xave, Smax, I} [Ferrari and Verma, 1990] and (σ, ρ) [Cruz, 1991a,b].
A message stream satisfies the {xmin, xave, Smax, I} if the minimum inter-arrival
time of any two messages in the stream is at least xmin, the average message



8 Introduction

inter-arrival time during any interval I is at least xave and the size of any mes-
sage is less than or equal to Smax. Using the (σ, ρ) model, σ is the maximum
burst size of the traffic and ρ is the long term bounded rate of the source. A
message stream must satisfy (σ, ρ) during any interval u, i.e. the number of bits
generated is less than σ+ρu. However, those traffic models are not efficient for
hard real-time communication since none of them explicity express any delay
bound.

Real-time communication in packet switched networks

A great deal of work has been done in the research area of real-time commu-
nication in packet switched network. Early extensive surveys can be found in
[Aras et al., 1994; Zhang, 1995].

A common approach to providing real-time communication over a packet
switched network is to establish an end-to-end bounded point-to-point connec-
tion. To be able to guarantee end-to-end performance in a packet switched
network, there are two levels of control: admission control at connection estab-
lishment and service discipline at the packet level. Each service discipline needs
a suitable admission control algorithm. The service discipline at the switch con-
trols the order of serving packets and decides how the packets from different
connections can interact with each other. A service discipline can be classi-
fied as either work-conserving or non work-conserving [Zhang, 1995]. When a
work-conserving algorithm is used, a server is never idle as long as there are
packets to send. Some example of work-conserving algorithms are: delay EDD
(Earliest-Due-Date) [Ferrari and Verma, 1990; Zheng and Shin, 1994; Kandlur
et al., 1994], virtual clock [Zhang, 1990], fair queuing [Demers et al., 1989]
and weighted fair queuing [Parekh and Gallager, 1992]. In contrast, with non
work-conserving algorithms, the server might be idle even if there are packets
to send. Examples of nonwork-conserving algorithms are: jitter-earliest-due-
date (jitter-EDD) [Verma et al., 1991], stop-and-go [Golestani, 1990] and round
robin. Work-conserving methods seem more attractive since they provide a
lower average delay for packets. For hard real-time traffic, however, reducing
the maximum packet delay is more important than reducing average delay. A
non work-conserving discipline can easily be used for reducing delay and jitter.
Packets can be kept in the server if they arrive too early.

1.3 Problem description

A DRE system consists of a number of nodes that are interconnected over a
communication network. Nodes in the system can have different functionalities
but interact with each other and usually share common resources, including
communication links. It is often required that messages between nodes to be
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sent over the network timely and deterministically. In traditional non real-time
communication, the key performance measure is how much data can be sent
over the network per time unit (system throughput), while the key measure in
real-time communication is whether messages can be delivered in time.

A communication protocol that is capable of providing real-time traffic in
the network is called a real-time communication protocol (RT protocol). The
chosen communication medium, switching technique, and network topology
are factors that decide the properties of a communication protocol. For an RT
protocol, in addition to those factors, scheduling is the most important issue
in term of making a communication protocol an RT protocol. Scheduling is
a process that decides the order in which messages are sent over the network
(e.g. that a message with higher priority is sent first).

The objective of the thesis work is to develop a complete real-time com-
munication protocol for switched Ethernet networks using the EDF scheduling
algorithm. Another objective is to improve the system performance. The so-
lution lies in finding the answers to two questions:

• How can switched Ethernet be extended to support real-time
communication? Using full-duplex switched Ethernet, collisions in the
network are avoided. However, this does not mean that the network can
guarantee real-time traffic. The reason is that, when many packets ar-
rive to the switch at the same time, the switch has to store them in its
buffer. This can lead to overload and an extra delay perhaps being added
to the stored packets. As packets may be lost or delayed, no real-time
guarantees can be given. We need to have extra software implemented in
the switch to manage real-time traffic. Another important aspect is that
this added software must neither require hardware changes nor modifi-
cation of the underlying protocol stack, which is implemented in original
switched Ethernet. We also want to use original protocols to support non
real-time traffic.

• How can system performance be improved when using the EDF
scheduling algorithm? Motivated by the need to fulfil timing con-
straints, many scheduling techniques have been presented and used in
both industry and academia. In a processor, a scheduling algorithm is a
kernel mechanism that decides which task is executed at what time. In
a network, a scheduling algorithm is used to decide the order in which
messages are sent on the communication links. A DRE system often
consists of two parts: a controller and a controlled part working in an
environment. Messages from the controller to the controlled part must be
delivered within a certain time. An efficient scheduling algorithm is thus
required to guarantee message delivery within given deadlines. Moreover,
in many situations, the working environment changes dynamically and
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then the scheduling algorithm must then also be able to handle dynamic
priorities.

There are two main scheduling techniques that have been deeply inves-
tigated in the real-time literature: fix-priority scheduling, such as Rate
Monotonic (RM) or Deadline Monotonic, and dynamic-priority schedul-
ing, such as the Eearliest Deadline First (EDF) algorithm. Both schedul-
ing methods can be used to handle tasks with real-time requirements.
However, EDF allows full resource utilization (processor or network band-
width) and thus can be used to fully exploit the available resources to
improve the system performance.

1.4 Research goals and approach

The goals of this thesis work are:

1. To devise a solution to support hard real-time communication for in-
dustrial applications over standard switched Ethernet without changing
hardware or original protocol stack.

2. To provide methods to improve the real-time performance of industrial
applications, in terms of increasing the amount of real-time traffic that
can be guaranteed, and reducing delay and jitter in the network and/or
the processors.

The research was initiated by making a survey of existing real-time Ethernet
technologies and studying tools for supporting real-time communication. Most
of the theoretical background to this thesis work is based on dynamic scheduling
analysis.

The work toward the first goal resulted in a complete real-time protocol
for switched Ethernet. Three methods have been proposed that relate to the
second goal. Several experiments were carried out to evaluate the proposals
and make comparisons with some related work. The technical contributions
of this thesis work are confirmed by a number of publications in a journal, at
major international conferences and at workshops.

1.5 Contributions of the thesis

The objective of the work conducted in this Ph.D study has been gradually
extended from supporting real-time communication for industrial applications
over Ethernet networks to improving real-time characteristics for DRE systems.
The contributions of the thesis are outlined below.



1.5 Contributions of the thesis 11

• Real-time protocol over switched Ethernet
We have developed a complete real-time protocol on top of standard Eth-
ernet without changing any hardware or the underlying protocol stack.
The idea is to add a real-time layer between the Ethernet layer and the
TCP/IP suite in the end-nodes and the switch to manage real-time traf-
fic. UDP is used for real-time traffic while TCP is used for non real-time
traffic. In this way, both real-time and non real-time traffic can be han-
dled. End-to-end delays for real-time messages that are transmitted over
the network are guaranteed by a real-time channel (RT channel), which
is a logical connection established before the communication starts. RT
messages are scheduled dynamically based on their deadlines by using
EDF, which allows the network to reach a maximum of 100% utilization.

• Deadline partitioning scheme
In our assumed network topology, every node connects to all other nodes
via the switch. Each RT channel must traverse two physical links, one
from the source node to the switch (uplink) and one from the switch to
the destination node (downlink). The source node controls the traffic
flow on the uplink and the switch controls traffic on the downlink. We
have developed an Asymmetric Deadline Partitioning Scheme (ADPS) to
divide the end-to-end deadline of an RT channel into two parts, one for
the uplink and one for the downlink according to the load of the physical
link. ADPS allows us to distribute the network resources in a more
efficient way, i.e. messages traversing links with higher load will have
longer deadlines. Bottlenecks in the network can thus be avoided. The
simulation results show that more real-time traffic can be guaranteed by
using ADPS than with the straightforward method of dividing the end-
to-end deadline of a message equally into two parts. In particular, ADPS
is the most suitable for the master-slave traffic pattern, which is very
common in industry networks.

• An algorithm to compute minimum EDF feasible deadline
In real-time systems, tasks’ deadlines are often artifacts used by the de-
signer to enforce performance requirements (e.g., response times, commu-
nication delay and jitter) that affect the behavior of the system. We have
presented a method (MinD) for computing the minimum EDF feasible
deadline of a real-time task. Given a task set that is feasible under the
EDF scheduling algorithm, the proposed method allows us to find the
shortest deadline that can be assigned to any task in the task set without
jeopardizing the schedulability of the task set. MinD has a broad appli-
cation, from calculation of the minimum delay for real-time messages in
communication to reduction of the jitter of a control task in a control
system.
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• A method to reduce delay and jitter in real-time systems
As we went from finding a solution for real-time communication over
Ethernet to improving real-time characteristics of the systems, we took a
deeper look at analyzing system performance. The last contribution of the
thesis is a method to reduce delay and jitter in real-time systems. To allow
more flexibility in the control of delay and jitter in real-time systems, we
present a general approach for reducing task deadlines according to the
requirements of an individual task. The method allows the user to specify
a deadline reduction factor for each task in order to better exploit the
available slack according to tasks’ actual requirements.

1.6 Outline of the thesis

The thesis consists of two main parts: a summary and a set of four appended
papers. The seven chapters in the summary are briefly summarized below.

• Chapter 2 gives the tutorial background and main characteristics of real-
time systems. The Eearliest Deadline First (EDF) scheduling method,
which is the most important theoretical foundation of the thesis is de-
scribed in this chapter.

• Related work on real-time Ethernet is discussed in Chapter 3. The ad-
vantages of Ethernet and its potential for real-time communication are
included. Works to support real-time services over Ethernet has increased
rapidly in the last five years. In this chapter, we summarize some of the
significant work that relates to our work.

• In Chapter 4, after introducing the network models that have been used,
the solution of adding a real-time layer to manage real-time traffic in
switched Ethernet network is described. The contents of Chapter 4 cor-
respond to appended Paper A.

• Chapter 5 describes the Deadline Partitioning Scheme, which was pre-
sented in detail in appended Paper B. Examples of simulation results
that we have achieved by applying different kinds of deadline partition-
ing schemes on the network are also presented.

• Chapter 6 is a summary of appended Paper C and Paper D. We describe
the motivation, related work and the method for computing the minimum
EDF feasible deadline. The method for reducing delay and jitter in a real-
time system according to the application requirements is also described
in this chapter.

• Chapter 7 contains conclusions and suggestions for future research.
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The four appended papers are:

• Paper A proposes a solution for supporting real-time communication
over switched Ethernet networks. A single-switch network with end-nodes
has been used. Real-time traffic is treated by the real-time layer, which
is added between the Ethernet layers and the TCP/IP suite. Both real-
time and non real-time services can be provided. In this paper, we use the
EDF scheduling algorithm in both end-nodes and the switch to guarantee
real-time traffic.

• Paper B presents the Asymmetric Deadline Partitioning Scheme (ADPS).
With the same network topology as proposed in Paper A, the experimen-
tal results in Paper B show that the possible amount of real-time traffic
over the network is increased when applying ADPS for the system, espe-
cially when the master-slave traffic pattern is assumed.

• Paper C presents a method (called minD) for calculating the minimum
EDF feasible deadline of a real-time task. Given a set of periodic tasks
with hard real-time requirements, which is feasible under EDF, the pro-
posed algorithm allows computation of the shortest deadline that can
be assigned to an arbitrary task in the set or to a new incoming task
(periodic or aperiodic), still preserving the EDF feasibility of the task
set. The algorithm has pseudo polynomial complexity and handles arbi-
trary relative deadlines, which can be less than, greater than or equal to
periods.

• Paper D introduces a method to reduce delay and jitter in a real-time
system by acting on tasks’ deadlines. The method allows the user to
specify a deadline reduction factor for each task in order to better exploit
the available slack according to the actual requirements of the tasks.
Experimental results confirm the effectiveness and the generality of the
approach with respect to other methods proposed in the literature.
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REAL-TIME SYSTEMS
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2.1 Introduction

Real-time systems usually perform a number of computational activities, where
the correct functionalities of the systems depend not only on the correct re-
sult of those computations but also on the time at which they are produced
[Stankovic, 1988]. Most embedded systems are real-time systems, and many
are designed for control purposes such as flight control programs for aircraft
or control processes in a car. A typical real-time control system consists of
two parts: controller and controlled processes working in an environment. For
example, a car-and-driver is a real-time system [Krishna and Shin, 1997], in
which the driver is the controller, the car is the controlled process, and other
vehicles and the road are the environment. The driver must get to the des-
tination safely within a certain time. Obviously, the time it takes the driver
from the starting point to the destination depends on many factors, including
traffic on the road, permitted speed, weather and the physical condition of the
driver. The driver must react within a certain time to the events that happen
along the way. During the driving process, the driver must do a list of tasks,
some of them are real-time tasks and some are not. Steering and breaking are
examples of real-time tasks while turning on the radio is not. The difference
between a real-time task and a non-real-time task is that a real-time task has
a deadline attache to it, which is a point in time at which the task must be
completed.

A real-time system is typically represented by a set of real-time tasks. Tasks
can be classified in two ways: by the predictability of their arrival or the
consequences of a task not being able to be executed before its deadline.

Periodic and aperiodic real-time task A real-time task is said to be pe-
riodic if it is activated regularly at a fixed rate (period). On the other
hand, if a task is activated irregularly at an unknown rate, it is defined
as an aperiodic task.

Hard and soft real-time task A real-time task is said to be hard if a com-
pletion after its deadline can lead to serious failure of the system. In
contrast, a real-time task is said to be soft if a completion after its dead-
line can reduce the performance of the system.

In many applications, the task set includes both hard and soft real-time
tasks. A real-time system thus should be designed to handle both hard and
soft real-time tasks with different strategies [Buttazzo, 2005b]. Hard real-time
tasks are often present in control applications while soft real-time tasks can be
found in, e.g., multimedia applications.

Both hard and soft real-time tasks are defined in term of timing constraints;
there are other constraints that must also be considered when designing a real-
time system: precedence constraints and resource constraints.
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• Precedence. Precedence constraints specify if tasks must be executed
in a certain order. For example, if task τa’s output is input for task τb,
it is implied that τb is preceded by τa.

• Exclusive resource. In a processor, all tasks require some execution
time. Tasks may also share other resources, such as memory or bus. If the
shared resource does not allow simultaneous accesses but requires mutual
exclusion among competing tasks, it is called an exclusive resource. For
example, a memory object that can be written to is an exclusive resource
for the writing task.

2.2 Real-time scheduling

Real-time scheduling solves the problem of allocating resources and time in-
tervals to tasks in such a way that timing requirements are met. In a single
processor (uniprocessor), scheduling means making decisions of which tasks are
executed at which time slots. In a multiprocessor, it is not sufficient to make
a decision about time interval, it is also make decision about which processor
tasks are allocated. Real-time scheduling is one of the most well studied top-
ics in real-time systems, and much excellent works have been presented in the
literature [Stankovic et al., 1998; Buttazzo, 1997; Klein et al., 1993]. In this
chapter, we discuss some basic concepts and methods on uniprocessor schedul-
ing that have been used as theoretical background to the work presented in the
thesis.

Classification of real-time scheduling

A scheduling algorithm can be static or dynamic, used on-line or off-line, pre-
emptive or non-preemptive:

• Static. Static algorithms are those based on fixed priorities, assigned to
the tasks before their activation.

• Dynamic. Dynamic algorithms are those based on the dynamic priori-
ties, which can change during the system’s runtime.

• On-line. An algorithm is used on-line if a scheduling decision is made
whenever a new task arrives to the system.

• Off-line. An algorithm is used off-line if scheduling decisions are made
in advance (before the operation of the system).

• Preemptive. With preemptive algorithms, a task can be interrupted by
another with higher priority.
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• Non-preemptive. With non-preemptive algorithms, a task that has
already started must be executed until completion.

When designing a real time system, one way of performing task scheduling
is using time-driven (or table-driven) algorithms. With time-driven algorithms,
the time line is divided into fixed-sized time slots and tasks are allocated to
each time slot based on their rates and time requirements [Kopetz, 1998; Locke,
1997]. At runtime, tasks are dispatched according to the table and synchronized
by a timer at the beginning of each time slot. Since the schedule is made off-
line with fixed timing constraints, those algorithms are not flexible in dynamic
situations, e.g, when a new task arrives to the system.

To solve such problems, priority-driven algorithms have been introduced.
In 1973, Liu and Layland presented the rate monotonic (RM) and the ear-
liest deadline first (EDF) scheduling algorithms, which are typical examples
of fixed-priority and dynamic-priority scheduling algorithms, respectively [Liu
and Layland, 1973]. Both RM and EDF are priority-based algorithms, tasks
are scheduled based on their priorities, which are assigned according to their
timing constraints. In RM, a priority of a task is inversely based on its pe-
riod. In EDF, tasks are scheduled based on their deadlines. One of the major
contributions of Liu and Layland’s work in [Liu and Layland, 1973] is that the
authors showed that, under the same assumptions (all tasks are independent,
preemptive, tasks’ periods equal to their deadlines), EDF allows processors
to reach 100% utilization, while it is 69% with RM. There have been many
discussions about and comparisons of RM and EDF, the most complete work
being that of Buttazzo [Buttazzo, 2005a]. In general, RM is simpler than EDF
in implementation, but EDF allows full processor utilization and reacts better
with a hybrid task set, which includes both periodic and aperiodic tasks.

In this thesis, we have applied the EDF scheduling algorithm with the
assumptions that will now be described in Section 2.2

Terminology and assumptions

A real-time system, denoted by T , is described as a set of real-time tasks:
T = {τ1, τ2, . . . , τn}. We make the following assumptions:

• A1. All the tasks are periodic.

• A2. Each task τi consists of an infinite number of jobs ( or task instances)
that are ready to be executed at their release times and have the same
timing constraints.

• A3. All the tasks are independent and preemptive.

• A4. The deadline of a task can be less than, equal to or greater than its
period.
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These assumptions are primarily used for classical real-time scheduling anal-
ysis in a uniprocessor. The precedence and exclusive resource conditions are
not covered in the thesis. The following notations are used throughout this
thesis (see Figure 2.1).

τi,j denotes the j-th job of task τi, (where j = 1, 2, . . .), that is, the j-th
instance of the task execution.

ri,k denotes the release time of job τi,k, that is, the time at which the job is
activated and becomes ready to execute.

si,k denotes the start time of job τi,k, that is, the time at which the first
instruction of τi,k is executed.

fi,k denotes the time of completion of job τi,k, that is, the time at which the
job completes its execution.

Ci denotes the worst-case execution time of task τi.

Ti denotes the period of task τi, that is, the minimum inter-arrival time be-
tween successive jobs.

Di denotes the relative deadline of task τi, that is, the maximum finishing time
(relative to its release time) allowed for any job.

di,j denotes the absolute deadline of job τi,j , that is, the maximum absolute
time before which job τi,j must be completed (di,j = ri,j + Di).

Ui denotes the utilization of task τi, that is, the fraction of cpu time used by
τi (Ui = Ci/Ti).

U denotes the total utilization of the task set, that is, the sum of all tasks’
utilizations (U =

∑n

i=1 Ui).

hi(t) denotes the processor demand of task τi in [0, t], that is the sum of WCETs
of the jobs τi,j with arrival time and absolute deadline in [0, t].

h(t) denotes the total processor demand of the task set in [0, t], that is the sum
of the individual demands hi(t) of the tasks in the set.

H denotes the hyperperiod of the task set, that is the minimum time interval
after which the schedule repeats itself. For a set of periodic tasks with
zero offset, it is equal to the least common multiple of all the periods
(H = lcm(T1, ..., Tn)).

Ri,j denotes the response-time of job τi,j , that is, the interval between its
release time and its time of completion:

Ri,j = fi,j − ri,j . (2.1)
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Figure 2.1: Example of a real-time task.

2.3 Earliest Deadline First scheduling algorithm

The EDF algorithm schedules tasks based on their absolute deadlines. Under
the assumptions A1 and A3 above, EDF is considered the optimal algorithm
for uniprocessor, meaning that, if there exists any algorithm that can build
a feasible schedule on a single processor, then EDF can also build a feasible
schedule. The optimality was proved by Liu and LayLand [Liu and Layland,
1973] under the condition that all tasks in the task set have deadlines equal
to their periods. The result was later extended for a task set with arbitrary
deadlines and proved by Dertouzos [Dertouzos, 1974]. Whenever a new task
enters the system, a feasibility test must be performed to verify if the task can
be executed before its deadline or not. The technique to establish whether the
task deadlines can be meet is called feasibility analysis.

EDF feasibility analysis

A task set is feasible if there exists at least a schedule, in which all the task
deadlines can be met.

Theorem 1 A set of n synchronous periodic tasks with relative deadlines equal
to their respective periods (Di = Pi) is feasible under EDF if and only if the
utilization of the task set is less than or equal to 1 [Liu and Layland, 1973]:

U ≤ 1 (2.2)

Since we consider the general case of periodic tasks with deadlines less
than, equal to or greater than periods, the feasibility test is performed using
the processor demand criterion [Baruah et al., 1990a; Buttazzo, 2005b], which
provides a necessary and sufficient condition for the schedulability of the task
set under EDF. For a set of periodic tasks simultaneously activated at time
t = 0 (i.e., with no activation offset), the processor demand h(t) in an interval
[0, t] is the amount of processing time required by those jobs activated in [0, t]
and with a deadline less than or equal to t. Then, the feasibility of a task set
is guaranteed if and only if, in any interval of time, the processor demand does
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not exceed the available time, that is, if and only if

∀t > 0 h(t) ≤ t. (2.3)

Baruah, Rosier and Howell [Baruah et al., 1990a] showed that h(t) can be
computed as follows:

h(t) =

n
∑

i=1

⌊

t + Ti −Di

Ti

⌋

Ci. (2.4)

Baruah, Mok and Rosier [Baruah et al., 1990b] showed that the time instants
at which the test has to be performed correspond to those deadlines within the
hyperperiod H not exceeding the value

La = max

{

D1, . . . , Dn,

∑n

i=1(Ti −Di)Ui

1− U

}

. (2.5)

Hence, the feasibility test for EDF can be summarized by the following theorem.

Theorem 2 A set of periodic tasks simultaneously activated at time t = 0 is
schedulable by EDF if and only if U < 1 and

∀t ∈ S h(t) =

n
∑

i=1

max

(

0,

⌊

t + Ti −Di

Ti

⌋

Ci

)

≤ t. (2.6)

where S is the set of all task absolute deadlines not exceeding tmax = min{La, H},
that is,

S = {dk : dk ≤ min{La, H}} . (2.7)

The complexity of such a feasibility test is pseudo-polynomial. A different
upper bound on the number of deadlines that must be checked for feasibility can
be determined using the busy period approach. A busy period is any interval of
time in which the processor is not idle. It is worth observing that an idle time
interval can have zero length if the last executed job completes at the same
time a new job is released.

In general, a schedule can have several busy periods in the first hyperperiod.
However, a set of periodic tasks simultaneously activated at time t = 0 is
schedulable by EDF if and only if no deadline is missed in the first busy period
[0, Lb], which is also the longest one [Spuri, 1996; Stankovic et al., 1998].

The value of Lb can be computed using a recursive procedure, which recur-
sively compares the cumulative workload W (t) in the interval [0, t) with the
length of the interval. Then, the first busy period length Lb is given by the
smallest positive t such that W (t) = t. Practically, the cumulative workload
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Task Ci Ti Di

τ1 2 6 4
τ2 1 4 3
τ3 3 12 8

Table 2.1: Task set parameters (a).

Task Ci Ti Di

τ1 2 6 4
τ2 1 4 3
τ3 3 12 5

Table 2.2: Task set parameters (b).

in [0, t) is the computation time requested by all the jobs released before t and
can be computed as:

W (t) =

n
∑

i=1

⌈

t

Ti

⌉

Ci. (2.8)

Hence, the busy period length Lb can be computed by the following recurrent
equation, which is stopped when L(k) = L(k−1):

{

L(0) =
∑n

i=1 Ci

L(k) = W (L(k−1)).
(2.9)

Note that, if U < 1, then Lb < H , but nothing can be said with respect
to La. Hence, the test can be performed only for those absolute deadlines not
exceeding tmax = min{La, Lb}. In conclusion, the EDF feasibility of a periodic
task test with arbitrary deadlines and simultaneous activations can be tested
by the following theorem.

Theorem 3 A set of periodic tasks simultaneously activated at time t = 0 is
schedulable by EDF if and only if U < 1 and

∀t ∈ S h(t) =

n
∑

i=1

max

(

0,

⌊

t + Ti −Di

Ti

⌋

Ci

)

≤ t. (2.10)

where S is the set of all task absolute deadlines not exceeding tmax = min{La, Lb},
that is,

S = {dk : dk ≤ min{La, Lb}} . (2.11)
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t

h(t)

τ1

τ2

τ3

2 10864 120

(a) EDF feasible task set

t

h(t)

τ1

τ2

τ3

2 10864 120

(b) Not feasible by EDF

Figure 2.2: Examples of a processor demand calculation for the EDF feasibility
analysis.
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Figure 2.2 shows examples of processor demand of two different task sets:
task set (a) and task set (b). Task set (a) has three tasks with the parameters
described in Table 2.1. This task set is feasible under EDF, as shown in Figure
2.2(a). Task set (b) has the parameters described in Table 2.2. As illustrated
in Figure 2.2(b), this task set is not feasible under EDF. The deadline of task
3 is missed at time t = 5 because h(t) > t.

Response time analysis under EDF

Under fixed-priority scheduling, the worst case response time, Ri, of a task τi

in the task set (with all tasks having Di ≤ Ti) is computed by the well known
recurrent equation [Joseph and Pandia, 1986]:

Rn+1
i = Ci +

∑

J∈hp(i)

⌈

Rn
i

Tj

⌉

Cj (2.12)

Under EDF scheduling, the worst case response time analysis is more difficult.
In [Spuri, 1996], Spuri showed that:

Theorem 4 The worst-case response-time of τi is found in a busy period, in
which all tasks but τi are released synchronously and at their maximum rate.

The equation used to calculate Ri was given by George et al. [George et al.,
1996]:

Ri = max

{

Ci, max
a≥0
{Li(a)− a}

}

. (2.13)

In order to find Ri, we need to examine several scenarios in which, for a given
a, all tasks are released synchronous but τi may have instances released earlier
than a. Li(a) is the length of the busy period, computed by Equation 2.5.

Summary

In this Chapter, the basic results on real-time scheduling have been recalled,
including the EDF scheduling algorithm. Such results will be used later in the
thesis. A scheduling technique is a must for being able to build a real-time
communication protocol. We focus on the guarantee-based scheduling strategy
to support hard real-time communication over the network. In particular, the
EDF scheduling algorithm is our best choice since it provides full processor
utilization and more efficient management of aperiodic activities.
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REAL-TIME ETHERNET
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3.1 Ethernet

Although Ethernet was originally designed for the office environment (Local
Area Network), it has been modified to make it suitable for many other ap-
plications in the field of large distributed real-time embedded systems. Many
researchers have proposed different solutions for supporting real-time commu-
nication using Ethernet. Most of the proposals either require changing Ether-
net hardware or the protocol stack. This Chapter reviews the basic Ethernet
technologies, both shared medium Ethernet and switched Ethernet, as well as
related real-time Ethernet protocols.

IEEE 802.3 CSMA/CD, shared medium Ethernet

The IEEE 802.3 MAC protocol with the CSMA/CD (Carrier Sense Multiple
Access / Collision Detection) mechanism was designed for the purpose of letting
several nodes share a medium (communication channel). All the nodes that
share the channel can listen to the traffic on the channel to determine whether
it is free or not. A node that wants to transmit will listen to the channel.
If the channel is free, it starts sending. If the channel is busy, it will wait
until the channel becomes free, and then transmit immediately. It may happen
that two nodes try to transmit at the same time, leading to a collision. With
CSMA/CD, every node is able to detect the collision. When a node detects a
collision, it sends a jamming signal to assure that all other nodes know that
there has been a collision. After transmitting the jamming signal, it will wait
a random amount of time and then retransmit.

The term shared-Ethernet is used when the physical communication medium
is either a bus or a hub, i.e. when all message generated are broadcast to all the
nodes in the network [Alves et al., 2000]. With shared-Ethernet, nodes compete
for accessing the medium in their shared collision domain (Figure 3.1). When
the network load is high, a shared segment is easily congested. Shared medium
Ethernet provides non-deterministic communication when a collision occurs in
the network. In the event of a collision, all the involved nodes will wait for
a random amount of time, referred to as backoff time, before retransmiting.
This backoff time prevents the network from supporting real-time communica-
tion since there is an unknown delay in retransmitting messages that experience
collisions.

Switched Ethernet

An important development concerning Ethernet technologies is the switching
technique. Switched Ethernet breaks up the collision domain into a single
device (or a group of devices) associated with its ports. Switches can operate in
half-duplex or full-duplex mode. In half-duplex mode, nodes can only transmit
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Figure 3.1: Collision domain.

or receive at the same time (they can not perform both actions at the same
time). Nodes that share a half-duplex connection are in the same collision
domain. There is a possibility that collision may occur. With full-duplex
mode, a node can transmit and receive simultaneously. A switch can be used
to interconnect nodes in the network, a single node is connected to each port
of the switch. This is referred to as a microsegmentation (Figure 3.2) [Seifert,
2000], which brings an interesting characteristic to the switched Ethernet: there
is no collision between the end-nodes in the network, each node has its own
collision domain. This is an important factor that makes switched Ethernet a
natural candidate for supporting real-time communication.

A switch can operate either in store-and-forward or cut-through mode
or mix both architectures. The most important difference between the cut-
through mode and the store-and-forward mode is the latency of the switch,
measured from the first-bit-in to first-bit-out. In cut-through mode, the switch
forwards packets to the destination as soon as it recognizes the destination’s ad-
dress. While in store-and-forward mode, the switch waits until it has received
a whole packet before sending it to the destination. Thus the switch causes
less latency in cut-through than in the store-and-forward mode. The disadvan-
tages of cut-through switch are cut-through operation is generally not possible
for multicast or unknown addresses and cut-through switching only works if
both the input and output ports have the same rate [Seifert, 2000]. Most of
today Ethernet switches are store-and-forward. For those protocols that are
sensitive to latency, the switch’s latency is only small part of the problem that
can negligible.
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Figure 3.2: Microsegmentation

However, the use of switched Ethernet itself is not sufficient to support
real-time communication [Pedreiras et al., 2003]. By using full-duplex switched
Ethernet, the collision between end-nodes in the network is eliminated, there
might still be conflicts between the nodes and the medium. For instance, if
the traffic arrives to an output port at a higher rate than the capacity of the
outgoing link, message must be queued. This leads to the possibility that some
packets might be lost because the switch buffer might become overflow. Even
though, the IEEE 802.1 standard gives the switch the ability to have up to
eight priority queues, there might be a congestion in a certain priority queue.

3.2 Real-time Ethernet

Real-time Ethernet (RTE) has become attractive for both the research commu-
nity and industry. Much work has focused particularly on supporting real-time
services for industrial applications. This has been seen in both the literature
[Decotignie, 2005; Felser, 2005] and in available industry products, e.g, Eth-
ernet/IP [Brooks, 2001; Schiffer, 2001], EtherCat, Ethernet Powerlink (EPL).
This section briefly describes some existing solutions and discusses how they
relate to our proposal. There are different ways to classify real-time Ethernet
protocols. In [Decotignie, 2005], the author summarized RTE protocols accord-
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ing to the compatibility between the RTE protocols and the original Ethernet.
The authors in [Perreiras and Almeida, 2005] discussed real-time Ethernet so-
lutions according to the modifying methods, while Felser [Felser, 2005] focused
on the available industrial solutions. We review RTE protocols according to
two categories: real-time protocols for shared-Ethernet and real-time protocols
for switched Ethernet.

Real-time protocols for shared-Ethernet

From the real-time perspective, the main disadvantage of shared-Ethernet is
collision caused by the CSMA/CD scheme. Many protocols haven been pro-
posed to solve this problems, either to reduce the amount of collisions or to
resolve collisions in a deterministic manner. Below, we discuss examples of
both classes, in which protocols that resolve collisions in a deterministic way
are more common than protocols that aim to reduce collisions.

Protocols that reduce collisions

Virtual Time protocols (VT-CSMA), Window protocols and traffic smoothing
are examples of protocols that reduce collisions.

• VT-CSMA

Molle and Kleinrock [Molle and Kleinrock, 1985; Molle, 1981] first in-
troduced the VT-CSMA protocol for a shared communication channel
by introducing two clocks for every node in the network: one real-time
(RT) clock and one virtual time (VT) clock. Whenever, a node finds the
channel idle, it resets its VT clock. Every message is associated with a
parameter virtual starting times (VS), which is assigned in different ways
depending on scheduling policies. For example, in VT-CSMA-A [Molle
and Kleinrock, 1985], the VS of a message is set equal to the message’s
arrive time and used for FCFS (First Come, First Severed) scheduling.
In VT-CSMA-D, the VS of a message is set to its deadline and used for
the minimum-deadline-first scheduling policy [Zhao and Ramamritham,
1987; Zhao and Ramamrithmam, 1986]. A node starts to send its wait-
ing message if the message’s VS is equal to the reading of the VT clock.
The advantages of this protocol are its fairness in transmitting the wait-
ing messages, lower collision rate and better delay-throughput behavior
[Meditch and Yin, 1986]. On the other hand, the approach has some
drawbacks; for example the performance depends on the proportional
constant value used to generate the waiting time.

• Window protocols
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Window protocols are based on the following principles. Each node main-
tains a data structure (common time interval) call window. Different win-
dow protocols have different parameters, such as messages’ arrive time
or node’s ID. If a node senses that the channel is idle and it has message
in the window, it sends the message. The window size is dynamically
changed according to the channel’s state: idle, busy or collision. In most
traditional window protocols, newly arriving messages have to wait until
all the old messages in the window have been sent completely [Towsley
and Venkatesh, 1982]. This approach reduces the possibility that col-
lisions happen but does not take into account the timing constraints.
Kurose et al. [Kurose, 1984; Kurose et al., 1982] and Zhao et al. [Zhao
et al., 1990] introduced a window protocol with minimum-laxity-first pol-
icy with constant laxity and arbitrary laxity, respectively. Window based
protocols are more dynamic than the VT-CSMA protocol. However, col-
lisions can still happen in both methods.

• Traffic smoothing

The traffic smoothing technique was introduced to provide statistical de-
lay guarantees over Ethernet. In [Kweon et al., 1999], the authors showed
that it is possible to guarantee the time delivery of a packet in statistical
terms, i.e. the probability that the packets are lost during transmission
or miss their deadline in a certain loss tolerance’s rate. The idea is that
each station has a traffic smoother installed to control the rate of gener-
ated traffic. The traffic smoother is located between the UDP or TCP/IP
layer and Ethernet data link layer to control the traffic arrival rate and
avoid a too burst packet stream. The authors show that the total packet
arrival load must be kept under the network-wide input limit. In first
approach, the network-wide limit was split statically to each station - sta-
tion input limit - according to their need. Hence, the station input limit
will decrease when the number of stations increase. Later on, Kweon
et al., [Kweon and Shin, 2003] and Lo Bello et al., [Bello et al., 2000;
Carpenzano et al., 2002] developed a dynamic approach using adaptive
traffic smoothing schemes. This solution can solve the problem when the
number of stations increases. Loeser and Haertig presented the idea of
using traffic shaping in switched Ethernet [Loeser and Haertig, 2004a,b]
to achieve reliable packet transmission with bounded transmission delay.
They define the traffic shaping interval, Ts. The maximum queuing delay
is influenced by Ts leading to a trade-off between delay and CPU usage.

Protocols that resolve collisions in deterministic ways

• TDMA-based protocols

TDMA-based protocols are well known deterministic medium access con-
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trol protocols. With the TDMA technique, time is divided into fix sized
slots. Each node is assigned a number of slots in which it is allowed to
use the medium. Thus there is no collision in TDMA based protocols. “
Bandwidth relocation scheme (BRS)” presented in [Lee and Shin, 1995]
is one example of TDMA-based protocol. In BRS, the time line is divided
into a control slot and message slots within each cycle according to the
traffic characteristics. The reallocation scheme is carried out via the con-
trol slot and thus does not affect the current messages on the network.
Using TDMA implemented on top of the Ethernet can provide determin-
istic MAC protocols, but there are also some disadvantages. A message
may be lost due to a network error. To be able to recover the single error
of a frame, a double number of slots must be added, introducing overhead
for the communication [Park, 1996].

• Master-slave technique

Another way of resolving collisions is to use master-slave technique. The
network consists of a master node and slave nodes. The master node con-
trols access to the medium by polling slave nodes. A slave node can only
access the medium if it is being polled. If the number of nodes in the net-
work is large this method is not efficient. FTT-Ethernet ( Flexible Time-
Trigger Ethernet) [Pedreiras et al., 2002, 2005] is an example of real-time
Ethernet protocol, which employs master-slave technique for transmis-
sion control and centralize scheduling. In FTT-Ethernet, the bus time is
divided in fixed duration time-slots. The key concept of FTT-Ethernet
is the time line is divided into fixed duration time-slot used to allocate
traffic on the bus (elementary cycle). Each cycle consists of two windows:
synchronous window for time-triggered traffic and asynchronous window
for best effort traffic. Master node schedules time-triggered traffic and
also does the schedulability analysis online. An interesting point is that,
FTT-Ethernet can be deployed over both shared Ethernet and switched
Ethernet. However, FTT-Ethernet requires complex computational over-
head in the master node, who has responsible for both transmission con-
trol and schedulability analysis. Each node in the network is only allowed
to sent guaranteed traffic in a certain amount of time depends on the size
of synchronous window. If the number of nodes in the network increase,
the response time may be large.

• Token passing techniques

Token-passing based protocols are widely used for supporting real-time
communication over shared medium Ethernet. In this token-passing
method, a token is circulated between nodes in the network. A node is
allowed to transmit if it hold the token. The period of time that a node
can hold the token is bounded. An extensive study on token based pro-
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tocols for real-time communication can be found in [Malcolm and Zhao,
1994]. This scheme is not efficient because of the bandwidth used by the
token, in addition, the variation of token’s holding time can cause jit-
ter for periodic traffic in the network [Pedreiras et al., 2002]. RETHER
[Venkatramani and Chiueh, 1995] is an example of a token bus based
Ethernet protocol. RETHER works in two modes, CSMA mode for non
real-time traffic, while switching to RETHER mode for real-time traffic.
When a node receives an RT request from a local application, it becomes
an initiator by broadcasting a Switch-to-RETHER message on the Eth-
ernet. Every node that receives this message then switches to RETHER
mode. Each node then holds off sending any data and awaits completion
of transmission of the packets that have already been put in the buffer. If
there is more than one node that wants to send an RT request and all of
the initiators contend for initiation, collision is possible. There is no sup-
port for delay bounds in RETHER. An important feature of RETHER
is that the admission control decision is made locally from a node at the
time it receives the token. The reason is that the token carries most of
the information about the RT request and the bandwidth reservations.
This may lead to incorrect admission decisions when two nodes receive
RT requests simultaneously and both nodes admit the request without
knowledge of admission decisions made by other nodes.

The collision problem in CSMA/CD based Ethernet can be solved by modi-
fying the CSMA/CD MAC protocol in a deterministic way as presented above.
The disadvantages of this class of protocols is that a node with the modified
protocols added can not operate with the network nodes to which new protocols
have not been added.

Switched Real-Time Ethernet

Before the project started in 2001, most of the work on real-time Ethernet fo-
cused on solving the collision problem by modifying the CSMA/CD scheme in
shared-Ethernet. This disadvantage of shared-Ethernet has been eliminated by
full-duplex switched Ethernet, with a single collision domain for each node in
the network. Both the research community and industry are actively working
on analyzing timing behaviors of the switch in order to support real-time com-
munication. Supporting hard real-time communication over switched Ethernet
is one part of the thesis work. The results are reported in appended papers A
and B, and other related publications that have been presented at international
conferences in early 2002 and 2003. In this section we will discuss some of the
related real-time protocols over switched Ethernet according to the order of
their appearance.

EtheReal, a real-time fast Ethernet switch [Varadarajan and Chiueeh,
2001, 1999, 1998] was first introduced in 1998 by Varadarajan and Chieuh.
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EtheReal supports both real-time and non real-time services over switched
Ethernet networks. EtheReal provides connection-oriented bandwidth guaran-
tees via the connection set-up algorithm. The key to the guarantee is RTCD
(real-time communication daemon), which is special software added for connec-
tion establishment, and RTTR (real-time data transmission/reception) library,
which implements traffic shaping at the end-nodes. EtheReal supports both
real-time variable bit rate traffic and best effort traffic. Real-time services use
reserved bandwidth and try to minimize packet delay and jitter. Applications
must specify their desired bandwidth and maximum burst size before sending a
connection request, which is considered to be QoS for the real-time traffic. Ad-
mission control is performed by the switch during the connection set-up phase
to ensure that the QoS is guaranteed.

Even though EtheReal is one of the first solid results on real-time switched
Ethernet, it still has some limitations. EtheReal only guarantees for specified
traffic characteristic, such as average rate and maximum burst size. If theses
parameters change during runtime, the real-time guarantee does not hold and
packets may be lost. EtheReal employs traffic shaping and policing mechanisms
in both end-nodes and the switch. Another weakness of EtheReal is that the
influence of ordinary traffic on non real-time traffic from the same node is not
well controlled.

We aim, in contrast to EtherReal, at supporting hard real-time commu-
nication with absolute guarantee instead of average per-connection guar-
antees. We also focus on periodic and master-slave traffic patterns, which are
very common in industry. EtheReal has not addressed those issues. In our pro-
posal, some disadvantages in EtheReal have been solved [Hoang et al., 2002].
First, with respect to packet scheduling, we use the EDF scheduling method,
which can support dynamic-priorities of the traffic, as soon as they arrive to
the switch. In our proposal, real-time traffic and non real-time traffic are well
controlled.

Choi et al. [Choi et al., 2000] presented a solution for real-time control appli-
cations on switched Ethernet in 2000. Their algorithm uses a probability based
admission control at the switch, thus does not support hard real-time applica-
tions. With the same goal of supporting real-time communication for industrial
applications, in 2001, Song [Song, 2001] introduced a method for analyzing and
evaluating the capability of switched real-time Ethernet. The author assumes
that there is only buffering at the output ports of the switch. The end-to-
end delay of a real-time message includes: switching latency, frame forwarding
latency and buffering delay. Buffering delay occurs when the switch cannot for-
ward all the input message at time. [Song, 2001] used classical response time
analysis analysis for fix-priority scheduling to analyze the worst-case buffering
delay in order to guarantee real-time traffic over the switch. In contrast, we
can support dynamic-priority for real-time traffic by using processor demand
analysis.
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In [Jasperneite and Neumann, 2001], the authors have evaluated the real-
time capabilities of switched Ethernet networks in typical factory communica-
tion, which consisted of a central controller and distributed devices. A number
of experiments have been done in two different scenarios to compare the in-
fluence of different network topologies as well as the scheduling algorithms.
The results they reported were, under a certain scenario, when the load of the
network is more than 50%, the use of priority scheduling provides significant
advantages as compared with pure FCFS scheduling.

Later, in 2002, the authors of both the above papers introduced new con-
ditions for the switch to become deterministic [Jasperneite et al., 2002; Song
et al., 2002]. In [Song et al., 2002], Song et al. have showed that both clas-
sical response time analysis [Joseph and Pandia, 1986; Lehoczky, 1990] and
network calculus methods can be used for guaranteeing fix-priority scheduling
for real-time traffic over switched Ethernet. It is interesting that there was
lot of work on switched real-time Ethernet have been presented in the year
2002. The reason was, at that time, switched Ethernet had become more pop-
ular with its major advantages and its costs reduced to an affordable level.
Some examples of the works were reported in 2002 are found in [Georges et al.,
2002; Jasperneite et al., 2002; Lee and Lee, 2002]. Those solutions calculate
the worst-case delay bound for real-time communication by network calculus.
Thus, they can only be used for fix-priority scheduling methods.

In [Wang et al., 2002], the authors show a different approach for real-time
communication over switched Ethernet, which is MAC-layer packet schedul-
ing algorithm, called BPA, for real-time switched Ethernet networks [Wang,
2002]. The objective of the BPA algorithm is determine a packet schedule that
maximizes the aggregate message-level benefit.

Summary

At the time that our proposal was presented, a number of researches had pro-
posed real-time analysis that could be used to calculate the worst-case delay
for packets over switched Ethernet network. These approaches can solve the
problem of guaranteeing end-to-end delay at the switch. There was still a lack
of a complete solution that includes both guarantees bit-rates and end-to-end
delay.

In this Section, we have discuss both advantages and related problems of us-
ing Ethernet LAN technologies, especially full-duplex switched Ethernet from
real-time perspective. Approaches that drive Ethernet to be real-time com-
munication solutions have also summarized. As a results, many protocols for
both hard real-time and soft real-time over Ethernet have been proposed in
both academia and industry but still lack of a complete RT protocol, that “
alert compatibility ” [Decotignie, 2005].
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For shared medium Ethernet, the key problem is reducing collision or even
avoid it. Working on this line, many researchers introducing the modification
of CSMA/CD MAC protocols in a deterministic way, i.e., MAC protocols on
top of the original CSMA/CD based on TDMA, master-slave or token passing
techniques. This class of protocols is not efficient due to their comparability
with original Ethernet. Nodes with the modified protocol added can not operate
with the nodes that do not have new protocols added in the network.

Many people make a mistake that using full-duplex switched Ethernet with-
out any additional software or hardware can support real-time communica-
tion. But this is not correct. Using switched Ethernet, collisions between
end-nodes is avoided but still can have congestions between medium and end-
nodes [Seifert, 2000] (when many nodes send packets to the same port). Even
though, nowadays, most of Ethernet switched has priorities support, network
traffic is still need to be controlled to guarantee bounded delay. Many re-
searchers have focus on finding methods to calculated worst-case delay bound
for real-time traffic using network calculus, response-time analysis, priority
queueing, etc. However, in this thesis work, by applying the EDF scheduling
algorithm at both end-nodes and the switch, we have introduced a complete
RT protocol for switched Ethernet network. Our proposal allows the network
support both real-time and non-real-time traffic. Neither hardware nor original
protocol stack are required to be changed. The work reported in this thesis has
an important contribution to the field.
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This chapter summarizes the proposed real-time protocol called RTES (Real-
time Ethernet Switch )for switched Ethernet networks that is described fully
in appended paper A.

4.1 Network configuration

We assume a star network topology consisting of a full-duplex Ethernet switch
and a number of end-nodes. Each node is connected to a physical port of the
switch, and nodes communicate with each other via the switch. With this
configuration, we have the flexibility of being able to add or remove nodes from
the network without affecting the other nodes. The high number of ports that
it is possible to have on the switch allows us to connect many nodes to the
system.

In order to support guarantees for real-time communication in the network,
both the end-nodes and the switch have added software called a real-time layer
(RT layer). There are no changes in the switch’s hardware or in the Ethernet
device drivers. Real-time traffic is transmitted over the the network via an
RT channel, which is a virtual connection between two nodes in the system.
More details on the RT layer and RT channel will be given in Section 4.2. The
proposed network configuration is illustrated in Figure 4.1.

End-node

Full-duplex 

 Ethernet switch

RT channel

Physical link

Figure 4.1: Star network topology with full-duplex Ethernet.
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Figure 4.2: RT traffic handling.

Real-time layer

The function of the RT layer and its interaction with other layers is explained
in Figure 4.2. When an application wants to send RT messages, it interacts
directly with the RT layer (1). The RT layer then sends a question to the
RT channel management software in the switch (2). Outgoing real-time traffic
from the end-node uses UDP and is put in a deadline-sorted queue in the RT
layer (3). Outgoing non-real-time traffic from the end-node typically uses TCP
and is put in an FCFS (First Come First Serve) queue in the RT layer (4). In
the same way, there are also two different output queues for each port in the
switch (5).

Real-time traffic handling

We assume that real-time traffic in the network consists of synchronous mes-
sages with the characteristics defined in Section A.3. Before the RT traffic
can be delivered through the network, an RT channel [Ferrari and Verma,
1990] must be established. An RT channel is defined as a simplex connection
between two nodes, characterized by parameters representing performance re-
quirements. However, in this work, we developed a framework to establish
RT channels in a switched Ethernet network with bit-rates and delay bound
guaranteed for RT traffic. An RT channel with index i is characterized by
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{Ci, Ti, Di} , where Ti is the period of the synchronous messages, Ci is the
length of a message and Di is the relative deadline of the messages used for
EDF scheduling. Ti, Ci, and Di are all expressed as the number of maximal
sized Ethernet frames.

The creation of an RT channel requires request and acknowledgment com-
munication between the source node, the switch, and the destination node
(Figure 4.3).
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Figure 4.3: RT channel creation.
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Figure 4.5: ResponseFrame from the destination node to the switch.

The network guarantees the delivery of each message generated with a
bounded delay over the RT channel. When a node wants to establish an RT
channel, it sends a RequestFrame (Figure A.6) to the switch, which includes
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source and destination node MAC and IP addresses and {Ci, Ti, Di}. The
connection ID field is set to a source node unique ID to make it possible to dis-
tinguish the response in the case of several requests. The RT channel ID field
is not set with a valid value yet. When receiving a RequestFrame, the switch
will calculate the feasibility of the traffic schedule between the requesting node
and the switch and between the switch and the destination node (admission
control). If the switch finds the schedule feasible, the RequestFrame is then
forwarded to the destination node, after adding a network unique ID in the
RT channel ID field. The destination node responds with a ResponseFrame
(Figure A.7) to the switch, which says whether the establishment is accepted
or not. The switch will then, after taking note of the response, forward the
ResponseFrame to the source node. If the switch does not find it possible to
schedule, the RequestFrame is not forwarded to the destination node. Instead,
a ResponseFrame is sent directly to the source node, reporting the rejection.

Scheduler

The EDF scheduling algorithm is used to schedule RT traffic in both the switch
and the end-nodes. A source node uses EDF to prepare its outgoing traffic in a
deadline sorted order before sending it to the switch. As mentioned above, the
switch is responsible for the admission control. Every time a RequestFrame
arrives to the switch, the switch will do the EDF feasibility analysis (Section
2.3) to check whether the RT channel can be established.

The network guarantees delivery of RT messages within the end-to-end
delay bound, which is the duration of time from when the message arrives to
the RT layer in the source node to the time when it reaches the RT layer in
the destination node. We make the following notations:

• Di,1 denotes the EDF queuing time in the source node.

• Tlatency denotes the propagation delay and the worst-case latency expe-
rienced by a message before it is transmitted. Tlatency is calculated by
the equation below:

Tlatency = 2Tlink prop delay + Tnode access + Tswitch access. (4.1)

where Tlink prop delay is the maximum propagation delay over a link be-
tween an end-node and the switch, Tnode access is the worst-case latency
for a frame with the earliest deadline to leave the source node, and
Tswitch access is the worst-case latency for a frame with the earliest dead-
line to leave the switch.

• Di,2 denotes the EDF queing time in the destination node.
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The end-to-end delay of an RT message belonging to the RT channel i is:

Di = Di,1 + Tlatency + Di,2. (4.2)

In general, Tlatency is constant for a switched Ethernet network. The switch
will, then, use Di,1 as the relative deadline for the uplink part of an RT chan-
nel (link from the node to the switch) and Di,2 as deadline for the downlink
part of an RT channel (from the switch to the destination). RT traffic over
a RT channel is guaranteed if both the uplink and the downlink are feasible
according to the EDF scheduling analysis, see Section 2.3. Applying EDF fea-
sibility analysis as an admission control gives the network the ability to add
RT channels dynamically.

Summary

This Section has presented a switched Ethernet based network concept support-
ing real-time communication with guaranteed bit rate and end-to-end delay for
periodic traffic. The Ethernet switch operates at 100 Mbit/s over full-duplex
links and handles both real-time traffic and non real-time traffic. The proposed
solution requires no modifications to the Ethernet hardware or the network in-
terface cards, which is important for allowing the network to be connected to
existing standard Ethernet networks. Real-time communication is handled in
the nodes and the switch by software added between the network layer and the
link layer. Support for real-time communication is achieved by dynamically
setting up real-time channels. Using Ethernet and the TCP/IP suite allows
the network to be connected to the office network and to the Internet at the
same time as it carries important real-time traffic in, e.g., a manufacturing
industry.
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In this chapter, we briefly describe the deadline partitioning scheme (DPS),
which is the second contribution of this thesis. A full description of the DPS
is given in appended paper B.

5.1 DPS: Introduction

We assume the same network configuration as described in Section 4.1. The
network consists of a full-duplex Ethernet switch and end-nodes, which are
divided into master nodes and slave nodes (Figure 5.1). Each master node is
responsible for a number of slave nodes so that the network is able to support a
master-slave traffic pattern, only in order to reflect typical industrial networks.
It is not a system requirement. In other words, the network can be used for
arbitrary traffic situations.

M
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botleneck
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Figure 5.1: Ethernet network with master nodes and slave nodes.

The communication between two nodes includes two steps: from the source
node to the switch and from the switch to the destination node. RT traffic
is also guaranteed by the RT channel from the source node to the destination
node. Every RT channel must traverse two physical links, to and from the
switch. We denote the link from the source node to the switch as uplink and
the link from the switch to the destination node as downlink (see Figure 5.1).
We can view each physical link as a shared resource ( analogous to a processing
unit). The real-time channels that are running on the link can be considered
the real-time tasks. This method is devised in the interest of forcing a test
of system feasibility, down to the level of successive tests on the links. It can
happen that a bottleneck occurs on the link between the master node and the
switch due to a heavy load. Our approach is to solve bottleneck problems by
distributing the end-to-end deadline of the RT traffic into two hops, uplink
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and downlink. For this approach, we derive two supposed tasks for each RT
channel.

An RT channel, i denoted RTCi, is characterized by a source node, Mi, a
destination node, Si, and three parameters {Ci, Ti, Di} that are the message’s
length, period and deadline, respectively. For each RTCi, the pair of tasks for
the uplink and the downlink is:

RTCiu = {Mi, Ci, Ti, Diu} ,

RTCid = {Si, Ci, Ti, Did} .

We give the following definition of DPS:

DPS is a method for dividing the deadline, Di, of RTCi into two deadlines,
Diu and Did, such that the following conditions are upheld:

Di = Diu + Did, (5.1)

{

Ci ≤ Diu < Di

Ci ≤ Did < Di.
(5.2)

We can consider DPS as a function, of which the input is a RTCi and the
output is a number αi (0 < αi < 1), that allows us to calculate Diu and Did

according to Equation 5.3

{

Diu = αiDi

Did = (1− αi)Di.
(5.3)

5.2 Asymmetric Deadline Partitioning Scheme
- ADPS

The simplest way to assign the deadline of a real-time channel into two parts
is to divide it equally for two hops. In this case, all the RTCs in the network
have αi = 0.5 or

Diu = Did =
Di

2
.

We refer to this method as the symmetric deadline partitioning scheme (SDPS).
It is obvious that SDPS is not suitable for the master-slave traffic pattern, where
the traffic on the master link is always heavier than the traffic on the slave links.
We want to find another scheme such that a link with heavier traffic load can
have a longer deadline than a link with lighter traffic load.

We define linkload (LL) as the factor that presents the characteristic of
real-time traffic over a physical link. There are different ways of calculating
the linkload. In appended paper B, two methods are presented:
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• The linkload of a physical link is calculated as the number of RTCs run-
ning over the link.

• The linkload of a physical link is the sum of the utilization of all RTCs
running over the link.

We give the following definition of the asymmetric deadline partitioning scheme
(ADPS):

ASPS is a DPS that allows us to divide the end-to-end deadline of an RTC into
two sub-deadlines asymmetrically, according to the loads of the physical
link that it traverses.

ADPS allows us to create αi according to the equation below:

αi =
LLiu

LLiu + LLid

. (5.4)

5.3 Simulation results

The results of the proposed asymmetric deadline partitioning described above
depend on the current set of RT channels that is running on the system. In
our network configuration, the switch has all the information about the system
state, which includes all existing RTCs and nodes that are involved in the
communication. Every time a new RTC arrives to the switch, the switch will
update the system state, i.e it will recalculate the number of RTCs over the
related physical link. DPS is then applied to provide a set of two sub deadlines
for each RTC, corresponding to the two physical links that it traverses. The
EDF feasibility test is used for both links. The RTC is accepted if and only if
both tests are feasible.

We have carried out a set of experiments,to investigate the efficiency of
ADPS. The first simulation has been done to investigate two possibilities:

• ADPS is applied only for the new real-time channel added, all other
deadlines of existing RTCs remain unchanged.

• The deadline of running channels must also have to be recalculated, be-
cause the number of logical RT channels over a physical link changes
when a new RT channel is added.

The simulation has been carried out on the network of 5 master nodes and
20 slave nodes. Real-time traffic is always sent from a master node to any slave
node. Source nodes and destinations nodes are generated randomly according
to uniform distribution. Every RTC has the same capacity (C = 10) and their
periods are generated by a uniform distribution within the range of (120−200).
All requested channels have deadlines equal to their periods. The performance
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of the proposed ADPS is measured by the acceptance ratio (%), which is the
ratio of the number of accepted channels by the number of requested channels.
Figure 5.2 shows that the result is significantly improved when applying ADPS
for all related RTC, in comparison with applying ADPS only for the newest
added RTC.
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Figure 5.2: Acceptance ration when ADPS for all RTC and for only new added
RTC.

The second experiment has been carried out to compare the performance
of ADPS against SDPS. With the same network configuration and traffic char-
acteristic as the first experiment, Figure 5.3 shows the improvement, in terms
of number accepted channels, is approximately 20 % higher with the ADPS
method compared to the SDPS method. In the last experiment, all RTCs
were assigned deadlines and periods randomly generated within the range of
(150−300). This experiment is done in order to compared the ADPS algorithm
with two different methods of computing the linkload. In the first method, the
linkload of a link is the number of real-time channels running on the link, and in
the second, the linkload is the sum of the utilization of all channels running on
the link. The results reported in Figure 5.4 shows that we get a slightly better
performance when the linkload is set to the sum of all channels’ utilization.
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Figure 5.3: Acceptance ratio when applying SDPS and ADPS.
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Figure 5.4: Acceptance ratio with two different way of computing linkload.

Summary

In this chapter, we have summarized proposed Deadline Partitioning Schemes.
An effort to mathematically model the function of DPSs and more simulation
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results are given in the appended paper B. Two methods of doing feasibility
test for admission control at the switch have also been implemented in the
simulation. Clearly, as we go from SDPS to ADPS, and from simply applying
ADPS for only the new RT channel to changing all affected running channels,
we gain in performance. The simulation shows that ADPS is especially suit-
able for a network with a traffic pattern that generates bottlenecks, typically
appearing in master-slave situations.
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Chapter 6

REDUCING DELAY AND
JITTER IN REAL-TIME
SYSTEMS



52 Reducing delay and jitter in real-time systems

Most real-time applications involve the execution of periodic activities to
perform data sampling, sensory processing, action planning, actuation, and
control. The stability and the performance of a control system is then influ-
enced by a number of timing variables, including the sampling periods, the
input-output delays, and the sampling jitter [Aström and Wittenmark, 1984].
Although task periods can be precisely enforced by a real-time operating sys-
tem, input-output delays depend on the processor speed and on the specific
task interactions, whereas jitter is mainly induced by the scheduling algorithm.

6.1 Related work

The effects of delay and jitter in real-time applications have been studied ex-
tensively in the literature during in the past decade. Many researchers have
introduced methods to reduce delay jitter in both control systems and net-
working. Most of the work is based on control theory or scheduling theory or
integrating scheduling theory into control systems [Cervin, 2003; Marti et al.,
2001].

Marti el al. [Marti et al., 2001] presented a control technique to compen-
sate for the effect of jitter with proper control actions computed based on the
temporal distance between successive samples. Cervin et al. [Cervin et al.,
2004] presented a method for finding an upper bound of the input-output jit-
ter of each task by estimating the worst-case and the best-case response time
under EDF scheduling, although do not suggest a method to reduce the jitter.
Rather, the concept of jitter margin is introduced to simplify the analysis of
control systems and guarantee their stability when certain conditions on jitter
are satisfied. Other authors proposed suitable scheduling methods for reducing
the delay and jitter caused by complex intertask interference. For example, Di
Natale and Stankovic [Natale and Stankovic, 2000] proposed the use of sim-
ulated annealing, trying to find the optimal configuration of task offsets that
minimizes jitter according to some user defined cost function. Baruah et al.
[Baruah et al., 1999] followed a different approach to reduce both delay and
jitter by reducing the relative deadline of a task thus limiting the execution in-
terval of each job. Two methods were illustrated for assigning shorter relative
deadlines to tasks while guaranteeing the schedulability of the task set: the
first method is based on task utilizations and runs in polynomial time, and the
second (more effective) method has a pseudo-polynomial complexity since it is
based on the processor demand criterion [Baruah et al., 1990a]. Buttazzo and
Sensini [Buttazzo and Sensini, 1999] presented an on-line algorithm to com-
pute the minimum deadline to be assigned to a new incoming task in order
to guarantee feasibility under EDF. However, their approach applies only to
aperiodic requests that must be executed in a periodic environment. Brandt
et al. [Brandt et al., 2003] also addressed the problem of reducing the deadline
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of a periodic task; their approach is based on processor utilization.
Researchers in the networking community have also proposed a number

of solutions for reducing packet delay and guaranteeing end-to-end delay in
a packet switched network. Zheng et al. [Zheng and Shin, 1994] presented a
method for computing the minimum deadline of a newly arrived task, assuming
the existing task set is feasibly schedulable by EDF; however, their approach
is tailored for distributed applications and requires some off-line computation.
When the utilization of all the tasks in the task set is high, the number of
off-line computations is very large, making this method not efficiently. Verma
et al. [Verma et al., 1991] described a method for guaranteeing delay and jitter
in packet-switching, wide-area networks. This method is based on adopting the
RT channel capable of providing bounded delay and and loss rate guarantees.

6.2 Compute minimum EDF feasible deadline

This section describes a method for computing the EDF feasible deadline for a
single task in a task set [Hoang et al., 2006, 2005]: the MinD algorithm.

Given a set of n periodic real-time tasks that is feasible under the EDF
scheduling algorithm, when the new task τn+1 arrives to the task set we would
like to know whether the task set is still feasible. Based on the Processor
Demand Criterion for the EDF feasibility analysis [Baruah et al., 1990a; But-
tazzo, 2005b], the new algorithm not only checks whether the task set is still
EDF feasible but also computes the minimum relative deadline for task τn+1,
min(Dn+1) in such a way that the feasibility of the task set is preserved. A
similar problem has been independently addressed in [Balbastre et al., 2006]
using a slightly different approach. The problem can be generalized as follows:

MinD Given a set T of n periodic tasks, with U < 1, that is feasible under
EDF, the algorithm allows finding the minimum relative deadline, Dmin

k ,
that can be assigned to an arbitrary task τk such that the EDF feasibility
of the task set is preserved.

To explain the MinD algorithm, let us assume that we have to minimize
the relative deadline of task τx in task set T . The algorithm is iterative and
starts by assigning τx the minimum possible relative deadline, which is clearly
Dx = Cx. The feasibility of the task set is, then checked by using the Pro-
cessor Demand Criterion. If the task set is feasible with Dx = Cx, then the
minimum feasible deadline of τx has been found, otherwise, Dx is incremented
by a suitable amount, ∆, and the feasibility is checked again. The process
of incrementing Dn and checking for feasibility continues until the task set is
found to be schedulable. At this point, the current relative deadline assigned
to τx is the minimum deadline, Dmin

x , that guarantees the feasibility of the task
set. The detailed algorithm and steps to compute increment ∆ can be found
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in [Hoang et al., 2006]. Figure 6.1 illustrates the pseudo-code of the deadline
minimization algorithm.

The algorithm can also be applied to find the minimum relative deadline
for an aperiodic job, Ja. The only difference with respect to minimizing the
deadline for a periodic task is that, when an aperiodic job arrives to the task
set, we have to recompute the processor demand h(t), taking into account the
computation time of the aperiodic job. Let ra be the job arrival time, Ca its
computation time and da its absolute deadline, initially set equal to ra + Ca.
Clearly, in any interval of time [0, t], the total processor demand is:

h(t) =















∑n

i=1

⌊

t+Ti−Di

Ti

⌋

Ci + Ca if da ≤ t

∑n

i=1

⌊

t+Ti−Di

Ti

⌋

Ci otherwise

(6.1)

When a deadline miss is detected at time t∗, since the periodic task set
was originally feasible, the exceeding time ∆ = h(t) − t cannot be larger than
Ca. Hence, the deadline miss at time t∗ can be avoided by simply setting the
absolute deadline of the aperiodic task at da = h(t), which means Da = da−ra.
Then the feasibility test must proceed for all deadlines in set S, where S must
also include da.

Our proposed algorithm is more flexible than the previous algorithm pre-
sented by Zheng et al. [Zheng and Shin, 1994] since it has the capability of
computing the minimum EDF feasible deadline for an aperiodic job. With the
same complexity as the classical EDF feasibility analysis, MinD allows finding
the minimum EDF feasible deadline of any task in the task set. In the next
section, we present another deadline reduction algorithm that is more general
than MinD.

6.3 Reducing jitter and delay in real-time sys-
tems

The method for computing the minimum EDF feasible deadline for a single
task (MinD) requires the use of most of the available processor slack for one
specific task. The problem can occur when the system needs to adjust the
deadlines of more than one task to meet the requirements. It can be solved by
applying MinD sequentially to a set of tasks. However, the deadline reduction
achievable on the first task is much higher than for other tasks in the sequence.
To avoid this problem, Balbastre et al. [Balbastre et al., 2006] proposed a
method for performing a uniform scaling of all relative deadlines. The problem
of a uniform reduction, however, is that jitter and delay may not necessarily
be reduced as expected (and for some task they could even increase).
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minD algorithm(T , x)
Dx = Cx

S = {dk ∈ D : dk ≤ tmax}

for each (t ∈ S)

h(t) =
∑n

i=1

⌊

t+Ti−Di

Ti

⌋

Ci

if (h(t) > t) then

K =
⌈

h(t)−t

Cx

⌉

r =
⌊

t
Tx

⌋

Tx

Dx = h(t) + (K − 1)(Tx − Cx)− r
update S()

end if
end for

Dmin
x = Dx

return(Dmin
x )

end

Figure 6.1: Pseudo-code of the deadline minimization algorithm.
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In this section we summarize a general approach for reducing task deadlines
according to individual task requirements. Greater details on the method is
given in appended paper D. The method allows the user to specify a deadline
reduction factor, δi, for each task to better exploit the available slack according
to a task’s actual requirements. The deadline reduction factor can be specified
as a real number in [0,1], with the meaning that a value equal to one allows the
relative deadline to be reduced to the minimum possible value (corresponding to
the task computation time), whereas a value equal to zero means no reduction.

Given the task set T of n tasks as described in Section 2.2, each task, τi, is
represented by four parameters: {Ci, Ti, Di, δi}. For the feasibility constraint,
the actual deadline reduction will be less than or equal to the one specified by
the deadline reduction factor, that is:

Dmax
i −Di

Dmax
i −Dmin

i

≤ δi.

However, to respect the proportions specified by the reduction factors, we must
compute the new deadlines in such a way that ∀i, j = 1, . . . , n (and δi, δj 6= 0),
thus we have

Dmax
i −Di

Dmax
i −Dmin

i

/δi =
Dmax

j −Dj

Dmax
j −Dmin

j

/δj.

This means that

∀i = 1, . . . , n
Dmax

i −Di

Dmax
i −Dmin

i

/δi = α

where α is a constant less than or equal to one. Hence, the problem consist of
finding the greatest value of α that keeps the task set feasible, where deadlines
are computed as

Di = Dmax
i − αδi(D

max
i −Dmin

i ). (6.2)

The highest value of α that guarantees feasibility can be found by binary
search, which is described in Figure 6.3 with

0 ≤ α ≤ 1.

The search algorithm assumes that task set T is feasible when α = 0 and
testing with α = 1, meaning that all the tasks have their minimum deadline.
The feasibility test as a function of α can be done using the function reported in
Figure 6.2, where all relative deadlines are first computed according to Equation
(6.2), and the test is then performed using the Processor Demand Criterion.

Once the highest feasible α is found, the task deadlines are reduced ac-
cording to Equation (6.2), which takes into account the individual reduction
factors.
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Feasible(T , α)

for i = 0 to n
Di = Dmax

i − αδi(D
max
i −Dmin

i );
end while

F = Processor demand test(T );

return (F);
end

Figure 6.2: Feasibility test as a function of α.

The response time jitter of a task is defined as the maximum variation in
the response time of its jobs. Once a job is released, it might have to wait to be
executed because of higher priority jobs that can be preempted. According to
the EDF scheduling algorithm, when the task’s deadline is reduced, it will have
higher priority than other tasks in the task set and be executed earlier. This
means that the number of preempted tasks will be reduced, thus, response time
jitter can also be decreased. Appended paper D reports a number of experi-
ments done to evaluate the effectiveness of the proposed algorithm to reduce
jitter through tasks’ deadline reduction. We investigated different application
scenarios generated through synthetic task sets with random parameters within
given ranges and distributions.

Figure 6.4 illustrates the simulation carried out with a set of 10 periodic
tasks, having fixed utilization U = 0.9. The proposed algorithm has been
applied to a group of four tasks with the same reduction factor (δi = 1), while
leaving the remaining tasks with their original deadlines (δi = 0). In particular,
the four tasks with the longest periods (from τ7 to τ10) have been selected for
reduction. A value ε = 10−4 was used to find the best α.

Another experiment has been carried out to compare our algorithm against
the uniform scaling algorithm [Balbastre et al., 2006] when all relative deadlines
are uniformly scaled by the same reduction factor (δi = 1 for i = 1, . . . , 10). We
have applied both methods on the same task set taken for the first experiment,
using the same value of ε (10−4). As shown in Figures 6.5, our algorithm
performs almost the same as the uniform scaling algorithm for tasks with short
periods, whereas it performs slightly better for tasks with longer periods.
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Best alpha(T , ε)
αmax = 1;
αmin = 0;
∆ = αmax − αmin;

if Feasible(T , αmax) then return(αmax);

while (∆ > ε) do
α = (αmax + αmin)/2;

if Feasible(T , α) then αmin = α;
elseαmax = α;

∆ = αmax − αmin;
end while

return(αmin);

end

Figure 6.3: Binary search algorithm for finding the highest α that guarantees
feasibility.

6.4 Summary

This section presented two methods for reducing deadlines of real-time tasks in
periodic systems. A method is given for computing the minimum EDF feasible
deadline. A method is also given for reducing the relative deadlines of a set of
periodic tasks according to given reduction factors.

The MinD algorithm can be applied to periodic and aperiodic tasks and can
be useful reducing input-output jitter in control applications. The algorithm
has a pseudo-polynomial complexity; extensive simulation experiments showed
that it can be effectively used on-line in most practical situations. For the
case of aperiodic jobs, the proposed approach has been compared with the Im-
proved Total Bandwidth server introduced by Buttazzo and Sensini [Buttazzo
and Sensini, 1999]. Simulation experiments showed that no algorithm domi-
nates the other. Their behavior rather depends significantly on the application
parameters.

The deadline reduction method (appended paper D) generalizes two other
methods presented in the literature for jitter reduction: the deadline minimiza-
tion algorithm, independently developed by Hoang et al. [Hoang et al., 2006]
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Figure 6.4: Response Time Jitter when applying the proposed algorithm to
task 7, 8, 9 and 10.
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and by Balbastre et al. [Balbastre et al., 2006], and the uniform deadline scal-
ing method, proposed by Balbastre et al. in the same paper. In fact, using
the proposed approach, the relative deadline of a single periodic task τk can
be minimized simply by setting δk = 1 and all other reduction factors to zero.
Similarly, a uniform reduction of all task deadlines can simply be achieved by
setting all reduction factors to 1.
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7.1 Conclusions

The area of communication protocols is a key issue in any distributed real-
time embedded system. The overall goals of this thesis have been to provide
a real-time communication protocol for industrial applications using switched
Ethernet networks as well as methods to enhance the real-time characteristics
of such systems. Our initial requirements were, on the one hand to develop
a complete communication protocol, enabling support for both real-time and
non real-time traffic and on the other hand, to avoid changes in neither the
original Ethernet hardware nor in the underlying protocol stacks.

In the thesis, we presented solutions for achieving these goals. We have
proposed system networks based on nodes organized in a star topology with
a full-duplex Ethernet switch in the center. Real-time traffic is managed by
a novel real-time layer, which can be implemented in the real-time layer and
added transparently between the TCP/IP suite and the Ethernet layers, in both
the switch and the end nodes. This solution enables the support of real-time
traffic, as well as of non real-time, standard Ethernet traffic. Real-time traffic
is transported using logical RT channels, and the RT layer manages channel
transmission control. In our proposed network configuration, the switch is
responsible for admission control and allocation of logical RT channels. Being
the core component in the interconnection system, the switch has the capability
of monitoring and gathering all required knowledge of the traffic transmitted via
the network. Real-time traffic is guaranteed by proper schedulability analysis
and is handled by the EDF scheduling algorithm. In addition, the use of
EDF, which is a dynamic-priority based algorithm, enables the possibility of
adding support for dynamic allocation of RT channels and thereby increases
the flexibility and adaptivity of systems operating in changing environments.

The contribution of the thesis is not only that it provide a real-time com-
munication protocol for supporting hard real-time and non real-time traffic; it
also introduces methods for increasing the real-time traffic capacity that can
be guaranteed by the network. In the proposed network model, a message
from one node to another node must traverse two physical links. Scheduling
messages over a link can be viewed in analogy to scheduling real-time tasks in
a processor. A message can only be sent if admissions for both links are given.
In the thesis, we have presented the asymmetric deadline partitioning scheme.
A simulation study has shown that the network can support more real-time
traffic by applying the ADPS technique, which partitions end-to-end deadlines
according to the link load.

The work in the thesis covered both task scheduling in a processor and mes-
sage scheduling in a network, using the EDF scheduling algorithm. In the first
part, we used the EDF feasibility analysis as an admission control to establish
RT channels while, in the second part the EDF feasibility analysis has been
used for developing two deadline reduction algorithms. A method to compute
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the shortest deadline of a real-time task while preserving the EDF feasibility of
the task set (the MinD algorithm) has been presented. The algorithm can be
applied to periodic or aperiodic tasks and can be use to reduce input-output
jitter in control systems. Although the algorithm has a pseudo-polynomial
complexity, extensive simulation experiments showed that it can be effectively
used on-line in most practical situations. Even though MinD can find the
minimum EDF feasible deadline for a single task, it may not be appropriate
for reducing deadlines in a group of tasks in a certain order, because most
of the available slack would then be used to reduce the deadline of the first
task, severely limiting the reduction achievable on the others tasks. To solve
this problem, in [Balbastre et al., 2006], the authors introduced a method for
reducing deadlines of all the tasks with the same factor, called the “critical
scaling factor (CSF)”. The CSF method, however, is not efficient to reduce
jitter, because, since all deadlines are reduced, the resulting schedule may not
change significantly. Therefore, in this thesis, we have presented another dead-
line reduction method, which is more flexible and general than both MinD and
CSF. The new method allows reducing deadlines of an arbitrary subset of tasks
according to individual “reduction factors”. All the experiments confirm that
the proposed approach is able to reduce both delay and jitter of specific con-
trol tasks according to desired scaling factors under different load conditions.
In comparison to the plain EDF and uniform scaling method, the proposed
algorithm is more effective when the task set has a high utilization.

7.2 Practical considerations and Future work

• Buffer requirement:

The network topology considered in this thesis is a single Ethernet switch.
The major advantage of such a topology is that it is easy to add or remove
a node to/from the system. However, a serious disadvantage is that the
number of nodes depends on the number of ports in the switch. We
assumed that the switch is responsible for admission control for real-time
traffic sent over the network. On the one hand, it is easy to implement,
since the switch has the address table that keeps all information about
source and destination addresses. Thus, the switch can also easily keep
all information about RT traffic in the network. On the other hand, the
admission control requires using the switch’s buffer. The same trade-off
occurs when applying the proposed deadline partitioning scheme, since
the switch has to update the information about the system’s state every
time a new request arrives.

As a future work, we want to extend this work to support real-time
communication in a more complex network, such as multihop networks.
Each node will be responsible for admission control of the traffic to/from
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itself.

• Synchronization:

Another problem that must be considered when implementing the pro-
posed protocol is synchronization. We assumed that the switch sends the
control frame every tenth data frames. It will take up to 10% of the net-
work utilization only for synchronization (although this would be much
lower with short synchronization frames), and thus it is not an efficient
solution. In fact, we can use one real-time channel from the switch to
each node only for sending control frames.

• ADPS-Complexity analysis:

In this thesis we have presented the Asymmetric Deadline Partitioning
Scheme (ADPS), which is a method for dividing the end-to-end deadline
of a message into two sub-deadlines. The performance of ADPS has been
considered as the amount of real-time traffic that can be guaranteed by
the network. The complexity of ADPS has not been analyzed. The
proposed ADPS (Paper B) considers the weight of a physical link as the
number of RT channels or the sum of their utilizations. This can be
improved by computing the weight of each physical link as a function of
real-time channels’ parameters: period, capacity and deadline.

Possible future work is to investigate the tasks’ parameter specifications
to find the weight function for each communication link. The ADPS can,
then, be taken care of at each node. Thus, we can establish a complete
protocol where nodes have capability of carrying out admission control
as well as load balancing mechanisms.

• Implementation in control applications:

The last practical consideration in the work carried out in this thesis
concerns the final contribution. We have presented two delay reduction
algorithms theoretically. The contribution would be even stronger if the
proposed algorithms were implemented and demonstrated in a control
application. We want to investigate the applications of MinD, as well
as the individual scaling algorithm, in a wireless sensor networks, to, for
example, reduce the active cycle and increase the sleeping cycle of the
nodes, with the objective of reducing energy consumption.

• Investigate other scheduling algorithms:

The thesis thus far has only considered the use of the EDF scheduling
algorithm, using a dynamic-priority assignment, for efficiency reasons.
However, in commercial real-time operating systems, fixed priority as-
signments are easier to implement, so deadline reduction methods could
also be investigated under fixed-priority scheduling algorithms.
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A Paper A

Paper A is a revised version of:

Switched Real-Time Ethernet with Earliest Deadline First Schedul-
ing - Protocols, Traffic Handling and Simulation Analysis.

Hoang, H., Jonsson, M., Kallerdahl, A. and U. Hagström (2002). Parallel and
Distributed Computing Practices (PDCP), 5(1).

Abstract

There is a strong interest of using the cheap and simple Ethernet technology for
industrial and embedded systems. This far, however, the lack of real-time ser-
vices has prevented this change of used network technology. This paper presents
enhancements to full-duplex switched Ethernet for the ability of giving through-
put and delay guarantees. The switch and the end-nodes controls the real-time
traffic with Earliest Deadline First (EDF) scheduling on the frame level. No
modification to the Ethernet standard is needed in the network that supports
both real-time and non-real-time TCP/IP communication. The switch is re-
sponsible for admission control where feasibility analysis is made for each link
between source and destination. The switch broadcasts Ethernet frames reg-
ularly to clock synchronize the end nodes and to implement flow control for
non-real-time traffic. We have characterized the performance of the network
in terms of channel acceptance ratio by simulations with different number of
nodes connected to the switch.

A.1 Introduction

This paper focus on how to form methods to be able to support typical in-
dustrial real-time traffic without changing the underlying protocols and while
still supporting existing higher-level protocols for non-real-time traffic (e.g.,
web based maintenance which is highly desirable to coexist with the real-time
traffic).

An important trend in the networking community is to involve more switches
in the networks (e.g., LAN, Local Area Networks) and a pure switched-based
network becomes more and more common. At the same time, the industrial
communication community has a strong will to adapt LAN technology (e.g.
Ethernet) for use in industrial systems. The involvement of switches does not
only increase the performance; the possibility to offer real-time services is also
improved. Now when the cost of LAN switches has reached the level where
pure switched-based networks have become affordable, the collision possibility
in (IEEE 802.3 (Ethernet)) networks can be eliminated and methods to sup-
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port real-time services can be implemented in the switches without changing
the underlying widespread protocol standard.

Several protocols to support real-time communication over shared-medium
Ethernet have been proposed [Chiueh and Venkatramani, 1994], [Pritty et al.,
1995], [Kweon et al., 2000]. However, these protocols are either changing the
Ethernet standard or do not add guaranteed real-time services. Real-time com-
munication over switched Ethernet has also been proposed (called EtheReal)
[Varadarajan and Chiueeh, 2001, 1999]. The goal of the EtheReal project was
to build a scaleable real-time Ethernet switch, which support bit rate reser-
vation and guarantee over a switch without any hardware modification of the
end-nodes. Ethereal is throughput oriented which means that there is no or
limited support for hard real-time communication, it has no explicit support
for periodic traffic so it is not suitable for industrial applications. A review
of research on real-time guarantees in packet-switched networks is found in
[Zhang, 1995].
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Figure A.1: Both Internet traffic and industrial real-time traffic are supported.

This paper presents a switched Ethernet network with support for both bit
rate and timing guarantees for periodic traffic. Only a simple layer is needed
between the Ethernet protocols and the TCP/IP suite in the end-stations.
The switch is responsible for admission control, while both end-stations and
the switch have EDF (Earliest Deadline First) scheduling [Liu and Layland,
1973]. Internet communication is supported at the same time as nodes con-
nected to the switch can be guaranteed to meet their real-time demands when
they communicate with each other. This is highly appreciated by the industry
since it makes remote maintenance possible, e.g., software upgrades or error
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diagnostics (see Fig A.1). Some implementation experiments have been done
[Larsson and Olsson, 2002], but are not covered in this paper.

The rest of the paper is organized as follows. The network architecture is
presented in Section A.2. In Section A.3, it is described how real-time channels
are setup and how real-time traffic is treated. Deadline scheduling, including
details on the admission control, is then presented in Section A.4. Section A.5
presents a simulation analysis of the network while the paper is concluded in
Section A.6.

A.2 Network architecture

We consider a network with the topology of a switched Ethernet (a single
switch is assumed in this paper) and end-nodes. Both the switch and the
end-nodes have software (RT layer) added to support guarantees for real-time
traffic. Every node is connected to other nodes via the switch and nodes can
communicate with each other over logical real-time channels (RT channels),
each being a virtual connection between two nodes in the system (see fig A.2).
In our network configuration, end-nodes have the capability of controlling traffic
from the nodes using the Earliest Deadline First (EDF) algorithm. The switch
has the same capability.

Switch

Figure A.2: Example of a switched network with some real-time and/or non-
real-time channels.

Full-duplex switched Ethernet is assumed for the network, which supports
both real-time and non-real-time traffic. MAC function, frame buffering and
centralized transmission arbitration are included in the switch. Non-real time
frames are redirected based on the MAC destination address. An Ethernet
switch must contain address table, address learning and other functions needed
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to support the standard switching. How real-time frames are treated is dis-
cussed in the next section.

The switch periodically sends synchronization frames to the end-nodes, at
an interval, Tcycle, of ten maximum sized frames,Tframe, i.e., Tcycle = 10Tframe.
In this way, every node has a uniform comprehension about global time. The
resolution of the global time is Tframe. In this paper, we assume Fast Ethernet
(100 Mbit/s) with a maximum frame size of 12 144 bits which, with some extra
time for timing uncertainties and for simplicity, gives Tframe = 125 µs, which
just happens to match the time resolution of many telecommunication systems.
The synchronization frames also give flow-control information for non-real-time
traffic, i.e., telling the buffer status of the switch.

The function of and interaction with the RT layer etc shown in figure A.3
is explained below. When an application wants to setup a RT channel, it
interacts directly with the RT layer (1). The RT layer then sends a question
to the RT channel management software in the switch (2). Outgoing real-time
traffic from the end-node uses UDP and is put in a deadline-sorted queue in
the RT layer (3). Outgoing non-real- time traffic from the end-node typically
uses TCP and is put in a FCFS-sorted (First Come First Serve) queue in the
RT layer (4). In the same way, there are two different output queues for each
port on the switch too (5).

IP

TCP

End-node

Application and

application protocols

RT layer

Ethernet MAC

(and LLC)

Ethernet PHY

UDP

43

1

Switch

MAC

RT layer

PHY

5

RT channel management

2

Figure A.3: Layers and output queues.

A.3 Real-time communication

Below, real-time channel establishment and real-time traffic handling, are dis-
cussed respectively. One aim of the section is to explain the function of the
switch (see Fig A.4 for a flow diagram for the switch) and the end-nodes, in
terms of real-time communication support.
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Real-time channel establishment

We assume that real-time traffic in the network consists of periodic, syn-
chronous messages. Before the RT traffic can be delivered through the network,
an RT channel [Ferrari and Verma, 1990] must be established. In [Ferrari and
Verma, 1990], the authors defined RT channel as a simplex connection between
two nodes, characterized by parameters representing the performance require-
ments. However, in this work, we develop a framework to establish a RT
channel in switched Ethernet networks with bit-rates and delay bound guaran-
teed for RT traffic. An RT channel with index i is characterized by {Ci, Ti, Di}
, where Ti is the period of the synchronous messages, Ci is the length of a mes-
sage, and Di is the relative deadline of the messages used for EDF scheduling.
Both Ti, Ci, and Di are expressed as the number of maximal sized Ethernet
frames.

The creation of a RT channel consists of request and acknowledgment com-
munication where the source node, the destination node, and the switch agree
on the channel establishment. Both the switch and the end-nodes have soft-
ware (RT layer) added which shapes the traffic on the RT channel. When a
RT channel has been established, the network guarantees to deliver each gen-
erated message within a bounded delay, Tmax delay,i = Di +Tlatency , expressed
in number of Tframe.

When a node wants to establish a RT channel, it sends a RequestFrame to
the switch (Fig A.5), which includes: source and destination node MAC and IP
addresses and {Tperiod,i, Ci, Tdeadline,i} (Figure A.6). The connection ID field
is set to a source-node unique ID for the ability to distinguish the response in
the case of several requests. The RT channel ID field is not set with a valid
value yet.
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Figure A.5: Establishment of an RT channel.

When receiving a RequestFrame, the switch will calculate the feasibility of
the traffic schedule between the requesting node and the switch and between
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the switch and the destination node (admission control). If the switch finds the
schedule feasible (see subsection A.3), the RequestFrame is then forwarded to
the destination node, after adding a network unique ID in the RT channel ID
field. The destination node responds with a ResponseFrame (Fig A.7) to the
switch telling whether the establishment is accepted or not. The switch will
then, after taking notation of the response, forward the ResponseFrame to the
source node. If the switch did not find the requested RT channel feasible to
schedule, the RequestFrame is not forwarded to the destination node. Instead,
a ResponseFrame is sent directly to the source node telling about the rejection.
The switch has two own MAC addresses, one for control traffic (e.g., Request-
Frames) and one for real-time traffic over RT channels. The switch will in this
way be able to easy (e.g., in hardware) filter out the different kinds of frames:
(i) control frames, (ii) frames belonging to established real-time channels, and
(iii) non-real-time frames. A non-real-time frame carries the final destination
MAC address in the Ethernet header already when leaving the source node.
The end-nodes recognize control frames by reading the MAC source address
that is set to the switch address.

Real-time traffic handling

The RT layer in an end-node prepares outgoing real-time IP datagrams by
changing the IP header before letting the Ethernet layers sending it, in the
data part of an Ethernet frame, to the switch (see Figure A.8). The IP source
address and the 16 most significant bits of the IP destination address, 48 bits
together, are set to the absolute deadline of the frame. A 48 bit absolute
deadline with a resolution of Tframe = 125 µs, gives a “life time” longer than
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one thousand years. The 16 least significant bits of the IP destination are set
to the RT channel ID for the RT channel to which the frame belongs. The
Type of Service (ToS) field is always set to value 255. Other values than 255
in the ToS field can be used for future services.

IP
source

address
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IP header

Dest. MAC addr.
= switch addr.

48 bits

IP dest.
address

32 bits

Type of
Service
(ToS)
8 bits

IP data field
containing an

UDP datagram

Value = 255 Absolute
deadline
48 bits

RT ch.
ID

16 bits

Figure A.8: Data frame sent over an RT channel.

The switch exchanges the source and destination IP addresses and the MAC
destination address of an incoming real-time frame with the correct ones (as
stored in the switch when the RT channel was established) for delivery to the
final destination. Also, the IP header checksum and the Ethernet CRC are
recalculated before putting the frame in the correct deadline-sorted output
queue. The checksums of non-real-time frames do not need to be recalculated.
A variant is to just change the MAC destination address in the switch and let
the end nodes recover the IP fields.

A.4 Deadline scheduling

End-to-end delay bound

In our network configuration, traffic from any source node to any destination
node must traverse two physical links: from source node to the switch and
from the switch to the destination node. The scheduling of real-time frames
in the switch (and for outgoing real-time frames in the end-nodes) is made
according to the earliest deadline first (EDF) [Liu and Layland, 1973] schedul-
ing algorithm , i.e., all incoming real-time traffic is served in deadline order to
guarantee the worst-case delay. The switch does the admission control for a
new connection based on EDF feasibility analysis.

Real-time traffic carried over RT channel i will be assigned relative deadlines
Di,t and Di,f for two hops it must traverse to/from the switch respectively. The
network guarantee to deliver traffic over RT channel i with end-to-end delay
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bound Di. Thus, Di,t, Di,f must satisfy condition:

Di,t + Di,f + Tlatency ≤ Di (A.1)

Tlatency is the worst-case latency experienced by a frame before it is transmit-
ted:

Tlatency = 2Tlink prop delay + Tnode access + Tswitch access (A.2)

where Tlink propdelay is the maximum propagation delay over a link between
an end-node and the switch, Tnode access is the worst-case latency for a frame
with the earliest deadline to leave the source node, and Tswitch access is the
worst-case latency for a frame with the earliest deadline to leave the switch.
The source node latency is:

Tnode access = QTframe (A.3)

in which, Q is number of frames that can be stored on the NIC (Network
Interface Card). In other words, we assume that we cannot interrupt the trans-
mission of frames that have been stored on the NIC, even though they might
have later deadlines than other frames. The switch latency, before being able
to forward a frame with the earliest deadline to the destination node, is

Tswitch access = MAX(2Tframe, QTframe) (A.4)

The first term in the MAX expression is the maximum wait time due to the
case when a frame is generated just after the transmission of a data frame has
been initiated and the synchronization frame should be sent immediately after
that (see fig A.9). The second term in the MAX expression tells the same thing
as for the source node latency. The MAX operator is used because the first
term is included in the second term. If Q is equal to 1 (which can be expected
for a switch), we get Tswitch access = 2Tframe.

Below we calculate an example of a system configuration. We use a 100
Mbit/s Ethernet switch with Ethernet frames that has the data field maximized
(1518 bytes in IEEE 802.3 Ethernet), while the number of frames that can
stored in the NIC is 2:

Q = 2 (A.5)

The time for the maximum sized frame to be sent is:

8 ∗ 1518Bytes

100Mbit/s
= 121µs (A.6)

if not assuming that Tframe = 125µs. If the distance between two nodes is
100 m and Q = 1 for the switch, we have:
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Figure A.9: Worst-case latency when waiting for the completion of one data
frame followed by a synchronization frame.

T link prop delay = 500ns

T switch access = 2Tframe = 242µs

T node access = 2Tframe = 242µs

T latency = 2 ∗ 500ns + 242µ s + 242µ s = 485µs

In many industrial applications, the Tlatency that is added to the period in
the calculation of the worst-case delay should typically not be of any problem.
In most of the cases, Tlatency is very small compare with end-to-end delay.
Therefore, in this paper, we assume that we can ignore Tlatency. The Equation
A.8 can be rewritten as following:

Di,t + Di,f ≤ Di (A.7)

Without loss of generality, we assume that in the worst case:

Di,t = Di,f = Di/2 (A.8)

Admission control

The switch does admission control to verify if a RT channel can be added to
the network bases on processor demand strategy. [Spuri, 1996; Stankovic et al.,
1998]. We make the following notations:

Utilization of RT channel i, denotes Ui, is calculated as

Ui =
Ci

Ti

(A.9)
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Admission control algorithm {Ci, Ti, Di}
1. Ucheck = U + Ci/Ti

2. if Ucheck ≥ 1 → return, channel is rejected
3. else
4. U ← Ucheck

5. Di,t = Di,f = Di/2
6. b1 ← Feasibility-Test(uplink)
7. b2 ← Feasibility-Test(downlink)
8. If (b1 = 1) and (b2 = 1) establish new RT channel
9. end;

Figure A.10: Admission Control algorithm.

Workload of RT channel i at time t, denotes h(t, i), is calculated as

h(t, i) =

⌊

t + Ti −Di

Ti

⌋

Ci (A.10)

Theorem 5 A RT channel can be established on a physical link if and only if
both the link from the source node to the switch and the link from the switch
to the destination node are feasible under EDF scheduling algorithm. In other
words, a channel is established if the following conditions are satisfied:

• the total utilization of the physical link is less than 1 :

U =

n
∑

i=1

Ci

Ti

< 1 (A.11)

• the workload of the physical link at time t is less than or equal to t:

h(t) =

n
∑

i=1

max

(

0,

⌊

t + Ti −Di

Ti

⌋

Ci

)

≤ t (A.12)

A RT channel is established if and only if RT traffic can be schedules on
both physical links, or the feasibility tests on both two hops must be feasible.
The admission control process for establish an RT channel is illustrated in
Figure A.10.

A.5 Simulation results

The simulation analysis presented here shows the performance of the proposed
protocol in term of the amount of real-time traffic that can be guaranteed.
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Each RT channel is randomly generated with uniformly distributed source and
destination nodes. We simulated a network with a single 100 Mbit/s full-duplex
Ethernet switch. Each RT channel is characterized by three parameters: the
period Ti, the amount of data per period Ci and the end-to-end delay bound
Di. In this paper, we split Di of each RT channel into two parts, i.e., from the
source to the switch Di,t and from the switch to the destination node Di,f . As
the performance metric, we used the acceptance ratio, which is defined as the
number of accepted RT channels (according to the EDF feasibility analysis)
divided by the number of requested RT channels. In each simulation, RT
channels are added one by one and checked whether accepted or not. A number
of such simulations are run both to get the acceptance ratio at different traffic
characteristics and to get an average performance value from several simulations
for the same traffic characteristics.
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Figure A.11: Acceptance ratio vs. number of requested channels with different
value of Ci.

The first set of experiment has been carried out with the network consisting
of 20 nodes, in which any node can send/receive real-time traffic from other
nodes via the switch. The periods of the real-time channels are generated
randomly according to the uniform distribution, in the range: [60 - 180]. All
RT channels have their end-to-end deadlines equal to their periods. In this
simulation, we assume that all RT channels can send the same amount of data
per period (all RT channels have the same Ci). Figure A.11 and Figure A.12



86 Paper A

0 50 100 150 200 250 300
0

0.5

1

1.5

2

2.5

3

Number of requested channels

S
ta

n
d

a
rd

 d
e

v
ia

ti
o

n
 o

f 
a

cc
e

p
ta

n
ce

 r
a

ti
o

 [
%

]

P =[60−180], D = P; 20 nodes

 

 

C= 6

C= 8

C= 10

Figure A.12: Standard deviation of acceptance ratio vs. number of requested
channels with different value of Ci.
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illustrate the acceptance ratio and the standard deviation of acceptance ratio,
respectively. The acceptance ratios have been measured on the set of 300
requested channels. Figure A.11 shows that we get 100% channels accepted
when the acceptance ratio are less than 140 when Ci = 6; 80 when Ci = 8 and
50 when Ci = 10. The number of accepted channels then decrease slowly when
we add more channels to the network. With 300 requested channel, we get 80%
accepted when all channels have the same capacity Ci equal to 6 (see Figure
A.11). All the results have been measured as the average of 1000 simulations.

In order to investigate the effectiveness of the network when the number of
nodes is changed, we investigated network sizes from 15, 20 and 25 nodes (see
fig A.13). For each RT channel, the deadline has the same value as the period,
Ti = Di, all channels have Ci = 6. The simulations showed that the acceptance
ratio is 100 % when the number of requested channels is approximately 100 and
the network size is 25 nodes.

A.6 Conclusions

In this paper, we have presented a switched Ethernet based network concept
supporting real-time communication with guaranteed bit rate and worst-case
delay for periodic traffic. The Ethernet switch operates at 100 Mbit/s over
full-duplex links, and handles non-real-time traffic as well as real-time traffic.
In the proposed solution there are no modifications in the Ethernet hardware
on the network interface cards, which is important to allow the network to be
connected to existing Ethernet networks. Real-time communication is handled
in the nodes and the switch, by software added between the network layer and
the link layer. Support for real-time communication is made by dynamically
setting up real-time channels. Using Ethernet and the TCP/IP suite allows the
network to be connected to the office network and to the Internet at the same
time as it carries important real-time traffic in, e.g., a manufacturing industry.
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Paper B is an extended version of:

Switched real-time Ethernet in industrial applications - deadline par-
titioning.

Hoang, H. and Jonsson, M. (2003). In Proc. of Asia-Pacific Conference on
Communications (APCC 2003).

Abstract

We present our research on supporting real-time communication over switched
Ethernet networks using the EDF (Earliest Deadline First) scheduling algo-
rithm. Different methods to distribute end-to-end deadlines of real-time chan-
nels between the in and outgoing links to/from the switch are proposed. By using
one of our proposed DPSs (Deadline Partitioning Schemes) together with EDF
scheduling feasibility analysis, we introduce adaptive ways to divide the dead-
line for real-time traffic according to the load of the communication links. We
compare two deadline-partitioning schemes: SDPS (Symmetric Deadline Parti-
tioning Scheme) and ADPS (Asymmetric Deadline Partitioning Scheme). The
simulations show that the ADPS schemes perform better than the SDPS when
master-slave communication is assumed over the network. We also present and
compare two methods of updating the partitioning when a new logical real-time
channel is accepted. One of the methods performs better than the other while
the other reduces implementation complexity.

B.1 Introduction

An important trend in the networking community is to involve more switches
in the networks (e.g., LAN, Local Area Networks) and a pure switched-based
network becomes more and more common. At the same time, the industrial
communication community has a strong will to adapt LAN technology (e.g.
Ethernet) for use in industrial systems. The involvement of switches not only
increases the performance; the possibility to offer real-time services is also
improved. Now, when the cost of LAN switches has reached the level where
pure switched-based networks have become affordable, the collision possibility
in IEEE 802.3 (Ethernet) networks can be eliminated and methods to support
real-time services can be implemented in the switches without changing the
underlying widespread protocol standard.

Several protocols to support real-time communication over shared-medium
Ethernet have been proposed [Chiueh and Venkatramani, 1994; Pritty et al.,
1995; Kweon et al., 1999]. However, these protocols are either changing the
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Ethernet standard or do not add guaranteed real-time services. Real-time com-
munication protocol over switched Ethernet (EtheReal) has also been proposed
[Varadarajan and Chiueeh, 2001, 1999]. The goal of the EtheReal project was
to build a scaleable real-time Ethernet switch, which supports bit rate reser-
vation and guarantee over a switch without any hardware modification of the
end-nodes. EtheReal is throughput oriented which means that there is no or
limited support for hard real-time communication; it has no explicit support
for periodic traffic so it is not suitable for industrial applications. A review
of research on real-time guarantees in packet-switched networks is found in
[Zhang, 1995].

This paper presents work on a previously proposed full duplex switched
Ethernet network with support for both bit rate and timing guarantees for
periodic traffic [Hoang et al., 2002]. Only a simple layer is needed between the
Ethernet protocols and the TCP/IP suite in the end-stations. The switch is
responsible for admission control, while both the end-stations and the switch
have EDF (Earliest Deadline First) scheduling [Liu and Layland, 1973]. The
deadlines of messages over the network are end-to-end based, insofar as it is
the maximum time to deliver, from the release time in the source node, to the
arrival in the destination.

In this paper, we assume a single switch, with one node connected to each
physical port. The messages originating from the source therefore traverse two
links, and we need to provide guarantees for the time to deliver over both
links. We approach this problem by dividing the end-to-end deadline into two,
one for the source to the switch, and one from the switch to the destination.
The deadline can be partitioned in a number of ways. The method we choose
affects the system. The paper is concerned with analyzing the partitioning
of deadlines, and with proposing a way that is more suitable for asymmetric
traffic pattern as master slave communication, which is a common demand in
industrial applications. The results, and indeed the method in its current form,
do not refer to a mixed topology. The network topology is considered to a star,
with one centralized switch connected to one node on each physical port. A
full-duplex network is assumed.

The rest of the paper is organized as follows. The network architecture
and real-time traffic handling are presented in Section B.2. In Section B.3,
a feasibility analysis is introduced. In section B.4, two deadline partitioning
schemes (DPS) are presented: the Symmetric Deadline Partitioning Scheme
(SDPS) and the Asymmetric Deadline Partitioning Scheme (ADPS). In section
B.5, practical considerations are discussed. In section B.6, a simulation analysis
is presented. The paper is concluded in Section B.7.
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Figure B.1: Network configuration with master and slave nodes.

B.2 Network architecture and traffic handling

We consider an example of a network with full-duplex switched Ethernet. The
end-nodes are occasionally referred to as master nodes and slave nodes. This
is only to reflect typical industrial networks and is not a system requirement.
In other words, the network can be used for arbitrary traffic situations. Both
the switch and the nodes have added software to support guarantees for real-
time traffic. All nodes are connected to the switch and master nodes can
communicate with slave nodes over logical real-time channels (RT channels),
each being a virtual connection between two nodes in the system (Figure B.1).
Each master node is responsible for a number of slave nodes and RT channels
carry traffic from master nodes to slave nodes. Each master node is responsible
for a number of slave nodes and RT channels carry traffic from master nodes to
slave nodes. Depending on what nodes are connected to the switch, and what
channels are present, we can see the difference of System State. We define the
System State (SS) as follows:

SS = {N, K} (B.1)

where N is the set of nodes in the system and K is the set of channels running
on the system at present.

The network supports dynamic adding of RT channels to guarantee periodic
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real-time traffic. An RT channel with index i is characterized by:

{Sourcei, Desti, Ci, Ti, Di}

where Ti is the period of data, Ci is the amount of data per period and Di

is the relative deadline used for the end-to-end EDF scheduling. Ci, Ti and
Di are expressed as the number of maximal sized frames, i.e., the number of
Tframe. Sourcei and Desti are Ethernet MAC addresses for channel i’s source
and destination nodes respectively, Sourcei ∈ N ; Desti ∈ N .

In our network configuration, both the switch and the end-nodes use the
Earliest Deadline First (EDF) algorithm for traffic control. The switch is
responsible for admission control, MAC functions, frame buffering and traf-
fic scheduling. The switch periodically sends synchronization frames to the
end-nodes at an interval, Tcycle, of ten maximum sized frames, Tframe, i.e.
Tcycle = 10Tframe. In this way, every node has a uniform comprehension about
global time, with the resolution of Tframe. In this paper, we assume Fast Eth-
ernet (100 Mbit/s) with a maximum frame size of 12 144 bits which, with some
extra time for timing uncertainties and for simplicity, gives Tframe = 125µs,
which just happens to match the time resolution of many telecommunication
systems. The synchronization frames also give flow-control information for
non-real-time traffic, i.e., telling the buffer status of the switch.

The function of and interaction with the RT layer etc shown in figure B.2
is explained below. When an application wants to setup an RT channel, it
interacts directly with the RT layer (1). The RT layer then sends a request
to the RT channel management software in the switch (2). Outgoing real-time
traffic from the end-node uses UDP and is put in a deadline-sorted queue in
the RT layer (3). Outgoing non-real- time traffic from the end-node typically
uses TCP and is put in a FCFS-sorted (First Come First Serve) queue in the
RT layer (4). In the same way, there are two different output queues for each
port on the switch too (5).

When a node wants to establish an RT channel, it sends a request frame
(ReqF) with source and destination node MAC and IP addresses and {Ci, Ti, Di}
to the switch. A connection ID to distinguish between several possible connec-
tion requests is also added. When receiving a ReqF, the switch will determine
if the channel can be added to the system, i.e. whether the real-time guaran-
tees can be upheld. If the switch determines the channel to be acceptable, the
ReqF is forwarded to the destination node, after adding a network unique ID
in the RT channel ID field. The destination node responds with a response
frame (ResF) to the switch telling whether the establishment is accepted or
not. The switch will then, after taking notation of the response, take necessary
steps towards updating the system.

The RT layer in an end-node prepares outgoing real-time IP datagrams by
changing the IP header before letting the Ethernet layers send it. The IP source
address and the 16 most significant bits of the IP destination address, 48 bits
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Figure B.2: Layers and output queues.

together, are set to the absolute deadline of the frame (also seen as the deadline
for the second hop as describe later). A 48 bit absolute deadline with a reso-
lution of Tframe = 125µs, gives a “life time” longer than one thousand years.
The 16 least significant bits of the IP destination are set to the RT channel ID
for the RT channel to which the frame belongs. The MAC destination address
is set to a special address that all nodes use for real-time traffic, while the
Type of Service (ToS) field is always set to value 255. One (or both) of these
fields can be used to filter out real-time frames for correct service treatment.
The switch exchanges the source and destination IP addresses and the MAC
destination address of an incoming real-time frame with the correct ones (as
stored in the switch when the RT channel was established) for delivery to the
final destination.

B.3 EDF feasibility analysis

According to the proposed network topology, a channel must traverse two phys-
ical links, one from the source to the switch, and one from the switch to the
destination (hereafter denoted as upload and download respectively). For a
given channel, it is required for the switch to provide guarantees for both the
uplink and the downlink part. Theoretically, there is a gain to be made by
dividing the concept of a channel into two parts, upload and download. The
reason is that one can then look upon each part of the channel as a periodic
task, and the corresponding link would constitute a CPU or processing system
(from a scheduling point of view). The capacity, Ci, would be the worst-case-
execution-time (WCET) for the task. Furthermore, because the system is full
duplex, each link would constitute two independent CPUs, one executing the
download parts of all channels traversing the link, and the other executing the
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upload parts (hereafter we will refer to one full duplex link as two links; one
upload and one download).

The duty of the download link is then to ’execute’ the set of tasks assigned
to it, in the order decided by the switch, i.e. to carry out the EDF schedule
set forth by the switch. For the upload link the RT layer software handles
the scheduling, but otherwise the same is true. In our system we use EDF
as the scheduling algorithm, for both the switch and the end-nodes. Liu and
Layland [Liu and Layland, 1973] showed the advantage of using EDF, as it
is the optimal uniprocessor scheduling algorithm. The one big drawback of
EDF is the complexity of the feasibility test, compared with other scheduling
algorithms such as the rate-monotonic [Liu and Layland, 1973; Krishna and
Shin, 1997]. Before we describe the feasibility test, we recall the following
definitions:

• Utilization factor: According to basic EDF theory [Liu and Layland,
1973] the utilization of periodic real-time traffic is defined as:

U =

n
∑

i=1

Ci

Ti

. (B.2)

• Hyperperiod: The Hyperperiod for a set of periodic tasks is defined as
the length of time from when all tasks’ periods start at the same time,
until they start at the same time again.

• BusyPeriod: A BusyPeriod is any interval of time in which a link is not
idle.

• Workload function h(n, t): h(n, t) is the sum of all the capacities of
the tasks with absolute deadline less than or equal to t, running on link
n, where t is the number of timeslots elapsed from the start of the hyper-
period. It is calculated as follows:

h(n, t) =
∑

i∈Kn,Di≤t

(

1 +

⌊

t−Di

Ti

⌋)

Ci (B.3)

Kn is set of channels running on the link n.

• Feasible channel A feasible link is a link with a set of channels traversing
it that can be feasibly scheduled using EDF.

• Feasible system A feasible system state is a system state with every
link in the system being feasible.

Following the discussion from above, and the new definitions, the problem
for the switch to test if the channel can be added is therefore equivalent to
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testing if the new state is still feasible, given that the new channel has been
added. The feasibility test of a link is done in two steps, each step being a test
of its own.

• Utilization constraint: the utilization of the link has to be less than
or equal to one.

• Workload constraint: for all values of t, the workload function h(n, t)
has to be less or equal to t.

The second constraint, in the form given above, does not lend itself particularly
well to computation. It is shown in [Spuri, 1996] how to reduce the time and
memory complexity of the second constraint check:

• If (h(n, t) ≤ t) for all t in the first busy period of the hyperperiod in the
supposed schedule to come, then (h(n, t) ≤ t) for all t.

The following upperbound would therefore be the length of the first busy pe-
riod. It implies that we have to check all the point t, such that:

1 ≤ t ≤ BusyPeriod(n), (B.4)

BusyPeriod(n) is the first BusyPeriod in the schedule at the start of the hyper-
period. Furthermore, one needs not check every integer from the first time slot,
but only the integers t where:

t ∈
⋃n

i=1
{mTi + di : m = 0, 1, ...} (B.5)

We have mentioned above the method of looking at the links as processing
units, having tasks to perform. This method is devised in the interest of forcing
the test of system feasibility, down to the level of successive tests on links. For
this approach to work, we need to derive two supposed tasks from each channel.
A pair of supposed tasks for the upload and download part (to/from the switch)
of a channel, Tiu and Tid, is defined as:

Tiu = {Sourcei, Ci, Diu, Ti} (B.6)

Tid = {Desti, Ci, Did, Ti} (B.7)

where Sourcei, Desti, Ci and Ti are the parameters of the channel i. Diu and
Did are the relative deadlines for the tasks. The only new information in the
tasks, compared with the channel, is the relative deadlines. Considering the
relative deadlines of the tasks, Diu and Did, as the guaranteed worst case time
to deliver from the source to the switch, and from the switch to the destination
respectively, we come to the following conclusion. Creating Tiu and Tid from
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channel i is accomplished by partitioning the deadline of the channel into two
parts: Diu and Did where:

Diu + Did = Di (B.8)

Diu, Did > Ci (B.9)

The first condition (Equation B.8) must be upheld, because otherwise the chan-
nel as a whole will be different. If one divides a task into separate smaller
tasks, it should follow that if the original task had a deadline, then the sum of
the subtasks’ deadlines must equal this larger deadline. The second condition
(Equation B.9) should be upheld because otherwise the partitioning will auto-
matically yield a non-EDF-feasible situation. The deadline cannot be allowed
to be shorter than the capacity because the capacity is the WCET of the sup-
posed tasks. We can also assure ourselves that if Di < 2Ci then the channel
cannot be EDF-feasible.

B.4 Deadline Partitioning Schemes (DPS)

We make the following definition:

A Deadline-Partitioning Scheme (DPS) is a function that maps the dead-
lines Di of all the channels in the system into two deadlines Diu, Did such
that the condition (Equation B.8) is upheld for each RT channel.

The domain of the function DPS is thus all the possible system states (Equation
B.1). The presence of a DPS gives us the freedom to create Diu and Did from
every channel i. In fact, the availability of a DPS is not optional, but the
system cannot operate without a DPS. There are different ways of looking at
DPS, but the most mathematically satisfying one is as a multi-dimensional
function. The dimension of the function is then:

dim = size(K) (B.10)

K is the set of channels in the system state
We can make the DPS more agreeable as a function, by turning it into a

vector field, with the range of its elements fixed between 0 and 1. To start
out with, the function would not generate scalars, but it would be dim number
of pairs of deadlines, Diu, Did. We now take steps to change this function.
First, we normalize with the original deadline, Di for each corresponding pair.
Because of Equation B.8, this would mean that we would have pairs, ranging
from 0 to 1. The output would look like:

Upart,i =
Diu

Di

Dpart,i =
Did

Di

(B.11)
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Upart,i and Dpart,i are the factors of Di to get Diu and Did respectively. From
Equation B.8 and B.11 we conclude that:

Upart,i = 1−Dpart,i (B.12)

This means that both Upart,i and Dpart,i contain all the information by them-
selves. Only one is sufficient, and thus we have:

Upart = DPS(SS) (B.13)

Upart is a dim dimensional vector, of elements (0 < Upart < 1). The number
of different possible DPSs is infinite, and in this paper two different ones will
be examined: Symmetric (SDPS) and variants of Asymmetric (ADPS).

DPS performance measurement

A channel that is requested by the system can fail any of the two constraints
posed by the feasibility test. Firstly, if the first constraint test (utilization
constraint) fails, we note that whatever generous deadline the task-set has, it
will not affect the outcome. The first constraint is a test of utilization only,
and the utilization is invariant of the deadline, which we note from Equation
B.2. On the other hand, if it is the second constraint (workload constraint)
that fails, the choice of another DPS could have made the channel feasible. It
is clear that we can note a difference of performance, in the different DPSs we
can choose to divide the deadlines. When a task set fails the second constraint,
it does so because one or more values of the workload function h(n, t) exceeds
the value of t, that is (h(n, t) > t). The test h(n, t) ≤ t tells us if the task set is
EDF schedulable but it lacks any levels of magnitude other than the state true
or false. In an effort to get a significance measure, that is, a measure of how
well the task set passed the second constraint, we do the following definition:

Workload margin (WM) for a link is defined as the lowest value of the
expression:

WM = t− h(n, t); t ≥ min Di (B.14)

where min Di is the minimum of the deadlines of the tasks running on the link.
The value of WM is negative for the links that are not feasible. For links that
are feasible it is positive, and gives us the minimum differences between h(n, t)
and t.

Symmetric Deadline Partitioning Scheme (SDPS)

The basic way to partition the deadline of an RTC is simply dividing it into
two equal parts. Following the notation introduced above, this would imply
that:

Diu = Did = Di/2
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or
Upart = Dpart = 0.5

for every channels. We define this approach as a Symmetric DPS (SDPS). It is
easily seen that Equation B.8 is upheld under this function. We can also note
that the SDPS only depends on the size(K) of the system state SS.

In the view of DPS as vector fields this means that the SDPS is a vector of
size(K) dimension, with each element constant, equal to 0.5. Obviously, as the
SDPS doesn’t take into consideration what the system looks like, we should be
able to propose a better DPS

Asymmetric Deadline Partitioning Scheme (ADPS)

With bottlenecks we mean links with a greater number of channels traversing
them than other links. We say that bottlenecks have a higher linkload (LL).
There are different way of defining a linkload of a physical link. However, in
this work we consider two way of calculating the linkload for a physical link:

• Linkload of a link is equal to the number of RTC running on the link.

• Linkload of a link is equal to the sum of utilizations of all RTC running
on the link.

A logical approach in the case of a bottleneck is for the system to partition
deadlines of the channels that traverse the bottleneck, so that as much of the
deadlines of the channels can be found in the tasks of the bottleneck. Obviously,
the SDPS does not do anything to relieve bottlenecks, as the SDPS, as stated
above, is invariant of the SS. The ADPS is a DPS devised to distribute, when
possible, the deadline of channels, to where it is most needed, i.e. where the
LL is greatest. We define ADPS(SS) as:

Upart,i =
LL(sourcei)

LL(sourcei) + LL(desti)
(B.15)

Dpart,i =
LL(desti)

LL(desti) + LL(sourcei)
(B.16)

B.5 Practical consideration

So far, we have only discussed DPSs in terms of their performance. There
are other things to consider besides how well the DPS performs, however. We
will address three issues: (a) memory and time complexity, (b) the need for
node-feedback, (c) the need for synchronous deadline updating. The most
obvious consideration is the first item (a), computational speed and memory
requirements. As we go from SDPS to ADPS we gain in DPS performance, but
we pay in time for calculating the new elements of the algorithms and we need



B Paper B 101

more memory to keep track of data structures required implementing them
(The calculations are, however, only made when a new channel is requested).
The second and third considerations deal with whether the DPS is actually
implementable or not. A DPS, as we recall, has full freedom to divide the
deadlines of the entire system - in reality the switch may not have this freedom.
After the DPS has operated on the deadlines, the feasibility test is performed on
the tasks we create from the partitioned deadlines. It is the switch that does
the actual scheduling of packets for the download links, but for the upload
parts, it is the various nodes in the system that performs scheduling. For
the SDPS we can note a definite advantage, and that is the following. For
the actual scheduling of packets, the nodes need only to look at the channels
relative deadline. They do not need an updated version of a Diu for each
channel, because under SDPS, the system always generates the same Uparti

,
namely 0.5. A node can get relative deadlines of all its tasks by multiplying the
Di of the corresponding channel with 0.5. For ADPS, we need to be certain
that all nodes actually have the partitioned deadline for each channel that we
assume when doing the feasibility test (node-feedback). We also need to have
guarantees that the nodes update their relative deadlines at exactly the same
time slot as the switch (synchronous deadline updating). We cannot have a
system where condition (10) does not hold at all times. The following steps
describe the operation of adding a channel to the system:

• Create a system state, with the new channel added

• Apply DPS to the system state to get deadlines

• Test the feasibility of all task-sets of the links

• Make sure that all nodes are updated with the new deadlines that the
DPS provided

• Make sure that all nodes update their relative deadlines synchronous with
the switch

• Permit traffic over the new channel

No other channel can be tested while the switch software is occupied with
any of these steps. The items we want to put emphasis on are step 4 and
5. How do we let the nodes know of the update they need to do, and how
do we synchronize it with the switch? Because the nodes are assumed to be
independent of each other (only communicating via the switch), the only way
of providing the nodes with the update information would be to somehow send
it over the links. Unfortunately we cannot simply send a frame over the links as
soon as we want to update the nodes, as this would destroy the guarantees of all
of the other channels. However, we do have the sync frames that need to be sent
every Tcycle. Depending on how much free space we have in the synchronization
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frame, a finite number of tasks in the nodes can be updated each Tcycle. To
assure that the nodes actually update their upload tasks at the same time as
the switch updates its download tasks, a pre-determined time lag of a few time
slots is implemented for both the node and the switch, counting from when the
node receives the synchronization frame with the updating information.

B.6 Simulation result

The purpose of the simulation is to show the increase of performance when ap-
plying DPSs with the EDF scheduling algorithm for both uplink and downlink.
The network architecture and traffic handling have been described in Section
B.2. We generate a star topology network with an Ethernet switch and the end
nodes: master nodes and slave nodes. All the requests are sent from a random
master node to a random slaved node.

We start with a simple SDPS. When a new request arrives to the system,
end-to-end deadline of RT channel will be divided into two parts equally. The
switch will then do the feasibility test on both uplink and downlink to check
whether or not the real-time channel can be established. As mentioned in
Section B.4, SDPS does not depend on the system state or the number of
RTC running in the system. Thus, we do not have to recalculate deadlines of
all existing real-time channels. It becomes more complicated when applying
ADPS for the whole system. When a new channel arrives to the system, the
number of RTC on the physical link will change, thus, the linkload will also
change. Because ADPS depends on the linkload of a physical link, when the
linkload changes, ADPS for all the RTC that running on that link will also
change.

In the first set of experiments, we compare the performance of SDPS against
ADPS in two cases:

1. ADPS is applied for newly added RT channel only

2. ADPS is applied for all related RT channels

In the first case, DPS is applied only for the new real-time channel added.
Assume that there are RT channels running on the network, the switch keeps
track of all the information about them. When a new RT channel is generated,
the switch will first apply ADPS to recalculate the relative deadline according
to the number of RT channels running over the link. Then it runs the feasibility
test to see if this new channel is accepted or not. The deadlines of all other
RT channels that already run on the link are still the same. This method does
not require high computational power for doing the feasibility test because the
switch only has to add the utilization and the workload function according to
the newest added channel.

We aim to find the method of how to apply ADPS on the scheduling algo-
rithm to increase the amount of RT traffic in the network even further. Every
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time a new channel is added, the deadlines of all RT channels existing in the
system will be recalculated using Equation B.15 and Equation B.16 for uplink
and downlink respectively. This method is more complicated, i.e. it will take
longer time for doing feasibility test but the simulation results shows that we
get much more RT channels accepted (B.3).
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Figure B.3: Acceptance ratio when ADPS applied to all RTC, ADPS applied
to new added RTC and SDPS.

Figure B.3 shows the acceptance ratio when applying SDPS, ADPS for only
new added channel and ADPS for all related channels. The network configu-
ration used consists of 5 master nodes, 20 slave nodes and a single full-duplex
Ethernet switch. All requested real-time channels have the same capacity of
10, periods randomly generated in the range of (120-200) and an end-to-end
deadline equal to their period. The result shows that as we go from SDPS to
ADPS applied on only the newest added channel, we achieve significant in the
number of accepted channels. The acceptance ratio increases 10% when ap-
plying ADPS to the whole existing system in comparison with ADPS applied
for the newest added channel only. The ADPS adds more complexity but we
obviously get much better performance, in terms of the network being able to
support more real-time traffic.

Figure B.4 reported result when applying ADPS on the network with same
traffic characteristic as the previous simulation but different number of master
nodes: 5, 7 and 10. Figure B.5 show the acceptance ratio when applying ADPS
on the same network configuration (5 master nodes and 10 slave nodes) but
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wuth different traffic characteristic, traffic capacity increases from 5 to 10 up
to 15.
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Figure B.4: Acceptance ratio with different number of master nodes.

In the last experiment, all RTCs were assigned deadlines and periods ran-
domly generated within the range of (150− 300). This experiment is done in
order to compare the ADPS algorithm with two different methods of comput-
ing the linkload. In the first method, the linkload of a link is the number of
real-time channels running on the link, and in the second, the linkload is the
sum of the utilization of all channels running on the link. The results reported
in Figure 5.4 shows that we get a slightly better performance when the linkload
is set to the sum of all channels’ utilization.

B.7 Conclusion

In this paper, we have presented an Ethernet network with support for real-
time traffic by EDF scheduling. Two Deadline Partitioning Schemes have been
proposed, and an effort to mathematically model the function of DPSs has
been described. Two methods of doing the feasibility test for the admission
control in the switch have also been implemented in the simulation. Clearly,
ADPS method is always better than SDPS method and applying ADPS for all
related RT channels in the system providing the best result. The simulation
shows that ADPS is especially suitable for a network with a traffic pattern that
generates bottlenecks, in which the master-slave pattern is very relevant.



B Paper B 105

0 20 40 60 80 100 120 140 160 180 200
20

30

40

50

60

70

80

90

100
C=10, P=(120−200), D=P

Number of requested channels

A
cc

ep
ta

nc
e 

ra
tio

 (
%

)

 

 
C1 = 5
C2 = 10
C3 = 15

Figure B.5: Acceptance when real-time traffic has different capacity.
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C Paper C

A method to compute minimum EDF feasible deadline in periodic
systems.

Hoang, H., Buttazzo, C. G., Jonsson, M., and Karlsson, S. (2006). In Proc. of
The 12th IEEE International Conference on Embedded and Real-Time Com-
puting Systems and Applications (RTCSA 2006).

Abstract

In most real-time applications, deadlines are artifices that need to be enforced
to meet different performance requirements. For example, in periodic task sets,
jitter requirements can be met by assigning suitable relative deadlines and guar-
anteeing the feasibility of the schedule.

This paper presents a method (called minD) for calculating the minimum
EDF-feasible deadline of a real-time task. More precisely, given a set of peri-
odic tasks with hard real-time requirements, which is feasible under EDF, the
proposed algorithm allows computing the shortest deadline that can be assigned
to an arbitrary task in the set, or to a new incoming task (periodic or aperi-
odic), still preserving the EDF feasibility of the new task set. The algorithm
has a pseudo polynomial complexity and handles arbitrary relative deadlines,
which can be less than, equal to, or greater than periods.

C.1 Introduction

Most real-time applications involve the execution of periodic activities to per-
form data sampling, sensory processing, action planning, actuation, and con-
trol. The stability and the performance of a control system is then influenced
by a number of timing variables, including the sampling periods, the input-
output delays, and the sampling jitter [Åstrom and Wittenmark, 1984]. Al-
though task periods can be precisely enforced by a real-time operating system,
input-output delays depend on the processor speed and on the specific task
interactions, whereas jitter is mainly induced by scheduling.

The effect of jitter on real-time control applications has been extensively
studied in the literature [Cervin, 2003; Marti, 2002] and several techniques have
been proposed to cope with it. Marti el al. [Marti et al., 2001] proposed a com-
pensation technique according to which control actions are properly computed
depending on the temporal distance between successive samples. Di Natale
and Stankovic [DiNatale and Stankovic, 2000] proposed the use of simulated
annealing to find the optimal configuration of task offsets that minimizes jitter,
according to some user defined cost function. Cervin et al. [Cervin et al., 2004]
presented a method for finding an upper bound of the input-output jitter of
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each task by estimating the worst-case and the best-case response time under
EDF scheduling, but no method is provided to reduce the jitter by shortening
task deadlines. Rather, the concept of jitter margin is introduced to simplify
the analysis of control systems and guarantee their stability when certain con-
ditions on jitter are satisfied.

Another way of reducing the jitter is to limit the execution interval of each
task by setting a suitable relative deadline. Working on this line, Baruah et
al. [Baruah et al., 1999] proposed two methods for assigning shorter relative
deadlines to tasks and guaranteeing the schedulability of the task set. The first
method is based on task utilizations and runs in polynomial time, whereas the
second method has a pseudo-polynomial complexity since it is based on the
processor demand criterion [Baruah et al., 1990]. However, none of them can
be used to compute the shortest possible deadline that minimizes jitter under
schedulability constraints.

Brandt et al. [Brandt et al., 2003] also addressed the problem of reducing
the deadline of a periodic task, but their approach is based on the processor
utilization, hence it cannot find the shortest possible deadline. Moreover their
method is used to compute the minimum feasible period, while this paper
discusses how to compute the minimum feasible deadline, without modifying
the period.

Shin et al. [Zheng and Shin, 1994] presented a method for computing the
minimum deadline of a newly arrived task, assuming the existing task set is
feasibly schedulable by EDF; however, their approach is tailored for distributed
applications and requires some off-line computation.

Buttazzo and Sensini [Buttazzo and Sensini, 1999] also presented an on-line
algorithm to compute the minimum deadline to be assigned to a new incoming
task in order to guarantee feasibility under EDF. However, their approach only
applies to aperiodic requests that have to be executed in a periodic environ-
ment.

A similar problem has been independently addressed in [Balbastre et at.,
2006] using a slightly different approach, but the basic idea for computing the
minimum relative deadline for a new incoming periodic task was originally pro-
posed in [Hoang et al., 2005], although no proofs or simulations were presented.

In this paper, the problem is formally presented and generalized to find
the minimum deadline of arbitrary tasks with periodic, aperiodic, or sporadic
activation pattern, and with deadlines less than, equal to, or greater than
periods. The complexity of the algorithm for computing the minimum deadline
is the same as the classical acceptance test for deadlines different from periods.

The importance of this method in real-time applications is that it can be
effectively used to reduce the response time of specific control activities or limit
their input-output jitter, with the purpose of meeting performance and stability
requirements.

As another motivation, the proposed method can also be very useful to
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reduce the end-to-end deadlines associated with real-time transactions in multi-
hop networks. In fact, given a multi-hop network with an arbitrary topology,
any real-time transaction that has to traverse m links to reach its destination
within a deadline Da, can be considered as a chain of m real-time messages, each
with its local (node-to-node) deadline: Da,1, Da,2, . . . , Da,m, such that Da =
∑m

k=1 Da,k. Under this situation, the minD algorithm can be used to assign the
minimum EDF feasible deadline to each local message, in order to maximize
the slack available for the transaction and improve system responsiveness.

The rest of the paper is organized as follows. Section C.2 describes the
system model and precisely introduces the problems to be addressed. Section
C.4 illustrates the deadline minimization algorithm. Section D.6 presents some
experimental results and compares the proposed algorithm with another dead-
line minimization approach. Finally, Section D.7 states our conclusions and
future work.

C.2 Terminology and Assumptions

We consider a set T = {τ1, τ2, . . . , τn} of periodic tasks that have to be executed
on a uniprocessor system. All tasks are fully preemptive. Each task τi consists
of an infinite sequence of jobs, or task instances, having the same worst-case
execution time (WCET), the same relative deadline, and the same interarrival
period. We allow tasks to start at different times, although the guarantee test
is performed in the worst-case scenario, occurring for synchronous activations
[Spuri, 1996].

The following notation is used throughout the paper:

τi,j denotes the j-th job of task τi, with j ∈ N .

Ci denotes the worst-case execution time (WCET) of task τi, that is, the
WCET of each job of τi.

Ti denotes the period of task τi, or the minimum inter-arrival time between
successive jobs.

Di denotes the relative deadline of task τi, that is, the maximum finishing time
allowed for any job, relative to its activation time.

di,j denotes the absolute deadline of job τi,j , that is the maximum absolute
time, before which job τi,j must complete.

Ui denotes the utilization of task τi, that is, the fraction of cpu time used by
τi (Ui = Ci/Ti).

U denotes the total utilization of the task set, that is, the sum of all tasks
utilizations (U =

∑n

i=1 Ui).
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hi(t) denotes the processor demand of task τi in [0, t], that is the sum of WCETs
of the jobs τi,j with arrival time and absolute deadline in [0, t].

h(t) denotes the total processor demand of the task set in [0, t], that is the sum
of the individual demands hi(t) of the tasks in the set.

H denotes the hyperperiod of the task set, that is the minimum time interval
after which the schedule repeats itself. For a set of periodic tasks with
zero offset, it is equal to the least common multiple of all the periods
(H = lcm(T1, ..., Tn)).

It is important to recall that periodic tasks can have arbitrary deadlines,
which can be less than, greater than, or equal to periods. We assume that tasks
are scheduled by the Earliest Deadline First (EDF) algorithm [Liu and Layland,
1973], according to which jobs are assigned priorities inversely proportional to
their absolute deadlines: the shorter the deadline, the higher the priority.

C.3 Problem statement

Deadlines of tasks’ are artifices often used by the designer to enforce perfor-
mance requirements (e.g., response times, communication delays, or input-
output jitter) which affect the behavior of a computer controlled system. The
algorithm proposed in this paper allows us to find the shortest deadline that
can be assigned to a task, without jeopardizing the schedulability of the task
set. More specifically, the proposed method can be used to solve the following
problems:

1. Problem 1
Given a set T of n periodic tasks, with U < 1, that is feasible under
EDF, find the minimum relative deadline Dmin

k that can be assigned
to an arbitrary task τk, such that the EDF-feasibility of the task set is
preserved.

2. Problem 2
Given a set T of n periodic tasks, with U < 1, that is feasible under
EDF, find the minimum relative deadline of each task, following a given
arbitrary order, such that the EDF-feasibility of the task set is preserved.

3. Problem 3
Given a set T of n periodic tasks, with U < 1, that is feasible under EDF,
and given a new soft aperiodic job Ja with arrival time ra, no deadline,
and computation time Ca, find the minimum relative deadline Dmin

a that
can be assigned to Ja such that EDF still generates a feasible schedule.
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Figure C.1: Task set with different deadline assignments.

As far as Problem 2 is concerned, it is worth noticing that minimizing the
deadline of the one task does not mean consuming all the available processor
bandwidth and does not prevent the other deadlines to be reduced. Clearly,
the specific order in which the process is applied can make a big difference on
the deadline improvement that can be achieved on a task, but this is part of
the strategy that can be applied by the user.

Figure C.1 shows an example in which a set of three tasks is scheduled by
EDF with two deadline assignments: starting from the case in which deadline
are equal to periods, deadlines were minimized in increasing order for case (a)
and in decreasing order for case (b). Notice that, although the selected order
can make a significant difference in the deadline assignments, minimizing the
deadline of the first tasks can still leave a significant space for reducing the
deadlines of the remaining tasks. As another remark, it should be obvious
that, if some tasks may tolerate a given amount of jitter, their deadlines can be
fixed at predefined values and the deadline minimization process can be applied
only to those tasks whose deadlines need to be minimized.

For the sake of clarity, the deadline minimization algorithm will be explained
for the case of Problem 1, and then extended for the other two problems.

C.4 Deadline minimization algorithm

To explain the deadline minimization algorithm proposed in this paper, we
assume to have an EDF-feasible task set T consisting of n periodic tasks with
arbitrary periods and deadlines, and total utilization U < 1. Without loss of
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generality, let us assume we have to minimize the relative deadline of task τx.
The algorithm is iterative and starts by assigning τx the minimum possible

relative deadline, which is clearly Dx = Cx. Then, the feasibility of the task
set is checked by using the Processor Demand Criterion [Baruah et al., 1990;
Buttazzo, 2005]. If the task set is feasible with Dx = Cx, then the minimum
feasible deadline of τx has been found, otherwise Dx is incremented by a suitable
amount, and the feasibility is checked again. The process of incrementing
Dn and checking for feasibility continues until the task set is found to be
schedulable. At this point, the current relative deadline assigned to τx is the
minimum deadline Dmin

x that guarantees the feasibility of the task set.
Before presenting the algorithm in detail, the following section briefly recalls

the EDF guarantee test used to check the schedulability of the task set.

EDF feasibility test

Since we consider the general case of periodic tasks with deadlines less than,
equal to, or greater than periods, the feasibility test is performed using the
processor demand criterion, which provides a necessary and sufficient condition
for the schedulability of the task set under EDF. For a set of periodic tasks
simultaneously activated at time t = 0 (i.e., with no activation offset), the
processor demand h(t) in an interval [0, t] is the amount of processing time
requested by those jobs activated in [0, t] and with deadline less than or equal
to t. Then, the feasibility of a task set is guaranteed if and only if, in any
interval of time, the processor demand does not exceed the available time, that
is, if and only if

∀t > 0 h(t) ≤ t. (C.1)

Baruah, Rosier, and Howell [Baruah et al., 1990a] showed that h(t) can be
computed as follows:

h(t) =

n
∑

i=1

⌊

t + Ti −Di

Ti

⌋

Ci. (C.2)

Baruah, Mok, and Rosier [Baruah et al., 1990b] showed that the time instants
at which the test has to be performed correspond to those deadlines within the
hyperperiod H not exceeding the value

La = max

{

D1, . . . , Dn,

∑n

i=1(Ti −Di)Ui

1− U

}

. (C.3)

Hence, the feasibility test for EDF can be summarized by the following theorem.

Theorem 6 A set of periodic tasks simultaneously activated at time t = 0 is
schedulable by EDF if and only if U < 1 and

∀t ∈ S
n

∑

i=1

⌊

t + Ti −Di

Ti

⌋

Ci ≤ t. (C.4)
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where S is the set of all task absolute deadlines not exceeding tmax = min{La, H},
that is,

S = {dk : dk ≤ min{La, H}} . (C.5)

The complexity of such a feasibility test is pseudo-polynomial. A different
upper bound on the number of deadlines that must be checked for feasibility can
be determined using the busy period approach. A busy period is any interval of
time in which the processor is not idle. It is worth observing that an idle time
interval can have zero length if the last executed job completes at the same
time a new job is released.

In general, a schedule can have several busy periods in the first hyperperiod.
However, a set of periodic tasks simultaneously activated at time t = 0 is
schedulable by EDF if and only if no deadline is missed in the first busy period
[0, Lb], which is also the longest one [Spuri, 1996; Stankovic et al., 1998].

The value of Lb can be computed using a recursive procedure, which recur-
sively compares the cumulative workload W (t) in the interval [0, t) with the
length of the interval. Then, the first busy period length Lb is given by the
smallest positive t such that W (t) = t. Practically, the cumulative workload
in [0, t) is the computation time requested by all the jobs released before t and
can be computed as:

W (t) =

n
∑

i=1

⌈

t

Ti

⌉

Ci. (C.6)

Hence, the busy period length Lb can be computed by the following recurrent
equation, which is stopped when L(k) = L(k−1):

{

L(0) =
∑n

i=1 Ci

L(k) = W (L(k−1)).
(C.7)

Note that, if U < 1, then Lb < H , but nothing can be said with respect
to La. Hence, the test can be performed only for those absolute deadlines not
exceeding tmax = min{La, Lb}. In conclusion, the EDF feasibility of a periodic
task test with arbitrary deadlines and simultaneous activations can be tested
by the following theorem.

Theorem 7 A set of periodic tasks simultaneously activated at time t = 0 is
schedulable by EDF if and only if U < 1 and

∀t ∈ S
n

∑

i=1

⌊

t + Ti −Di

Ti

⌋

Ci ≤ t. (C.8)

where S is the set of all task absolute deadlines not exceeding tmax = min{La, Lb},
that is,

S = {dk : dk ≤ min{La, Lb}} . (C.9)

The pseudo-code for the EDF feasibility test is shown in Figure C.2.
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EDF feasibility test(T )
U =

∑n

i=1
Ci

Ti

D =
⋃n

i=1 {mTi + Di; m = 1, 2, . . .}
= {d1, d2, . . .}

La = max
{

D1, . . . , Dn,
∑

n

i=1
(Ti−Di)Ui

1−U

}

Lb = busy period()
tmax = min{La, Lb}

S = {dk ∈ D : dk ≤ tmax}

if (U > 1) then
return (“Unfeasible”)

end if

for each (t ∈ D)

h(t) =
∑n

i=1

⌊

t+Ti−Di

Ti

⌋

Ci

if (h(t) > t) then
return (“Unfeasible”)

end if
end for
return (“Feasible”)

end

Figure C.2: Pseudo-code of the EDF feasibility test algorithm.
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Task Ci Ti Di

τ1 10 20 16
τ2 1 6 3
τ3 2 6 100

Table 1: Task set parameters.

Computing deadline increments

A simple but inefficient method to find the minimum deadline for τx would
be to start by setting Dx = Cx, and then incrementing Dx by one tick at
each iteration, until the task set is found to be schedulable. This algorithm is
inefficient because it requires a large number of steps to terminate. The method
used in this paper is more efficient since deadline increments are computed
based on the processor demand evaluated at a deadline miss. The method is
illustrated in the following section using a simple example.

C.5 Example

Consider a set of three periodic tasks whose parameters are given in Table 1.
The task set is feasible under the EDF scheduling algorithm, but we want to
find the minimum deadline Dmin

3 for τ3 that preserves feasibility.
The first step is to assign D3 = C3 = 2 and verify its schedulability by Theo-

rem 7. To follow the reasoning used by the algorithm, Figure C.3 (a) illustrates
the schedule produced by EDF and the corresponding demand function h(t)
when D3 = 2.

As we can see from the figure, at time t = 16, the value of h(t) exceeds
the available time t. Therefore, the task set is not feasible and D3 has to be
increased to reduce the interference caused by τ3. Let t∗ be the first time at
which the deadline miss is detected and let ∆ be the amount of execution time
exceeding the deadline. We have:

∆ = h(t∗)− t∗. (C.10)

In general, to avoid the deadline miss at time t∗, Dx has to be increased to a
value D′

x such that a sufficient number of τx instances are removed from the
interval [0, t∗]. Let K be the minimum number of jobs of task τx that must be
removed from [0, t∗] to avoid the deadline miss at time t∗. It is easy to see that

K =

⌈

∆

Cx

⌉

. (C.11)

After the removal of K jobs, the new processor demand in [0, t∗] becomes

h′(t∗) = h(t∗)−KCx. (C.12)
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(b) D3 = 11

Figure C.3: Processor demand for the task set of Example 1.

Notice that, to remove K instances from [0, t∗], the new absolute deadline d′x of
τx must be strictly greater than t∗, but also greater than or equal to h′(t∗)+Cx,
otherwise τx would miss its deadline. Since we are interested in the minimum
deadline, d′x is set exactly at the value h′(t∗) + Cx. Hence,

d′x = h′(t∗) + Cx = h(t∗)− (K − 1)Cx. (C.13)

The relative deadline of τx can be computed as

D′
x = d′x − r∗x + (K − 1)Tx (C.14)

where r∗x is the last release time of task τx before time t∗. It is given by

r∗x =

⌊

t∗

Tx

⌋

Tx. (C.15)

From equations (C.11) and (C.14) we have:

D′
x = h(t∗) + (K − 1)(Tx − Cx)− r∗x (C.16)

and using equation (C.15) we finally have

D′
x = h(t∗) + (

⌈

∆

Cx

⌉

− 1)(Tx − Cx)−

⌊

t∗

Tx

⌋

Tx. (C.17)

In the specific case of the example, the new relative deadline for τ3 is found
to be D3 = 11. Figure C.3 (b) illustrates the schedule produced by EDF and
the corresponding demand function h(t) when D3 = 11.
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minD algorithm(T , x)
Dx = Cx

S = {dk ∈ D : dk ≤ tmax}

for each (t ∈ S)

h(t) =
∑n

i=1

⌊

t+Ti−Di

Ti

⌋

Ci

if (h(t) > t) then

K =
⌈

h(t)−t

Cx

⌉

r =
⌊

t
Tx

⌋

Tx

Dj = h(t) + (K − 1)(Tx − Cx)− r
update S()

end if
end for

Dmin
x = Dx

return(Dmin
x )

end

Figure C.4: Pseudo-code of the deadline minimization algorithm.

We have shown that, if task τx is assigned a relative deadline D′
x, the dead-

line miss at time t∗ is avoided. However, to guarantee the schedulability of the
task set, the feasibility test must be performed for all the remaining deadlines
in the set D. The pseudo-code of the deadline minimization algorithm, also
referred to as the minD algorithm, is illustrated in Figure C.4.

Extensions

The minD algorithm illustrated in Figure C.4 computes the minimum relative
deadline of τx that preserves the feasibility of the task set. Since no particular
order has been assumed for the tasks, the algorithm can be used to minimize
the relative deadline of an arbitrary task, as stated in Problem 1.

To solve Problem 2, it is sufficient to iteratively apply the minD algorithm
to all tasks in the set, in a given order. If V is the ordered array that specifies
the desired sequence of task indices, Problem 2 can simply be solved by the
following algorithm:
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minD set(V ) % V = ordering vector()

for (i = 1 to n)
x = V [i]
minD algorithm(T , x)

end for
end

Solving Problem 3, that is, finding the minimum relative deadline of an
aperiodic job Ja, is also very straightforward. In fact, the only difference with
respect to Problem 1 is that the processor demand function h(t) must be com-
puted taking into account the computation time of the aperiodic job. Let ra

be the job arrival time, Ca its computation time, and da its absolute deadline,
initially set equal to ra + Ca. Clearly, in any interval of time [0, t], the total
processor demand is:

h(t) =















∑n

i=1

⌊

t+Ti−Di

Ti

⌋

Ci + Ca if da ≤ t

∑n

i=1

⌊

t+Ti−Di

Ti

⌋

Ci otherwise

(C.18)

When a deadline miss is detected at time t∗, since the periodic task set was
originally feasible, the exceeding time ∆ = h(t) − t cannot be larger than
Ca. Hence, the deadline miss at time t∗ can be avoided by simply setting the
absolute deadline of the aperiodic task at da = h(t), which means Da = da−ra.
Then, the feasibility test must proceed for all deadlines in the set S, where S
must also include da. The pseudo-code of the resulting algorithm is illustrated
in Figure C.5.

C.6 Simulation results

This section describes a set of simulation experiments that have been con-
ducted to evaluate the behavior and the complexity of the proposed algorithm
on different application scenarios, generated through synthetic task sets with
random parameters within given ranges and distributions.

To generate a feasible task set of n periodic tasks with given utilization
Ud < 1, we first generated n random utilizations uniformly distributed in (0,1)
and then normalized them to have

n
∑

i=1

Ui = Ud.
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minD aperiodic(T , Ja)
da = ra + Ca

S = {dk ∈ D : dk ≤ tmax}
S = S ∪ {da}

for each (t ∈ S)

h(t) =
∑n

i=1

⌊

t+Ti−Di

Ti

⌋

Ci

if (t ≥ da) then
h(t) = h(t) + Ca

end if

if (h(t) > t) then
da = h(t)
update S()

end if
end for

Dmin
a = da − ra

return(Dmin
a )

end

Figure C.5: Pseudo-code of the algorithm for minimizing the deadline of an
aperiodic job.
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Then, we generated n computation times as random variables uniformly dis-
tributed in [Cmin, Cmax], and then calculated the period of each task as

Ti =
Ci

Ui

.

Relative deadlines have been computed to generate a feasible schedule as fol-
lows: each deadline was initially set at a value Di = Ci and then incremented
by a random amount in [0, Ti] until obtaining a feasible task set.

After generating the task set, we carried out a number of simulation exper-
iments aimed at evaluating the behavior of the proposed algorithm in different
application scenarios.

In a first set of experiments, we tested the complexity of the algorithm as a
function of the number of tasks. To do that, we generated a task set with fixed
utilization Ud = 0.98 and measured the number of elementary computational
steps to find the minimum deadline of task τn. The number of tasks was varied
from 10 to 30, and task execution times were randomly generated from 1 to 10.
The results of this experiment are illustrated in Figure C.6, which reports the
average over 10,000 simulation runs.
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Figure C.6: Number of steps of the minD algorithm as a function of the number
of tasks (Ud = 0.98).

We also tested the complexity of the algorithm as a function of the total
processor utilization, for a fixed number of tasks. Figure C.7 shows the number
of elementary steps to find the minimum deadline of task τn for a set of 20
periodic tasks, having a total utilization ranging from 0.5 to 0.9.
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Figure C.7: Number of steps to find MinD when the task set has 20 task while
utilization is increased.

To evaluate the performance of the algorithm in reducing the deadline of a
task, we tested the average deadline improvement as a function of the number
of tasks. The improvement for a task τi is computed as the normalized ratio
βi of the actual deadline reduction and the maximum possible reduction, equal
to Di − Ci. That is

βi =
Di −Dmin

i

Di − Ci

.

Thus, βi = 0 means that no reduction was achieved by the algorithm on task
τi, so the task will run with its original deadline, whereas βi = 1 means that
the maximum possible reduction was achieved, so the task will run with a new
relative deadline equal to its computation time. The results of this test are
shown in Figure C.8, for n ranging from 2 to 30 tasks.

In a second set of experiments, we compared the minD algorithm with the
Improved Total Bandwidth Server (TB∗), introduced by Buttazzo and Sensini
[Buttazzo and Sensini, 1999] for computing the minimum deadline of aperiodic
jobs. In all the cases, we measured the number of steps required by the two
algorithms to find the minimum deadline of an aperiodic job with random
arrival time ra and given computation time Ca. The simulations have been
done to test the dependency of the algorithm complexity from the number of
tasks, the task set utilization, and the job execution time Ca.

We briefly recall that TB∗ starts assigning the aperiodic job an initial dead-
line given by the Total Bandwidth Server rule (TBS rule):

da = max{dprev, ra}+ Ca/(1− U) (C.19)
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Figure C.8: Average deadline improvement as a function of the number of
tasks.

where dprev is the absolute deadline assigned to the previous aperiodic request,
and then tries to shorten it as much as possible, while preserving the feasibility
of the task set. Comparing the complexity of the two approaches is interesting,
because both algorithms are optimal (i.e., they find the shortest possible dead-
line that preserves feasibility) and run with pseudo-polynomial complexity, but
they work in opposite directions. In fact, while minD starts with Da = Ca

and increases Da until a feasible schedule is found, TB∗ starts from a safe
large deadline (given by the Total Bandwidth Server rule [Spuri and Buttazzo,
1996]) and tries to decrease it as much as possible. As a consequence, the two
algorithms should exhibit a different average complexity for different task set
scenarios. Identifying such scenarios is important, since it would allow a devel-
oper to select the most efficient method for a given real-time system, or even
switch between the two algorithms if dealing with dynamic environments.

The graphs in Figure C.9 show the number of steps required by the two
algorithms as a function of the task set utilization, for a set of 20 periodic
tasks and for a job with average execution time Ca = 7, which is the average
execution time used for the periodic tasks (computation times of periodic tasks
were generated in the range [Cmin, Cmax], with Cmin = 2 and Cmax = 12). It
is worth noting that minD is more efficient than TB∗ for low and medium task
set utilizations (U < 0.87), whereas TB∗ becomes superior for high workloads.
In fact, for low periodic utilizations, there is enough idle time in the schedule to
allow aperiodic jobs to execute with a short relative deadline. Short deadlines
are immediately found by minD, which starts searching from Da = Ca. For
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high periodic utilizations, the optimal aperiodic deadline is much longer, and
thus closer to the initial one used by TB∗.

Figure C.10 shows the behavior of the two algorithms as a function of the
number of tasks, when the task set utilization is U = 0.87 (the crossing point in
Figure C.9) and aperiodic jobs have an average execution time Ca = 7. Again,
we observe that, for less than 20 tasks, minD is more efficient than TB∗. In
fact, as the number of tasks increases, the idle time available in the schedule is
fragmented into smaller pieces, and the optimal aperiodic deadline increases,
getting closer to the initial value used by TB∗.

Finally, Figure C.11 shows the number of steps as a function of the aperiodic
execution time Ca, for a set of 20 periodic tasks with total utilization Ud =
0.87. It is worth noting that TB∗ is very sensitive to the value of Ca, because
increasing Ca also increases the initial deadline assignment given by the TBS
rule, as stated by equation (C.19). Hence, for short jobs, the initial guess made
by the TB∗ is close to the optimal value, while for long jobs the initial guess
gets too far away. On the other hand, minD is not much affected by the value of
Ca because, when Ca increases, its initial guess increases towards the optimal
deadline.
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Figure C.9: Average number of steps as a function of the task set utilization.

In summary, the most interesting result derived from the simulation experi-
ments is that none of the two algorithms dominates the other, but their runtime
behavior depends on the task set parameters and size. For small task sets (i.e.,
less than 20 tasks) and low/medium processor workloads (i.e., U < 0.87), the
minD algorithm is more efficient than TB∗ in computing the minimum deadline
of an aperiodic job, whereas TB∗ is more effective for large task sets and high



126 Paper C

0 5 10 15 20 25 30
0

10

20

30

40

50

60

70

80

90

100
MinD vs. TB* for different number of tasks

Number of periodic tasks

N
um

be
r 

of
 s

te
ps

TB*
MinD

U = 0.87; Ca = 7

Figure C.10: Average number of steps as a function of the number of periodic
tasks.
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utilizations. Moreover, minD is also more efficient than TB∗ when the execution
time of aperiodic jobs is larger than those of periodic tasks.

C.7 Conclusions and future work

In this paper, we presented an algorithm for computing the shortest deadline of
a task, while preserving the feasibility of the task set. The algorithm can be ap-
plied to periodic and aperiodic tasks and can be useful to reduce input-output
jitter in control applications. Although the algorithm has a pseudo-polynomial
complexity, extensive simulation experiments showed that it can be effectively
used on-line in most practical situations. For the case of aperiodic jobs, the
proposed approach has been compared with the Improved Total Bandwidth
server introduced by Buttazzo and Sensini [Buttazzo and Sensini, 1999]. Simu-
lation experiments showed that no algorithm dominates the other, rather their
behavior significantly depends on the application parameters. In general, minD
is more efficient than TB∗ in computing the minimum deadline of an aperiodic
job when the task set is small, the load is not very high, and aperiodic jobs
have long computation times.

In addition to the efficiency, however, the proposed algorithm is more gen-
eral than existing techniques, since it applies to tasks with arbitrary deadlines
and arbitrary activation patterns.

As a future work, we plan to adapt the algorithm to reduce the deadlines
of several tasks at the same time, without following a predefined order. For
example, a system could have different classes of real-time activities, and some
class might require a uniform improvement with respect to the others. It would
be interesting to find an efficient solution minimizing the deadlines of a task
subset provided that deadlines have the same scaling factor.

We are also planning to implement the deadline minimization algorithm in
the Shark real-time kernel [Gai et al., 2001] for testing the actual performance
improvement of real-world control applications.
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Reducing Delay and Jitter in Software Control Systems.

Hoang, H. and Buttazzo, C. G. (2001). In Proc. of The 15th International
Conference on Real-Time and Network Systems (RTNS 2007).

abstract

Software control systems may be subject to high interference caused by concur-
rency and resource sharing. Reducing delay and jitter in such systems is crucial
for guaranteeing high performance and predictability. In this paper, we present
a general approach for reducing delay and jitter by acting on task relative dead-
lines. The method allows the user to specify a deadline reduction factor for
each task to better exploit the available slack according to specific jitter sensi-
tivity. Experimental results confirm the effectiveness and the generality of the
proposed approach with respect to other methods available in the literature.

D.1 Introduction

Complex software systems are often implemented as a number of concurrent
tasks that interact with a given set of resources (processor, memories, periph-
erals, etc.). Tasks related to control activities are typically periodic, and are
activated with a specific rate derived by the system’s designer. Other tasks re-
lated to specific input/output devices (e.g., serial lines, data buses, networks)
may be aperiodic and can be activated by interrupts or by the occurrence of
particular events.

Although the activation rates of periodic tasks can be precisely enforced by
the operating system through proper kernel mechanisms, the execution pattern
of each task depends on several factors, including the scheduling algorithm
running in the kernel, the overall system workload, the task set parameters,
the interaction with the shared resources, and the interference introduced by
interrupts. As a consequence, control tasks may experience variable delays and
jitter that can degrade the system performance, if not properly handled.

The effects of delays and jitter on real-time control applications have been
extensively studied in the literature [Cervin, 2003; Marti, 2002] and several
methods have been proposed to cope with them. Marti el al. [Marti et al., 2001]
presented a control technique to compensate the effect of jitter with proper
control actions computed based on the temporal distance between successive
samples. Cervin et al. [Cervin et al., 2004] presented a method for finding an
upper bound of the input-output jitter of each task by estimating the worst-
case and the best-case response time under EDF scheduling, but no method is
provided to reduce the jitter. Rather, the concept of jitter margin is introduced
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to simplify the analysis of control systems and guarantee their stability when
certain conditions on jitter are satisfied.

Other authors proposed suitable scheduling methods for reducing the delay
and jitter caused by complex intertask interference. For example, Di Natale
and Stankovic [DiNatale and Stankovic, 2000] proposed the use of simulated
annealing to find the optimal configuration of task offsets that minimizes jitter,
according to some user defined cost function. Baruah et al. [Baruah et al., 1999]
followed a different approach to reduce both delay and jitter by reducing the
relative deadline of a task, so limiting the execution interval of each job. Two
methods have been illustrated for assigning shorter relative deadlines to tasks
while guaranteeing the schedulability of the task set: the first method is based
on task utilizations and runs in polynomial time, whereas the second one (more
effective) has a pseudo-polynomial complexity since it is based on the processor
demand criterion [Baruah et al., 1990].

Brandt et al. [Brandt et al., 2003] also addressed the problem of reducing
the deadline of a periodic task, but their approach is based on the processor
utilization, hence it cannot be used to find the shortest possible deadline.

Zheng et al. [Zheng and Shin, 1994] presented a method for computing the
minimum deadline of a newly arrived task, assuming the existing task set is
feasibly schedulable by EDF; however, their approach is tailored for distributed
applications and requires some off-line computation. When the utilization of
all the tasks in the task set is high, the number of off-line computations are
very large, that make this method become not efficiently, high computational
complexity.

Buttazzo and Sensini [Buttazzo and Sensini, 1999] also presented an on-line
algorithm to compute the minimum deadline to be assigned to a new incoming
task in order to guarantee feasibility under EDF. However, their approach only
applies to aperiodic requests that have to be executed in a periodic environ-
ment.

Hoang et al. [Hoang et al., 2006] and Balbastre et al. [Balbastre et at.,
2006] independently proposed a method for minimizing the relative deadline of
a single periodic task, while keeping the task set schedulable by EDF. Although
the approach can be applied sequentially to other tasks in a given order, the
deadline reduction achievable on the first task is much higher than that achiev-
able on the other tasks in the sequence. To avoid this problem, in the same
paper, Balbastre et al. also proposed a method to perform a uniform scaling
of all relative deadlines. The problem with a uniform reduction, however, is
that jitter and delay may not necessarily reduce as expected (and for some task
they could even increase).

To allow more flexibility in controlling the delay and jitter in software con-
trolled systems, in this paper we present a general approach for reducing task
deadlines according to individual task requirements. The method allows the
user to specify a deadline reduction factor for each task, to better exploit the
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available slack according to tasks actual requirements. The deadline reduction
factor can be specified as a real number in [0,1], with the meaning that a value
equal to one allows the relative deadline to be reduced up to the minimum
possible value (corresponding to the task computation time), whereas a value
equal to zero means no reduction.

As special cases, the method can minimize the deadline of a single task (by
setting its reduction factor to 1 and the others to zero), or perform a uniform
deadline rescaling in the task set (by setting all reduction factors to 1). If
two tasks have the same delay/jitter requirements and need to reduce their
relative deadlines as much as possible, this can simply be achieved by setting
both reduction factors to 1 and all the others to zero. Note that this could not
be achieved by applying a deadline minimization algorithm [Balbastre et at.,
2006; Hoang et al., 2006] to the tasks in a given order, because the first task
would steal all the available slack for itself, leaving small space for the second.

The rest of the paper is organized as follows. Section D.2 presents the
system model and the terminology adopted throughout the paper. Section
D.3 illustrates the addressed problem with some concrete examples. Section
D.5 describes the deadline reduction algorithm. Section D.6 presents some
experimental results and compares the proposed method with other deadline
reduction approaches. Finally, Section D.7 states our conclusions and future
work.

D.2 Terminology and assumptions

We consider a set T = {τ1, τ2, . . . , τn} of n periodic tasks that have to be
executed on a uniprocessor system under the Earliest Deadline First (EDF)
algorithm [Liu and Layland, 1973]. Each task τi consists of an infinite sequence
of jobs, or task instances, having the same worst-case execution time and the
same relative deadline. All tasks are fully preemptive. The following notation
is used throughout the paper:

τi,j denotes the j-th job of task τi, (where j = 1, 2, . . .), that is the j-th instance
of the task execution.

ri,k denotes the release time of job τi,k, that is the time at which the job is
activated and becomes ready to execute.

si,k denotes the start time of job τi,k, that is the time at which the first in-
struction of τi,k is executed.

fi,k denotes the finishing time of job τi,k, that is the time at which the job
completes its execution.

Ci denotes the worst-case execution time of task τi.
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Figure D.1: Example of a real-time task.

Ti denotes the period of task τi, or the minimum inter-arrival time between
successive jobs.

Di denotes the relative deadline of task τi, that is, the maximum finishing time
(relative to its release time) allowed for any job.

di,j denotes the absolute deadline of job τi,j , that is the maximum absolute
time before which job τi,j must complete (di,j = ri,j + Di).

Ui denotes the utilization of task τi, that is the fraction of cpu time used by
τi (Ui = Ci/Ti).

U denotes the total utilization of the task set, that is, the sum of all tasks
utilizations (U =

∑n

i=1 Ui).

Ri,j denotes the response time of job τi,j , that is the interval between its release
time and its finishing time:

Ri,j = fi,j − ri,j . (D.1)

IODi,j denotes the input-output delay of job τi,j , that is the interval between
its start time and its finishing time:

IODi,j = fi,k − si,k. (D.2)

RTJi denotes the response time jitter of a task, that is the maximum variation
in the response time of its jobs:

RTJi = max
k
{Ri,k} −min

k
{Ri,k} (D.3)

Figure D.1 illustrates some of the parameters defined above.
Moreover, each task τi is characterized by a maximum relative deadline

Dmax
i (considered to be the nominal one) and a minimum relative deadline

Dmin
i , specified by the application designer. When not explicitly assigned, we

assume Dmax
i = Ti and Dmin

i = Ci.
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D.3 Problem statement

The method proposed in this work to reduce delay and jitter in periodic tasks
requires the application designer to specify an additional task parameter, called
the deadline reduction factor, δi, which is a real number in [0,1]. A value δi = 1
indicates that task τi is very sensitive to delay and jitter, hence its relative
deadline is allowed to be reduced up to its minimum possible value (Dmin

i ). A
value δi = 0 indicates that task τi is not sensitive to delay and jitter, so its
relative deadline does not need to be modified. In general, we assume that the
sensitivity of τi to delay and jitter is proportional to δi.

Once all deadline reduction factors have been specified according to delay
and jitter sensitivity, the problem we want to solve is to shorten all deadlines as
much as possible to respect the proportions dictated by the reduction factors,
while keeping the task set feasible.

Note that task specific jitter coefficients have also been defined by Baruah
et al. [Baruah et al., 1999] (they were denoted by φi and called jitter tolerance
factors). In that work, however, the objective was to minimize the weighted
jitter of the task set, defined as

WtdJitter(T ) = max
i

{

RTJi

φi

}

,

rather than reducing deadlines proportionally to sensitivity, as done in this
paper.

To better motivate the proposed approach, we now illustrate an example
that shows the advantage of specifying individual reduction factors.

D.4 A motivating example

Consider a set of three periodic tasks with periods T1 = 6, T2 = 9, T3 = 12,
and computation times C1 = 1, C2 = 2, C3 = 5. Suppose that τ1 and τ2

are control tasks sensitive to delay and jitter, whereas τ3 is not and can be
executed anywhere within its period. Assuming Di = Dmax

i = Ti for each
task, the schedule produced by EDF is shown in Figure ??. The response time
jitters of the tasks are RTJ1 = 2, RTJ1 = 3, and RTJ1 = 2.

Now observe that, for this task set, the uniform scaling algorithm proposed
by Balbastre et al. [Balbastre et at., 2006] does not produce any change in
the schedule, so it cannot reduce any jitter. For this particular case, in fact,
the maximum common reduction factor that guarantees a feasible schedule is
1/3, meaning that for each task we can set Di = (2/3)Ti. As shown in Figure
D.3, however, the schedule produced by EDF with such deadlines is exactly
the same as that shown in Figure D.2.

Also notice that minimizing the deadline of a single task (using the al-
gorithm proposed by Hoang et al. [Hoang et al., 2006] or by Balbastre et al.
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Figure D.2: EDF schedule with relative deadlines equal to periods.
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Figure D.3: EDF schedule with uniformly scaled deadlines.

[Balbastre et al., 2006]) may not necessarily have the desired effect on the other
jitter sensitive tasks. For example, as depicted in Figure D.4, minimizing D2

the jitter of τ2 becomes zero, but the jitter of τ1 cannot be reduced below 2
(even if D1 is minimized after D2).

In this case, a better solution to reduce the delay and jitter of τ1 and τ2

is to reduce the deadlines of both tasks simultaneously, leaving D3 unchanged.
As an example, assuming δ1 = δ2 = 1, the maximum common reduction factor
that can be applied to both tasks to keep the task set feasible is 2/3, meaning
that we can set D1 = T1/3, D2 = T2/3, and D3 = T3. Figure D.5 shows the
schedule produced by EDF with such deadlines.

The next section describes the algorithm that computes the new feasible
deadlines according to the specified reduction factors δi.
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Figure D.4: EDF schedule when only τ2 deadline is minimized.
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Figure D.5: EDF schedule when deadlines of both τ1 and τ2 are reduced.

D.5 The algorithm

Before describing the algorithm, it is worth observing that, for the feasibility
constraint, the actual deadline reduction will be less than or equal to the one
specified by the reduction factor, that is

Dmax
i −Di

Dmax
i −Dmin

i

≤ δi.

However, to respect the proportions specified by the reduction factors, we must
compute the new deadlines in such a way that ∀i, j = 1, . . . , n (and δi, δj 6= 0)
we have

Dmax
i −Di

Dmax
i −Dmin

i

/δi =
Dmax

j −Dj

Dmax
j −Dmin

j

/δj.

This means that

∀i = 1, . . . , n
Dmax

i −Di

Dmax
i −Dmin

i

/δi = α

where α is a constant less than or equal to one. Hence, the problem consists in
finding the greatest value of α that keeps the task set feasible, where deadlines
are computed as

Di = Dmax
i − αδi(D

max
i −Dmin

i ) (D.4)

The highest value of α that guarantees feasibility can be found by binary
search.

The search algorithm assumes that the task set T is feasible for α = 0
(that is, when all tasks are scheduled with the maximum deadlines), and starts
by trying feasibility with α = 1 (that is, with all tasks having their minimum
deadlines). If T is found feasible with α = 1, then the algorithm exits with the
best solution, otherwise the binary search is started.

The feasibility test as a function of α can be performed using the function
reported in Figure 6.2, where all relative deadlines are first computed according
to Equation (D.4), and then the test is performed using the Processor Demand
Criterion [Baruah et al., 1990,?]. In particular, the Processor demand test(T )
function returns 1 if the task set T is feasible, 0 otherwise.
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Feasible(T , α)

for i = 0 to n
Di = Dmax

i − αδi(D
max
i −Dmin

i );
end for

F = Processor demand test(T );

return (F);
end

Figure D.6: Feasibility test as a function of α.

The binary search algorithm to find the highest value of α is reported in
Figure D.7. Note that, besides the task set parameters, the algorithm requires
a value ε, needed to bound the complexity of the search and stop the algorithm
when the search interval (∆ = αmax − αmin) becomes smaller than a given
error.

For example, for the case illustrated in Figure D.8, if ε = 1/16, the algorithm
will try six values (1, 1/2, 1/4, 1/8, 3/16, and 7/32) and stops by returning
the last feasible value, that is α = 3/16. In general, the complexity of the
algorithm is logarithmic with respect to ε, and the number of steps to find the
best α is given by

N = 2− log2 ε.

For the given example, log2(1/16) = −4, so we have N = 6. Once the
highest feasible α is found, the task deadlines are reduced according to Equation
(D.4), which takes into account the individual reduction factors.

D.6 Experimental results

This section describes a set of simulation experiments that have been conducted
to evaluate the effectiveness of the proposed algorithm to reduce delay and jitter
of specific tasks according to given reduction factors. For special cases, the
method is also compared with the algorithm that uniformly scales all deadlines
[Balbastre et at., 2006] and with the algorithm that minimizes the relative
deadline of a single task [Balbastre et at., 2006; Hoang et al., 2006].

We have investigated different application scenarios, generated through syn-
thetic task sets with random parameters within given ranges and distributions.
To generate a feasible task set of n periodic tasks with given utilization Ud < 1,
we first generated n random utilizations uniformly distributed in (0,1) and then
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Best alpha(T , ε)
αmax = 1;
αmin = 0;
∆ = αmax − αmin;

if Feasible(T , αmax) then return(αmax);

while (∆ > ε) do
α = (αmax + αmin)/2;

if Feasible(T , α) then αmin = α;
elseαmax = α;

∆ = αmax − αmin;
end while

return(αmin);

end

Figure D.7: Binary search algorithm for finding the highest α that guarantees
feasibility.

normalized them to have
n

∑

i=1

Ui = Ud.

Then, we generated n computation times as random variables uniformly dis-
tributed in [Cmin, Cmax] (with Cmin = 5 and Cmax = 30) and then calculated
the period of each task as

Ti =
Ci

Ui

.

For each task τi, Dmax
i has been set equal to Ti and Dmin

i has been set equal
to Ci.

For each generated task set T , we measured the maximum response time of
each task (Ri = max

k
{Ri,k}) and the maximum response time jitter (RTJi =

max
k
{RTJi,k}) caused by EDF under three different deadline setting:

1. Plain: all tasks run with their maximum deadlines: Di = Dmax
i ;

2. Scaled: all deadlines are uniformly scaled by the same factor according
to the algorithm proposed by Balbastre et al. [Balbastre et al., 2006];
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Figure D.8: Search values for ε = 1/16.

3. New: task deadlines are computed by the proposed algorithm according
to given reduction factors.
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Figure D.9: Worst-case response times when applying the proposed algorithm
to task 7, 8, 9 and 10.

In the first experiment, a simulation has been carried out with a set of 10
periodic tasks, having fixed utilization U = 0.9. The proposed algorithm has
been applied to a group of four tasks with the same reduction factor (δi = 1),
while leaving the remaining tasks with their original deadlines (δi = 0). In
particular, the four tasks with the longest periods (from τ7 to τ10) have been
selected for reduction. The worst-case response time and the response time
jitter (RTJ) have been measured for each task and then averaged over 1000
simulation runs. A value ε = 10−4 was used to find the best α.

Figures D.9 and D.10 respectively show the response time and jitter achieved
for each individual task in this experiment. Note that, the X-axis shows the
task identification number, where tasks are ordered by increasing period, so
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Figure D.10: Response Time Jitter when applying the proposed algorithm to
task 7, 8, 9 and 10.
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Figure D.11: Confidence intervals (95%) of the jitter measures achieved in the
first experiment under the proposed algorithm.
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Figure D.12: Worst-case response times when applying the proposed algorithm
uniformly to all the tasks.

1 2 3 4 5 6 7 8 9 10
0

50

100

150

200

250

300

350

400

450

500
Jitter comparison when applying New algorithm for all tasks

Task number

R
T

J

 

 
Plain
Scaled
New

U=0.9; C=(5−30); epsilon=10−4

Figure D.13: Response Time Jitter when applying the proposed algorithm
uniformly to all the tasks.
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Figure D.14: Confidence intervals (95%) of the jitter measures achieved in the
second experiment under the proposed algorithm.

that task number 1 is the one with the shortest period. In particular, Figure
D.11 reports the jitter experienced by each task under the proposed algorithm,
showing the 95% confidence interval around each average value.

As expected, the results show that restricting deadline reduction only to a
subset of sensitive tasks allows better control of delay and jitter.

Also note that reducing all task deadlines by the same scaling factor (as
done by the Scaled algorithm) has not a significant effect on jitter reduction
with respect to the Plain scenario (where all deadlines are equal to the periods),
thus justifying the need for adopting selective reduction factors.

A second experiment has been carried out to compare our algorithm against
the uniform scaling algorithm [Balbastre et al., 2006] when all relative deadlines
are uniformly scaled by the same reduction factor (δi = 1 for i = 1, . . . , 10). We
have applied both methods on the same task set taken for the first experiment,
using the same value of ε (10−4).

As shown in Figures D.12 and D.13, our algorithm performs almost the
same as the uniform scaling algorithm for tasks with short periods, whereas it
performs slightly better for tasks with longer periods. All values plotted in the
graphs represent the average over 1000 simulations, and the 95% confidential
intervals on the average jitter achieved under the proposed algorithm are shown
in Figure D.14.

Finally, the performance of the proposed method has also been compared
against the plain EDF scheduler and the scaled method when the task set has
a lower utilization equal to U = 0.6.
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Figure D.15: Worst-case Response Time when applying the proposed algorithm
to task 7, 8, 9 and 10 (U = 0.6).
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Figure D.16: Response Time Jitter when applying the proposed algorithm to
task 7, 8, 9 and 10 (U = 0.6).
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Figure D.17: Worst-case Response Time when applying the proposed algorithm
uniformly to all the tasks (U = 0.6).
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Figure D.18: Response Time Jitter when applying the proposed algorithm
uniformly to all the tasks (U = 0.6).
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Figures D.15 and D.16 show the response time and jitter of each tasks when
applying the new algorithm to tasks 7, 8, 9, 10 only, whereas Figures D.17 and
D.18 show the response time and jitter of the tasks when applying the new
algorithm uniformly to all the tasks.

All the experiments confirm that the proposed approach is able to reduce
both delay and control jitter of specific control tasks according to desired scaling
factors and under different load conditions. With respect to the plain EDF and
uniform scaling algorithm, the proposed algorithm is more effective when the
task set has a high utilization.

D.7 Conclusions

In this paper we presented a method for reducing the relative deadlines of a
set of periodic tasks according to given reduction factors, δi ∈ [0, 1], denoting
task sensitivity to jitter and delay. A value δi = 1 denotes high sensitivity to
delay and jitter, indicating that the task relative deadline can be reduced as
much as possible, up to the minimum possible value which guarantees the task
schedulability, whereas a value δi = 0 denotes no sensitivity, indicating that
the task relative deadline does not need to be modified.

Note that shortening the relative deadline decreases the admissible execu-
tion interval of a task, affecting both its response time and jitter.

Moreover, the proposed approach generalizes two other methods presented
in the real-time literature for jitter reduction: the deadline minimization al-
gorithm, independently developed by Hoang et al. [Hoang et al., 2006] and
by Balbastre et al. [Balbastre et at., 2006], and the uniform deadline scaling
method, proposed by Balbastre et al. in the same paper. In fact, using the
proposed approach, the relative deadline of a single periodic task τk can be
minimized simply by setting δk = 1 and all other reduction factors to zero.
Similarly, a uniform reduction of all task deadlines can simply be achieved by
setting all reduction factors to 1.

Experimental results confirm the effectiveness of the proposed approach,
showing that deadline reductions are more significant when acting only on a
subset of selected tasks.

As a future work, we plan to investigate the issue also under fixed priorities.
Here, the deadline reduction algorithm cannot be trivially extended, because
changing relative deadlines may also affect the priority order, and hence the
feasibility test.
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