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Abstract
Embedded applications have become more and more complex, increasing the demands on the
communication network. For reasons such as safety and usability, there are real-time constraints
that must be met. Also, to offer high performance, network protocols should offer efficient user
services aimed at specific types of communication.
At the same time, it is desirable to design and implement embedded networks with reduced
cost and development time, which means using available hardware for standard networks. To that
end, there is a trend towards using switched Ethernet for embedded systems because of its high bit
rate and low cost. Unfortunately, since switched Ethernet is not specifically designed for
embedded systems, it has several limitations such as poor support for QoS because of FCFS
queuing policy and high protocol overhead.
This thesis contributes towards fulfilling these requirements by developing (i) real-time
analytical frameworks for providing QoS guarantees in packet-switched networks and (ii) packetmerging techniques to reduce the protocol overhead.
We have developed two real-time analytical frameworks for networks with FCFS queuing in
the switches, one for FCFS queuing in the source nodes and one for EDF queuing in the source
nodes. The correctness and tightness of the real-time analytical frameworks for different network
components in a single-switch network are given by strict theoretical proofs, and the performance
of our end-to-end analyses is evaluated by simulations. In conjunction with this, we have
compared our results to Network Calculus (NC), a commonly used analytical scheme for FCFS
queuing. Our comparison study shows that our analysis is more accurate than NC for singleswitch networks.
To reduce the protocol overhead, we have proposed two active switched Ethernet
approaches, one for real-time many-to-many communication and the other for the real-time short
message traffic that is often present in embedded applications. A significant improvement in
performance achieved by using our proposed active networks is demonstrated.
Although our approaches are exemplified using switched Ethernet, the general approaches
are not limited to switched Ethernet networks but can easily be modified to other similar packetswitched networks.
Keywords: embedded systems, real-time communication, packet-switching, switched Ethernet,
FCFS and EDF scheduling, schedulability analysis, active networking, protocol overhead
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Chapter 1
Introduction
The recent growing development in embedded systems has resulted in many new applications and
enhanced services, ranging from portable devices such as mobile phones to large stationary
installations such as factory controllers. As embedded systems continue to proliferate in many
application domains, a consequence is that such systems become more and more complex, that is,
distributed, performance demanding, heterogeneous and operate under rapidly changing
conditions. This also increases the demands on the communication systems, since communication
is an important part of most embedded systems and can take place both between systems and
within systems.
Many embedded systems have real-time performance constraints that must be met for reasons
such as safety and usability. In such systems, the result of an execution needs to be delivered in a
timely fashion. Real-time does not necessarily mean very fast, but rather getting things done by
their deadlines. Consequently, the correct performance of the interconnection network in real-time
systems is specified in terms of time-constrained message transmissions.
One of the salient features of an embedded system is that it is a special purpose system in which
the computer is completely encapsulated by the device it controls. Unlike general purpose
computer systems, such as personal computers where tasks are of varying types, embedded
systems are designed to perform a set of pre-defined tasks with good performance. Consequently,
there are expectations that the network protocols offer efficient user service support aimed at
specific types of communication.
At the same time, it is desirable to design and implement embedded systems with reduced product
cost and size. In the case of networks, this means using available hardware for standard networks
to reduce system cost and development time. One cost effective standard network that has
recently achieved attention in the embedded system domain is switched Ethernet. Unfortunately,
since Ethernet was not specifically intended for embedded applications, it has several design
properties (such as high protocol overhead and poor support for QoS) that make it difficult to
meet the networking needs mentioned above. There is thus a strong motivation to investigate how
to meet these demands over switched Ethernet networks at the same time that modification,
implementation complexity and cost are kept as low as possible.
In summary, the purpose of the work described in this thesis is to investigate methods for
improving the performance and real-time capabilities of communication over packet-switched
networks such as switched Ethernet, with as little modification of the switching hardware as
possible.

1.1 Characteristics of Embedded Networking
In this section, we will investigate three major characteristics of embedded networking: timeliness,
high performance and low cost. We begin by introducing examples of the motivation for this, and
then proceed to summarize the important common characteristics of embedded networking.

1.1.1 Real-Time Embedded Applications
Many embedded systems can be characterized as real-time systems in which the correctness of the
system depends not only on the correctness of the results, but also on the time at which the results

1

are produced [Stankovic 1988]. Often real-time systems should also be safety critical, that is, if
the timing properties are not satisfied, there can be severe consequences [Krishna and Shin 1997].
Real-time systems are often classified as soft or hard real-time systems depending on how critical
the timing correctness of their behavior is. In a hard real-time system, the completion of an
operation after its deadline is considered useless and may lead to a critical failure of the system as
a whole and severe consequences, such as physical damage to the surroundings or a threaten to
human lives. A typical hard real-time system is a car engine control system, where a delayed
signal may cause engine failure or damage.
On the other hand, a soft real-time system will tolerate some degree of lateness at a price of a
decreased quality of service. Live audio-video systems are examples of soft real-time systems.
The violation of time constraints will result in operations with degraded quality, such as a loss of
some image frames of a video stream.
As communication is needed in and between most embedded and distributed systems, it is very
important that the interconnection network fulfills the timing correctness. Often, in the real-time
communication domain, predictability in the packet transmission is much more important than
performance, such as throughput or average delay.

1.1.2 High Performance Embedded Applications
Many applications require high performance communication networks, for example, radar
applications. Radar is a widely used aid in modern navigation and the radar signal processing
device is a typical embedded system [Wolf 2002] [Stimson 1998] [Embedded]. In general, the
functions in radar signal processing work on relatively short vectors and small matrices, but at a
fast pace and with large sets of vectors and matrices. Even though the incoming data can be
viewed as large three-dimensional set of data, it is quite easy to divide them into small units that
can each be executed on a separate processing element in a parallel computer. In addition, data
must often be redistributed between all processors in complex patterns, such as one-to-many,
many-to-one and many-to-many communications [Teitelbaum 1998] [Bergenhem et al. 2002].
Control operations, as an essential part of radar signal processing, use many short messages.
Moreover, different types of traffic in radar signal processing systems have different QoS
requirements. Specifically, data traffic with a very high bit rate can tolerate some loss, control
traffic with a moderate bit rate must have a guaranteed delay bound, and other general traffic such
as logging and long-term statistics has no real-time constraints at all.
Another example of high performance distributed applications is a large IP router whose task is to
route vast amounts of IP packets, for example at the core of the Internet or other very large
networks. Typically, packets are received at a network inbound interface, processed by the
processing module and possibly stored in a buffering module. They are then forwarded through
the internal interconnection unit to the outbound interface. The growth of IP traffic creates the
challenge of high performance router design.

1.1.3 Common Communication Requirements
Embedded systems include a wide range of applications, for example modern vehicles, banking
systems, image processing, process control and industrial automation [Krug and Schedl 1997]
[SAE 1993] [SAE 2001]. These applications have common characteristics as regards network
communication [Fan 2004]. The most important and common network related characteristics of
the applications are listed and commented upon here.
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•

Time constraints. Many systems can be characterized as real-time systems. Correct function in
such a system depends on the time at which a result is produced and on the correctness of the
result [Stankovic 1988] [Buttazzo 2006]. When a real-time system includes communication,
we inherently have time constraints on the communication as well, meaning the correct
performance of the communication system is specified in terms of time-constrained message
transmissions.

•

High throughput/performance distributed processing. The performance of the parallel and
distributed computers is highly dependent on the performance of their interconnection
networks. Increasing demands are put on the systems in terms of, for example traffic intensity,
heterogeneous traffic demands and QoS.

•

Cost effectiveness and engineering efficiency. Many embedded applications today have a long
development time for a small number of sold systems. Moreover, updates of the systems or
product families are made several times during their lifetime. Thus, a development of such
applications requires cost effectiveness and engineering efficiency [Åhlander and Taveniku
2002], for example using a low cost standard network with an efficient protocol.

•

Heterogeneous traffic patterns and a variety of communication services.
o Heterogeneous real-time traffic. The mixture of traffic, such as pure data traffic and
control traffic, is heterogeneous in the sense that it is of different types that must be
treated in different ways. Differentiation of traffic is an important function since it
affects the performance and capabilities of the whole system. An example of traffic
differentiation is prioritization.
o Powerful communication services for distributed computing, for example low level
support for many-to-many communication patterns, group communication, process
synchronization mechanisms such as semaphores and barrier synchronization, realtime debugging and reliable transfer are especially desired since these kinds of services
can both increase system performance and reduce development time.
o Short-message real-time traffic. A major fraction of communication patterns in
embedded systems are small messages that suffer relatively high overhead and poor
performance during transmission [Weber et al. 1999].

These requirements lead to the conclusion that some advanced embedded systems need both realtime and efficient support for user services and thus require networks with matching capabilities.
At the same time, the implementation costs must be kept down.

1.2 Packet-Switched Networks
This section gives a survey of existing and emerging packet-switched networks.
Over the past several years, the shared multi-drop bus has been exploited to its full potential. It is
now apparent that shared bus architectures no longer satisfy the growing requirement for higher
throughput. Therefore, in many cases, a hierarchy of shared buses is used, where devices are
placed at the appropriate level in the hierarchy according to the performance level they require.
Low performance devices are placed on lower performance buses that are bridged to the higher
performance buses so as to not burden higher performance devices. The point-to-point packetbased interconnect is a promising candidate for fulfilling the needs of present and future
embedded systems.
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Based on earlier communication standards, new point-to-point interconnect technologies such as
InfiniBand, RapidIO and PCI-express have been developed. We will now provide a summary of
these existing and emerging industrial switching fabric interconnect technologies.
Switched Ethernet [IEEE 802.3z] [IEEE 802.3x] involves cost effective off-the-shelf technology
and enables some key benefits over traditional Ethernet, such as full duplex and flow control. It is
now very prevalent and frequently used and will probably take over much of the industrial bus
and network markets in the future. With these advantages, the industrial communication
community has a strong desire to adapt Local Area Networks (LAN) technology (such as
Ethernet) for use in industrial systems [Kaplan 2001] [Caro 2001].
The RapidIO interconnect architecture [RapidIO] is an open standard with giga-bit per second
performance levels, targeted for embedded communications between microprocessors, memory
and memory mapped I/O devices in networking equipment, storage sub-systems and general
purpose computing platforms. The RapidIO interconnect is defined with considerations for
embedded systems. Specifically, the packet overhead is minimized and a variety of large and
small data fields are supported. Moreover, multiple transactions are allowed concurrently in the
system through transaction pipelines and spatial reuse of interfaces between different devices in
the system.
InfiniBand (IB) [InfiniBand], a more general emerging standard, is a relatively new high-speed
serial point-to-point linked, switch and router based high speed interconnect [Pfister 2001] [Mehra
2001]. InfiniBand claims numerous benefits for System Area Networks (SAN) applications. The
switch is intelligent and provides several functions including inter-subnet routing, management,
topology discovery and differentiated service [Pelissier 2000] [Alfaro et al. 2002].
The Peripheral Component Interconnect (PCI) bus has been implemented in most PC systems and
some workstations as local I/O bus technology for the last ten years. However, today’s and
tomorrow’s processors and I/O devices demand much higher I/O bandwidth than PCI 2.2 or PCIX can deliver. There have been several efforts to create higher bandwidth interconnects for future
generation platforms. The PCI Express™ (formerly 3GIO) interconnect, a new generation of PCI,
is one such recent advance in high speed, low-pin-count, point-to-point technologies [PCI
Express]. PCI Express is software compatible with all existing PCI based software to enable
smooth integration within future systems.
From the above discussion, it can be seen that each interconnect provides a unique set of
capabilities. The distinct characteristics of protocol support, flow control, congestion management
and error detection and event handling offer advantages for different applications.
Regarding the overall cost, wide acceptance and maturity considerations, our design choice
among available topologies and interconnect protocols is switched Ethernet. Although the work in
this thesis is based on switched Ethernet, the results can also contribute solutions to the problems
in other packet-switched interconnect technologies.

1.3 Design Space
This section describes our design space, that is, the set of options available for our proposed
design. We first discuss the application and network properties that will influence the available
options in the design space and then describe our chosen designs.
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Constraints

Requested
guaranteed realtime services

QoS constraints

Traffic models

Communication
pattern

Description
The time constraints must be a hundred
Guaranteed deterministic service
percent guaranteed
Only guarantee to meet a specified QoS
Guaranteed probabilistic service
with a certain probability
The worst-case end-to-end delay of the
Bounded delay
message transmission can not exceed a
given bound
The amount of data transmitted in a
Throughput guarantees
specified time interval can not be lower
than a given bound
The deviation from periodicity can not
Bounded jitter
exceed a given bound
Periodic
Data are released regularly at fixed rates
Data are released irregularly at some
Aperiodic
unknown and possibly unbounded rate
Data are released irregularly with some
Sporadic
known bounded rate
The burstiness can not exceed a given
Burstiness constrained
bound
One source node sends data to one
One-to-one
destination
More than one source node and/or more
Collective communication, e.g.,
than one destination node are involved in
many-to-many
the transmission

Table 1.1. Application properties (those relevant to this thesis work are indicated by text in
italic font)

1.3.1 Application Properties
Some general application properties of interest for real-time embedded applications are given in
Table 1.1. The properties chosen to be studied in this thesis are indicated by text in italic font.
The real-time literature discusses two types of real-time guarantees, deterministic or probabilistic.
If the guaranteed real-time service is deterministic, it means that it is predictable and suitable for
hard real-time systems, since normally both a guaranteed minimum throughput and a bounded
end-to-end delay are offered. A guaranteed probabilistic service, on the other hand, is said only to
guarantee to meet a specified QoS with a certain probability. It is difficult to provide guarantees
for a real-time system including communications, because many factors, for example routing and
difficulties in having centralized control/scheduling, make real-time analysis more complex.
A real-time application is typically constrained by a set of explicitly expressed QoS parameters,
namely delay, throughput and jitter. Deterministic guarantees are made by a worst-case analysis,
whereas probabilistic guarantees are often connected to average behavior and hence yield a higher
utilization of the system resources. If the offered service is deterministic, it is said to be
predictable and suitable for hard real-time systems, since normally both a guaranteed minimum
throughput and a bounded end-to-end delay are offered.
According to the arrival pattern, traffic can be classified as being periodic, aperiodic or sporadic.
Periodic traffic is typically found in control applications where the periodicity is strictly governed
by control principles or other stability criteria. In contrast, aperiodic traffic has no restrictions on
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its periodicity. Sporadic traffic has a minimum inter-arrival time between invocations. Aperiodic
and sporadic traffic are typically triggered by events such as pressing a button. Another arrival
pattern, typical for Internet traffic, has strict constraints on its burstiness. We chose to study
periodic traffic because (i) a periodic traffic arrival pattern is more predictable (and hence more
suitable for hard real-time systems) than the other types of arrival patterns, and (ii) most of the
real-time traffic in the embedded domain consists of periodic traffic.
Depending on the communication pattern, the communication can be classified as one-to-one
communication or collective communication [Duato et al. 2002]. If an operation involves global
data movement and global control, it is said to be collective communication. Collective
communication is quite common in distributed systems, where many processes are collectively
involved in the operation. Basic types of collective communication services are one-to-many
communication, many-to-one communication and many-to-many communication.

1.3.2 Network Properties
Some general network properties are listed in Table 1.2. The properties chosen to be studied in
this thesis are indicated by text in italic font.
Packet-switching and circuit-switching are two major variants of switching technologies
[Tanenbaum 2003] [Duato et al. 2002]. A typical example of a service based on circuit-switching
technology is normal telephone service. When using circuit-switching, the dedicated resource, for
example a physical channel, is allocated, after which a communication service with guaranteed
bandwidth can start. Disadvantages of circuit switching are long set-up times and low bandwidth
utilization when the channel is idle for a long time since the bandwidth normally cannot be reused.
In contrast, packet switching refers to networks in which the data is divided into packets before
being sent. Each packet is then transmitted individually and can even follow different routes to its
destination. Most modern Local Area Network (LAN) and Wide Area Network (WAN) networks,
including IP networks, X.25 networks and switched Ethernet networks, are based on packetswitching technologies. Compared with circuit-switching networks, resources in a packetswitched network can be used more efficiently, but handling real-time traffic is more difficult.
In packet-switched networks, a switch can be designed to forward frames in one of two ways:
store-and-forward or cut-through [Tanenbaum 2003]. Store-and-forward switches receive each
packet into a memory buffer and examine it for errors before transmission. Cut-through switches
instead begin forwarding the frame as soon as the switch has read the destination address. As a
result, cut-through switches exhibit shorter latency (that is forwarding delays) than store-and
forward switches as long as a packet can be forwarded directly (if the output port is busy, the
packet is stored as in store-and-forward). Store-and-forward switches have the following
advantages: 1) no error propagation by performing error detection and 2) the ability to handle link
speed conversions and thereby support heterogeneous networks.
The routing decision, or path selection, in a packet-switched interconnection network can be made
in one of two ways: static routing or dynamic routing [Duato et al. 2002]. Static routing means
that the routing decision is rarely changed. In contrast, dynamic routing is more sophisticated and
involves adaptive routing, meaning the best next hop is adaptively chosen based on, for example
congestion statistics. Although adaptive routing can utilize resources in the network better than
static routing, it increases the implementation cost and complicates real-time analysis.
Regarding the bit rate of switch ports, a switch can be designed as one with homogeneous bit rate
ports or one with different bit rate ports. Using links with different bit rates is a promising
alternative to reduce bottlenecks, for example between the switch and the master node in a masterslave automation system.
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Constraints

Description
Packetswitching

Switching
technology

Store-and-forward

A switch will wait to forward a frame
until it has received the entire frame

Cut-through
switching

A switch starts forwarding the frame as
soon as the switch has read the
destination address

Circuit-switching

The dedicated resources (physical
links) are allocated
a priori for
transmission between two parties

Static/fixed routing

The routing decision is rarely changed

Dynamic/adaptive routing

The best next-hop is adaptively chosen
based on, e.g., congestion statistics

Links with same bit rate

Switch with
homogeneous ports
(connecting with same bit rate physical
links)

Links with different bit rates

Switch with heterogeneous ports
(connecting with physical links having
different bit rates)

Input-queued (IQ)

A switch stores packets in the input
ports

Output-queued (OQ)

A switch sends packets directly to
output port queues

Virtual Output Queued (VOQ)

Each queue stores those packets that
have arrived at a given input port and
are destined to a given output port

Routing

Link capacity

Buffering strategy

Table 1.2. Network properties (those relevant to this thesis work are indicated by text in
italic font)
In packet-switched networks, since one output port can be the destination for multiple packets,
some packets must be queued in the switch to be sent later (so called output blocking). Therefore,
the switch performance depends not only on the switch fabric speed but also on the queuing and
arbitration that decide which packets to send and which to buffer. According to the buffering
strategy, switches can thus be classified as: Input Queued (IQ) switches, Virtual Output Queued
(VOQ) switches and Output Queued (OQ) switches (other switch architectures exist but are not
treated here). An IQ switch where packets are queued at input ports, requires low complexity and
few circuits. However, the First Come First Serve (FCFS) queuing combined with the IQ strategy
may result in a so called Head-of-Line (HOL) blocking phenomenon. That is, when a packet of a
certain buffer at the input cannot be switched to an output port because of contention, the rest of
the packets in that buffer are blocked by that HOL packet, even if there is no contention at the
destination output ports for those packets. To overcome the HOL blocking problem, many IQ
switches are controlled by sophisticated scheduling algorithms at centralized schedulers, which
restricts the design of the switch architecture. OQ and VOQ can be used to remove the HOL
blocking. VOQ is an efficient yet simple buffering strategy where each queue stores those packets
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that have arrived at a given input port and are destined to a given output port. Thus, packets
entering input ports can now reach their output ports without competing with packets destined for
other output ports. OQ strategy means that one queue is maintained per output port and packets in
each output queue to the output link are scheduled in FCFS. Although OQ switches require high
performance on the switch circuits, they have better average performance than IQ [Karol et al.
1987].
To keep the cost low and performance high, we choose to use packet-switched networks with
store-and-forward switches, fixed routing and OQ/VOQ switches.

1.3.3 Chosen Designs
We will now address design space issues that are affected by the application and network
properties discussed earlier. Table 1.3 illustrates our view of the design space; here, the design
chosen in this thesis is highlighted by text with italic fonts.
In a packet-switched network, each packet traverses a number of hops from its source towards the
final destination. Traversing a hop comprises passing through a switching controller. More
specifically, for each hop that is traversed, a packet is transferred from the incoming link, through
the switching fabric and to the output queues of the outgoing link (OQ switching). After each hop,
the packet is stored in a switch. The choice of queuing architecture and traffic handling is
essential for the QoS characteristics.
Real-time communication often relies on some kind of traffic regulators in the source node to
ensure that the traffic source behaves according to its predefined traffic characteristics [Aras et al.
1994]. Moreover, jitter, the deviation from the expected periodicity, can be accumulated for each
hop, and therefore make a worst-case analysis very pessimistic. For this reason, several real-time
research efforts propose implementing some type of policing mechanisms to regulate the injection
rate in the switches [Turner 1986] [Sidi et al. 1998]. It should be noted that adding such traffic
regulators significantly increases the cost and implementation complexity of switches.
To assess real-time performance, it is important to have knowledge of the traffic model. One
widely used traffic model is described with the aid of so called arrival curves obeying the (r, b)model, which quantifies constraints on average rate and maximum burstiness of the traffic flow
[Cruz 1991A] [Cruz 1991B]. A great deal of the literature has studied the problem of traffic
shaping; for example, the leaky-bucket mechanism is used to regulate the traffic according to the
(r, b)-model [Turner 1986] [Sidi et al. 1998]. Another classical model for real-time traffic is the
periodic model wherein the minimum inter-arrival time of the traffic is specified [Ferrari and
Verma 1990]. It should be noted that, in the embedded networking domain, the majority of hard
real-time traffic is periodic.
One important mechanism in real-time communication is the queuing service discipline. One such
discipline is to schedule the traffic according to a certain priority, based on, for example message
deadlines [Zhang and Shin 1994]. However, such sorting functions also result in added cost and
modification since standard packet-switched network components typically only support FCFS.
Queuing service disciplines can be divided into work-conserving service disciplines and nonwork-conserving service disciplines [Zhang 1995]. Using a work-conserving service discipline,
transmission will occur as long as there are packets eligible for transmission. Note that a workconserving service discipline maintains good utilization, and FCFS queuing supported by standard
components belongs to this category. Instead, with a non-work-conserving service discipline,
transmission may not necessarily occur even if there are packets that are eligible for transmission.
This can be good for eliminating jitter. Examples of well known work-conserving service
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Constraints
Source node
Traffic regulator
Switch

Description
Shape the traffic according to certain constraints

Periodic model
Traffic arrival
model

Queuing
strategies

Service
disciplines

Real-time
analysis

(r, b)-model used in
Network Calculus
Priority-based queuing
FCFS queuing
Work-conserving
Non-work-conserving
Communication
scheduling
Network Calculus

discrete
Switch
functionality

Active
switch
integrated
Non-active switch

The minimum inter-arrival time of the data
traffic is specified
An upper-bound to the long term average rate of
traffic flow and the maximum burstiness of
traffic are specified
Sort the queued packets according to priorities,
for example, Earliest Deadline First.
First Come First Serve, used in standard
Ethernet switches
Transmission will occur as long as there are
packets eligible for transmission
Transmission may not occur even if there are
packets eligible for transmission
Modeling the traffic with adapted task model
and then using scheduling technique to check
schedulability
To estimate the worst-case delay for traffic
regulated by (r, b) model and sorted with FCFS
order
Switch is programmable and can perform
customized computations on, and modify, the
packet content flowing through them
Every message is a program, probably followed
by user data, performing customized
computations
Switch only performs simple computations, e.g.,
header processing and error check

Table 1.3. Parameters in the design space (chosen designs in this thesis are highlighted with
text in italic font)
disciplines include Delay-EDD [Ferrari and Verma 1990] [Kandlur et al. 1994] [Zhang and Shin
1994] and WFQ (Weighted Fair Queuing) [Parekh and Gallager 1993], whereas Jitter-EDD
[Verma et al. 1991] and stop-and-go [Golestani 1990] are examples of non-work-conserving
service disciplines.
Guaranteed deterministic services offer a hundred percent guarantee of the stated QoS level by
having an admission control mechanism to verify that the specified requirements can be met. An
admission controller is run to check that each switch on the path can guarantee the specified QoS.
The idea behind admission control is real-time analysis. There are two widely used analytical
schemes for such a purpose, communication scheduling and Network Calculus (NC).
Communication scheduling, similar to task scheduling, is to view the transmission medium as a
limited shared resource, to model the traffic with adapted task model and then to check the
schedulability on all links in the routing path and calculate the worst-case end-to-end
communication delays. Although there is a need for using network components with FCFS
queuing, schedulability analysis for FCFS-queued periodic real-time traffic has not been deeply
investigated. The objective of NC is to estimate the worst-case delay for traffic regulated by the (r,
b) model and sorted according to FCFS. There are several limitations in NC. One is that it deals
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only with FCFS queuing. Another limitation is that the burstiness constraints indicate a need for
traffic shapers in the source nodes and the switches, which of course will increase the
implementation complexity and cost. The third limitation is that NC can not be used directly for
periodic traffic unless the periodic model is transformed into the (r, b) model.
Active networking is a concept for providing application-specific functionality within the network
[Tennenhouse and Wetherall 2002]. The role of computations in traditional data networks is
limited, for example header processing in packet-switched networks and signaling in connectionoriented networks. The networks are active in the sense that the nodes or the switches can perform
customized computations on, and modify, the packet content flowing through them. Active
devices are sometimes called intelligent devices.
There are mainly two distinct approaches to active networks: integrated and discrete. In the
integrated approach (capsule approach), a packet is called a capsule that may consist of a short
piece of code, probably followed by user data. An active switch receives the capsule and executes
the code. However, the injected customized programs cause security and performance issues. A
more moderate solution is the discrete approach, which uses programmable switches and the
packets can be viewed as inputs for the program. When a packet arrives, its header is examined
and a program is dispatched to operate on its contents. The program actively processes the packet,
possibly changing its contents. The provision of communication services with discrete active
networking approach appears to be a promising idea.
In contrast, non-active networking means that the nodes or switches only perform simple
operations on the packets, such as routing and error control. Non-active devices are sometimes
called standard devices or ordinary devices.

1.4 Problem Formulation and Methodology
Although packet-switched networks, such as switched Ethernet, offer many interesting features
for embedded interconnection, they still fail to meet some key requirements for embedded
networking, for example load controlling, real-time services and low transmission overhead.
Consequently, there is a need to develop cost effective methods to bridge the gap between
application demands and the capabilities of the available packet-switched technologies.
This thesis addresses the following two problems.
P1. Several research groups have investigated how to use packet-switched networks, for example,
switched Ethernet for real-time communication, but have focused mainly on modifying the
switches, for example, adding mechanisms such as traffic regulators or adding deadline sorting
and then performing communication scheduling assuming these mechanisms [Ferrari and Verma
1990] [Zhang and Shin 1994] [Rexford et al. 1998]. On the other hand, avoiding such
modifications to reduce cost and implementation complexity has become an attractive and logical
option. This means that there is a need to perform real-time analyses on such packet-switched
networks using the existing FCFS queuing mechanisms.
P2. From high performance network users’ point of view, Ethernet has the limitation of high
protocol overhead, especially when transmitting short frames (very common in the embedded
domain). Consequently, reducing the protocol overhead of switched Ethernet and providing
efficient support for different types of user services for embedded systems is an important issue.
Performing real-time analysis in packet-switched networks is complicated because the traffic
interference results in difficulty in predicting the message delay. It is particularly challenging to
predict the delay in such networks that do not use any traffic regulating functions or advanced
queuing mechanisms. To solve P1, we have first addressed the sub-problem of analyzing delays at
different components with FCFS queuing, and then have proceeded to an end-to-end analysis over
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all components. To that end, we have developed real-time analyses for two different network
configurations: source node using FCFS queuing or source node using EDF queuing. The
important property of our method is that it decreases the implementation complexity and cost as
compared to, for example, solutions that use deadline sorting or traffic shapers in the switches. It
is also important to note that our goal, in contrast to other related work, is to use a flexible
network model and traffic model, thereby allowing analysis of variable-sized frames, arbitrary
deadlines, networks with multiple-switches and switches with different bit rate ports.
To solve P2, we have used active networking components that provide message merging functions.
The important property of our method is that it reduces the protocol overhead and provides realtime services. In contrast, most of the previous results on active networking have made
contributions in the software technologies, and the efforts in active Ethernet switches have not
addressed the issues of performance improvement and real-time capability at the same time.
To assess the quality or goodness of our solutions, we use different evaluation methodologies,
including strict theoretical proofs, absolute figures and experimental studies.
As concerns P1, the design objective is to reach a one hundred percent success ratio, meaning that
all messages will meet their time constraints. For our solution to P1, we have used three types of
evaluations: theoretical proofs to show that this objective is met, experimental simulations to
evaluate the analytical pessimism, and conceptual and experimental comparative studies to
compare our real-time analysis with the NC analysis.
As concerns P2, the design objectives are to reduce protocol overhead, that is, to maintain a high
network resource utilization, a high average throughput and a short transmission latency. We have
used two types of evaluations: calculating the performance improvement and conducting
experimental simulations to measure the average performance.
In-depth reviews of related work that address P1 and P2 will be provided later in Parts I and II,
respectively.
To summarize, this thesis deals with the following problems: (i) how to develop real-time analysis
to achieve guaranteed real-time services with minimum modification of the standard and
available hardware and (ii) how to use packet-merging mechanisms to reduce protocol overhead.

1.5 Contributions
The aim of this thesis is to propose efficient and cost effective methods to be used in switched
Ethernet networks for real-time and high performance embedded systems.
To that end, the general contributions of this thesis are (i) a real-time analysis for switched
Ethernet networks only utilizing standard switching hardware and (ii) a proposed Ethernet switch
modification for efficient support of real-time short-message traffic.
The major contributions of this thesis are as follows (listed in the order that they appear in the
thesis):
•

We have developed a real-time delay analysis for periodic real-time traffic at different
network components in packet-switched networks with FCFS queuing [paper 1]. Most
existing real-time communication approaches rely on modification of the standard switch,
which makes it possible to use existing analysis methods. In contrast, relying on the existing
FCFS queuing mechanisms and not modifying the switches introduces the challenge of
deriving a new real-time analysis.
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o We have defined a flexible model of the network and its traffic, allowing analysis of
variable-sized frames, arbitrary deadlines and switches with different bit rate ports. In
contrast, many existing real-time analyses in the literature are developed only for
simple cases, for example, deadline being equal to period [Lee et al. 2006] [Song
2001], switches with homogeneous bit rate ports [Lee et al. 2006] [Loeser and Haertig
2004A] [Loeser and Haertig 2004B] [Georges et al. 2002A] [Georges et al. 2002B]
[Cholvi et al. 2005] [Jasperneite et al. 2002] [Song et al. 2002] or a fixed frame size
[Lee et al. 2006].
o We have shown the correctness of our analysis by theoretical proofs. In contrast, the
work on FCFS analysis in [Song 2001] [Lee et al. 2006] does not provide any formal
correctness proof of the worst-case delay calculations.
o We have given theoretical proofs of the tightness of our worst-case delay analysis for
network components in single-switch networks. In contrast, the delay estimations for
such components are less tight in the NC analysis [Lee et al. 2006] [Loeser and Haertig
2004A] [Loeser and Haertig 2004B] [Georges et al. 2002A] [Georges et al. 2002B]
[Cholvi et al. 2005] [Jasperneite et al. 2002] [Song et al. 2002].
o We have derived the maximum required buffer size for real-time traffic. Other realtime analyses assume a limited buffer size, which may lead to inefficient link
utilization.
o We have conducted simulations to evaluate the performance of our approach. The
results of the simulations show that our approach achieves good network utilization.
•

We have developed end-to-end real-time analyses for two different real-time switched
Ethernet configurations [paper 1] [paper 2].
o We have developed an end-to-end real-time analysis for messages transmitted over
networks with standard hardware-supported FCFS scheduling in the source nodes and
the switches. Other work has only analyzed a single switch [Song 2001] or singleswitch networks [Loeser and Haertig 2004A] [Loeser and Haertig 2004B] or a specific
topology [Lee et al. 2006].
o We have developed an end-to-end real-time analysis for messages transmitted over a
network with hybrid scheduling, where deadline-sorted queues in the source nodes
gain high utilization of real-time traffic and the standard FCFS priority queuing in the
switch avoids modifications of the switch. To our knowledge, such hybrid scheduling
has not been proposed previously.

•

We have conducted a comparison (both conceptual and experimental) study between our
analysis and the commonly used Network Calculus (NC) [paper 1].
o We have shown that our analysis is tight for the network components using FCFS
queuing in single-switch networks, while NC analysis is shown to be not tight for these
cases.
o We have demonstrated the conceptual similarities and differences between our analysis
and NC for delay estimations in packet-switched networks. Specifically, we have
introduced a theory for transforming the strictly periodic traffic model used in our
analysis into the rate-and-burstiness-constrained model used in NC. Using this theory,
we are able to derive the delays for periodic traffic with NC analysis and are thereby
able to choose the better analytical scheme for any given system with periodic realtime traffic.
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o We have conducted a set of experiments with the purpose of evaluating our analysis
and comparing the performance with a real-time switched Ethernet solution based on
NC [Loeser and Haertig 2004A] [Loeser and Haertig 2004B]. Our experimental results
show that our analysis can achieve better link utilization and less overestimation than
NC in many cases.
•

We have proposed active switched Ethernet networks with packet-merging functions, which
give efficient run-time support for many-to-many traffic and short-message traffic [paper 3]
[paper 4].
o The proposed active network approaches reduce the protocol overhead and thereby
improve the transmission efficiency. To the best of our knowledge, the idea of adding
packet-merging functionality has not been proposed previously for switched Ethernet.
o We have developed real-time analyses that account for the packet merging in the
proposed active switched Ethernet networks. No previous analytical framework has
been developed for such active switched Ethernet networks.
o We have conducted comparative analyses between our proposed networks and
networks using standard Ethernet components. The comparisons show that our
solutions achieve higher data utilization and lower transmission latency.

More detailed summary of these contributions and comparisons with the related work will be
provided in Part I and Part II of the thesis.

1.6 Outline of the Thesis
The remainder of the thesis is organized as follows.
The results for guaranteed real-time communication are presented in part I. In Chapter 2, we give
an introduction of real-time communication in packet-switched networks. Chapter 3 defines the
network models, important concepts and terminology for our real-time analysis. Chapter 4
presents our real-time analysis for isolated network elements. Chapter 5 proposes two switched
Ethernet configurations and describes the real-time analysis of them. Chapter 6 gives an
evaluation of our results by simulation and comparison studies. Chapter 7 concludes Part I by
summarizing the contributions, discussing the insights and making concluding remarks.
The results on support for efficient short-message traffic are presented in Part II. In Chapter 8, we
give an introduction to high performance packet-switched networks. In Chapter 9, we present
methods on efficient support for real-time many-to-many traffic. Chapter 10 presents methods on
efficient support for large volumes of real-time short message traffic transmission. Chapter 11
concludes Part II by summarizing the contributions, discussing the insights and making
concluding remarks.
Finally, Chapter 12 concludes the thesis by providing a short summary of contributions of the
work and identifying directions for further research.
The work we present in Part II was carried out earlier than the work presented in Part I. However,
we choose to present the real-time analyses first, because the terminology used for real-time
analyses in Part I is also useful for the discussion in Part II.

13

14

Part І

Guaranteed Real-Time Communication over
Switched Ethernet Networks
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Chapter 2
Real-Time Communication over Packet-Switched Networks
In this chapter, we describe previous and ongoing research addressing the problem of providing
real-time communication services over packet-switched networks and then proceed to state our
research objectives and the evaluation methodology used in Part I.

2.1 Related Work
In packet-switched networks, each packet traverses a number of hops towards the final destination.
After each hop, the packet is stored (queued) in a switch (or a router), at least partly, before being
forwarded. In this case, the problem of providing guarantees on delivery is more complicated,
because we have to consider delivery time across multiple stages in the network and we need to
have information about traffic sources that can contend resources with this packet to analyze the
impact of traffic interference at every stage. Thus, the choice of queuing architecture, traffic
handling and other properties is essential for the QoS characteristics.
There are different schemes towards real-time approaches over packet-switched network,
including using a traffic shaper to regulate the traffic flow, scheduling the traffic according to a
certain scheduling algorithm and pursuing real-time analysis. Below we will discuss related work
with a focus on real-time support in packet-switched networks, where real-time switched Ethernet
networks are especially relevant.
Many Ethernet-based real-time methods, such as Ethernet Powerlink [Powerlink], PROFINET
Isochronous Real-Time (IRT) [Profinet IRT], Ethernet/IP [Ethernet/IP] and EtherCAT (Ethernet
for Control Automation Technology) [EtherCAT], have been proposed by industrial communities.
For example, EtherCAT implements an ‘on-the-fly’ telegram processing, Ethernet Powerlink
manages the network traffic with dedicated time slots and the master-slave model, while
PROFINET-IRT supports different real-time classes by a common scheduling architecture.
However, such solutions usually override the standard or only support a small amount of real-time
traffic compared to the potential required capacity [Kalogeras et al. 2003] [Felser 2005]
[Decotignie 2005]. For instance, PROFINET-IRT overrides the standard Ethernet medium access
control, while EtherCAT does not use switching to increase the throughput as originally intended.
Academic communities have proposed a great number of protocols and schemes to improve the
real-time characteristics of packet-switched networks, or switched Ethernet in particular. All these
techniques have been applied, with varying degrees of success and different drawbacks, as
discussed below.
The EtheReal project, an early step in this field, resulted in a modified Ethernet switch with the
functionality for establishing real-time connections, maintaining resource reservations and
transferring real-time traffic [Varadarajan and Chiueh 1998] [Varadarajan 2001]. However,
EtheReal is throughput-oriented and supports only best effort traffic. Another weakness is that the
influence of non-real-time traffic on real-time traffic is not well controlled.
Another approach is to develop an admission control mechanism to regulate the traffic relying on
probabilistic analysis [Choi et al. 2000] [Choi et al. 2002]. Obviously, such stochastic approaches
only yield average real-time performance, thus not providing guaranteed deterministic real-time
services. In fact, in factory communication systems, the real-time traffic is mainly periodic
[Ruping et al. 1999], which is not well represented by those stochastic models.
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Many approaches for providing guarantees of timely delivery rely on adding packet scheduling,
e.g. Earliest Deadline First (EDF), and having an admission control mechanism to verify that the
specified requirements can be met. This has been applied to general packet-switched networks
[Ferrari and Verma 1990] [Zhang and Shin 1994] [Rexford et al. 1998] and switched Ethernet
[Hoang et al. 2002] [Cheng et al. 2002]. However, packet scheduling may result in added cost and
modification of the implementation, since many standard packet-switched network components
support only FCFS. Moreover, EDF demands high computing overheads, especially when the
switch has a large number of output ports, since the sorting algorithm is executed for each output
queue in the switch.
Consequently, many researchers have considered standard components with FCFS queuing. A
method for calculating the worst-case packet delay in switched Ethernet with FCFS queuing has
been proposed [Lee et al. 2006]. However, their method can be applied only to a limited range of
applications owing to assumptions on minimal-sized frames and specific traffic characteristics.
Moreover, the correctness of the method has not been proven. A quantitative calculation of the
buffer delay for fixed-priority scheduled periodic traffic flows has been conducted [Song 2001].
However, the analytical results are limited to a single switch, and no end-to-end analysis is given.
Moreover, the analysis is pessimistic in the sense that it assumes that traffic belonging to several
flows can arrive to the switch from the same physical channel at the same time, which is not true.
A widely accepted analytical technique, Network Calculus (NC), enables an approach for
calculating the worst-case delay for FCFS queuing. Cruz was the first to develop a calculus on
networking delays [Cruz 1991A] [Cruz 1991B], and a more elegant calculus was later developed
[Boudec and Thiran 2001] [Cholvi et al. 2005]. NC has been applied to packet-switched networks
[Loeser and Haertig 2004A] [Loeser and Haertig 2004B] [Jasperneite et al. 2002] [Georges et al.
2002A] [Georges et al. 2002B] [Song et al. 2002] [Koubaa and Song 2004]. However, all these
NC based solutions require modification of the standard switched Ethernet, such as implementing
traffic shapers in the source nodes [Loeser and Haertig 2004A] [Loeser and Haertig 2004B] or
allocating priorities to logical real-time channels [Jasperneite et al. 2002] [Song et al. 2002]
[Koubaa and Song 2004], which significantly increase the cost and implementation complexity.
Another weakness of NC is that the model is based on the assumption that the worst case in the
switch is caused by the accumulated burstiness of the input streams. To avoid the simultaneous
bursty arrivals of real-time flows, an adaptive control algorithm based on a so-called (r, b, λ)
model has been proposed [Jia et al. 2006]. In addition, NC can not be used directly for periodic
traffic unless the periodic model is transformed into the NC traffic model. Unfortunately, such a
model transformation will introduce pessimism, which has been proven in this thesis by
conceptual and experimental comparison studies.

2.2 Research Objectives
It can be concluded from the above discussion that most of the real-time approaches over packetswitched networks imply modification of the switch. The need for cost effective real-time
communication solutions and the lack of real-time analysis of periodic real-time traffic for FCFS
queuing motivate us to study how to provide guaranteed real-time services over switched Ethernet
without modifying the standard Ethernet switch.
Standard switched Ethernet implies FCFS queuing. Thus, our research objective is to develop
real-time analysis for FCFS-queued periodic real-time traffic.
The design objective of guaranteed real-time system is to reach a one hundred percent success
ratio, meaning all messages meet their time constraints. Hence, we will use theoretical proof to
verify that this objective is met.
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In the real-time analysis, the worst-case delay is predicted. Furthermore, to observe the average
performance and evaluate how pessimistic the analysis is, we conduct experimental simulations.
Since the characteristics of real-time communication differ from the characteristics of non realtime communication, we are interested in metrics such as the maximum allowed hard real-time
traffic and the experienced worst-case end-to-end delay instead of the traditional measure of
throughput.
As concerns the fact that NC has been a widely used approach for calculating the worst-case delay
for FCFS queuing, we will make a comparison study, conceptually and/or experimentally, to
evaluate our results.
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Chapter 3
Terminology, Assumptions and Notations
Real-time communication over switched Ethernet networks can be quite complex, with different
network architectures, different types of traffics, different time requirements and different metrics.
This chapter introduces the network architecture, basic terminology and models, notations,
assumptions and relaxations necessary to fully understand the remaining chapters in this thesis.

3.1 Network Architecture and Notations
The network architecture is described in this section. We consider a network with a number of
end-nodes and multiple switches, which enable the structuring of the different network topologies
and different configurations, thereby supporting different types of applications.
3.1.1 Network Elements
Our communication network is represented as the interconnection of fundamental building blocks,
called network elements, as shown in Figure 3.1. We define the following four types of network
elements.
A physical link is a unidirectional transmission link that accepts network traffic from one network
element and transmits network traffic to another network element at a constant bit rate. According
to the switched Ethernet standard, a physical link can carry traffic in both directions
simultaneously. However, for an easy understanding of the subsequent real-time analysis, one
duplex physical link is decomposed into a pair of unidirectional links. In our topology figures, we
put an arrow on each edge to represent a unidirectional link; the corresponding unidirectional link
in the opposite direction is not shown in the figures.
A switch is a network device that is able to receive network traffic from several input ports and to
decompose input traffic to several output ports. The number of switches in the network is denoted
as Nswi, the number of input/output ports in switch j is denoted as Nportj and the bit rate of the
physical link originating from the output port, p, in switch s is denoted as Rswis,p (bits/s).
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Figure 3.1. Interconnection of network elements.
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Figure 3.2. Relation between the physical connection and logical channel
An end-node is a network device that is able to transmit network traffic to a single input port of a
switch and to receive network traffic from a single output port of a switch. The number of end
nodes in the network is denoted as Nnode and the bit rate of the physical link originating from
end-node k is Rnodek (bits/s).
An output queue is a buffer for an outgoing physical link that stores the traffic ready to be
delivered to the outgoing physical link.
3.1.2 Network Routing
We assume that end-nodes and the switches are connected via point-to-point links. The network
operates in a packet-switched mode, which means that a transmitted data unit is an Ethernet frame.
Frames from any given user traverse a predetermined fixed route through the network to reach
their destination.
We refer to the frame flow transmitted from a source node to a destination node as a logical
channel (the strict definition will be given in Section 3.2). The network maintains multiple
simultaneous logical channels, and Nch is the total number of logical channels in the network. For
the logical channel with index i (denoted by τj), Sourcei is used to indicate the source node and
Desti is used to indicate the destination node.
As illustrated in Figure 3.2, under a fixed routing strategy, once a logical channel τj from Sourcei
to Desti is established, the route, denoted by Routei, is determined. Routei is a sequence of
physical links, each originating from a certain output port in a certain switch, and can be
expressed as a vector of switch/port pairs:
Routei,=(<Switchi,k, Porti,k>), k=1,…, Nri,

(3.1)

where Nri indicates the total number of switches on the route, Switchi,k indicates the kth switch on
the route and Porti,k indicates which output port in Switchi,k is being used.
Note that we have chosen to treat the source node link separately from the switch links, because
the subsequent real-time analysis is different. The reason will be explained in Chapter 4.
In this thesis, we use the term hop to indicate the intermediate transmission for a logical real-time
channel. For example, the transmission from Sourcei to <Switchi,1, Porti,1> is called the first hop,
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Figure. 3.3. Output queues and traffic handling (a) in an end-node and (b) in a switch
while the transmission from <Switchi,k-1, Porti,k-1> to <Switchi,k, Porti,k> is called the kth hop.
More specifically, for each hop that is traversed, a frame is transferred from the queue of an
incoming link, through the controller at a source node or at a switch and to the queue of an
outgoing link.
3.1.3 Traffic Handling
This section describes the traffic handling in switched Ethernet networks.
Figure 3.3(a) illustrates the traffic handling at a source node. Once a real-time message is released
by an application, it is immediately put in the output queue in the form of a sequence of Ethernet
frames. Several applications may release real-time traffic simultaneously, which leads to a
burstiness in the output queue. It should be noted that the frames belonging to one message might
be interrupted by frames belonging to other real-time channels. Therefore, they are not always
stored continuously in the output queue. Before entering the Network Interface Card (NIC), the
frames are stored in the output queue, which is an FCFS queuing according to the standard
Ethernet configuration or can be priority sorted by adding software or hardware modifications. If
the outgoing link is available, the frames stored in the NIC will be transmitted.
The switch is of the store-and-forward type, which can be decomposed into three main
components: the queuing model, the control logic and the switch fabric [Phipps 1999] [Seifert
2000]. The queuing model refers to the buffering and the congestion mechanisms located in the
switch, the control logic refers to the decision making process within the switch and the switch
fabric is the path that data take to move from one port to another.
As shown in Figure 3.3(b), when a frame arrives at the switch, the control logic determines the
transmit port and tries to transmit the frame immediately to the output port. If the port is busy
because another frame is already under transmission, the frame is stored in the transmit port’s
queue, which is an FCFS queue according to the Ethernet standard.
Although our goal is to support hard real-time traffic, we still allow other traffic classes in the
network, e.g. best effort traffic and non real-time traffic. To prioritize different traffic classes and
minimize the interference with other traffic when transmitting periodic time-critical messages, our
proposal uses the traffic differentiation mechanism introduced by the IEEE 802.1D/Q standards.
The IEEE 802.1D queuing feature [IEEE 802.1D] [IEEE 802.1Q] enables Layer 2 to set priorities
to traffic. The content of an IEEE 802.1D tagged Ethernet frame is shown in Figure 3.4(a). The
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Figure 3.4 Traffic differentiation (a) IEEE 802.1D/Q extended Ethernet frame (b) Priority
queuing
IEEE 802.1D prioritization works at the Medium Access Control (MAC) framing layer. If the
value of the Tag Protocol Identifier (TPID) field in an Ethernet frame is equal to 8100, this frame
carries the tag IEEE 802.1D/Q. The Tag Control Information (TCI) field is the 802.1D header,
including a three-bit field for setting priorities, allowing packets to be grouped into various traffic
classes, a one-bit field for the Canonical Format Indicator (CFI), and a 12-bit Virtual Local Area
Network (VLAN) ID. The latter two fields are not used in our work. By adding the 802.1D header
to the frames, traffic is simply classified and put into queues with different priorities. There can be
up to eight priority queues according to the standard, while we assume a minimum of three.
In the example shown in Figure 3.4(b), there are three priority queues for each output port in a
switch. The hard real-time (HRT) frames are put into the hard real-time traffic queue, which has
the highest priority among all traffic classes, while soft real-time (SRT) frames are put into the
soft real-time queue with a lower priority than the hard real-time queue. Outgoing non-real-time
(NRT) traffic from the end node is treated as lowest priority. In the same way, there are three
priority queues for three traffic classes in each source node.
Since our real-time analysis in this thesis aims to provide guarantees for hard real-time traffic, we
only illustrate HRT queues in most of the topology figures. It should be noted that we assume an
output buffered switch in our description below, but an equivalent input buffered switch
architecture, such as Virtual Output Queuing (VOQ), is also feasible.
The parameters related to the network are summarized in Table 3.1.

3.2 Terminology, Models and Notations
The basic terminology and model for real-time analysis is presented in this section. The following
definitions are grouped into three classes: channel level, link level and schedulability level. Other
terminology will be introduced in later chapters when it applies to a particular algorithm or system
configuration.
3.2.1 Channel Level
The logical channel concept, used for traffic modeling, was introduced in Section 3.1. The strict
definitions of the traffic model and properties are given here.
Definition 3.1 A logical real-time channel (with index i), τi, is a virtual unidirectional connection
from the source node, Sourcei, to the destination node, Desti. The channel is characterized by the
maximum pure data traffic volume per period (Capi) given by the application, the maximum
practical traffic volume per period given by network implementation (Ci) including data and
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Nnode
Nswi
Nch
Nportj
Rnodek
Rswis,p
Sourcei
Desti
Nri
Routei
Switchi,k
Porti,k

The number of end-nodes in the network
The number of switches in the network
The number of logical channels in the network
The number of ports in switch j
The rate of the physical link from source node k (bits/s)
The rate of the physical link at output port p in switch s (bits/s)
The source node of logical real-time channel i
The destination node of logical real-time channel i
The number of switch ports for the packets belonging to channel i
The route from Sourcei to Desti, Routei=(< Switchi,k, Porti,k>), k=1,…, Nri
kth switch that the messages belonging to real-time channel i go through
Output port in Switchi,k is used for the logical real-time channel i

Table 3.1. Notations and definitions for the network configuration
Ethernet header, and a set of time properties. Both Capi and Ci are expressed in bits. Ci will be
called needed capacity in the rest of the thesis.
The derivation from Capi to Ci is given by Equation 3.2:
  Capi 

Tef + ((Capi mod Tmax d ) + Th ), if (Capi mod Tmax d ) ≥ Tmin d
  Tmax d 
  Cap 

i
Ci =  
if 0 ≤ (Capi mod Tmax d ) ≥ Tmin d ,
Tef + 72,
T
d
max



  Cap 
i

if 0 ≤ (Capi mod Tmax d ) = 0
Tef ,
T
  max d 

(3.2)

where Tef is the length of a full-sized Ethernet frame including the inter-frame gap, Th is the length
of the Ethernet frame header including the inter-frame gap, Tmind is the minimum length of the
data field in an Ethernet frame without pad field and Tmaxd is the length of the data field in a fullsized Ethernet frame. These notations for traffic volume calculation are all expressed in bits and
explained in Table 3.2.

Definition 3.2 A message is a collection of data being communicated over a real-time channel.
The maximum size of the message equals Ci.
As explained in Section 3.1, the data entered into the network by the applications are divided into
frames; a message can thus be viewed as a sequence of frames. In other words, the minimum unit

Name
Tef
Th
Tmind
Tmaxd

Value
Value
(without IP (incl. IP and
or UDP)
UDP)

Definition
The length of a full-sized Ethernet frame including interframe gap
The length of the header in an Ethernet frame
The minimum length of the data field in the Ethernet frame
without pad field
The length of the data field in a full-sized Ethernet frame

Table 3.2. Notations for traffic volume calculation.
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1538 bytes 1538 bytes
46 bytes

74 bytes

38 bytes

10 bytes

1492 bytes 1464 bytes

τi
Sourcei
Desti
Tperiod,i
Capi
Ci
ri
Tdl,i
Tabsdl,i,j,
Tsrcdl,i
Tabssrcdl,i,j

Logical real-time channel with index i
The source node of τi
The destination node of τi
The period of data generation belonging to τi (s)
The amount of pure data generated by the application per period belonging to τi (bits)
The amount of traffic, including data and header, per period for τi (bits)
The time instant when τi releases its first message
The end-to-end relative deadline of τi specified by the application (s)
The end-to-end absolute deadline for the jth message of τi
The relative deadline of τi in the source node
The absolute deadline for the jth message of τi in the source node

Table 3.3. Notations and definitions for the real-time channels
for data transmission over switched Ethernet is an Ethernet frame, while the basic unit used in the
real-time analysis is a message.

Definition 3.3 The message release time, ri, for real-time channel τi is the time instant that τi
releases its first messages.
Definition 3.4 A periodic logical real-time channel τi is one which releases messages regularly
with a constant interval called the period, Tperiod,i (in s). A periodic logical real-time channel will
be called real-time channel in the rest of the thesis.
Definition 3.5 The end-to-end relative deadline, Tdl,i (in s), for real-time channel τi is the
maximum allowed time interval between the release of a message of τi in the source node and the
arrival of the message at the destination node for that channel.
Definition 3.6 The end-to-end absolute deadline, Tabsdl,i,j, for the jth message of τi, is the time
instant by which the message must arrive at its destination node. In other words, Tabsdl,i,j = ri +
Tperiod,i · (j − 1) + Tdl,i.
Definition 3.7 The relative deadline, Tsrcdl,i (in s), for real-time channel τi in the source node is the
maximum allowed time interval between the release of a message in the source node and the
arrival of the message at the next hop.
Definition 3.8 The absolute deadline, Tabssrcdl,i,j (in s), for the jth message of τi in the source node
is a time instant by which the message must arrive at the next hop. In other words, Tabssrcdl,i,j = ri +
Tperiod,i · (j − 1) + Tsrcdl,i.
Definition 3.9 A synchronous pattern is a scenario in which a set of real-time channels releases
its first messages at the same time (usually considered time zero).
The notations related to real-time channels are listed in Table 3.3.

3.2.2 Link Level
In this thesis, we target for hard real-time communication, which means guaranteeing that the
messages are delivered within their deadlines. In a packet-switched network, a message that starts
from a source node passes through a series of switch/port pairs on the way and ends its journey in
a destination node. As the message travels from one node to another, it experiences different types
of delays along the path, which are therefore introduced as follows.
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Definition 3.10 The worst-case delay, Tsdelay,i (in s), in the source node of real-time channel τi is
the longest time that passes from the message release time in the source node to the last bit of the
message leaving the outgoing physical link.
Definition 3.11 The worst-case delay, Ti,k (in s), at the switch’s output port <Switchi,k, Porti,k> of
real-time channel τi is the longest time that passes from the time instance at which the message is
put in the output port queue until the last bit of the message leaves the outgoing physical link from
that output port.
Definition 3.12 The worst-case delay, Dnodek (in s), at source node k is the worst-case delay for
any channel originating from node k.
Definition 3.13 The worst-case delay, Dports,p (in s), at output port p of switch s is the worst-case
delay for any channel traversing the outgoing link from that port.
Definition 3.14 The buffer size, BNk (in bits), at source node k is the maximum buffer population
for hard real-time traffic at source node k.
Definition 3.15 The buffer size, BSs,p (in bits), at output port p of switch s is the maximum buffer
population for hard real-time traffic at that port.
Definitions 3.12-3.15 will be explained further in Chapter 4.

Definition 3.16 The end-to-end worst-case delay, Te2edelay,i (in s), of real-time channel τi is the
longest possible time between the time instance at which the message is released by the source
node and the last bit of the message arrives at the destination node.
Definition 3.17 A tight worst-case delay is the accurately predicted worst-case delay without any
overestimation.
The end-to-end delay includes queuing delays, transmission delays and propagation delays on the
physical link. The transmission delay is the amount of time required to transmit all the bits of a
message onto the link. Once a bit is pushed onto the link, it needs to propagate to the next hop.
The propagation delay, Tprop (in s), is the amount of time required to propagate over a physical
link, which can be easily calculated and added as a constant in the delay analysis.
To determine whether real-time channels satisfy their timing requirements, it is necessary to find
out whether the time constraints are met even in the worst-case situation. The following
definitions are formed for the worst-case delay analysis.

Definition 3.18 The critical instant for real-time channel τi, is defined as the message release
pattern of all the real-time channels that leads to the worst-case delay of τi.
Definition 3.19 The source link utilization, Unodek, for a set of real-time channels Γ={τ1, τ2, .., τn}
originating from source node k is the average fraction of time that the outgoing link is busy, that is,
n
Ci
Unodek = ∑
.
i =1 Rnodek T period ,i
Definition 3.20 The switch link utilization, Uswis,p, for a set of real-time channels Γ={τ1, τ2, .., τn}
traversing the switch/port <s, p> is the average fraction of time that the outgoing link is busy, that
n
Ci
is, Uswis , p = ∑
.
i =1 Rswis , p T period ,i
Definition 3.21 The cumulative workload, Wk(t1,t2) (in bits), for a set of real-time channels Γ={τ1,
τ2, .., τn} originating from source node k is the sum of the traffic volume of messages released by
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Tsdelay,i
Dnodek
Ti,k

The worst-case delay in the source node of logical real-time channel i (s)
The worst-case delay for any channel originating from source node k (s)
The worst-case delay of logical real-time channel i at the output port in its kth
switch <Switchi,k, Porti,k> (s)
Dports,p
The worst-case delay at output port p of switch s <s, p> (s)
BNk
The maximum buffer population for hard real-time traffic at source node k (bits)
BSs,p
The maximum buffer population for hard real-time traffic at output port p of
switch s (bits)
The end-to-end worst-case delay of real-time channel τi
Te2edelay,i
Tprop
The maximum propagation delay over a link between two network elements (endnode or the switch) (s)
Unodek
Utilization of the link from source node k
Uswis,p
Utilization of the link from switch/port <s, p>
Wk(t1,t2)
The sum of the traffic volumes of messages released by the real-time channels
originating from source node k during time interval [t1,t2)
Traffick(t1,t2) The sum of the traffic volumes of messages delivered from source node k to the
second hop during time interval [t1,t2)
BP(Γ)
The length of the synchronous busy period (s)

Table 3.4. Notations and definitions for delay and buffer bound analysis
the
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Definition 3.22 The cumulative traffic volume, Traffick(t1,t2) (in bits), for a set of real-time
channels Γ={τ1, τ2, .., τn} originating from source node k is the sum of the traffic volume delivered
from node k to the second hop during time interval [t1,t2).
Definition 3.23 Busy period is an interval of continuous link utilization time.
Definition 3.24 Idle period is an interval of link idle time. Note that a link idle period can be of
zero length, if the last pending message completes at the same time a new message is released.
Definition 3.25 The synchronous busy period is the first busy period in the schedule of a
synchronous periodic channel set.
Definition 3.26 The length of the synchronous busy period, BP(Γ) (in s), is the length of the
synchronous busy period of the channel set Γ={τ1, τ2, .., τn} allocated to one physical link (with
link rate, R, expressed in bit/s), which is calculated by the following iterative computation
i
 0
(
)
BP
(
Γ
)
=
W
0
,
0
=
Ci ;
∑

i =1
and BP (Γ ) = BP i ( Γ ), if BP i ( Γ ) = BP i −1 ( Γ ) .

i −1
 BP i ( Γ ) = W (0, BP ( Γ ) ), i ≥ 1;

R
The notations for delay and buffer bound analysis are summarized in Table 3.4.

3.2.3 Schedulability Level
The time constraints are guaranteed by an addition of real-time channels. To establish real-time
channels, schedulability analysis is essential. The relevant concepts are defined as follows.
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Definition 3.26 A real-time channel τi is said to be schedulable if its end-to-end worst-case delay
does not exceed its deadline, that is, Te2edelay,i ≤ Tdl,i.
Definition 3.27 A feasible link is one for which the set of real-time channels allocated to it are
schedulable.
Definition 3.28 A feasible network system is one for which every link is feasible.

3.3 Assumptions and Relaxations
A key issue in real-time analysis involves the underlying assumptions made. In the subsequent
analysis, the following assumptions are made:
•

A1: The real-time channels are independent in that there is neither shared resources other than
the transmission link between them nor relative dependencies or constraints on release times
or completion times.

•

A2: There are no overhead costs for performing switching functions, e.g. destination address
look-up, fabric set-up time and queuing operations (sorting, inserting and removing). Such
delays are assumed as zero in our analysis.

•

A3: We assume deadlock free routing, meaning that the network ensures not only that the
route for each logical real-time channel is individually loop free, but also that the routes for all
logical real-time channels do not interact in a way that would create deadlocks. Classical
deadlock free routing algorithms impose an artificial order for visiting the network nodes, for
example forming a spanning tree.

One goal of this thesis is to achieve realistic real-time analysis with as adequate models of the
network and its traffic as possible. For this reason, many assumptions used in other related work
will be relaxed in this thesis. The relaxations made in this thesis are:
•

NA1: The deadline for a real-time channel is not related to its period. This means that
deadlines may be shorter than periods or that pipelining of messages may occur. Note that
many real-time analysis results in the literature are developed only for the case that the
deadline is equal to the period. In fact, in actual systems, it may be useful to specify deadlines
shorter than periods in order to improve the responsiveness of a given real-time channel or to
enforce a minimum time gap between two consecutive messages of the same real-time
channel.

•

NA2: Real-time channels do not necessarily release their first messages according to the
synchronous pattern (the scenario in which messages are released at the same time). In fact,
any release pattern can be assumed.

•

NA3: One message is a sequence of Ethernet frames possibly varying in size, which is a
strong motivation for releasing fix-sized frames assumption. However, previous research
results are limited by assuming fix-sized frames.

•

NA4: Our analysis supports both switches with homogeneous bit rate ports and switches with
different bit rate ports. Using links with different bit rates is a promising alternative to reduce
bottlenecks, e.g. between the switch and the master node in a master-slave automation system.
However, most related work investigates only the homogeneous case.

3.4 Summary of Notations
For ease of reference later in this thesis, the notations defined in this chapter are summarized in
Table 3.5.
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Nnode
Nswi
Nportj
R
Rnodek
Rswis,p
Nchs
τi
Sourcei
Desti
Tperiod,i
Capi
Ci
Tdl,i
Tabsdl,i,j,
Tsrcdl,i
Tabssrcdl,i,j
Nri
Routei
Switchi,k
Porti,k
Tsdelay,i
Dnodek
Ti,k

The number of end-nodes in the network
The number of switches in the network
The number of ports in switch j
The rate of the physical link (bits/s)
The rate of the physical link from source node k (bits/s)
The rate of the physical link at output port p in switch s (bits/s)
The number of logical real-time channels in the network
Logical real-time channel with index i
The source node of τi
The destination node of τi
The period of data generation belonging to τi (s)
The amount of pure data generated by the application per period belonging to τi (bits)
The amount of traffic, including data and header, per period for τi (bits)
The end-to-end relative deadline of τi (s)
The end-to-end absolute deadline for the jth message of τi
The relative deadline of τi in the source node
The absolute deadline for the jth message of τi in the source node
The number of switch ports for the packets belonging to channel i
The route from Sourcei to Desti, Routei=(< Switchi,k, Porti,k>), k=1,…, Nri
kth switch that the messages belonging to real-time channel i go through
Output port in Switchi,k used for the logical real-time channel i
The worst-case delay in the source node of logical real-time channel i (s)
The worst-case delay for any channel originating from source node k (s)
The worst-case delay of logical real-time channel i at its kth switch/port < Switchi,k,
Porti,k> (s)
The maximum propagation delay over a link between two network elements (endTprop
node or the switch) (s)
Dports,p
The worst-case delay at output port p of switch s < s, p> (s)
BNk
The maximum buffer population for hard real-time traffic at source node k (bits)
BSs,p
The maximum buffer population for hard real-time traffic at output port p of switch s
(bits)
The end-to-end worst-case delay of real-time channel τi
Te2edelay,i
Unodek
Utilization of the link from source node
Uswis,p
Utilization of the link from switch/port < s, p>
W(t1,t2)
The sum of the traffic volume of messages released by the real-time channels
originating from source node k during time interval [t1,t2)
Traffick(t1,t2) The sum of the traffic volume of messages delivered from source node k to the second
hop during time interval [t1,t2)
BP(Γ)
The length of the synchronous busy period (s)
Tef
The length of a full-sized Ethernet frame including inter-frame gap
Th
The length of the header in an Ethernet frame
The minimum length of the data field in the Ethernet frame without pad field
Tmind
Tmaxd
The length of the data field in a full-sized Ethernet frame

Table 3.5. Notations for real-time analysis in part I
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Chapter 4
Real-time Analysis for Isolated Network Elements
Estimation of worst-case delay at every hop is of critical importance for estimating the end-to-end
worst-case delay. This chapter deals with all the common real-time analyses of the isolated
fundamental building blocks, called network elements. The results obtained in this chapter will be
useful for the subsequent real-time analysis of the whole communication network, as given in the
following chapters.

4.1 Introduction
As described in Chapter 3, we represent a network as the interconnection of different network
elements. The network operates in packet-switched mode and messages released by a real-time
channel traverse a predefined sequence of hops. Performing real-time analysis on multi-hop
packet-switched networks is complicated because of the existence of burstiness and jitter.
Burstiness, which is the variance in traffic rate, is caused by the difference between the bit rate of
the physical link and the injection rate from a traffic source (e.g. an application or the previous
hop). The physical links transmit frames one by one at a constant rate, while the applications
release frames in bursts. This mismatch results in burstiness and queuing.
Jitter, a natural result of queuing, is the variation of a time metric with respect to some reference
metric. For example, the variation in periodicity is called release jitter and the delay variation is
called delay jitter.
We will first use several examples to illustrate our observations. For easy understanding, in the
following examples, we only give values to the parameters without specifying the units for them.
All the parameters can be viewed as being expressed in the number of full-sized Ethernet frames
including the inter-frame gap.
Figure 4.1 illustrates the traffic characteristics from the applications to a source node. Consider
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Figure 4.1. Traffic injection from applications to the source node output queue
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Figure 4.2. Transmission characteristics comparison between a source node and a switch
two applications at a source node, each requesting one real-time channel. Let τ1 with <Tperiod,1 =10,
C1=3>, and τ2 with <Tperiod,2=5, C2=2>. The following observations can be made from this
example.
•

Burstiness. Once a message is released by the application, it is split into a number of frames
and put in the output queue immediately, which leads to a burstiness in the output queue at the
message release time. In this example, both τ1 and τ2 release their first messages at time instant
0, so five Ethernet frames are injected into the output queue at time 0, as shown in Figure 4.1.
Similarly, another burstiness occurs at time instant 5, when τ2 releases its second message.

•

Jitter. According to the standard Ethernet configuration, frames are sorted in an FCFS queue.
In some situations, there might be multiple simultaneous arrivals of multiple frames from
different applications. This could mean that the frames belonging to one message might not be
stored continuously in the queue due to interference with another channel. Consequently,
although the messages belonging to the same real-time channel are released with a fixed
interval of time by the application, the messages might not leave the source node with a
constant inter-arrival time. For instance, τ2 releases its message at the application level with a
fixed interval of 5. However, because of the interference of τ1, the first message of τ2 leaves
the source node at time instant 3, the second message leaves at time instance 7, the third
message leaves at time instance 15 and the fourth leaves at time instance 17. Consequently,
the output interval can go from 2 up to 8.

Next, we will investigate the transmission characteristics at a switch. First, we study the simple
case in which a switch receives only real-time traffic from source nodes. This case exists
primarily in a network with a star topology, where each node is connected to other nodes via the
switch. Figure 4.2 illustrates a comparison between the transmission characteristics at a source
node and at such a switch/port.
In Figure 4.2(a), we use the same example as Figure 4.1 to show how two channels at a source
node interfere and lead to burstiness and jitter. Figure 4.2(b) illustrates a switch’s output port
queue. We again use the same channels, but from different source nodes. It should be noted that
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Figure 4.3. Traffic injection and jitter introduced from the source nodes to the second hop
the propagation delays are not included here. We will add them afterwards when we analyze endto-end worst case delay in Chapter 5. Our observations are:
•

Incoming traffic is less bursty in the switch. At time instant 0, five frames arrive in the source
node’s output queue, while only two frames arrive at the output queue in the switch after one
time slot because of the limited bit rate of the incoming physical links. In contrast, the output
queue at a source node receives frame flows from multiple simultaneous applications without
being limited by the bit rate. In other words, each frame flow to the switch is shaped by the
physical link, while there is no such transmission smoothing functionality from the
applications to the source node queue. It is worth noting that this observation is crucial to
avoid over-estimation of the worst-case delay at the intermediate switches.

•

Jitter still exists due to the interference among the real-time channels and the FCFS sorting
policy. This is shown in Figure 4.3. Because of the interference of τ1, the first message of τ2
leaves the switch output queue at time instant 3, the second message leaves at time instance 8,
the third message leaves at time instance 15 and the fourth leaves at time instance 18.
Consequently, the output interval can go from 3 up to 7.

In fact, with knowledge of the traffic model in the source nodes, it is possible to model the traffic
at the second hop. It is much more difficult to achieve accurate models of the traffic flows after
the second hop (in networks with multiple switches), however, because of the difficulties in
predicting aggregated jitter introduced by the previous hops. Figure 4.4 illustrates a simple
example of how channels interfere and lead to aggregated jitter at the third hop.
In addition to τ1 and τ2, Figure 4.4 also shows another interfering channel, τ3, at <s’, p’> but from
a different source node. Again, the propagation delays are assumed to be zero. It can be observed
that jitter still exists due to the interference among the real-time channels and the FCFS sorting
policy. Specifically, because of the interference of τ1 and τ3 , the first message of τ2 leaves <s’, p’>
at time instant 4, the second message leaves at time instance 12 and the third message leaves at
time instance 18. Consequently, the output interval (8) can be even longer than the period of τ2
and τ3 (5).
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Figure 4.4. Traffic injection and jitter introduced to the third hop
On the basis of the above observations, we can now conclude that the periodicity is only respected
when the applications release messages in the source node, while the period of the messages
varies at the intermediate hops, depending upon the arrival pattern of messages from other
channels. Recall that we have made the decision not to use regulators, since this is not
implemented in standard Ethernet switches. Thus, we face the challenge of predicting the
interference from other real-time channels and re-characterizing the traffic arrival pattern in the
intermediate network elements.
This challenge motivates us to develop three separate analytical schemes for the two types of
network elements:
•

Case 1: Source node receiving real-time traffic from the applications

•

Case 2: Switch receiving only real-time traffic from source nodes

•

Case 3: Switch receiving traffic from source nodes as well as other switches

The remainder of this chapter is organized as follows. Section 4.2 presents the worst-case delay
analysis for Case 1. Section 4.3 gives the worst-case delay analysis for Case 2. Section 4.4
describes the worst-case delay analysis for Case 3. Section 4.5 summarizes the chapter.

4.2 Case 1: Source Node Receiving Traffic from Applications
In this section, we derive the worst-case delay at a source node under two different scheduling
policies: EDF and FCFS queuing.

4.2.1 EDF Queuing
This section presents the relevant results dealing with the real-time analysis at a source node with
EDF. The EDF algorithm schedules messages in order of their absolute deadlines, with higher
priority given to messages that have earlier deadlines.
To analyze the schedulability for a set of real-time channels, it is important to find the critical
instant (the message release pattern maximizing the delay of a channel). Hence, if the channel
does not miss its deadline in the case of the critical instant, it will not miss the deadline in any
other case.
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The critical instant for EDF is known in the literature. We can make use of Theorem 1 in [Spuri
1996], which we repeat below in Lemma 4.1, and for convenience have rewritten to use our
notation and made a trivial rewriting. The idea of the proof is to look at time overflow, a situation
when the volume of real-time traffic exceeds the needed capacity of the link. The rationale is that,
if there is an overflow in the schedule, then the channel set is not feasible under EDF. In Lemma
4.1, it is proven that, if there is overflow for a certain message release pattern, then 1) there is an
overflow in the synchronous pattern, and 2) there is no idle time prior to the overflow.
−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−

Lemma 4.1 Assume that EDF is used to schedule a set of real-time channels Γ={τ1, τ2, .., τn} on
the physical link originating from end node k. Then, if there is an overflow for a certain arrival
pattern, there is an overflow without idle time prior to it in the synchronous pattern of Γ.
Proof. See [Spuri 1996].

−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
Lemma 4.1 suggests studying the schedule of the synchronous pattern in the first busy period for
EDF queuing. The assessment of channel set feasibility under EDF scheduling was developed by
several researchers in the past decades. Historically, the very early feasibility analysis for
synchronous periodic channel sets was given by Liu and Layland [Liu and Layland 1973], which
could be applied to asynchronous periodic real-time channels. Since the publication of that result,
new approaches have been introduced in order to relax some of the assumptions and to analyze
more complex channel models. For example, a feasibility test has been derived for the more
general case of arbitrary deadlines [Baruah et al. 1990A] and it has been shown that it is sufficient
to test the feasibility in the first busy period [Spuri 1996] [Stankovic et al. 1998], which we repeat
below in Theorem 4.1, and for convenience have rewritten to use our notations. The idea of the
proof is to check whether the workload demand in any interval is less than or equal to the interval.
−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−

Theorem 4.1 The necessary and sufficient condition for the feasibility of the synchronous
periodic real-time channel set Γ={τ1, τ2, .., τn} leaving from the EDF-sorted output queue at source
node k is:
n
Ci

U
=
≤ 100%
 k ∑T
i =1
period ,i Rnodek

(4.1)
n 
 1 +  t − Tsrcdl ,i  C ≤ Rnode ⋅ t , T
k
srcdl ,i ≤ t ≤ BP ( Γ )
∑
  T period ,i   i
i =1 



Proof. See [Baruah et al. 1990] [Spuri 1996] [Stankovic et al. 1998]

−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
Theorem 4.1 provides the necessary and sufficient condition for the feasibility of a set of channels
originating from a source node with EDF queuing.

4.2.2 FCFS Queuing
This section aims at a real-time analysis for FCFS scheduling similar to that of EDF. Our proof
strategy is as follows: first to find the critical instant (Lemma 4.2) then proceed to analyze the
worst-case delay (Theorem 4.2) and finally to derive the maximum required buffer size for the
source node (Corollary 4.1).
Proof idea of Lemma 4.2
Recall that the critical instant for the EDF scheduled channel set is the synchronous pattern. In
Lemma 4.2, we will prove that this fact also holds for FCFS scheduling. The proof of Lemma 4.2
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Figure 4.5. Timing figures used in the proof of Lemma 4.2
is inspired by similar arguments as were used by Spuri for deadline-driven scheduling [Spuri
1996]. However, regarding FCFS, a new arriving frame has to wait for the completion of the
transmission of all the remaining frames in queue. Therefore, its delay corresponds to the amount
of traffic in the output queue at the arrival time, called the queuing population and expressed in
bits. Obviously, the worst-case delay corresponds to the maximum queuing population. The goal
of Lemma 4.2 is to prove that, given any message release pattern, the peak value of the queuing
population is not higher than that of the synchronous pattern.
−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
Lemma 4.2. Assume that FCFS queuing is used to schedule a set of real-time channels Γ={τ1,
τ2, .., τn} on the physical link originating from end node k. Then the critical instant for any channel
τi is the synchronous pattern of Γ.
Proof. Given any message release pattern, assume the peak value of the queuing population
occurs at time instant t (t ≥0). Obviously, t is in a busy period. Let t´ be the end of the last link idle
period before t (0 ≤ t´≤ t), as illustrated in Figure 4.5.
If the given message release pattern is not the synchronous pattern, t´ must still be the message
release time of at least one real-time channel. Without loss of generality, assume that τ1 releases
its first message at t´ and τi releases its first message at t´ + ∆ri, (∆ri ≥ 0). If we shift the first
message of every other real-time channel for which ∆ri > 0 to t´ (preserving their periodicity),
then the cumulative workload during the time interval [t´, t) will not be decreased. Consequently,
the queuing population at any time instant during [t´, t) will not be decreased. In addition, the peak
value of the queuing population after the shift will not be less than the previous peak value, and it
will occur at or before t.
Since there was no link idle time during the time interval [t´, t), there will be no link idle time
during the time interval [t´, t) after the shifting, due to the non-decreased workload.
If we now consider the message release pattern from time t’ on, we obtain the synchronous pattern,
and the worst-case situation (maximum queuing population) occurs during the first link busy
period.

−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
Proof idea of Theorem 4.2
Lemma 4.2 suggests studying the synchronous pattern of an FCFS-scheduled channel set in the
first busy period. In Theorem 4.2, we exploit this to calculate the worst-case delay and prove that
the achieved worst-case delay is tight (the minimum bound without any overestimation). In our
proof idea in Theorem 4.2, we first calculate the queuing population of source node k expressed as
a function of time, QPk(t), by calculating the difference between the cumulative workload arriving
before t and the amount of traffic being removed before t. Recall that, to find the worst-case delay,
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we need to find the maximum queuing population. Thus, in the next step, we find max{QPk(t), t ≥
0}. Finally, we show that the worst-case delay obtained is also tight.
−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−

Theorem 4.2 Assume FCFS queuing is used for a set of real-time channels Γ={τ1, τ2, .., τn} on the
n
Cj
same source node, k. If the link utilization Unodek = ∑
≤ 100% , then
j =1 T period , j Rnodek
n

Tsdelay ,i = ∑

Cj

Rnodek
of the busy period.
j =1

holds for ∀i ∈ [1, n ] . In addition, the worst-case delay occurs at the beginning

Proof. According to Lemma 4.2, the critical instant is the synchronous pattern. Without loss of
generality, assume all real-time channels start at time 0.
For ∀t , 0 ≤ t ≤ BP ( Γ ), the cumulative workload of messages that arrive before t is:
n 
 t 
C
Wk (0, t ) = ∑ 1 + 
  T period , j   j
j =1 


n

Cj

j =1

T period , j Rnodek

Since Unodek = ∑

(4.2)

≤ 100% holds, we have:
Cj

n

∑T
j =1

period , j

Rnodek

≤ 100%

(4.3)

Therefore,
n

∑T
j =1

Cj

≤ Rnodek

period , j

(4.4)

Hence,
Cj

n

∑T
j =1

− Rnodek ≤ 0

period , j

(4.5)

Since t is in the first busy period, Rnodek·t bits are transmitted (removed from the queue).
Consequently, according to Equation 4.2 and Equation 4.5, the amount of bits remaining to be
transmitted at time t, QP(t) is:
QP (t ) = Wk (0, t ) − t ⋅ Rnodek

  t 
C − t ⋅ Rnodek
= ∑C j + ∑ 
 T period , j   j
j =1
j =1  


n

n

n
n 
t 
C − t ⋅ Rnodek
≤ ∑C j + ∑

 j
j =1
j =1  T period , j 
n
 n Cj

= ∑C j + t ⋅ ∑
− Rnodek 
 j =1 T

j =1
period , j


n

≤ ∑C j
j =1

This shows that the maximum queuing population is:
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(4.6)

n

max{QP (t ), t ≥ 0} = ∑ Ci

(4.7)

j =1

Recall that the frame at the end of the queue has to wait for the transmission of all the remaining
frames in the queue. With the maximum queuing population, the worst-case delay, Tsdelay,i, is
calculated as:
n
Cj
Tsdelay ,i = ∑
, (∀i ∈ [1, n ])
(4.8)
j =1 Rnodek
To show that Tsdelay,i is the tight worst-case bound without any overestimation, according to
Equation 4.6, we calculate the queuing population at time 0, QP(0):
n 
n
 0 

QP (0) = Wk (0,0) − 0 = ∑ 1 + 
C
−
0
=
C j = max{QP (t ), t ≥ 0}
(4.9)
∑
  T period , j   j
j =1 
j
=
1


Equation 4.9 indicates:
max{QP(t ), t ≥ 0} = QP(0) = sup{QP(t ), t ≥ 0},

(4.10)

which proves that the maximum queuing population does occur, and it occurs at time 0 (the
beginning of the first busy period according to our assumptions). In other words, the tight bound
n
Cj
for the worst-case delay is ∑
.
j =1 Rnodek
This concludes the proof.

−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
It is worth noting that the worst-case delay in source node k is the same for all the real-time
channels originating from that node, that is,
Tsdelay ,i = Tsdelay , j = Dnodek , if Sourcei = Source j = k ,
(4.11)
where Dnodek is the worst-case delay in source node k. According to Theorem 4.2, we have:
Cj
Dnodek = ∑
(4.12)
Source j = k Rnodek
By taking this into account, instead of calculating the worst-case delay for each real-time channel,
the worst-case delay calculation for the source nodes can be improved by simply calculating
Dnodek for each source node.
Using Theorem 4.2, we are now able to calculate the maximum required buffer size in the source
node.
−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−

Corollary 4.1 Assume that FCFS queuing is used for a set of real-time channels Γ={τ1, τ2, .., τn}
n
Cj
on the same source node k. If the link utilization, Unodek = ∑
≤ 100% , then the
j =1 T period , j Rnodek
maximum required buffer size at source node k is BN k =

∑C

Source j = k

j

.

Proof. See Equation 4.7 in Theorem 4.2 and Equation 4.12.
This concludes the proof.

−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
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Figure 4.6. Timing figures used in the proofs of Lemma 4.3

4.3 Case 2: Switch Only Receiving Traffic from Source Nodes
In this section, we investigate the worst-case delay for the second hop, in the case where a switch
port receives traffic only from source nodes.
In contrast to the source node case, the worst-case delay at the switch output port does not always
occur at the beginning of the first busy period. The reason is that the burstiness of the incoming
traffic is limited by the incoming physical link, as illustrated in Figure 4.2. Nevertheless, the
strategy for the worst-case delay analysis is still to first find the critical instant (Lemma 4.3 and
Theorem 4.3) and then to calculate the worst-case delay and the maximum buffer size (Algorithm
4.1).
It should be noted that the propagation delays are not included in the worst-case delay analysis for
cases 2 and 3. We will add them afterwards when we analyze end-to-end worst-case delays in
Chapter 5.
Proof idea in Lemma 4.3
Let the second hop be represented by <s, p>, output port p at switch s. In Lemma 4.3, we will
prove that, for the case of the synchronous pattern in the source node, the cumulative traffic from
that node to <s, p> is not less than that for any other cases of release patterns. To that end, we
analyze the cumulative traffic volume, Traffick(t´, t), from a source node k to <s, p> during [t´, t).
The cumulative traffic volume is the amount of traffic that has been delivered from a source node
to <s, p> during a certain time interval, and it affects the workload at <s, p>, which may include
traffic from other source nodes as well. It is proven that the cumulative traffic volume under the
synchronous pattern is not less than any other message release pattern by considering two cases.
−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−

Lemma 4.3 Assume that FCFS queuing is used to schedule a set of real-time channels Γk={τi: 1≤ i
≤nk} on the physical link originating from source node k. Assume also that the outgoing link from
the second hop, port p of switch s, is busy at time instant t and t’ is the end of the last link idle
period before t (0 ≤ t´ ≤ t). Then, the volume of the cumulative traffic from source node k to port p
of switch s during [t´, t) under the synchronous pattern (the first messages are released at time t´ at
node k) is not less than that under any other release pattern (0 ≤ t´ ≤ t).
Proof. Given any message release pattern, without loss of generality, assume that τi (1≤ i ≤nk)
releases messages at t´ + ∆ri, (∆ri ≥ 0), as illustrated in Figure 4.6.
According to Definition 3.21, the cumulative workload for the incoming link from node k during
[t´, t), Wk(t´, t) is derived as:

39

(a)

(b)
Figure 4.7. Illustration of workload and outgoing traffic from node k (a) Case I. (b) Case II.
nk 
 t − t ' − ∆ri  
C .
Wk (t ' , t ) = ∑ 1 + 
  T period ,i   i
i =1 



(4.13)

We will now analyze Traffick(t´, t) by considering two cases: these two cases are illustrated in
Figure 4.7(a) and Figure 4.7 (b), respectively. The first one represents the case in which the link
from k is idle at time instant t. The second one represents the case in which the link from k is busy
at time instant t. Note that the the link from node k to switch s may be idle at some time instants
when the outgoing link from <s, p> is busy during [t´, t), because there can be traffic from other
incoming links. Let tidle represent the accumulated length of all the link idle periods during [t´, t).
Case I. As illustrated in Figure 4.7(a), in this case, the link from node k is idle at time instant t.
Hence, the link capacity during [t´, t) is not used 100%, that is,
Traffick (t ' , t ) = Rnodek (t − t ' −tidle ) ≤ Rnodek (t − t ' ) .
(4.14)
In addition, the link that is idle at time instant t indicates that the cumulative workload
during [t´, t) has been delivered to the next hop, that is:
Traffick (t ' , t ) = Wk (t ' , t ) .
(4.15)
Case II. As illustrated in Figure 4.7(b), in this case, the link from k is busy at time instant t. Note
that the link from node k may have one or several idle periods during [t´, t). Thus, we
still have:
Traffick (t ' , t ) = Rnodek (t − t '−t idle ) ≤ Rnode k (t − t ' ) ,
(4.16)
and the remaining traffic at node k indicates:
Traffick (t ' , t ) = Wk (t ' , t ) .
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(4.17)

If we shift the first messages of every other real-time channel for which ∆ri > 0 to t´ (preserving
their periodicity), the workload of the link originating from node k after the shifting, Wk(t´, t), will
not be decreased, that is:
W ' 'k (t ' , t ) ≥ Wk (t ' , t ).
(4.18)
Let Traffic´k(t´, t) represent the amount of cumulative traffic from source node k to <s, p> during
[t´, t) after the shifting. We will now analyze Traffic´k(t´, t) and prove that Traffic´k(t´, t) ≥
Traffick(t´, t) holds for each of the cases. Let t`idle represent the cumulated length of all the link
idle periods during [t´, t) after the shifting.
Analysis of Case I. a) If the link is still idle at time t after the shifting, then the workload during
[t´, t) has been consumed. That is, Traffic´k(t´, t) = W´k(t´, t). According to
Equation 4.15 and Equation 4.18, we have Traffic´k(t´, t) ≥ Traffick(t´, t).
b) Otherwise, if the link is busy at time t after the shifting, there may still be
link idle time during [t´, t). Therefore, we have:
Traffic' k (t ' , t ) = Rnodek (t − t '−t´idle ) ≤ Rnodek (t − t ' )
(4.19)
According to Equation 4.18, the non-decreased workload after the shifting
indicates a non-increased length of idle time, that is:
'
'
t ' idle
≤ tidle
.
(4.20)
Consequently, Traffic´k(t´, t) ≥ Traffick(t´, t) holds.
Analysis of Case II. a) If the link is idle at time t after the shifting, then the workload during [t´, t)
has been consumed. That is, Traffic´k(t´, t) = W´k(t´, t). Consequently,
according to Equation 4.17 and Equation 4.18, we have Traffic´k(t´, t) ≥
Traffick(t´, t).
b) Otherwise, if the link is busy at time t after the shifting, we can use the
same arguments as used in the sub-case b) of Case I. The non-decreased
workload leads to a non-increased length of idle time. Hence, Traffic´k(t´, t) ≥
Traffick(t´, t) still holds.
The above analysis yields:
Traffick ' (t ' , t ) ≥ Traffick (t ' , t )

.

(4.21)

This concludes Lemma 4.3

−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
Proof idea in Theorem 4.3
Lemma 4.3 provides us with two useful findings. First, it gives a hint as to how the critical instant
at the second hop can be found by studying the synchronous pattern in the source node. Second,
the use of multiple cases and sub-cases in the proof highlights the difficulty of deriving a simple
analytical expression for the worst-case delay at <s, p>. This indicates a need for an algorithm to
calculate it.
In Theorem 4.3, we prove that the critical instant at <s, p> is still a consequence of the
synchronous pattern in the source nodes by looking at the aggregated incoming traffic from all the
source nodes. Our proof idea in Theorem 4.3 is as follows. First, we partition the channel set into
sub-sets according to their origins and calculate the cumulative traffic volume from each source
node to <s, p>. Second, we calculate the queuing population for <s, p>, expressed as a function of
time, QPs,p(t) by calculating the difference between the aggregated traffic from all the incoming
links arriving before t and the amount of traffic being removed before t. Recall that, by finding the
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Figure 4.8. Timing figures used in the proof of Theorem 4.3
maximum queuing population, we also get the worst-case delay. Thus, as the third step, we find
the critical instant.
−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−

Theorem 4.3 Assume that FCFS queuing is used to schedule a set of real-time channels, Γ={τi: 1≤
i ≤n}, all of which traverse the same output port p of switch s. Then, the critical instant for any
channel τi at the output port is a direct consequence of the synchronous pattern of Γ in the source
nodes.
Proof. Assume that channel set Γ can be decomposed into several sub-sets:
Γ =

Nnode

UΓ

k

, Γk = {τ i : Sourcei = k ) ,

(4.22)

k =1

where Γk includes the real-time channels originating from the same source node, k.
Given any message release pattern, assume that the peak value of the queuing population in the
queue for <s, p> occurs at time instant t (t ≥0). Obviously, t is in a busy period. Let t’ be the end
of the last link idle period before t (0 ≤ t´ ≤ t).
Even if the message release pattern is not the synchronous pattern in the source nodes, t´ must be
the message release time of at least one real-time channel. Without loss of generality, assume that
τ1 is one of the channels that release a message at t´, and any other channel τj(2≤ j ≤n) releases a
message at t´ + ∆ri, (∆ri ≥ 0), as illustrated in Figure 4.8.
The workload for the outgoing physical link of <s, p> during [t´, t), Ws,p(t´, t) is the aggregated
traffic from the incoming links, that is:
Ws , p (t ' , t ) =

Nnode

∑ Traffic (t ' , t )
k =1

k

(4.23)

Hence, the queuing population (the amount of bits that remain to be transmitted from <s, p>) at
time t, QPs,p(t) is:
QPs , p (t ) = Ws , p (t ' , t ) − (t − t ' ) Rswis , p

(4.24)

Now, shift the first message of every other real-time channel for which ∆ri > 0 to t’ (preserving
their periodicity). Then, let Traffic´k(t´, t) represent the amount of cumulative outgoing traffic
from source node k to <s, p> during [t´, t) after the shifting. According to Lemma 4.3,
Traffick ' (t ' , t ) ≥ Traffick (t ' , t )

(4.25)

Similarly, the workload for the outgoing physical link from <s, p> during [t´, t) after the shifting,
W´s,p(t´, t), is:
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W ' s , p (t ' , t ) =

Nnode

∑ Traffic' (t ' , t )
k =1

(4.26)

k

Hence, according to Equation 4.23, Equation 4.25 and Equation 4.26, we have:
W s', p (t ' , t ) ≥ W s , p (t ' , t )

(4.27)

Consequently, the queuing population after the shift, QP´s,p(t), will not be decreased because:
QP ' s , p (t ) = W ' s , p (t ' , t ) − (t − t ' ) Rswis , p ≥ Ws , p (t ' , t ) − (t − t ' ) Rswis , p = QPs , p (t )

(4.28)

Since the outgoing link from <s, p> is not idle during the time interval [t´, t) before the shift, there
will be no link idle time during the time interval [t´, t) after the shifting. If we now consider the
message release pattern from time t’ on, we have obtained the synchronous pattern in the source
nodes and the maximum queuing population (the worst case) at the switch port with no link idle
period prior to it.
This concludes Theorem 4.3.

−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
The idea in Algorithm 4.1
Lemma 4.3 shows the difficulty of finding a simple analytical expression for calculating the
worst-case delay and the maximum buffer size. For this reason, we have developed a utility
function (Algorithm 4.1) to find the maximum value by checking the queuing population at
different time instants. Some important facts about Algorithm 4.1 are summarized below.
First, link propagation delays are not taken into account in the algorithm. It will be added in the
end-to-end delay analysis (Chapter 5).
Second, the algorithm does not have to calculate the worst-case delay for every real-time channel
traversing <s, p>, since the delay is the same for every channel, that is,
Ti ,1 = T j ,1 = Dport s , p

if switchi ,1 , porti ,1 = switch j ,1 , port j ,1 = s, p

,

(4.29)

where Dports,p is the worst-case delay for the frames through <s, p>.
Third, Theorem 4.3 suggests that the examined interval can be limited to the first busy period,
which reduces the time and memory complexity. Without loss of generality, the start of the busy
period is assumed to be at time instance 0 in Algorithm 4.1.
Third, making queuing population checks at all possible time instants suffers intractable
computational complexity. In our analysis, checking the queuing population will therefore be
event driven (see below for a detailed motivation). We then simulate the transmission over the
physical links in Algorithm 4.1 by keeping track of the amount of incoming traffic after each
event. The simulator works as follows. After each event, we transfer a certain amount of bits from
each incoming physical link to the output queue in the switch. Meanwhile, if the output queue in
the switch is not empty, a certain amount of bits is sent to the outgoing link.
Last, the output of Algorithm 4.1 is the tight worst-case delay because we do not miss the peak
value and we do not overestimate according to the previous discussion.
The idea of event driven checking in Algorithm 4.1
In Algorithm 4.1, the queuing population will be checked when 1) a new period of any related
logical real-time channel starts or 2) the output queue from any source node becomes empty. Our
rationale for this checking strategy is as follows.
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Algo_4_1(s, p);
Input (s, p);
Output ( Dports,p, BSs,p)
1. Initialization.
Input (s, p, Nchs, Nnode, Nswi, Nport[1..Nswi], Rnode[1..Nnode], Rswi[1..Nswi][1..
Nport[1..Nswi]]);
t=0; tstep=0; Q=0; Dports,p =0; Pnode=zeros[1..Nnode];
2. Calculate the queuing population, Q, for <s,p> at time instant t.
2.1 Keep track of the worst-case queuing delay, Dports,p.
if ( Q > Dports,p ) then
Dports,p = Q; end if
2.2 Calculate how many bits that are on the way for each incoming physical link queued in
each source node.
for i = 1..Nchs
if <s, p> = <Switchi,1, Porti,1> && mod (t, Tperiod,i)==0
then Pnode [Sourcej] = Pnode [Sourcej] + Cj ;
end if
end for
2.3 Send bits from each incoming link to the output queue in the switch.
for i=1..Nports
if (Pnode [i] >0)
then Pnode [i]= Pnode [i] - Rnodej tstep;
Q = Q + Rnodej tstep;
end if
end for
2.4 Remove bits from the output buffer.
Q = Q - Rnodej tstep;
2.5 Calculate the next check time instant, either the time when the queue at an end node is
empty or the time when a new period of one logical real-time channel starts.
 Nnode Pnode [i ] Nchs

tstep = min  U
∪ U  T
− mod( t , T
)  − {0};
period , i
period , i 


Rnode
i = 1
i
 i =1


2.6 Increase t and reset tstep.
t=t+tstep; tstep=0;
3. If it is not the end of the first busy period, check the queuing population at the next time instant.
if ( t < BP(Γ) ) then repeat step 2; end if
4. Return ( Dports,p =Dports,p / Rswis,p , BSs,p =Dports,p).

Algorithm 4.1. Dports,p and BSs,p calculation algorithm (FCFS queue and <s, p> only
receiving real-time traffic from source nodes
According to Equation 4.23, the task of checking the queuing population corresponds to checking
the value of Traffick(t´, t). We will now derive the guidelines for how to estimate Traffick(t´, t) by
considering the following two cases (illustrated in Figure 4.9(a), and Figure 4.9(b), respectively).
The first represents the case in which the link from k is idle at time instant t. The second
represents the case in which the link from k is busy at time instant t.
Case 1. As illustrated in Figure 4.9(a), the link from node k is idle. Hence, the cumulative
workload during [t´, t) has been delivered to the next hop, that is:
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(a)

(b)
Figure 4.9. Illustration of event-driven queuing population checking (a) [t´, t) is in a busy
period and (b) there is idle time during [t´, t)
Traffick (t ' , t ) = Wk (t ' , t ) .

(4.30)

As long as t remains in the same idle period, the value of Traffick(t´, t) does not change.
Therefore, we need only keep track of its value at the beginning of this idle period, that
is, the time instant when the output queue in the source node becomes empty.
Case 2.

As illustrated in Figure 4.9(b), the link from k is busy at time instant t. Note that the
link from node k may have one or several idle periods during [t´, t). Let tidle be the
accumulated length of all link idle periods during [t´, t). Thus, we have:
Traffick(t´, t)= Rnodek(t - t´- Tidle)

(4.31)

As long as t remains in the same busy period, the value of Traffick(t´, t) does not
change due to the unchanged value of tidle. Therefore, we need only keep track of its
value at the beginning of this busy period. Note that a busy period is caused by a
message release of at least one real-time channel. Thus, we need to recalculate the
value of Traffick(t´, t) when any related real-time channel starts a new period.
The above observations suggest that we check the queuing population only at such time instants at
which a new period of any related logical real-time channel starts or at which the output queue
from any source node becomes empty. It should be noted that the queuing population of an output
queue in the switch is either constant, monotonically increasing or monotonically decreasing
between two such adjacent time instants. This guarantees that we do not exclude the peak values
of the queuing population. After checking all such critical time points during the first busy period
of the synchronous release pattern, we consequently get the maximum queuing population.
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Figure 4.10. Traffic injection and interference after the second hop

4.4 Case 3: Switches Receiving Traffic from Source Nodes and Other Switches
This section shows how to calculate the worst-case delay for a switch/port that can receive traffic
both from source nodes and other switches. Similar to the analysis in Section 4.3, we first find the
critical instant and then calculate the maximum queuing population and worst-case delay.
Recall that the difficulties in predicting aggregated jitter lead to decreased accuracy in the traffic
models after the second hop. Without an accurate traffic model, there is no well established way
of computing the tight worst-case delay. However, it is still possible to obtain a guaranteed worstcase delay after the second hop, but at the price of some pessimism in the estimation.
Similar to the case of the second hop (Lemma 4.3), the critical instant causing the worst-case
delay at the considered hop is the scenario in which the first messages of all the relevant channels
(those traversing the considered switch/port) arrive at their previous hops at the same time. Hence,
we can deal with the worst-case delay analysis in a similar way as we did for Case 2: we first
derive the worst-case delay in the first busy period and then use a utility function to calculate the
queuing population.
Unfortunately, another factor complicates the delay analysis after the second hop. Figure 4.10
illustrates this issue regarding the delay at <s, p>. Here, τ1 and τ2 are the relevant channels, while
τ3 is an interfering channel. τ1 originates from node 1, traverses port <s’, p’>, port <s, p> and
finally arrives at node 2. τ2 is relevant because it also traverses port <s, p>. τ3 originates from node
1, traverses port <s’, p´´> and finally arrives at node 3. Although τ3 does not traverse port <s, p>,
it does interfere with τ1 at source node 1. Therefore, even at the beginning of the busy period of
the outgoing link of port <s, p>, when the messages of τ1 and τ2 leave their previous hops at the
same time, not yet transmitted frames belonging to τ1 might remain in the output queue of the
previous port, <s’, p’>, due to interference with frames of τ3 at node 1 during the previous busy
period.
This observation suggests that the delay analysis should also consider the remaining frames in the
intermediate switches. Specifically, to find the worst-case delay at such port, we also need to find
the upper-bound of the additional delay introduced by such remaining frames in the previous port.
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Algo_4_2 (i, j)
Input (i, j)
Output ( Ti,j )
1 for (k=1; k<= j; k++)
Call Algo_4_3 to calculate the worst-case delays at port <switch i,k, port i,k >;
end for
2 s=switch i,k. p=port i,k
3 Ti,j= Dports,p
4 return ( Ti,j )

Algorithm 4.2. Iterative method to calculate Ti,j, the worst-case delay for τi at its jth hop (j
≥1)
Since we choose not to use traffic regulators, we cannot predict how long the messages have
remained in the buffer. This leads to the challenge of predicting the maximum volume of
remaining frames. Fortunately, the problem can still be solved utilizing the analysis for the
previous hops. To that end, we conceive an idea for how to reduce the problem to easily solvable
cases.
The idea in Algorithm 4.2
Before we present our algorithm, we use the example shown in Figure 4.10 to explain our idea.
For example, to analyze the delay at port <s, p>, we need to calculate the maximum populations
of the remaining frames of each relevant channel at the previous hop if the previous hop is a
switch/port (<s’, p’> in this example). We derive that the maximum populations of the remaining
frames at <s’, p’> equals BSs’,p’, by taking into consideration the facts that a) the upper bound of
the buffer population at <s’, p’> can be calculated using Algorithm 4.1 and b) in the worst case,
all these queued frames traverse <s, p>.
By taking the above Discussion into account, we can now propose an iterative way to solve the
problem. The iterative algorithm is described in Algorithm 4.2. To calculate the worst-case delay
for channel i at its jth switch/port, Ti,j, we begin with the calculation at the first switch/port, then
proceed to the next hop by taking the remaining frames into account finally stop when we have
the delay for the jth switch/port. The worst-case delay and buffer size calculation for each
switch/port is calculated by Algorithm 4.3, which is an extension of Algorithm 4.1 in the sense
that we use the similar idea of keeping track of the queuing population during the first busy period
but take into account the remaining frames at the previous ports.
The iterative idea behind Algorithm 4.2 implies an essential demand on deadlock free routing,
meaning that the network ensures that the route for each logical real-time channel is individually
loop free and that the routes for all logical real-time channels do not interact in a way that would
create deadlocks.
Algorithm 4.3 is an extension of Algorithm 4.1 in the sense that we use the similar idea of keeping
track of the queuing population during the first busy period but take the remaining frames at the
previous ports into account.
Note that, as more hops are considered in the algorithm, more pessimism will be introduced by the
recursive approach.
Similar to the improvement suggested in Equation 4.21, we do not need to calculate the worstcase delay at hop <s, p> for each real-time channel because the following equation holds:

47

Algo_4_3 (s, p);
Input (s, p);
Output ( Dports,p, BSs,p)
1. Initialization.
Input (Nchs, Nnode, Nswi, Nport[1.. Nswi], Rnode[1.. Nnode], Rswi[1.. Nswi, 1.. Nports[1..
Nswi]]s s, p,);
t=0; tstep = 0; Q = 0; Dports,p = 0; PNbuffer = zeros[1.. Nnode]; PSbuffer = zeros[1.. swi, 1..
Nport[1.. Nswi]];
2. Add the former remaining bits in each previous switch.
for i = 1..Nchs
if ({s,p} is the kth element of Routei ) && (k>1)
then
Call Algo_4_2 to calculate the worst-case delays at port <switch i,k-1, port i,k-1 >;
PSbuffer[switchi,k-1, porti,k-1]= BS[switchi,k-1, porti,k-1];
end if
end for
3. Calculate the queuing population, Q, for <s, p> at time t.
3.1 Keep track of the worst-case queuing delay, Dports,p, at output port p in the switch s.
if (Q > Dports,p )
then
Dports,p = Q
end if
3.2 Find out the amount of bits on the way queued for each incoming link.
for i = 1..Nchs
if ({s,p} is the kth element of Routei ) && mod(t, Tperiod,j)==0 then
if k == 1
then
PNbuffer [Sourcei] = PNbuffer [Sourcei] + Ci ;
else
PSbuffer[switchi,k-1, porti,k-1]= PSbuffer [switchi,k-1, porti,k-1] + Ci; end if
end if
end for
3.3 Transfer bits from the previous port to the considered port.
for i =1..Nnode
if (PNbuffer [i] >0) then PNbuffer [i] = PNbuffer [i] − Rnodei tstep;
Q = Q + Rnodej tstep ;
end if
end for
for i =1..Nswi
for j =1..Nporti
if (PSbuffer [i,j] >0) && ((i!=s) || (j!=p)) then PSbuffer [i,j] = PSbuffer [i,j] −
Rswii,j tstep;
Q =Q + Rswii,j tstep ;
end if
end for
end for
3.4 Remove bits from the output buffer.
Q = Q − Rswis,p tstep;
3.5 Calculate the next check time instant, either the time when one incoming link is empty or
the time when a new period of one logical real-time channel starts.
Nporti
Nswi
 Nnode PNbuffer[i ]

PSbuffer[i, j ] Nchs
tstep = min U
∪( U
) ∪U (T period ,i − mod(t , T period ,i ) ) − {0} ;
U
Rswii
(i =1)&( i ≠ s ) ( j =1)&( j ≠ p )
i =1
 i =1 Rnodei

3.6 Increase t and reset tstep.
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t = t+tstep; tstep=0;
4. If it is not the end of the first busy period, check the queuing delay at the next check time instant.
if ( t < BP(Γ) ) then repeat step 3; end if
5. Return ( Dports,p = Dports,p / Rswis,p , Bs,p=Dports,p).

Algorithm 4.3. Dports,p and BSs,p calculation algorithm for FCFS queuing at the switch port
communicating with source nodes and other switches.
Ti ,k = T j ,k = Dport s , p

if switchi ,k , porti ,k = switch j ,k , port j ,k = s, p ,

(4.32)

where Dports,p is the worst-case delay for the frames through output port p in switch s. Therefore,
the worst-case delay analysis at <s, p> can be improved by simply calculating Dports,p for each
port.

4.5 Summary
In this chapter, we have presented the worst-case delay analysis for different types of isolated
network elements: a source node receiving real-time traffic from applications, a switch only
receiving real-time traffic from source nodes and a switch receiving real-time traffic from both
source nodes and other switches.
We have developed methods to obtain accurate worst-case delays and buffer bounds for the first
two cases. For the third case, we have also developed a recursive algorithm to calculate the worstcase delay and buffer bound, which might give pessimistic results, noting the fact that it is
difficult to avoid overestimation for that case. In order to access the quality of our analysis, we
must make a simulation study. Our simulation results will be presented in Chapter 6.
With the worst-case delays at isolated network elements, we are able to obtain the end-to-end
worst-case delay and carry out a real-time analysis for the whole communication network in
subsequent chapters.
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Chapter 5
Real-time Analysis for Switched Ethernet Networks
With the worst-case delay at isolated network elements obtained in chapter 4, we will now be able
to obtain the end-to-end worst-case delay and carry out a real-time analysis for the whole
communication network. We propose deterministic approaches for two switched Ethernet network
configurations: standard switched Ethernet with FCFS in all elements and switched Ethernet with
EDF scheduling in the source node. Our analysis is developed for networks with multiple
switches but can of course also be used for single-switch networks.

5.1 Real-Time Analysis for Standard Switched Ethernet
The time constraints are guaranteed by the addition of real-time channels. The test is divided into
two steps: checking the utilization constraint and checking the delay constraint.
First we must check the utilization constraint. It is obvious that the utilization for the physical link
from any source node k to the switch, Unodek, must be less than or equal to the maximum value,
100%:

Unodek =

Ci
≤ 100%
i:Sourcei =k T period ,i Rnodek

∑

(5.1)

Likewise, for the physical link from any switch/port pair <s, p >, Uswis,p, must be less than or
equal to the maximum value, 100%:

Uswis , p =

Ci
≤ 100%
i: s , p ∈Routei T period ,i Rswis , p

∑

(5.2)

The utilization check is not enough. We also need to verify whether or not the worst-case end-toend delay of each channel does not exceed its deadline, that is,
Te 2 edelay ,i ≤ Tdl ,i

(5.3)

As illustrated in Figure 5.1, the end-to-end worst-case delay includes the worst-case delay at each
hop, the propagation delay on each traversed physical link and the worst-case delay for accessing
the transmission medium.
Taking the delays from Theorem 4.2 and Algorithm 4.2, we have

Figure 5.1. Timing diagram of the worst-case end-to-end delay over standard switched
Ethernet only utilizing FCFS
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Figure. 5.2. Output queues and traffic handling (a) in the Ethernet switch and (b) in an endnode
Nri

Te 2 edelay ,i = Tsdelay ,i + ∑ Ti , j + ( Nri + 1)T prop + Tnode + Nri ⋅ Tswitch

(5.4)

j =1

where Tswitch and Tnode are the worst-case access delay for an Ethernet frame at the head of the
output queue to leave the source node and to leave the switch, respectively, since we cannot
interrupt the transmission of frames that have been stored in the NIC (Network Interface Card) or
the transmission of frames on a physical link. We assume (the constants can however easily be
changed in the equation):
Tnode = 2Tframe
(5.5)
Tswitch = Tframe
(5.6)
where Tframe is the transmission duration of a maximum-sized Ethernet frame (1526 bits) over the
Ethernet medium, which is 121 µs for Fast Ethernet and 12 µs for Gigabit Ethernet. The operating
system delay is not treated in our analyses, but can also be added as a constant in the worst-case
delay calculation [Skeie et al. 2002] [Bello and Mirabella 2004].
If the above utilization constraint is met for all the physical links and the delay constraint is met
for all the logical real-time channels, we accept the real-time channels and guarantee that the realtime channels meet their deadlines.

5.2 Real-Time Analysis for Switched Ethernet with Source Node EDF
In Section 5.1, we developed the method for providing guaranteed real-time services over
standard Ethernet. However, although the FCFS queuing strategy is cost effective, it may appear
to be situation in which a high priority message (e.g. a message with earlier deadline) is queued
behind a lower priority message. This must be taken into account in the real-time analysis.
Consequently, the network resource, the physical link, cannot always be used as efficiently as
possible.
To achieve better resource utilization, we consider the solution of adding deadline sorting in the
source nodes. Meanwhile, we do not modify the queuing strategy in the Ethernet switch in order
to keep the implementation cost down. The traffic handling policy under such a configuration is
described as follows. The switch is a standard Ethernet switch, which has three FCFS priority
queues for three traffic classes at each output port, as shown in Figure 5.2(a). The queuing
mechanism in the source nodes is slightly different, as shown in Figure 5.2(b). There are still three
different priority queues for three traffic classes, but the HRT queue is an EDF queue. The other
two queues in the end node are FCFS queues.
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Figure 5.3. Timing diagram of switched Ethernet with EDF scheduling in the source nodes
In this section, we investigate how to provide guarantees under such hybrid scheduling, EDF
scheduling in the source nodes and FCFS queuing in the switches. Our analytical strategy is to
first obtain the local deadlines for the real-time channels in the source nodes and then check the
feasibility according to the schedulability condition for EDF.
First, for each τi, we need to find the relative deadline in the source node, Tsrcdl,i. According to
Definition 3.7 and the timing diagram illustrated in Figure 5.3, Tsrcdl,i is the end-to-end relative
deadline excluding the aggregated delays in the intermediate hops, that is,
Nri

Tsrcdl ,i = Tdeadline ,i − ∑ Ti , j − ( Nrj + 1)T prop − Nrj ⋅ Tswitch − Tnode

(5.7)

j =1

The second step is to test the feasibility according to Theorem 4.1. The test includes checking the
utilization constraint and checking the workload constraint.
The utilization constraint is that the utilization for the physical link from any source node k to the
switch, UNodek, must be less than or equal to the maximum value, 100%:

Unodek =

Ci
≤ 100%
i:Sourcei =k T period ,i Rnodek

∑

(5.8)

Likewise, the utilization of the physical link from any switch/port pair <s, p >, Uswis,p, must be
less than or equal to the maximum value, 100%:

Uswis , p =

Ci
≤ 100%
i: s , p ∈Routei T period ,i Rswi s , p

∑

(5.9)

The workload constraint is that for all values of t, and the workload at any source node k has to be
less than or equal to Rnodek·t,
n



 t − Tsrcdl ,i  
 Ci ≤ Rnodek ⋅ t , Tsrcdl ,i ≤ t ≤ BP (Γk ) ,
 T period ,i  

∑ 1 + 

τi ∈Γk



(5.10)

where Γk is the set including all the channels originating from node k:
Γk = {τ i : sourcei = k }

(5.11)

If the above utilization constraint is met for all the physical links and the delay constraint is met
for all the logical real-time channels, we accept the real-time channels and guarantee that the realtime channels meet their deadlines.

53

5.3 Discussion
In the previous sections, we have developed schedulability conditions under two different
switched Ethernet network configurations. The schedulability test is done by the admission
controller, which can be implemented in an end-node or the switch. Furthermore, our analysis
provides the flexibility of running the admission control either offline or online.
In Chapter 4, we proved that our delay analysis for the source node and for the switch in singleswitch networks is accurate. We can furthermore ask ourselves whether or not the extended endto-end analysis for single-switch networks is still accurate. The answer to this question is no. Even
though the worst-case delay is accurately estimated locally, the global aggregation can lead to
pessimism. The accuracy of our end-to-end analysis relies on the co-appearance of the worst-case
scenario in the source node and the switch port. Unfortunately, the channel sets at a source node
and at a switch port are usually not the same. For a source node, we analyze the channels
originating from this node but that may traverse different switch ports, while, at the switch, we
consider the channels that may originate from different source nodes but traverse the same port in
the switch. Obviously, the worst-case scenario in the source node and that in the switch may not
necessarily co-appear. The end-to-end analysis is thus not accurate.

5.4 Summary
In this chapter, we have contributed a real-time analysis for switched Ethernet networks to
guarantee the bit rate and worst-case delay for periodic real-time streams. We investigated two
approaches. One is to use standard switched Ethernet, where the standard hardware supported
FCFS scheduling in the source nodes and the switches decreases the implementation complexity
and cost as compared to, for example, solutions that use deadline sorting or traffic shapers. The
other approach is to use hybrid scheduling, where the aid of deadline sorted queues in the source
nodes gain high utilization of real-time traffic and the standard FCFS priority queuing in the
switch avoids modifications of the switch.
Our real-time analysis is flexible and realistic, since it supports variable-sized frames and switches
with different bit rate ports, as well as fix-sized frames and homogeneous bit rate switches.
The methods presented in this paper can be adopted to analyze the real-time capability of other
similar packet switched networks as well.
In Chapter 6, we will use a simulation analysis and a comparison study to evaluate our real-time
analysis.
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Chapter 6
Performance Evaluation
The quality of the outcome of a system is reflected by the performance of the system. A
performance measure is used to assess the quality, or goodness, of a system’s performance. For
hard real-time communication systems with real-time analysis techniques, the most important
objective is to guarantee that the packets are received before their deadlines. Whether or not this
goal is fulfilled can be verified by theoretical proof.
However, a model has to be introduced in the real-time analysis and the theoretical proof that may
not be accurate enough to reflect the real behavior of the system. For example, if the model is too
pessimistic, it may introduce an unnecessary limitation on the number of accepted channels. It is
therefore important to assess the efficiency of the analysis when applied to real systems.
In the previous chapters, we mentioned the fact that our estimation of the end-to-end worst-case
delay may not be tight. Therefore, we will now measure the efficiency of our real-time analysis
and then quantify the pessimism that has been introduced. First, we demonstrate the conceptual
similarities and differences between our analysse and Network Calculus (NC), the most
commonly used model for delay estimations in packet-switched networks. We then carry out a set
of experiments to evaluate our analysis and compare the performance with methods based on NC.

6.1 Relation to Network Calculus
This section relates our analysis method to NC-LH [Loeser and Haertig 2004A] [Loeser and
Haertig 2004B], a real-time switched Ethernet solution based on NC. The two approaches are
based on the same network architecture (switched Ethernet) and queuing mechanism (FCFS), but
use different traffic models and analytical schemes to calculate the worst-case end-to-end delays
[Fan and Jonsson 2005]. We will first describe the delay estimation used in NC-LH, and then
introduce a theory for transforming the strictly periodic traffic model used in our analysis into the
rate-and-burstiness-constrained model used in NC-LH. Using this theory, we will be able to
derive the delays for periodic traffic with NC analysis and thereby be able to choose the better
analytical scheme for any given system with periodic real-time traffic.

6.1.1 Delay Estimation Using NC
We will now present the delay estimation in NC-LH [Loeser and Haertig 2004A]). For the
convenience of the reader, we use the notations defined in Chapter 3 as a common framework to
explain both analyses.
In the NC-LH analysis, the delay and buffer bounds of a switch/port depend on two parameters:
the arrival curve (the incoming traffic at the switch/port) and the service curve (the availability of
the switch/port to send that data). These parameters are defined below for single-switch Ethernet
networks [Loeser and Haertig 2004A],

Definition 6.1 The arrival curve, αk(t), is the accumulated traffic volume from source node k
during the time interval [0, t]. All αk(t) satisfies αk(t)=min(Rnodek·t + Tef , rk·t + bk ), where rk
determines an upper-bound to the long term average rate of the traffic flow and bk expresses the
maximum burstiness of the outgoing traffic.
Definition 6.2 The service curve, β(t), of an Ethernet switch/port <s, p> is described by the
following function
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 Rswi s , p ( t − t switch ), t ≥ t switch
β (t ) = 
t < t switch
 0,

(6.1)

where tswitch is the switch-specific parameter describing the maximum delay (without queuing
effects) after which the switch starts to transmit a frame once it is received.
For simplicity, tswitch is assumed in our analysis to be zero.
In NC-LH, the worst-case delay of a frame for the output port, p, at the switch, s, Dports,p, is

Dport s , p =

Nnode

∑
k =1

Nnode
bk
rk
− g max (1 − ∑
) + t switch
Rswi s , p
k =1 Rswi s , p

(6.2)

where gmax is:
Nnode

g max = max (
k =1

bk − Tef
)
Rswi s , p − rk

(6.3)

Moreover, the maximum buffer size, or the amount of memory needed to store the queued frames,
for the considered output port is given by
N

BS s , p = Rswi s , p Dport s , p = ∑ bk − g max ( Rswi s , p −
k =1

Nnode

∑ r ) + Rswi
k =1

k

t

s , p switch

(6.4)

6.1.2 Model Transformation
The traffic models used in our analysis and in NC-LH are different. We will describe the (r, b)
model and then develop a theory to transform the periodic model into the (r, b) model.
The traffic model used in the NC analytical scheme satisfies certain constraints on the average
rate and burstiness. This model, called the (r, b) model [Cruz 1991A] [Boudec and Thiran 2001]
(or T-SPECs model [Loeser and Haertig 2004A]), is defined as follows.

Definition

6.3

An

arrival

curve

αk(t)

is said to follow the (r, b) model if
for ∀t ≥ 0, αk (t ) ≤ rk t + bk ( rk ≥ 0, bk ≥ 0) , where rk determines an upper bound to the long
term average rate of traffic flow and bk expresses the maximum burstiness of the traffic.
While the (r, b) model has a flexibility that allows it to be used to model a large variety of traffic,
it cannot be used directly for periodic traffic. This is because the (r, b) model assumes that the
long term average rate is bounded, while periodic traffic guarantees that the momentary rate is
bounded. Hence, in order to analyze the delay for periodic traffic using NC, we need to transform
the periodic model into the (r, b) model. Such a transformation is given in Theorem 6.1.
Our idea for proving Theorem 6.1 is as follows. We will first derive the long term average rate
and the maximum burstiness for a given set of periodic channels, and then we prove that the
resulting traffic flow satisfies the (r, b)-model.
_____________________________________________________________________________________

Theorem 6.1. Assume a set of periodic real-time channels Γ={τ1, τ2, .., τn} transmitting on the
physical link from source node k to a switch/port. Then the (r, b) equivalent of the outgoing traffic
flow from source node k is calculated as follows: rk = ∑ (Ci / T period ,i ), bk = ∑ Ci .
n

n

i =1

i =1

Proof. The long term average rate, rk can be calculated as:
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rk = ∑ (Ci / T period ,i ) .
n

(6.5)

i =1

Following the definition of a periodic real-time channel, we can see that the maximum volume of
the traffic released per period by channel τi is Ci. This means that channel τi has a maximum
burstiness of Ci. Therefore, the maximum burstiness of the aggregated traffic flow is
n

bk = ∑ Ci ,

(6.6)

i =1

It is known that the cumulative outgoing traffic, ak(t), from source node k is less than Wk(0, t), the
cumulative workload of Γ at source node k during time interval [0, t). In other words,
a k (t ) ≤ Wk (0, t )

.

(6.7)

Given that Wk (0, t ) = ∑ (t / T period ,i  + 1) ⋅ Ci , Equation 6.7 can now be rewritten as:
n

i =1

a k (t ) ≤ ∑ (t / T period ,i ) ⋅ Ci + ∑ Ci ≤ ∑ (Ci / T period ,i ) ⋅t + ∑ Ci = rk ⋅ t + ∑ Ci = rk ⋅ t + bk
n

n

n

n

n

i =1

i =1

i =1

i =1

i =1

(6.8)

Equation 6.8 shows that the cumulative incoming traffic from source node k to the port satisfies
the (r, b) model.



This concludes the proof of Theorem 6.1.

_____________________________________________________________________________________

In summary, Theorem 6.1 demonstrates that traffic released by a given periodic channel set can be
transformed into the (r, b) model that is used in NC. Hence, this model transformation enables us
to use the delay estimation for a periodic channel set using NC, as described in Section 6.1.1.

6.1.3 Discussion
Our theoretical proof presented in Chapter 4 shows the tightness of our worst-case delay analysis
for network components in a single-switch network. In contrast, the maximum delay and buffer
size derived using the NC may not be tight, as has been observed by other researchers [Boudec
and Thiran 2001]. We will make two important comparisons of the analysis methods in the
following paragraphs.
•

It has been observed that the output traffic of a switch is generally less bursty than the
input traffic to it, because the outgoing flow is shaped by the physical link [Boudec and
Thiran 2001]. This observation is crucial for avoiding over-estimation of the worst-case
delay at the switch ports, and we take advantage of this in our analysis. In contrast, the
worst-case delay bound derived by NC is based on the assumption that all input streams
may accumulate their burst arrival rates to cause a ‘worst case’ in which a switch may
suffer from simultaneous burstiness arrivals of many real-time flows. This means that NC
analysis introduces pessimism in finding delay bounds by iteratively applying output burst
bounds hop-by-hop [Boudec and Thiran 2001].

•

In transforming the periodic model to the (r, b) model, some detailed information about
the traffic model will be lost, such as the time instances at which the burstiness occurs.
Specifically, by using a transformed NC traffic model to analyze a synchronous periodic
channel set, unavoidable pessimism will exist in the calculation of the arrival curve,
ak(t)=min(Rnodek·t + Tef, rk·t + bk). In contrast, using our proof in Chapter 4 for the case of
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the switch only receiving traffic from source nodes, we are able to use a value of ak(t) that
can be less than min(Rnodek·t + Tef, rk·t + bk) because we can detect (using Algorithm 4.1)
that the incoming link to a switch/port may not always be busy. That is, we are able in our
analysis to keep track of the exact amount of incoming traffic volume to a switch/port,
without any overestimation. Consequently, the maximum delay and buffer size derived by
Equations 6.2 and 6.4 will be more pessimistic than those derived by our analysis for the
case of the switch only receiving traffic from source nodes.
With the introduction of the transformation in sub-section 6.1.2, it is now possible to find a better
analysis method to use for periodic traffic. For example, if a single-switch network is used, these
results indicate that our analysis should be chosen for schedulability analysis. In other cases, it is
not clear as to which method is better. Therefore, our transformation can be used to identify which
method is better.

6.2 Simulation Purpose and Performance Metrics
In the previous section, we discussed the pessimism introduced by our analysis and the NC
analysis and showed that our analysis does not introduce pessimism in the delay derivation for the
single-switch network components. However, it is not clear how much pessimism is introduced by
the end-to-end delay aggregation. The pessimism introduced by the real-time analysis must be
measured by comparing the worst-case end-to-end delay predicted by the real-time analysis with
the worst-case end-to-end delay assessed by the simulation. The larger the gap, the more
pessimistic the analysis.
The most important performance metric needed to detect pessimism is the end-to-end packet
delay, which is defined as the time from the time instant at which a packet is ready to be
transmitted to the time instant the packet has successfully arrived at the destination.
Definition 6.4 The predicted worst-case end-to-end packet delay, PD, for a set of accepted realtime channels Γ={τ1, τ2, .., τn} in the network is the longest end-to-end packet delay predicted by
the real-time analysis, that is, PD = max (Te2edelay,i).

Definition 6.5 The simulated worst-case end-to-end packet delay, SD, for a set of accepted realtime channels Γ = {τ1, τ2, .., τn} in the network is the longest end-to-end packet delay obtained by
the packet level simulation.
Definition 6.6 The worst-case end-to-end packet delay overestimation ratio, DOR, for a set of
accepted real-time channels Γ={τ1, τ2, .., τn} in the network is the ratio of the amount of end-toend delay overestimation to SD, that is, DOR = (PD - SD) / SD.
Another important performance metric is the network utilization, that is, the maximum possible
real-time traffic load in the network under the condition of guaranteeing the deadlines for all realtime packets. The reason we study this metric is that a higher maximum possible load generally
indicates less pessimism in the worst-case delay estimation.

Definition 6.7 The network utilization, UNet, for the set of all the accepted real-time channels
Γ={τ1, τ2, .., τn} in the network is the average fraction of time that the allocated links are busy, that
Nri
n 

Ci
Ci


+
∑
∑


T
Rnode
T
Rswi
i =1
j =1 period ,i
sourcei
switchi , j , porti , j 
 period ,i
is, UNet =
.
Nnode +

Nswi

∑ Nport
s =1

s

Using the defined performance metrics, we will assess the network scalability and robustness, that
is, how well the network can be utilized in different traffic characteristics and network
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configurations. For example, we will study how the number of real-time channels and tightness of
real-time channel deadlines affect the quality of the analysis methods.

6.3 Simulation Set-up
Our simulator was built using Matlab. We have conducted both channel level simulations and
packet level simulations, as described below.

6.3.1 Network Architecture
We use an experimental platform based on a switched Ethernet network with a single full-duplex
Ethernet switch and a number of end-nodes. The assumptions made are:
•

The number of end-nodes ranges from 8 to 32.

•

All buffers are large enough, that is, no packet loss occurs because of buffer overflow.

•

FCFS queues are used in the source nodes and the switches, unless otherwise stated.

•

The link propagation delay is 500 ns per hop, corresponding to a 100-meter link.

•

The switch has a bit rate of 100 Mbits/s on all ports, unless otherwise stated.

6.3.2 Traffic Generation
We use a traffic generator for hard real-time channels. To that end, we make the following
assumptions:
•

Each real-time channel has source and destination nodes that are randomly drawn from the set
of available nodes assuming a uniform distribution, unless otherwise stated. We make sure
that source and destination nodes are not identical.

•

Each real-time channel releases messages periodically, and the messages are released at the
beginning of the period.

•

All real-time channels release their first messages according to the synchronous pattern.

Other parameters of each real-time channel, such as period, deadline and capacity, will be
assigned differently for each particular evaluation study.

6.3.3 Admission Control
In our channel level simulations, we first generate a complete set of channels according to the
guidelines above. The generated real-time channels are then checked one by one by an admission
controller as to whether or not they can be accepted. The admission control is made using our
real-time analyses presented in Chapter 5.

6.3.4 Packet Transmission
In our packet-level simulations, we study the packet transmissions on the channels that have
passed the admission control and observe the end-to-end delay for each individually transmitted
packet. To increase the likelihood of detecting the worst-case end-to-end delay, we keep track of
the end-to-end delay for each packet for an interval that is 1000 times longer than the longest
period among the channels. The time resolution in our simulations are virtual units, and the time
resolution corresponds to the model used in our analysis in Chapter 5, that is, it is event-driven.

6.4 Simulation Evaluation
This section evaluates the performance of our analysis method using the metrics presented in
Section 6.2. In all plots presented, every reported value is an average of the observed performance
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Figure 6.1. Estimation of introduced pessimism as a function of number of real-time channels
expressed as: (a) PD and SD and (b) DOR
measure, taken over the set of simulation runs that are made for each parameter combination. All
the results reported in our evaluations are average values. For each evaluation, we repeat the
simulations as many times that a 99% confidence level are obtained for a maximum error within
0.5% of the average values reported.

6.4.1 Effect of Traffic Load on Worst-Case End-to-End Delay
As mentioned in Section 6.2, any pessimism introduced by our real-time analysis will affect the
performance. For this reason, we will start our evaluation by determining how the worst-case endto-end delay is affected by the real-time traffic load (the number of accepted real-time channels).
Figure 6.1 reports the results of a simulation study that was conducted with every logical real-time
channel having a period of 6 ms, a message size of 14920 bytes (10 Ethernet frames) and end-toend deadlines randomly chosen from the set {3 ms, 15 ms and 30 ms}. In Figure 6.1(a), PD and
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SD are plotted as a function of the number of accepted real-time channels, and the corresponding
DOR is plotted in Figure 6.1(b).
In Figure 6.1, we first observe that the difference between PD and SD increases with the traffic
load. For example, for 10 channels, the predicted delay is 9% higher than the real measured delay,
for 30 channels the corresponding figure is 15.6%, and for 60 channels the corresponding figure is
18.5%. This behavior corroborates our expectations in our previous Discussion. The reason for
this behavior is that the increased traffic load leads to higher jitter, which results in more
pessimism in the delay estimation, as discussed in Chapter 4.
This evaluation shows us the detailed pessimism at the packet level. In the following studies, we
will see how performance is affected on the overall system level.

6.4.2 Effect of Message Sizes on Network Utilization
Our analysis is capable of analyzing varying types of network traffic, for example applications
having short messages, applications having large messages or a mix thereof. To that end, we will
study how message sizes (pure data, excluding protocol headers) affect the network utilization.
Since we study switched Ethernet protocols, we will assume traffic containing short messages
(minimum Ethernet frame including 38 bytes of data up to full-sized Ethernet frames including
1492 bytes of data) as well as large messages (up to 10 Ethernet frames).
Figure 6.2(a) reports the results of simulations that were conducted with 16 nodes, periods
randomly chosen from the set {5 ms, 10 ms} and deadlines randomly chosen from the interval [1
ms, 10 ms]. We observe the results obtained when the message sizes are chosen from sets
A={7500 bytes} (uniform message size), B={x | 1000 bytes ≤ x ≤ 14000 bytes} (large variance)
and C={x | 5000 bytes ≤ x ≤ 10000 bytes} (medium variance). The maximum network utilization
is slightly higher when message sizes are chosen from set B than for the other cases because the
existence of small message sizes in Set B increases the chance for the channels to be feasibly
scheduled. Figure 6.2(a) also reveals that the variance of the message size of the real-time
channels does not have a significant impact on the maximum achievable network utilization.
In many real-time systems, such as in the automation industry, a major fraction of the traffic
consists of short messages [Weber et al. 1999]. We have thus carried out a separate simulation
study for short-message traffic, the results of which are reported in Figure 6.2(b). The simulations
were conducted with 32 nodes, all the channels having a period of 2 ms, and the end-to-end
deadlines being randomly chosen from the interval [2 ms, 4 ms]. We observe results when the
message sizes are chosen from sets A={x | 38 bytes ≤ x ≤ 1492 bytes} (variable-sized frames),
B={38 bytes, 1492 bytes} (50% very short messages) and C={1492 bytes} (full-sized Ethernet
frames). Figure 6.2 (b) shows that the maximum achievable network utilization can be as high as
60% in the case in which there is a large amount of short messages in the system. When the
number of real-time channels is low, the network utilization is higher when message sizes are
chosen from set C than the other two cases, because the real-time channels in Set C have higher
utilization than in the other two sets. Still, the plots show that the maximum achievable network
utilization is not significantly affected by the message size.
This study shows that network resources can be used efficiently in many situations with our
feasibility analysis, regardless of message size, since the message size does not affect the
performance significantly. We will study how other parameters influence the performance.

6.4.3 Effect of Channel Deadline Tightness on Network Utilization
Intuitively, the choice of end-to-end deadlines of real-time channels should have a significant
impact on the network utilization. Since our analysis is capable of analyzing traffic with arbitrary
deadlines, we will study how the choice of end-to-end deadlines affects network utilization.
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Figure 6.2. Network utilization as a function of total number of requested real-time
channels (a) varying message sizes and (b) short messages
Figure 6.3 reports the results of a simulation study that was conducted with 8 nodes, all channels
having a period of 5 ms and the message sizes randomly chosen from the interval [1492 bytes,
8000 bytes]. The deadlines are chosen from sets A={x | 1 ms ≤ x ≤ 5 ms} (large variance), B={3
ms} (short deadlines), C={5 ms} (deadline being equal to period) and D={10 ms} (long
deadlines). We observe that the lowest network utilization is obtained when deadlines are chosen
from set A while the highest utilization occurs when end-to-end deadlines are chosen from set D.
This is not surprising since these sets include the shortest and longest end-to-end deadlines,
respectively.
One import aspect of the choice of deadlines is how it allows for pipelining of messages, that is,
different messages belonging to the same channel can be in the network at the same time. In the
case of pipelining, we could expect a higher maximum achievable network utilization. We will
now study how the deadline tightness (defined below) of the real-time channels affects the
network utilization.
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Figure 6.3. Network utilization vs total number of requested real-time channels (varying
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Figure 6.4. The maximum value of Unet achieved in the simulations as a function of
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Definition 6.6 The deadline tightness, Tighti, for a real-time channel τi is the ratio of the end-toT
end deadline to the period of τi, that is, Tighti = dl ,i .
T period ,i
Definition 6.7 The average deadline tightness, AveTight, for a set of real-time channels Γ={τ1,
n

τ2, .., τn} is AveTight = ∑ Tighti / n .
i =1

Intuitively, the network will be less utilized for smaller values of AveTight because the high
demand on meeting the deadlines makes it difficult to accept real-time channels. This behavior is
corroborated by the plot in Figure 6.4, which shows the maximum Unet (maximum value
achieved during the simulations) as a function of AveTight. The plot shows that Unet increases as
the value of AveTight increases, and then stabilizes at a value above 98% as the value of AveTight
increases up to 2, because, when the deadlines are long enough, the acceptance of real-time traffic
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Figure 6.5. Network utilization vs total number of requested real-time channels
(unidirectional traffic distribution from 1 master node to 31 slave nodes)
is more constrained by the physical limitations of the network than by the deadlines. Figure 6.4
also shows that our system can achieve a utilization close to the theoretical (average) upper bound,
100%.
6.4.4 Effect of Traffic Distribution on Network Utilization
Considering the fact that our analysis is capable of analyzing network links with different bit rates,
we will study how the simultaneous use of links with different bit rates affects the network
performance. To that end, we will use a system model based on an application where a master
node transfers unidirectional data to a number of slave nodes, which reveals a need for using a
high bit rate link from the master node to the switch to avoid performance bottleneck problems.
Considering the fact that our analysis is capable of analyzing network links with different bit rates,
we will study how the simultaneous use of links with different bit rates affects the network
performance. To that end, we will use a system model based on an application where a master
node transfers unidirectional data to a number of slave nodes, which reveals a need for using a
high bit rate link from the master node to the switch to avoid performance bottleneck problems.
Figure 6.5 reports the results of a simulation study that was conducted for a system where one
master node distributes hard real-time traffic to 31 slave nodes. The period is set to 5 ms for all
real-time channels, the message sizes are randomly chosen from the interval [1492 bytes, 8000
bytes] and the end-to-end deadlines are randomly chosen from interval [1 ms, 10 ms]. The bit rate
of the link from the master node to the switch is chosen from 1 Gbits/s and 100 Mbits/s, and the
bit rates of links from the switch to the slave nodes are the assumed default value, 100 Mbits/s.
In Figure 6.5, it can be seen that, for this type of unidirectional traffic, a dramatic performance
gain is achieved by using a high bit rate link (1 Gbits/s) between the master node and the switch.
In contrast, the network with an identical bit rate on all links (100 Mbits/s) experiences a
bottleneck effect on the link from the master node to the switch even for a light real-time traffic
load. It can thus be concluded that, for this master-slave traffic pattern, resources are more
effectively utilized by using a switch with different bit rates.

6.4.5 Effect of Analysis Method on Network Utilization
Our conceptual comparison in Section 6.1 revealed that the worst-case delay for the individual
components in a single-switch network derived by our analysis is tight. However, for the end-to-

64

end delay, we showed that neither our analysis nor the NC analysis produces tight estimates. For
this reason, we conducted simulations to compare the efficiency of our analysis with the NC
analysis for an Ethernet network with a single switch (NC-LH).
Recall that, in order to compare two real-time analysis schemes, we choose to measure the
allowed amount of HRT traffic in the network under the condition of guaranteeing the worst-case
delays for all real-time channels. A higher degree of allowed real-time traffic would then indicate
less overestimation in the worst-case delay analysis. Hence, in our experimental comparison study,
we observe the network utilization as a function of total number of requested real-time channels.
Figure 6.6(a) reports the results of a simulation study that was conducted for a system with 8
nodes, with all channels having a period of 5 ms, a message size of 2000 bytes (small message
sizes) and end-to-end deadlines that are randomly chosen from the interval [1 ms, 10 ms]. It can
be observed that, for light traffic loads, the network utilization steadily increases with the traffic
load. However, at a certain load, the network utilization saturates because it becomes increasingly
difficult to accept a new channel. The plots indicate that NC-LH saturates with a network
utilization of approximately 12%. In contrast, our analysis method results in a significantly higher
utilization. For this particular simulation set-up, our analysis can achieve a network utilization of
37% (three times as much as that achieved using NC-LH).
If we increase the message sizes for all the logical real-time channels to 8000 bytes, we obtain the
results plotted in Figure 6.6(b). For this simulation set-up, we notice an interesting phenomenon:
while our analysis maintains its performance, the achievable network utilization for NC-LH
increases to 25% (twice as high than in the previous study).
In each of the first two simulations, all channels have the same message sizes. For the third
simulation set-up, the message sizes are randomly chosen from the interval [1492 bytes, 8000
bytes]. The results of this simulation are plotted in Figure 6.6(c). Here, it is shown that our
feasibility analysis still maintains its performance, while NC-LH achieves a network utilization of
17%.
It can be observed from the plots in Figure 6.6 that our analysis consistently achieves higher
utilization than the NC-LH analysis for the case of network saturation; for example, our analysis
can achieve a network utilization that is three times higher as that achieved for NC-LH. This
behavior can be explained by the way the aggregated outgoing traffic from the source node is
modeled by the two different analytical methods. By considering the fact that the output traffic is
shaped by the physical link, our analysis is able to produce less pessimistic delay estimates. In
contrast, NC-LH uses a model in which the burstiness of the resulting outgoing traffic is the sum
of the burstiness of individual channels. This in turn leads to overly pessimistic worst-case delay
estimations in the NC-LH analysis, and the pessimism is dramatically high when the network
traffic load reaches the saturation point. Hence, our analysis produces tighter estimates for the
worst-case delay.
Furthermore, we observe that the performance gap between the two methods is significantly
narrowed for large message sizes. However, the plots reveal that the performance of our analysis
does not significantly change, but maintains a maximum achievable network utilization of 35%40% in all studies. Instead, the performance of NC-LH is significantly affected by the message
sizes. This behavior is implied by Equation 6.2 and Equation 6.3 in the following sense: short
messages allow for a higher number of real-time channels to be allocated to the outgoing links,
and thus there are more evenly distributed real-time channels on all physical links. An even traffic
distribution in turn leads to a small value of gmax (Equation 6.3), and a small value of gmax gives a
high worst-case delay (Equation 6.2).
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Figure 6.6. Network utilization as a function of number of requested real-time channels
(comparing different analytical schemes) (a) small message sizes (b) large message sizes and
(c) varying message sizes
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Figure. 6.7. Network utilization as a function of number of requested real-time channels
(comparing different source node queuing policy)
Furthermore, we observe that the performance gap between the two methods is significantly
narrowed for large message sizes. However, the plots reveal that the performance of our analysis
does not significantly change, but maintains a maximum achievable network utilization of 35%40% in all studies. Instead, the performance of NC-LH is significantly affected by the message
sizes. This behavior is implied by Equation 6.2 and Equation 6.3 in the following sense: short
messages allow for a higher number of real-time channels to be allocated to the outgoing links,
and thus there are more evenly distributed real-time channels on all physical links. An even traffic
distribution in turn leads to a small value of gmax (Equation 6.3), and a small value of gmax gives a
high worst-case delay (Equation 6.2).

6.4.6 Effect of Source Node Queuing Policy on Network Utilization
So far, we have evaluated our analysis using FCFS queuing in the source nodes and the switch. In
Chapter 5, we presented end-to-end real-time analyses for two different network configurations,
one with FCFS source node queuing and the other with EDF source node queuing. We will now
compare the performance of these two real-time analyses in terms of network utilization.
Figure 6.7 reports the results of a simulation study that was conducted with 16 nodes, all channels
having periods chosen from the set {5 ms, 10 ms} and message sizes randomly chosen from the
interval [1492 bytes, 8000 bytes].
When considering the source node EDF configuration by itself, we observe results when the
deadlines are chosen from sets A={x | 1 ms ≤ x ≤ 10 ms}, B={4 ms, 5 ms, 6 ms} and C={10 ms}.
It is observed that the network utilization steadily increases as the traffic load increases and then
saturates with a value of approximately 40%, 50% and 80%, respectively. We observe that the
lowest network utilization is obtained when deadlines are chosen from set A, which includes very
short deadlines, while the highest utilization occurs when end-to-end deadlines are chosen from
set C, which includes long deadlines. This is not surprising since shorter deadlines reduce the
likelihood for the channels to be scheduled feasibly, which in turn leads to lower maximum
achievable utilization. Figure 6.7 also reveals that using EDF in the source node can obtain a
rather high network utilization; for example, it reaches 85% when the average deadline tightness
is 1.5.
When comparing the two queuing mechanisms, the choice of source node EDF should intuitively
perform better than pure FCFS, because EDF prioritizes messages according to their deadlines.
67

This behavior is duly corroborated by the plot in Figure 6.7. Here, we conducted simulations for
the FCFS queuing approach with channel deadlines chosen from the interval [1 ms, 10 ms]. It is
shown that the source node EDF approach outperforms the pure FCFS queuing approach. In fact,
the maximum achievable network utilization for the EDF approach can be twice as high as that for
pure FCFS queuing.

6.5 Summary
In this chapter, we evaluated the performance of our real-time analysis by conducting simulations
and comparison studies. To that end, we measured the pessimism of our analysis and how traffic
characteristics, network characteristics, analytical schemes and queuing policies affect the
performance. The following conclusions can be drawn from our study. First, our simulations
indicate that our end-to-end real-time analysis introduces pessimism in the order of 10% overestimation of the delay. Second, for our analysis, deadline tightness has a significant impact on the
network utilization, while variance of message sizes does not affect network utilization very much.
Third, it is shown that our analysis offers higher network utilization than NC when the network is
highly loaded, which indicates that our analysis gives a tighter end-to-end delay estimation.
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Chapter 7
Summary
This chapter summarizes the main results presented in Part I of this thesis, highlights the
contributions of the presented research and discusses some achieved insights.

7.1 Research Contributions
The primary objective of Part I is to propose cost effective methods to be used over switched
Ethernet for embedded real-time systems. To that end, the study has focused on developing
methods to provide guaranteed real-time services over switched Ethernet networks with only
FCFS queuing in the switch, according to the switched Ethernet standard. Our results are real-time
analytical frameworks for such networks, which have been proven to be a promising approach for
achieving this objective.
A summary of the detailed contributions of Part I is now given:
•

Real-time analytical framework for periodic real-time traffic at different network components
in switched Ethernet networks with FCFS queuing (Lemma 4.2, Theorem 4.2, Corollary 4.1,
Lemma 4.3, Theorem 4.3 and Algorithm 4.1-4.3).

o Our real-time analysis has a flexible model of the network and its traffic, allowing
analysis of variable-sized frames, arbitrary deadlines and switches with different bit
rate ports. In contrast, related work in this area either assumes same-sized frames [Lee
et al. 2006], homogeneous link bit rate [Lee et al. 2006], or periods equal to deadlines
[Lee et al. 2006]. Developing an analysis for such integrated cases is much more
difficult than analyzing special cases, which has been discussed in the literature
[Baruah et al. 1990B] [Baruah and Goossens 2004]. For example, the feasibility test
for an EDF scheduled periodic task set uses an exponential-time algorithm, whereas
the test for the special case that each task has its deadline equal to its period can be
done simply by checking the utilization bound.
o We have provided theoretical proof to show the correctness of our analysis (Lemma
4.2, Theorem 4.2, Lemma 4.3 and Theorem 4.3). In contrast, all the equations in the
related work [Lee et al. 2006] are given without proof.
o We have given theoretical proof for the tightness of our worst-case delay analysis for
network components in single-switch networks with FCFS queuing (Theorem 4.2 and
Algorithm 4.1). We managed to achieve tightness by analyzing the worst-case scenario
for each port considering the real traffic distribution. In contrast, the pessimism in [Lee
et al. 2006] is caused by an assumption that the worst-case scenario is always when
every incoming link has a packet, even if this situation may not happen for some traffic
distributions. For NC related work, the pessimism is caused by the way that the
aggregated burstiness is calculated [Loeser and Haertig 2004A] [Loeser and Haertig
2004B].
o We have derived the maximum required buffer size for real-time traffic, which is an
important input when designing a network (Corollary 4.1 and Algorithm 4.1-4.3). If
fixed buffer sizes were assumed, either the performance of the network would be
limited (assuming too small buffers) or the analysis would be too pessimistic
(assuming too large buffers).
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•

We have developed end-to-end real-time analyses for two different real-time switched
Ethernet configurations (Chapter 5).

o Our end-to-end real-time analyses can be used for networks with multiple switches
(single-switch networks are also supported), whereas much related work implies only
one component [Song 2001], single-switch networks [Loeser and Haertig 2004A]
[Loeser and Haertig 2004B] or specific topologies [Lee et al. 2006].
o We have developed a real-time analysis for hybrid scheduling where EDF is used in
the source nodes and FCFS is used in the switch. Such scheduling and analysis have
not been reported previously. Moreover, our simulation results in Chapter 6 show that
the hybrid approach has the advantage of better resource utilization than the pure
FCFS approach.
•

In Chapter 6, we conducted a comparison study between our analysis and Network Calculus
(NC), the commonly used analytical scheme for FCFS queuing.

o Our conceptual comparison shows that our analysis is tight for network components in
single-switched networks using FCFS queuing, while NC is not tight for these cases
because of the way that the traffic is modeled.
o We have developed a theory (Theorem 6.1) for transforming the periodic model used
in our analysis into the rate-and-burstiness-constrained model used in NC. To our
knowledge, such a model transformation has not been proposed before. The model
transformation theory provides the option of deriving the delays for periodic traffic
with NC analysis. In this way, a better analytical scheme for any given system with
periodic real-time traffic can be chosen.
o Our simulation comparisons reveal that our approach is able to outperform the NC
technique [Loeser and Haertig 2004A] [Loeser and Haertig 2004B] when the network
is saturated, that is, when no more channels can be added.
In summary, the primary contribution of Part I is the cost effective real-time approaches, which
are in contrast to previous work where HW/SW modification of the switch is required. The
novelty of Part I is the analytical framework. This approach provides a new theoretical
perspective on real-time analysis for communication systems with FCFS scheduling.

7.2 Discussion
This section presents our insights, including implementation alternatives, research challenges
introduced by relaxing the assumptions and problems that remain to be addressed in future work.

7.2.1 Implementation
When managing hard real-time traffic and resources in a communication system, there are two
phases to consider.
•

Admission control − making the feasibility test to check whether or not the time constraints
can be satisfied.

•

Packet scheduling − ordering and transmitting the packets according to a defined queuing
policy.
Each of the above phases cannot be dealt with in total isolation, since the mechanism used in one
phase may greatly affect the performance of others. For example, the packet scheduling algorithm
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used influences the choice of the admission control algorithm, while how the admission control is
done affects the run-time performance of the packet scheduling.
Each of the above phases can be implemented in different ways. For example, the admission
control can be done in a static manner, before loading traffic into the network [Choi et al. 2004]
[Wang et al. 2004]. If the time constraints are met for all real-time channels, we accept these realtime channels and guarantee that all meet their deadlines. An alternative is to have dynamic
admission control. That is, if there is a new real-time channel establishment requirement, the
admission control must be executed to check whether or not the time constraints can be satisfied
for both the already accepted real-time channels and the new real-time channel.
If FCFS queuing is used, the implementation of the packet scheduling is quite simple. However, if
EDF is chosen to be used in the source node queues, the deadline must be calculated and assigned
to each packet. The relative deadline is the same for all the packets belonging to the same realtime channel, and it can be calculated while executing the admission control (according to
Equation 5.7). Since the packets should be sorted according to their absolute deadlines, we need to
calculate the absolute deadline for each packet by adding its relative deadline to its release time.
This implies the need of keeping track of the packet release time in the implementation.

7.2.2 Relaxing Some Assumptions
Although the real-time analysis in Part I is based on a flexible network and traffic model, real
world applications still require analytical approaches that are as comprehensive and integrated as
possible. Being comprehensive means that the approach can handle, for example, traffic with
multiple levels of importance, periodic and non-periodic traffic, precedence constraints, faulttolerance requirements and QoS requirements ranging from deterministic to probabilistic
guarantee. Being integrated means that the approach can handle the interfaces between, for
example, packet scheduling and resource allocation, local and distributed scheduling and static
scheduling and dynamic scheduling.
It is difficult to achieve results towards a system that is both comprehensive and integrated, given
the above scope and complexity. Nevertheless, it is necessary to discuss the assumptions made in
our analysis and what would happen if some of them were relaxed.
We assume that there are no overhead costs for performing switching functions, for example,
destination address look-up, fabric set-up time and queuing operations (sorting, inserting and
removing). Such delays are assumed to be zero in our analysis. If we assume that some initial
hardware configuration has been chosen and the delays introduced by the switch fabric are
bounded and known, such delays can easily be added as constants in the delay analysis. Moreover,
our end-to-end analysis concerns the time duration from the time instant at which a packet arrives
at the Ethernet layer in the source node to the time instant at which the packet arrives at the
Ethernet layer in the destination node. The delay introduced by each layer above the Ethernet
layers is not considered in our analysis.
Another important perspective that should be be addressed in embedded systems is dependability
[Izosimov et. al. 2002]. Solutions addressing dependability in communication systems include, for
example, retransmission mechanisms, error detecting and correcting mechanisms. We do not treat
retransmissions in our current analysis. If an erroneous frame occurs, the frame is regarded as
useless and we assume the application generates a new message. Possible future work would be to
extend our analysis by taking retransmissions into account.
In Part I, the approaches are exemplified using switched Ethernet. However, the general approach
is not limited to switched Ethernet networks, but can with modifications be adapted to other
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similar packet-switched networks. Based on our study of different packet-switched standards, it is
our belief that this adaption would be a fairly easy task.

7.3 Summary
In Part I, we have achieved promising results, including the analytical framework. Possible and
interesting future work includes extending these results to more sophisticated traffic
characteristics and network properties.
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Part ІI

Efficient Support for Short-Message Traffic
over Switched Ethernet Networks
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Chapter 8
Efficient User Services Support in Active Networks
In this chapter, we describe previous and ongoing research addressing the problem of providing
user services by using active networking and then proceed to state our research objectives and
evaluation methodology in Part II.

8.1 Related Work
In modern and future parallel and distributed applications and embedded systems, such as radar
signal processing systems, network equipment, In-Vehicle Networks (IVNs), automation industry
networks and control systems, there are several different types of communication traffic.
Examples are Barrier Synchronizations (BS), Global Reduction (GR), many-to-many
communication or other kinds of group communication, in which messages from one or more
senders are delivered to a large number of receivers [Jonsson 1999] [Teitelbaum 1998]
[Bergenhem et al. 2002] [Wang et al. 2006]. The length of these messages is often very short, but
the traffic volume may be very high [Weber et al. 1999]. For example, radar signal processing
algorithms generally work on relatively short vectors and small matrices, but at a fast pace and
with large sets of vectors and matrices. Even if incoming data from the antenna contain data in
three dimensions (channel, pulse and distance), it is quite easy to divide the data into small tasks
that can each be executed on a separate processing element in a parallel computer. Meanwhile, a
major fraction of such communication traffic requires time-deterministic transmission.
Together, these facts demand the use of standard networks (low cost) but with added intelligence
and support for the different services required in embedded networks, since support of such
services is very inefficient in today’s networks. For example, Ethernet has the limitation of high
protocol overhead, and therefore leads to low bandwidth utilization and poor overall network
performance, especially when dealing with short messages.
In recent years, these needs have received attention in the networking and parallel and distributed
computing research communities. Several attempts have been made to achieve a network suitable
for future parallel and distributed real-time systems. We present the related work according to two
main areas of focus. The first focus is on how to provide user services efficiently. The second
focus is active networking. We will discuss the two areas of focus individually. Observe that some
networks fall into both categories.

8.1.1 Specific User Services
Some work has been done on many-to-many communication [Ranka et al. 1995] [Yoon et al.
2002] [Baldi et al. 1997] [Sun et al. 1998] [Yang and Wang 2001] [Borodin et al. 1997], but has
thus far primarily been on the software level with algorithm solutions for scheduling, routing,
scalability, security etc. Work on the network level was proposed in [Jonsson 1999] [Jonsson et al.
1999] [Bergenhem and Jonsson 2002] [Koch et al. 2000], which differs significantly from the
strategies presented in this thesis. A reliable many-to-many communication protocol was
described in [Koch et al. 2000], but was intended for a wide-area ATM network. Results on a ring
network that supports spatial reuse of the bandwidth to allow for several simultaneously
transmissions in different segments of the network have been provided [Jonsson 1999] [Jonsson et
al. 1999] [Bergenhem and Jonsson 2002]. This proposed a pipelined fiber-ribbon ring network
supporting multiple communication services with real-time features, both pure data transfer and
services such as time deterministic acknowledgement, process synchronization and group
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communication. Together with the slotted real-time protocol, this is shown to be a good solution
for e.g. high performance signal processing applications. However, the work was not for meant
for standardized networks.
Standard network protocols do not normally reach very high utilization, especially in the case of
small messages. There have been several attempts to achieve lower latency and better bandwidth
utilization, such as reducing the network interface access time [Mukherjee and Hill 1998]
[Rzymianowicz et al. 1999]. However, the high performance network interface design only
alleviates, and does not overcome, the unsatisfying bandwidth characteristics of the small
messages. In addition, disadvantages in terms of higher costs are introduced.
A number of protocols and schemes have been proposed to improve the real-time capabilities of
switched Ethernet networks (see our discussion in Chapter 2). However, few of these efforts target
both real-time support and good performance for short-message traffic at the same time.

8.1.2 Active Networking
Active networking is a novel concept for providing application-specific functionality within the
network [Tennenhouse and Wetherall 2002]. The role of computations in traditional data
networks is limited, e.g. header processing in packet-switched networks and signaling in
connection-oriented networks. Active networks are active in the sense that the nodes or the
switches can perform customized computations on, and modify, the packet content flowing
through them. A good range of features and abilities can thus be achieved by this active device,
sometimes called an intelligent device.
There are mainly two distinct approaches to active networks, discrete and integrated. The
programmable switch is used in the discrete approach. When a packet arrives, its header is
examined and a program is dispatched to operate on its contents. The program actively processes
the packet, possibly changing its contents. In the integrated approach, every message is a program,
probably followed by user data.
Great research effort is being put into the development of active networking [Wetherall et al.
1998] [Yemini and Silva 1996] [Dharmalingam and Collier 2001]. An overview of the research
on active networking is given in [Tennenhouse et al. 1997]. However, most of these results are in
the form of software technology, such as the development of languages, compilers and platforms
suitable for an active network, and the development of middleware services to demonstrate active
network capabilities, and have mainly focused on offering application-specific functions.
The provision of communication services with active networking technology appears to be a
promising idea. Different research work shows how basic multicast control mechanisms may
benefit from the application of both capsules [Wetherall et al. 1998] and programmable switches
approaches [Farber et al. 1996]. The personal multicast is implemented in SwitchWare by a small
program that moves itself from SwitchWare switch to switch [Shoch and Hupp 1982], replicating
itself selectively to output ports to create a per-packet multicast. In particular, sophisticated
acknowledgement [Calderon et al. 1998] and congestion control [Faber 1998] mechanisms for
multicast communication are proposed. Support of heterogeneous group communication is
considered in [Metzler et al. 1999]. This paper describes an active networking for QoS support,
and the QoS support can even be adapted during run-time by having service modules dynamically
loaded into the network equipment.
There have been some efforts on active Ethernet switches for industry. EtherCAT [EtherCAT], an
Ethernet network from Beckhoff for control automation technology, is one attempt to use active
switches to overcome the system limitations of other Ethernet solutions [Jost 2003]. With
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EtherCAT technology, a newly developed FMMU (fieldbus memory management unit) in each
I/O terminal reads the data addressed to it when the Ethernet frame continues through the device.
Similarly, input data are inserted while the Ethernet frame passes through. With such an ‘on-thefly’ packet processing, the delay from the Ethernet node to the actual I/O or drive controller is
limited to a few nanoseconds. However, EtherCAT still does not overcome the inefficient
bandwidth utilization caused by short messages.
Some research has been done with the similar idea of enhancing the switch with some intelligence,
such as adding deadline-sorting in Ethernet switches to support guarantees for real-time traffic
[Hoang et al. 2002]. However, the work does not treat guaranteed deadline and performance
improvement for real-time short message at the same time
The subject of combining switches is a heavy research area in parallel computing to avoid system
bottlenecks, such as contention of hot spots [Dickey and Percus 1992] [Lee et al. 1986]. With
message combining, the transmission overhead costs are spread over larger combined payloads.
Simulation results show that combining switches gives a significant improvement in avoiding the
effect of hot spots under the distributed-shared-memory paradigm, where messages are relatively
small. Even in larger systems and under a severe hot spot, message combining is beneficial and
succeeds in significantly reducing average latency [Katsinis 2004].

8.2 Research Objectives
The discussion in Section 8.1 demonstrates that most of the previous proposed networks that are
commercially available or have been reported in the research literature fail to offer real-time
services or do not provide a mechanism to improve transmission efficiency for short messages.
This motivates us to find more satisfying communication solutions addressing both efficiency and
time constraints at the same time. Since switched Ethernet is a good candidate for parallel
processing systems, including clusters of workstations, we will develop methods over switched
Ethernet to achieve this goal.
Thus, our research objective in Part II is to develop active switched Ethernet networks to
efficiently support real-time short message traffic.
Specifically, our approach is to use the technique of message combining in the end-node and the
switch to minimize the communication overheads and improve performance. Since standard
switched Ethernet does not provide support for message merging, we need to add a dedicated
protocol layer. This approach introduces a challenge in the real-time analysis, in the sense that
there will be extra queuing mechanisms that must be accounted for in the schedulability analysis.
Since one of our design objectives in Part II is high performance communication, our evaluation
methodology is to calculate the performance improvement in terms of data utilization, latency and
short message rate. For the real-time analysis in Part II, we will use simulations to evaluate the
average performance of our analysis.
The rest of Part II is organized as follows. In Chapter 9, we will apply the message merging
technique to a network with only one real-time application using a many-to-many communication
pattern. For this type of application, knowledge of the data source and destinations allows the
protocol layers to be simpler. Chapter 10 extends our study to networks running several types of
real-time applications, where large volume short messages can be mixed with real-time traffic of
varying sizes. To that end, the protocol layer should be extended to deal with heterogeneous realtime traffic. Chapter 11 concludes this part.
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Chapter 9
Real-time Many-to-Many Communication
In this chapter, we will study how to use the technique of message combining to improve the
communication performance for real-time many-to-many traffic over switched Ethernet. The
chapter is organized as follows. Section 9.1 describes the network architecture. Section 9.2
presents the many-to-many traffic handling. A comparative performance analysis is given in
Section 9.3. Section 9.4 describes how to offer real-time support for such traffic, and the chapter
is concluded in Section 9.5.

9.1 Network Architecture
We consider a network with a star topology, where every node is connected to other nodes via the
switch, as shown in Figure 9.1. The switch establishes a direct logical line of communication
between two end nodes for each frame and maintains multiple simultaneous links between various
ports. According to the switched Ethernet standard, each physical link is a duplex link that can
carry traffic in both directions simultaneously. However, for easy understanding, we decompose
each duplex link into two unidirectional links in the figures.
The switch is of the store-and-forward type, which can generally be decomposed into three main
components: the queuing model, the control logic and the switch fabric [Phipps 1999] [Seifert
2000]. The queuing model refers to the buffering and the congestion mechanisms located in the
switch, the control logic refers to the decision making process within the switch and the switch
fabric moves data from input port to output port. As shown in Figure 9.1, we assume an output
buffered switch in the description below, but an equivalent input buffered switch architecture,
such as Virtual Output Queuing (VOQ), is also feasible.

9.2 Traffic Handling
Many-to-many communication can generally be described as more than one source node sending
out data at the same time, and every source node sending data to more than one destination node,
as shown in Figure 9.2. Here, personalized communication is considered, which means that the
source node sends out different messages to different destination nodes [Fan et al. 2004].
In a standard switched Ethernet, many-to-many traffic is handled such that, once the switch
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receives a message from a source node, it sends to the destination node immediately. That means
that separate messages are sent between each source/destination pair.
To improve transmission performance, we propose an intelligent switched Ethernet network. In
our proposed network, the many-to-many communication is divided into two phases: phase 1,
when all the sending nodes send data to the switch and the switch stores the incoming data, and
phase 2, when the switch sends the reorganized data to the destination nodes. With the intelligent
switch, several messages from the same source node in phase 1 or with the same destination node
in phase 2 can be included in the same Ethernet frame if the length limit of the Ethernet standard
allows this. For the same amount of data, less overhead (header information) is added using the
intelligent switch as compared to using the standard switch. The intelligent switch can thus offer
higher performance, which will be verified by the analysis in Section 9.3.

9.3 Performance Evaluation
In this section, we will compare the performance in the networks using a standard switch and a
network using an intelligent switch. We will first describe the assumptions and parameters used in
the evaluation, then derive the performance evaluation metrics (data utilization and latency), and
finally end the section with an analysis and discussion of the results.

9.3.1 Parameters and Assumptions
Our analysis is made for a full-duplex switched fast Ethernet network (100 Mbits/s). For
simplicity, we assume that all end-nodes are clock synchronized and that every node starts
sending data at the same time and sends to all other nodes except itself.
We will use the data matrix concept to represent many-to-many traffic. The elements in the data
matrix have the same length. The data matrix can be viewed according to the following. During
the sending phase, each node is responsible for sending a number of rows to all the other nodes,
while during the receiving phase, each node is responsible for receiving a number of columns
from all the other nodes. In other words, the rows of the data matrix show the data to the switch,
while the columns of the data matrix show the data from the switch. The many-to-many
communication data matrixes and some related parameters are shown in Figure 9.3 and defined in
Table 9.1.
Figure 9.3(a) shows the case in which each end-node is responsible for the same amount of traffic
(M/N is an integer). For example, the data matrix has 36 elements (M×M) and three nodes (N) are
involved in the communication. Hence, each node sends out 4 data elements (M×M/N) to every
other node.
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(a)

(b)
Figure 9.3. Data matrix of many-to-many communication (a) M=6, N=3 and (b) M=6, N=4
N
Number of participating end-nodes in a many-to-many communication session
M
Number of data elements per row/column of the data matrix
E
Length (in bytes) of each data element
Table 9.1. Notations used in describing the data matrix
Figure 9.3(b) shows the case in which each end-node is not responsible for the same amount of
traffic (M/N is not an integer). Specifically, the size of the data matrix is the same while there are
4 nodes involved in the communication. Hence, node 1 and node 2 will each be responsible for 4
data elements, while node 3 and node 4 will each be responsible for only 2 data elements.

9.3.2 Data Utilization
First, we will analyze the data utilization. The parameters used for the data utilization analysis are
explained in Table 9.2.
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A
B
NB
NA
PBO1
LBO1
PBO2
LBO2
DAHBO1
DAHBO2
DAHBO
PAO1
LAO1
PAO2
LAO2
DAHAO1
DAHAO2
DAHAO
UO
PBI
LBI
DAHBI
PAI
LAI
DAHAI
UI

A set including the nodes that are each responsible for M div N rows/columns of elements
in the data matrix
A set including the nodes each responsible for more than M div N rows/columns of
elements in the data matrix
Number of end-nodes in set B
Number of end-nodes in set A
Number of frames (1468 bytes data) transmitted from each node in set B to another node in
set B
Length of the data in the last frame transmitted from each node in set B to another node in
set B (in bytes)
Number of frames (1468 bytes data) transmitted from each node in set B to another node in
set A
Length (in bytes) of the data in the last frame transmitted from each node in set B to another
node in set A
Total amount of traffic (data and header) from one node in set B to another node in set B
Total amount of traffic (data and header) from one node in set B to another node in set A
Total amount of traffic (data and header) from one node in set B to all other nodes over a
standard switched Ethernet network
Number of frames (1468 bytes data) transmitted from each node in set A to another node in
set B
Length of the data in the last frame transmitted from each node in set A to another node in
set B (in bytes)
Number of frames (1468 bytes data) transmitted from each node in set A to another node in
set A
Length of the data in the last frame transmitted from each node in set A to another node in
set A (in bytes)
Total amount of traffic (data and header) from one node in set A to another node in set B
Total amount of traffic (data and header) from one node in set A to another node in set A
Total amount of traffic (data and header) from one node in set A to all other nodes over a
standard switched Ethernet network
Data utilization of the whole many-to-many communication over a standard switched
Ethernet network
Number of frames (1468 bytes data) transmitted from each node in set B to all other nodes
Length of the data in the last frame transmitted from each node in set B to all other nodes
(in bytes)
Total amount of traffic (data and header) from one node in set B to all other nodes over an
intelligent switched Ethernet network
Number of frames (1468 bytes data) transmitted from each node in set A to all other nodes
Length of the data in the last frame transmitted from each node in set B to all other nodes
(in bytes)
Total amount of traffic (data and header) from one node in set A to all other nodes over an
intelligent switched Ethernet network
Data utilization of the whole many-to-many communication over the intelligent switched
Ethernet network

Table 9.2. Notations used in describing the data utilization analysis
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Figure 9.4. Data frame, (a) without pad and (b) with pad
Definition 9.1 The data utilization in percentage is defined as the time that the network is used to
transfer pure many-to-many data divided by the time that the network is used to transfer many-tomany messages (data and protocol overhead).
The data utilization is highly dependent on the relative amount of header information (we include,
e.g frame check sequence and inter-frame gap in the term header). To calculate the utilization, we
consider the IEEE 802.3 MAC header, inter-frame gap (12 bytes), LLC header (4 bytes), IP
header (20 bytes) and UDP header (8 bytes). The length of the MAC header varies relative to the
length of the UDP data. When the UDP data are not less than 14 bytes, the MAC header is 70
bytes (Figure 9.4a). Otherwise a pad field is added to the header to meet the minimum frame size
required by IEEE 802.3; thus the whole frame header should be 84 bytes minus the length of the
UDP data (Figure 9.4b). The maximum length of the UDP data field in an Ethernet frame is 1468
bytes, following the IEEE 802.3 standard, which permits a maximum frame length of 1538 bytes.
The idea in our analysis is first to divide a data matrix into several parts, then to calculate the total
amount of traffic (data and header) for each part and finally to derive the data utilization
according to its definition. For this purpose, we will divide the nodes into two sets: set A and set B.
Set A includes the nodes that are each responsible for M div N of rows/columns of elements in the
data matrix, and set B includes the nodes each responsible for more than M div N of rows/columns
of elements in the data matrix. The number of nodes in set A and set B, NA and NB, are calculated
as:

N A = N − M mod N
N B = M mod N

(9.1)
(9.2)

The data utilization for a network using a standard switch is derived by Equations 9.3-9.17 and
results in UO. Note that, in a network using a standard switch, many-to-many communication can
be viewed as a number of one-to-one communications. Thus, we will derive the total amount of
traffic (data and header) for each one-to-one communication. All one-to-one communication can
be divided into four classes: data from a node in set B to a node in set B, and data from a node in
set B to a node in set A, data from a node in set A to a node in set B, and data from a node in set A
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to a node in set A. Figure 9.4 demonstrates that the amount of overhead is up to the length of the
data field. In consequence, for each one-to-one communication, we need to calculate the number
of full-sized frames and the length of the data field in the last frame.
For example, to derive the total amount of traffic from one node in set B to another node in set B,
we first calculate the number of full-sized frames, PBO1, and the length of the data field in the last
frame, LBO1, respectively:

(
)
= ((MdivN + 1) E )mod 1468

PBO1 = (MdivN + 1) E div1468
LBO1

2

(9.3)

2

(9.4)

The total amount of traffic for a one-to-one communication belonging to this class, DAHBO1, is
then derived as:

DAH BO1

1538 ⋅ PBO1 ,

= 1538 ⋅ PBO1 + 84,
1538 ⋅ P + 70 + L ,
BO 1
BO 1


LBO1 = 0
0 < LBO1 < 14

(9.5)

14 ≤ LBO1 ≤ 1468

Similarly, the total amount of traffic for a one-to-one communication belonging to the other
classes, DAHBO2, DAHAO1 and DAHAO1, are derived by Equation 9.8, Equation 9.12 and Equation
9.15.
PBO 2 = ((MdivN )(MdivN + 1)E )div1468

(9.6)

LBO 2 = ((MdivN )(MdivN + 1)E ) mod 1468

(9.7)

DAH BO 2

1538 ⋅ PBO 2 ,

= 1538 ⋅ PBO 2 + 84,
1538 ⋅ P + 70 + L ,
BO 2
BO 2


LBO 2 = 0
0 < LBO 2 < 14

(9.8)

14 ≤ LBO 2 ≤ 1468

DAH BO = DAH BO1 ⋅ max ((N B − 1),0 ) + DAH BO 2 ⋅ N A

(9.9)

PAO1 = ((MdivN )(MdivN + 1)E )div1468

(9.10)

LAO1 = ((MdivN )(MdivN + 1)E ) mod 1468

(9.11)

DAH AO1

1538 ⋅ PAO1 ,

= 1538 ⋅ PAO1 + 84,
1538 ⋅ P + 70 + L ,
AO 1
AO 1


LAO1 = 0
0 < LAO1 < 14
14 ≤ LAO1 ≤ 1468

(
)
= ((MdivN ) E )mod 1468

PAO 2 = (MdivN ) E div1468
LAO 2

DAH AO 2

(9.12)

2

(9.13)

2

(9.14)

1538 ⋅ PAO 2 ,

= 1538 ⋅ PAO 2 + 84,
1538 ⋅ P + 70 + L ,
AO 2
AO 2


LAO1 = 0
0 < LAO 2 < 14
14 ≤ LAO 2 ≤ 1468

DAH AO = DAH AO1 ⋅ N B + DAH AO 2 ⋅ (N A − 1)
Finally, the data utilization for a network using a standard switch can be derived:
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(9.15)

(9.16)

M ⋅ M ⋅ E − (MdivN + 1) ⋅ E ⋅ N B − (MdivN ) ⋅ E ⋅ N A
DAH AO ⋅ N A + DAH BO ⋅ N B
2

UO =

2

(9.17)

Now we will analyze the data utilization for a network using our proposed intelligent switch, as
derived by Equations 9.18-9.24 and resulting in UI.
With an intelligent switch, many-to-many communication can be viewed as a number of one-tomany communications during phase 1 or a number of many-to-one communications during phase
2. Each one-to-many communication can be divided into two classes: data from a node in set B to
all other nodes and data from a node in set A to all other nodes.
The total amount of traffic (data and header) from a node in set B to all other nodes are derived by
Equations 9.18 - 9.20.

((
))
= ((M (MdivN + 1) − (MdivN + 1) )E )mod 1468

PBI = M (MdivN + 1) − (MdivN + 1) E div1468
LBI

DAH BI

1538 ⋅ PBI ,

= 1538 ⋅ PBI + 84,
1538 ⋅ P + 70 + L ,
BI
BI


2

(9.18)

2

(9.19)

LBI = 0
0 < LBI < 14

(9.20)

14 ≤ LBI ≤ 1468

Similarly, the total amount of traffic (data and header) from a node in set A to all other nodes is
derived by Equation 9.21-Equation 9.23.

PAI = ((MdivN (M − MdivN ))E )div1468

(9.21)

LAI = ((MdivN (M − MdivN ))E ) mod 1468

(9.22)

DAH AI

1538 ⋅ PAI ,

= 1538 ⋅ PAI + 84,
1538 ⋅ P + 70 + L ,
AI
AI


L AI = 0
0 < LAI < 14

(9.23)

14 ≤ LAI ≤ 1468

Finally, the data utilization for a network using an intelligent switch can be derived as:
M ⋅ M ⋅ E − (MdivN + 1) ⋅ E ⋅ N B − (MdivN ) ⋅ E ⋅ N A
DAH A ⋅ N A + DAH B ⋅ N B
2

UI =

2

(9.24)

9.3.3 Latency
Another important performance metric to illustrate network performance is latency, which is the
time that elapses from the time at which the message transmission is initiated until the message is
received at the destination node. This general definition of latency is vague and can be interpreted
in different ways [Duato et al. 2002].

Definition 9.2 The latency (in µs) for many-to-many communication traffic is the time that
elapses from the time at which the many-to-many message header is injected into the network in
the source node until all the destination nodes involved in the many-to-many communication have
received the last unit of the message.
Note that in this section, latency is defined for collective communication operations, thus the
latency of individual message is not important. The total amount of traffic injected by each node
to the switch/the total amount of traffic received by each node from the switch is of importance
for the many-to-many communication latency calculation. Recall that the traffic may be unevenly
distributed. Hence, the nodes responsible for less traffic than some other nodes are not interesting
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C

A set including all nodes if M/N is an integer, otherwise including the nodes that are each
responsible for more than MdivN of rows/columns of elements in the data matrix
NC Number of end-nodes in set C
PO1 Number of frames (1468 bytes data) transmitted from each node in set C to another node in set
C
LO1 Length of the data in the last frame transmitted from each node in set C to another node in set C
(in bytes)
PO2 Number of frames (1468 bytes data) transmitted from each node in set C to another node not in
set C
LO2 Length of the data in the last frame transmitted from each node in set C to another node not in
set C (in bytes)
Q1 Length of the data and header from each node in set C to all other nodes in set C (in bytes)
Q2 Length of the data and header from each node in set C to all nodes not in set C (in bytes)
PI Number of frames (1468 bytes data) transmitted from each node in set C to all other end nodes
LI Length of the data in the last frame transmitted from each node in set C to all other nodes (in
bytes)
Q
Length of the data and header from each node in set C to all other nodes (in bytes)
Tprop Maximum propagation delay over a link between an end-node and the switch (in s)
Tct Corner-turn delay inside the intelligent switch (in s)
T1 The whole many-to-many traffic transmission delay from the source nodes to the switch (in s)
T2 The whole many-to-many traffic transmission delay from the switch to the destination nodes
(in s)
TO Latency experienced by the whole many-to-many traffic over a standard switched Ethernet
network (in s)
TI Latency experienced by the whole many-to-many traffic over an intelligent switched Ethernet
network (in s)
R
Bit rate of a physical link (in bits/s)
Table 9.3. Notations used in describing the latency analysis
in the latency calculation. For this purpose, we need to define set C, which includes all nodes if
M/N is an integer, otherwise including the nodes that are each responsible for more than M div N
of rows/columns of elements in the data matrix. NC, the number of nodes in set C, is calculated as:
N ,
NC = 
 M mod N ,

M mod N = 0

(9.25)

M mod N ≠ 0

The latency analysis for a network using a standard switch is derived by Equations 9.26-9.35,
resulting in TO. The parameters used in the latency calculation are defined in Table 9.3.
First, we will derive the amount of traffic (data and header), Q1, injected by each node in Set C to
other nodes in set C:
(M 2 / N 2 E )div1468,
PO1 = 
 (MdivN + 1)2 E div1468,

(

)

(M 2 / N 2 E ) mod 1468,
LO1 = 
 (MdivN + 1)2 E mod 1468,

(

)
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M mod N = 0
M mod N ≠ 0
M mod N = 0
M mod N ≠ 0

(9.26)

(9.27)

1538 ⋅ PO1 ( N C − 1),

Q1 = (1538 ⋅ PO1 + 84 )( N C − 1),
(1538 ⋅ P + 70 + L )( N − 1),
O1
O1
C


LO1 = 0
0 < LO1 < 14

(9.28)

14 ≤ LO1 ≤ 1468

Similarly, we derive the amount of traffic (data and header), Q2, injected by each node in set C to
other nodes not in set C:
PO 2 = ((MdivN )(MdivN + 1)E )div1468

(9.29)

LO 2 = ((MdivN )(MdivN + 1)E ) mod 1468

(9.30)

1538 ⋅ PO 2 ( N − N C ),

Q2 = (1538 ⋅ PO 2 + 84 )( N − N C ),
(1538 ⋅ P + 70 + L )( N − N ),
O2
O2
C


LO 2 = 0
0 < LO 2 < 14

(9.31)

14 ≤ LO 2 ≤ 1468

Then, the total amount of traffic (data and header), Q, injected by each node in set C is:

Q = Q1 + Q2

(9.32)

The latency in phase 1, T1, can be derived as:

T1 = 8 ⋅ Q / R

(9.33)

Similarly, the latency in phase 2, T2, can be derived as:

T2 = 8 ⋅ Q / R

(9.34)

Hence, the latency for the many-to-many communication in the network using a standard switch,
TO, is:
TO = 2 ⋅ T prop + T1 + T2

(9.35)

Recall that a switch operating in store-and-forward mode means that the outgoing physical links
from the switch can be utilized as soon as a packet is fully received by the switch. Thus, the
derivation in Equation 9.35 is pessimistic. It is difficult to avoid such pessimism, however,
because of the complexity of the many-to-many communication pattern.
The latency for a network using an intelligent switch is derived by Equations 9.36-9.41, resulting
in TI.
Since an intelligent switch provides the message combination functionality, we can directly derive
the total amount of traffic (data and header), Q, injected by each node in Set C:

(M 2 ⋅ (N − 1) / N 2 ⋅ E )div1468,
PI = 
((MdivN + 1) ⋅ (M − MdivN − 1) ⋅ E )div1468,
(M 2 ⋅ (N − 1) / N 2 ⋅ E ) mod 1468,
LI = 
((MdivN + 1) ⋅ (M − MdivN − 1) ⋅ E ) mod 1468,
1538 ⋅ PI ,

Q = (1538 ⋅ PI + 84),
(1538 ⋅ P + 70 + L ),
I
I


M mod N = 0
M mod N ≠ 0
M mod N = 0
M mod N ≠ 0

(9.37)

LI = 0

0 < LI < 14
14 ≤ LI ≤ 1468

Hence, the latency for the many-to-many communication during phase 1, T1, is
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(9.36)

(9.38)

T1 = 8 ⋅ Q / R

(9.39)

and the latency for the many-to-many communication during phase 2, T2, is

T2 = 8 ⋅ Q / R

(9.40)

Recall that the intelligent switch processes the packets instead of blindly routing them. Besides
the transmission delay during phases 1 and 2, and the propagation delay over a physical link, Tprop,
we therefore also acount for the corner-turn delay in the intelligent switch in the calculation of TI.
TI = 2 ⋅ T prop + T1 + T2 + Tct

(9.41)

9.3.4 Results and Analysis
The comparison analysis, covering both standard and intelligent switched Ethernet networks with
different parameters, is plotted in Figures 9.5 (data utilization) and Figure 9.6 (latency).
In our analysis, the length of each data element, E, is assumed to be 8 bytes, the propagation delay
over a physical link, Tprop, is assumed to be 0.5 µs and the corner-turn delay, Tct, is assumed to be
1 µs, since the corner-turn is also done during reception in parallel with the other latency and the 1
µs here is only the delay of arranging the last received data and initiating transmission. A
sufficiently powerful processor is assumed to reside in the intelligent switch. In the case of manyto-many communication, the task is only to copy the incoming data into memory in a rearranged
but regular order. A microprocessor can handle such low complexity data rearrangements.
The following points can be observed from these results:
(1) The intelligent switch gives better performance (higher data utilization and lower latency) than
the standard switch in nearly every case, because the corner-turn process done by the intelligent
switch adds less header overhead to the data than a standard switch, as explained in Section 9.2.
The performance improvement is obvious, e.g., when N is 32 and M is 64, the data utilization for
the case using an intelligent switch is two times higher than that for the case using a standard
switch, and the latency of the intelligent switch case is only 50 %, of that of a standard switch.
(2) There is a trend toward increasing data utilization for both ordinary and intelligent switches as
the traffic increases, arriving at peak values higher than 90 %. Sudden decreases occasionally
happen on the curves, which are caused by the short frames (Figure 9.4(b)) having a pad field
whose utilizations are lower than 17 %.
(3) There is a trend toward increasing latency for both standard and intelligent switches as the
traffic increases. The sudden increases on the curves take place when the increase in M makes a
node i responsible for one row more (column after the corner-turn) in the matrix than the other
nodes. In this case, the many-to-many communication does not finish until the traffic related to
node i finishes. A relatively stable period of increase takes place after a sudden increase, starting
at the point when only one such node i exists and ending at the point when each node is
responsible for the same amount of data (M/N is an integer), which is marked on the curves and
shown in Figure 9.5(a). A next sudden increase then happens, because the change in M makes
such a node i appear again. The different amount of the increased traffic makes the different
degree of increase (sudden or stable) in the analysis figures.
(4) In contrast to the stair-like latency curves, the utilization curves are smoother, because we
assume that the unused bandwidth left by many-to-many traffic when waiting for the last node(s)
to finish can be used by other kinds of traffic, e.g. non-real-time traffic. When M/N is not an
integer, there exists at least one such node i that is responsible for more traffic than the other
nodes.
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Figure 9.5. Utilization as a function M (a) 8 nodes (b) 32 nodes (c) 128 nodes

9.4 Real-Time Support
On the basis of the same network architecture as described above, we will extend our discussion
about how to provide real-time guarantees for many-to-many traffic. The general real-time
terminology and concepts presented in Chapter 3 still hold here.
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Figure 9.6. Latency as a function of M: (a) 8 nodes (b) 32 nodes (c) 128 nodes
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Figure 9.7. Layers and output queues
9.4.1 Protocols and Architecture
We consider a network with a number of end nodes, Nnode, and a switch. A software layer (RT
layer) is added to both the switch and the end-nodes to support guarantees for periodic real-time
traffic. All nodes are connected to the switch, and nodes can communicate with each other over
logical real-time channels (RT channels), each being a virtual connection between two nodes in
the system.
The implementation of real-time support for many-to-many traffic is shown in Figure 9.7, the
many-to-many layer is on top of the UDP and the many-to-many frames can be put in the RT
traffic queue. After the switch has reorganized these many-to-many real-time frames coming from
the source nodes, it sends out the reorganized frames to the destination nodes.
The function of, and interaction with, the RT layer is explained below.
(i) When an application wants to set up an RT channel for real-time many-to-many traffic
delivery, it interacts directly with the RT layer.
(ii) The RT layer then sends a question to the RT channel management software in the switch.
(iii) Outgoing real-time many-to-many traffic from an end-node uses UDP and is put in a
deadline-sorted queue in the RT layer.
(iv) Outgoing non-real-time traffic from the end-node typically uses TCP and is put in an FCFSsorted queue in the RT layer.
(v) In the same way, there are also two different output queues for each port in the switch.

9.4.2 Many-to-Many Real-Time Communication
For ease of reference, the notations used in the real-time analysis in this chapter are summarized
in Table 9.4.
There can be several many-to-many operation in the network. For the many-to-many operation
with index i, the number of source nodes is expressed by Nsourcei and the number of destination
nodes is expressed by Ndesti.
Definition 9.3 An RT channel, τ1i,k, is a real-time channel allocated for a many-to-many operation
with index i from source node k to the switch, which is characterized by:
{Tperiod,i, C1i,k, TD1,i,k }

(9.42)
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where Tperiod,i (in s) is the minimum interval of traffic released by the many-to-many operation
with index i, C1i,k (in bits) is the maximum amount of many-to-many traffic (data and header) per
period from source node k to the switch and TD1,i,k is the relative deadline used for EDFscheduling in source node k.

Definition 9.4 An RT channel, τ2i,k, is a real-time channel allocated for a many-to-many operation
from the switch to destination node k, which is characterized by:
{Tperiod,i, C2i,k, TD2,i,k }

(9.43)

where Tperiod,i,k (in s) is the minimum interval of traffic released by the many-to-many operation
with index i, C2i,k (in bits) is the maximum amount of many-to-many traffic (data and header) per
period from the switch to destination node k and TD2,i,k is the relative deadline used for EDFscheduling in the switch.
Note that C1i,k and C2i,k may have different values, for instance, when there are fewer source
nodes than destination nodes.
The application specifies the end-to-end deadline for a many-to-many operation with index i, Tdl,i,
and requires that even in the worst case, the end-to-end delay cannot exceed Tdl,i, that is,
Te2edelay,i = Tdl,i

(9.44)

The worst-case end-to-end deadline, Te2edelay,i, is calculated by:

Te 2 edelay ,i = max (TD1,i ,k ) + max (TD 2,i ,k ) + 2 ⋅ T prop + Tnode + Tswitch + Tct
Nsourcei

Ndesti

k =1

k =1

(9.45)

where Tprop and Tct are explained in Section 9.3 and Tnode and Tswitch are the worst-case delay for a
frame at the head of the real-time queue to access the outgoing link from a source node or from a
switch port, respectively, since we cannot interrupt the transmission of frames that have been
stored in the NIC (Network Interface Card) or the transmission of frames on a physical link.
Given the values of the other delay parameters from the network configuration or application’s
QoS requirements, TD1,i,k and TD2,I,k can be derived according to Equation 9.45. Equation 9.45
indicates that the derivation can be done in different ways. For example, TD1,i,k and TD2,i,k,
respectively, can vary between RT-channels for different physical links for the many-to-many
operation with index i. In our simulation, we choose a simple way, letting all TD1,i,k (1 ≤ k ≤
Nsourcei) and all TD2,i,k (1 ≤ k ≤ Ndesti) have the same value.

9.4.3 Schedulability Analysis
As mentioned above, we use EDF [Liu and Layland 1973] as the schedule algorithm for both the
switch and the end-nodes.
The feasibility test of accepting a new connection (admission control) is done in two steps,
utilization constraint and workload constraint, each step being a test of its own.
First, the utilization of the physical link with link rate Rnodek (bits/s) from source node k to the
switch, Unodek, and the utilization of the physical link with link rate Rswik (bits/s) from the switch
to destination node k, Uswik, must be less than or equal to 100%, that is,

C1i ,k
Unodek = ∑ 
T
 period ,i Rnodek

C 2 i ,k
Uswik = ∑ 
T
 period ,i Rswik


 ≤ 100%




 ≤ 100%
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(9.46)

Nnode
Rnodek
Rswik
Nsourcei
Ndesti
τ1i,k

The number of end nodes in the network
The rate of the physical link from source node k (bits/s)
The rate of the physical link from the switch to destination node k (bits/s)
The number of destination nodes involved in many-to-many operation with index i
the number of source nodes involved in many-to-many operation with index i
A real-time channel allocated for a many-to-many operation with index i from source
node, k, to the switch
τ2i,k
A real-time channel allocated for a many-to-many operation with index i from the
switch to destination node, k
Tperiod,i
The period of traffic released by many-to-many operation with index i (s)
C1i,k
The amount of traffic (data and header) per period belonging to τ1i,k (bits)
C2i,k
The amount of traffic (data and header) per period belonging to τ2i,k (bits)
Tdl,i
The end-to-end relative deadline of many-to-many operation with index i (s)
TD1,i,k
The relative deadline of τ1i,k in the source node (s)
TD2,ik
The relative deadline of τ2i,k at the switch output port (s)
Tprop
The maximum propagation delay over a link between two network elements (endnode or the switch) (s)
Tct
The delay for the intelligent switch to rearrange the many-to-many traffic (s)
Tswitch
The delay for a frame at the head of the output queue to access the outgoing link from
a source node because of the non-preemptive nature (s)
The delay for a frame at the head of the output queue to access the outgoing link from
Tnode
a switch port because of the non-preemptive nature (s)
Te2edelay,i
The end-to-end worst-case delay of many-to-many operation with index i (s)
Unodek
Utilization of the link from source node k to the switch
Uswik
Utilization of the link from the switch to destination node k
Wnodek(0, t) The total traffic volume of messages released by the real-time channels originating
from source node k during time interval [0,t). (bits)
Wswik(0, t) The total traffic volume of messages released by the real-time channels from switch to
destination node k during time interval [0,t). (bits)
BP(Γ)
The length of the synchronous busy period for channel set Γ (s)

Table 9.4. Notations used in real-time analysis for many-to-many traffic
Before describing the second step of the feasibility test, we establish the following definitions.
Recall that the synchronous pattern is the critical instant. Hence, the feasibility analysis is based
on the synchronous pattern and, without loss of generality, we assume that the busy period starts
at time instance 0.

Definition 9.5 The workload Wnodek(0, t) (in bits) for a set of real-time channels originating from
the deadline sorted queue in node k is the total traffic volume of the messages with an absolute
deadline less than or equal to t (assuming the busy period starts at time instant 0), that is,
  t − TD1,i ,k  
 ⋅ C1i ,k .
Wnodek (t ) = ∑ 1 + 
  T period ,i  

 
Definition 9.6 The workload Wswik(0, t) (in bits) for a set of real-time channels traversing the
deadline sorted queue at port k of the switch is the total traffic volume of the messages with an
absolute deadline less than or equal to t (assuming the busy period starts at time instant 0), that is,
  t − TD 2,i ,k  
 ⋅ C 2 i ,k .
Wswik (t ) = ∑ 1 + 
  T period ,i  
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The second constraint is that the workload must be less than or equal to t for all values of t
[Stankovic et al. 1998], that is,

for ∀t ∈ max (TD1,i ,k ), BP (Γ ), Wnodek (t ) / Rnodek ≤ t
 k

for ∀t ∈ max (TD 2,i ,k ), BP (Γ ), Wswik (t ) / Rswik ≤ t
 k


(9.47)

If the above utilization constraints and the workload constraints are met, the network guarantees
delivery of each real-time message within its deadline.

9.5 Summary
In this chapter, we have proposed a solution for efficient many-to-many communication over
switched Ethernet. The performance of using a standard switch and an intelligent switch is
compared, and comparison analysis shows that an intelligent switch handling many-to-many
communication can give better performance (shorter latency and higher utilization) than a
standard switch. Furthermore, we also extend the network to serve many-to-many traffic with
real-time demands by adding a thin software layer to the intelligent Ethernet switch and the endnodes. Earliest Deadline First (EDF) scheduling is used.

94

Chapter 10
Large Volume of Real-Time Short Message Traffic
In this chapter, we propose a solution to efficiently support real-time short message
communication over switched Ethernet.
The chapter is organized as follows. Section 10.1 presents the parallel computing services. The
efficient support for high trafficvolumes, short message transmission is described in Section 10.2.
In Section 10.3, the method of providing real-time services for short message is described. The
simulation analysis is reported in Section 10.4. Finally, Section 10.5 offers conclusions.

10.1 Specific User Services
Parallel and distributed processing systems involve a large amount of global data movement, often
consisting of a high fraction of short messages. Process control systems are also good examples of
systems with large amounts of short messages.
Data movement operations are often applied to different dimensions of data arrays, for example
sending a single datum to many other processors for use in a computation, array summation,
determining the maximum and minimum values of an array, rearrangement of data for different
purposes such as transposing a matrix or rotating data blocks and exchanging data in certain
dimensions. In addition, control operations, such as Barrier Synchronization (BS) and Global
Reduction (GR), are an essential part of parallel processing. BS is an operation to control the flow
of processes in a distributed processing system. A logical point in a control flow of an algorithm is
defined, at which all processes in a processing group must arrive before any of the processes in
the group are allowed to proceed further. GR is similar to BS, where data are collected from
distributed processes when they signal their arrival at the synchronization point. A global
operation, for example sum, product or a logical operation, is performed on the collected data by
the switch. At the end of the GR, all participating nodes have access to the same data.
The communication patterns used in such global data movement and process control systems
usually have very short messages, while the traffic volume is very high. In the following sections,
we will study how to use an active switched Ethernet network concept to provide efficient
transmission support to high traffic volumes of short messages [Fan and Jonsson 2004].

10.2 Efficient Short Message Traffic Support
10.2.1 Protocol Definition
We consider a network with a star topology, where every node is connected to other nodes via the
switch. The switch is of the store-and-forward type.
In a network with a standard Ethernet switch, when a BS point is encountered in the application
program running in a node, the node sends the encountered BS-ID to the switch. The switch
collects the BS messages in an internal table until all the nodes in the BS group have reached the
BS point. The switch will then send to all the participating nodes, notifying them to proceed. For
GR, the switch performs the required operation on the GR data collected from the participating
nodes, and sends the calculation result to all of them. The other parallel processing operations are
performed in a similar way.
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Ethernet Header (LLC)
18

Ethernet data
0-1496
Parallel processing data
0-1453

Parallel processing header 1-43

Number of
mini-msgs
1

Offset #1
2

Offset #2
2

...

Offset #Q
2

Frame check
4

#1
ServiceID
1

#1
GroupID
1

#1 SeqNo.
1

#1
data length
1

Mini-frame format

#1
data
0-64

...

Other miniframes

Figure 10.1. Format of the mini-frame combined Ethernet frame. The number in each field
gives the size of the field measured in bytes
Assigned Value
1
2
3
4
5
6

Service Type
BS
Global sum
Global Multiplication
Global Min
Global Max
Corner-turn

Assigned Value
7
8
9
10
11
0, 12-255

Service Type
Logical OR
Logical AND
Exclusive OR
Multicast
Gather
Reserved for other services

Table 10.1. The value assigned to the parallel processing services
To obtain efficient transmission and reduce the overhead of such short message traffic, we will
enhance the Ethernet switch with a combining function, that is, a number of mini-frames (the term
“mini-frame” is used with the same meaning as “short message” in this thesis) are combined into
one Ethernet frame before transmission.
The content of a short message combined Ethernet frame is shown in Figure 10.1. A combined
frame consists of the Ethernet header (LLC header), a parallel processing header and parallel
processing data in the mini-frames. The first byte in the parallel processing header indicates the
number of mini-frames in the Ethernet frame, while each of the following 2-byte offset fields
indicates the start position of the related parallel processing data in the Ethernet frame. Each miniframe consists of five fields: ServiceID (1 byte), GroupID (1 byte), SeqNo. (1 byte), data length (1
byte) and data (0-64 bytes). The field labeled ServiceID indicates the kind of service for the miniframe. Some service types and their assigned values are shown in Table 10.1. The GroupID field
tells the communication group to which the mini-frame belongs. The SeqNo. is used as an index if
the parallel processing data are divided into several mini-frames. The data length field tells the
length of the data (in bytes) in the mini-frame. The last field of the mini-frame contains the data.
In this paper, the data field in a mini-frame is limited to 64 bytes, allowing for, e.g., a vector of
eight 2×32 bit complex numbers. According to this definition, the maximum number of miniframes in an Ethernet frame, Q, is 21, following the IEEE 802.3 standard of maximum total frame
length.
For simplicity, we assume that the programmer (or the compiler) statically allocates the necessary
parameters for the parallel computing services, e.g. BS_IDs, GR_IDs, and the IDs of the
participating nodes off-line before run-time. With minor adjustments, dynamic allocation is also
possible but is not investigated in this thesis.
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LEF
HEF
LMF
HMF
HIP
HUDP
NBW
Q
RI
RO
RIP
IMP1
IMP2

The length of a full-sized Ethernet frame (1518 bytes)
The length of an Ethernet frame header (22 bytes)
The length of a mini-frame (64 bytes)
The length of a mini- frame header (6 bytes)
The length of the IP header (20 bytes)
The length of the UDP header (8 bytes)
The bit rate of a physical link (100 Mbits/s)
The maximum number of mini-frames in an Ethernet frame (the value of Q is 21 in our
analysis)
The maximum short message rate (the number of short messages per second) in our active
switched Ethernet network
The maximum short message rate (the number of short messages per second) in standard
switched Ethernet network
The maximum short message rate (the number of short messages per second) in standard
switched Ethernet using IP and UDP
The short message rate improvement ratio (not including IP and UDP)
The short message rate improvement ratio (including IP and UDP)

Table 10.2. Notations used in the performance calculation for short messages
10.2.2 Performance Improvement
The improvement of the short message rate is shown by the following analysis. The notations
used in the performance analysis are summarized in Table 10.2.
We denote RI , RO and RIP as the maximum short message rate (the number of short messages per
second) in our active switched Ethernet sending 21 mini-frames per frame, in a standard switch
where one Ethernet frame carries one short message, and in a standard switch using UDP/IP,
respectively, which can be derived as follows:

RI =
RO =
RIP =

N BW / 8 Q ⋅ N BW
=
LEF / Q
8 ⋅ LEF
8 ⋅ (LMF

N BW
+ H EF + H MF )

8 ⋅ (LMF + H EF

(10.1)

N BW
+ H MF + H IP + H UDP )

where NBW is the bit rate of the physical link (bits/s), LEF is the length of an Ethernet frame (bytes),
LMF is the length of a mini-frame (bytes), HEF is the length of the Ethernet header (bytes), HMF is
the length of the mini-frame header (bytes), HIP is the length of the IP header (bytes) and HUDP is
the length of the UDP header (bytes). The short message rate improvement ratios, IMP1
(compared with the normal Ethernet switch) and IMP2 (compared with the standard Ethernet
switch using IP and UDP), would look like:
IMP1 =

RI − RO
RO

R − RIP
IMP2 = I
RIP
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(10.2)
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(b)
Figure 10.2. Real-time mini-frame support layers and queues (a) in an end node (b) in the
active switch
We calculate IMP1 and IMP2 with the assigned values for the parameters, which are listed in
Table 10.2. The result of IMP1 is about 27%, while the result of IMP2 is about 66%, which
demostrates the significant performance improvement by using our active Ethernet switch.

10.3 Real-Time Support
Now we will extend the network to support timely delivery of guaranteed periodic real-time shortmessage traffic.

10.3.1 Real-Time Traffic Handling
Figure 10.2(a) and Figure 10.2(b) show a layered view of the real-time mini-frame support in the
end-node and in the active switch, respectively.
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The system has different kinds of traffic and different traffic input/output queues: non-real-time
traffic and queues, real-time mini-frame traffic and queues and other real-time traffic and queues.
The real-time service is provided by the RT (real-time) layer, where service for real-time miniframe traffic is provided by the RTMF service function block.
In each end-node, the real-time mini-frames are put into the real-time mini-frame queue (RTMFqueue) first, while other real-time traffic is put directly into the real-time Ethernet frame queue
(RTEF queue) in the RT layer. If there are several mini-frames in the RTMF queue, they are
combined, as many as possible but less than the maximum limit of 21, into one Ethernet frame by
the frame compilation. The mini-frame combined Ethernet frames are then moved into the RTEF
queue. Both the RTEF queue and the RTMF queue are sorted according to earliest deadline first
(EDF) [Liu and Layland 1973]. Outgoing non-real-time traffic from the end-node typically uses
TCP (non-real-time traffic can use UDP as well) and is put into an FCFS-sorted (First Come First
Serve) queue in the RT layer that has a lower priority than the RTEF queue.
The RT layer in the switch, shown in Figure 10.2(b), contains similar queuing mechanisms as the
end-nodes. An incoming real-time Ethernet frame to the switch is directly put into the RTEF
queue in the RT layer, while the mini-frame combined Ethernet frames are extracted first by the
frame extract in the RTMF service block. The specified operation is then performed on each miniframe, possibly waiting for other mini-frames first, before passing it (or generating a new miniframe) to the RTMF queue. For example, if GR is the specified function, the operation block
generates a new mini-frame with the result data as soon as all the GR mini-frames with input data
in the group are collected. If the mini-frame carries multicast data, it will be put into the RTMF
queues directly.

10.3.2 Real-Time Channels
First, we define three types of real-time channels. For easy reference, the notations used in realtime analysis are summarized in Table 10.3.

Definition 10.1 An RTEF-Channel, RTEFi, with index i is a real-time channel for real-time
Ethernet frame streams from source node, Sourcei, to the destination node, Desti, in the system
with guaranteed bit rate and bounded delay, which is characterized by:
{ Sourcei, Desti, Tperiod,i, Ci, Tdl,i, TD1,i, TD2,i}

(10.3)

where Tperiod,i is the period, Ci is the amount of traffic released per period, Tdl,i, is the end-to-end
deadline specified by the application and TD1,i and TD2,i are the relative deadlines used for EDF
scheduling in the source node and at the switch/port, respectively.

Definition 10.2 An RTMF-Channel, RTMFi, with index i is a real-time channel for real-time miniframes from the source node, SMFi, to the destination node, DMFi, which is characterized by:
{ SMFi, DMFi, TP_MF,i, CMF,i, TD_MF,i, TD1_MF,i TD2_MF,i }

(10.4)

where TP_MF,i is the period of RT mini-frame generation, CMF,i is the maximum amount of data per
period, TD_MF,i is the end-to-end relative deadline specified by the application and TD1_MF,i and
TD2_MF,i are the relative deadlines used for EDF scheduling in the source node and in the
switch/port, respectively.

Definition 10.3 An RTSM-Channel from source node i to the switch, RTSM1i, is a real-time
channel allocated specially for all the mini-frame combined Ethernet frames from source node i to
the switch, which is characterized by:
{TP1_SM,i, CSM1,i, TD1_SM,i }

(10.5)
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Nnode
Rnodek
Rswik
RTEFi
Sourcei
Desti
Tperiod,i
Ci
Tdl,i
TD1,i
TD2,i
RTMFi
SMFi
DMFi
TP_MF,i
CMF,i
TD_MF,i
TD1_MF,i
TD2_MF,i
RTSM1i

The number of end-nodes in the network
The rate of the physical link from source node k (bits/s)
The rate of the physical link from the switch to destination node k (bits/s)
A real-time channel with index i for real-time Ethernet frame streams
The source node of RTEFi
The destination node of RTEFi
The period of data generation belonging to RTEFi (s)
The amount of traffic per period belonging to RTEFi (bits)
The end-to-end relative deadline of RTEFi (s)
The relative deadline of RTEFi in the source node (s)
The relative deadline of RTEFi at the switch output port (s)
A real-time channel with index i for real-time mini-frames
The source node of RTMFi
The destination node of RTMFi
The period of data generation belonging to RTMFi (s)
The amount of traffic per period belonging to RTMFi (bits)
The end-to-end relative deadline of RTEFi (s)
The relative deadline of RTMFi in the source node (s)
The relative deadline of RTMFi at the switch output port (s)
A real-time channel allocated specially for all the mini-frame combined
Ethernet frames from source node i to the switch
The period of data generation belonging to RTSM1i (s)
TP1_SM,i
CSM_1,i
The amount of traffic per period belonging to RTSM1i (bits)
TD1_SM,i
The end-to-end relative deadline of RTSM1i (s)
RTSM2i
A real-time channel allocated specially for all the mini-frame combined
Ethernet frames from switch to destination node i
The period of data generation belonging to RTSM2i (s)
TP2_SM,i
CSM_2,i
The amount of traffic per period belonging to RTSM2i (bits)
TD2_SM,i
The end-to-end relative deadline of RTSM2i (s)
Tprop
The maximum propagation delay over a link between two network elements (s)
The process latency experienced by a mini-frame in the switch (s)
Tswitch_pro
Tswitch
The delay for a frame at the top of the output queue to access the outgoing link
from a source node because of the non-preemptive nature (s)
Tnode
The delay for a frame at the top of the output queue to access the outgoing link
from a switch port because of the non-preemptive nature (s)
Unodek
Utilization of the link from source node k to the switch
Uswik
Utilization of the link from switch to destination node k
WEFnodek(0, t) The total traffic volume of messages released by all RTEF-Channels and
RTSM-Channel originating from source node k during time interval [0, t) (bits)
Uswik
Utilization of the link from switch to destination node k
WEFswik(0, t) The total traffic volume of messages released by all RTEF-Channels and
RTSM-Channel from switch to destination node k during time interval [0, t)
(bits)
Uswik
Utilization of the link from switch to destination node k
WMFnodek(0, t) The total traffic volume of messages released by all a set of RTMF-Channels
originating from source node k during time interval [0, t) (bits)
Uswik
Utilization of the link from switch to destination node k
WMFswik(0, t) The total traffic volume of messages released by a set of RTMF-Channels from
switch to destination node k during time interval [0, t)
The length of the synchronous busy period for channel set Γ (s)
BP(Γ)

Table 10.3. Notations used in real-time analysis for short messages
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where TP1_SM,i is the period of minimum interval of performing mini-frame combination in the
source node, CSM1,i is the maximum amount of mini-frame traffic per period from source node i to
the switch and TD1_SM,i is the relative deadlines used for EDF scheduling in the source node.

Definition 10.4 An RTSM-Channel from the switch to the destination node i, RTSM2i, is a realtime channel allocated specially for all the mini-frame combined Ethernet frames from the switch
to destination node i, which is characterized by:
{TP2_SM,i, CSM2,i, TD2_SM,i}

(10.6)

where TP2_SM,i is the minimum interval of performing mini-frame combination in the switch/port,
CSM2,i is the maximum amount of mini-frame traffic per period and TD2_SM,i is the relative deadline
used for the mini-frame combined Ethernet frames in the switch/port.
One RTSM-Channel shares the same physical link with other RTEF-Channels from a source node
node to the switch or from the switch/port to a destination node. In other words, the RTSMChannel is an RTEF-Channel but only serves the RT mini-frame combined Ethernet frames.
Recall that the real-time guarantee is upheld by establishing real-time channels. We will now
describe the real-time channel establishment and real-time analysis for the mini-frames.
As shown in Figure 10.2, our real-time support for mini-frame traffic is on two levels, first
allocating an RTSM-Channel and then allocating RTMF-Channels for the mini-frames. This
means the feasibility tests are divided into two tests: first the feasibility test of accepting the
RTSM-Channel (for example, done at system start-up) and then the feasibility test of accepting an
RTMF-Channel.

10.3.3 RTSM-Channel Establishment
As mentioned above, we use EDF [Liu and Layland 1973] as the scheduling algorithm for RTMFChannels and RTEF-Channels, in both the switch and in the end-nodes.
The feasibility test for an EDF scheduled channel set is done in two steps, utilization constraint
and workload constraint, each step being a test of its own.
The utilization constraint is checked first. According to basic EDF theory, the utilization for any
physical link in the network should be less than or equal to 100%, that is,

 C SM 1,k
Ci 
+ ∑
/ Rnodek ≤ 100%,
Unodek =

T
T
Source
=
k
P
1
_
SM
,
k
Period
,
i

i


∀k ∈ [1, Nnode], 
 C SM 2,k
Ci 


Uswi
=
+
/ Rswik ≤ 100%,
∑
k

T

 P 2 _ SM ,k Desti =k TPeriod ,i 


(10.7)

Before describing the second step of the feasibility test, we establish the following definitions.
Recall that the synchronous pattern is the critical instant. Hence, the feasibility analysis is based
on synchronous pattern, and without loss of generality, we assume that the busy period starts at
time 0.

Definition 10.5 The workload WEFnodek(0, t) (in bits) for a set of RTSM-Channel and RTEFChannels originating from the deadline sorted RTEF-queue in source node k is the total volume of
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Ethernet frames with an absolute deadline less than or equal to t (assuming the busy period starts
 t − TD1 _ SM ,k 
 t − TD1,i 
at time instant 0), that is, WEFnodek (0, t ) = (1 + 
)C SM 1,k + ∑ (1 + 
 )Ci .
T
i:Sourcei = k
 TP1 _ SM ,k 
 Period ,i 

Definition 10.6 The workload WEFswi1,k(0, t) (in bits) for a set of RTSM-Channel and RTEFChannels traversing the deadline sorted queue at port k of the switch is the total volume of the
messages with an absolute deadline less than or equal to t (assuming the busy period starts at time
 t − TD 2 _ SM ,k 
 t − TD 2,i 
instant 0), that is, WEFswi1,k (0, t ) = (1 + 
)C SM 2,k + ∑ (1 + 
)Ci .
T
i:Desti = k
 TP 2 _ SM ,k 
Period
,
i


The second step is to check the workload constraint, that is,

WEFnodek (0, t ) / Rnodek ≤ t
∀t ∈ [0, BP ( Γ )], ∀k ∈ [0, Nnode]
WEFswik (0, t ) / Rswik ≤ t

(10.8)
If the above utilization constraint and workload constraint are met, the RTSM-Channel or the new
RTEF-Channel can be accepted.

10.3.4 RTMF-Channel Establishment
A similar feasibility test is done to check whether or not a RTMF-Channel can be accepted.
However, the constraints for the RTMF-Channel are not based on the physical link but on the
RTSM-Channel, which allocates bandwidth for the RT mini-frame combined Ethernet traffic.
The first step in the feasibility analysis is to check the utilization constraints. That is, the
utilization of the RTSM-Channels must be less than the maximum needed capacity allocated for
the RTSM-Channel, which can be expressed as:

C MF , j 
C SM 1,k
 / Rnodek ≤
,
 ∑
Rnodek ⋅ TP1 _ SM ,k
 j:Source j =k TP _ MF , j 
∀k ∈ [1, Nnode], 
C MF , j 
C SM 2,k

 / Rswik ≤
 ∑ T

Rswik ⋅ TP 2 _ SM ,k
 j:Source j =k P _ MF , j 

(10.9)

Definition 10.7 The workload WMFnodek(0, t) (in bits) for a set of RTMF-Channels originating
from the deadline sorted queue in source node k is the sum of all the capacities of the mini-frames
with an absolute deadline less than or equal to t (assuming the busy period starts at time instant 0),
 t − TD1 _ MF ,i 
that is, WMFnodek (0, t ) = ∑ (1 + 
 )C MF ,i . ( SMF j = k ).
T
i:Sourcei = k
Period
,
i


Definition 10.8 The workload WEFswik(0, t) (in bytes) for a set of RTMF-Channels traversing the
deadline sorted queue at port k of the switch is the sum of all the capacities of the mini-frames
with an absolute deadline less than or equal to t (assuming the busy period starts at time instant 0),
 t − TD _ MF 2,i 
that is, WMFswik (0, t ) = ∑ (1 + 
 )C MF ,i , ( DMF j = k ) .
i:Desti = k
 TPeriod ,i 
The second step in the test, the workload constraints, is that:
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 t 
WMFnodek (0, t ) ≤ 
C SM _ 1,k
 TP _ SM ,i 

∀t ∈ [0, BP ( Γ )], ∀k ∈ [0, Nnode]
 t 

≤
WMFswi
(
0
,
t
)

C SM _ 2,k
k

 TP 2 _ SM 


(10.10)

Note that the combination of mini-frames into Ethernet frames is handled periodically with a
period of TP1_SM,i and TP2_SM,i at source node i and switch/port i, respectively. As a consequence,
we need to account for this in our analysis by using flooring functions in Equation 10.10.
If the above utilization constraint and workload constraint are met, the RTMF-Channels can be
accepted.

10.3.5 Deadline Derivation and End-to-End Delay Analysis
Depending on the characteristics of the application, the end-to-end deadline of a mini-frame, e.g.,
TD_MF,i, is specified as one of the QoS metrics. When an RTMF-Channel with index i has been
established, the network guarantees delivery of each RT mini-frame message with the bounded
delay:
TD_MF,i = TD1_MF,i + TD2_MF,i + TD1_SM,i + TD2_SM,i+2Tlink_prop + Tswitch + Tnode +Tswitch_pro

(10.11)

where Tswitch_pro is the process latency experienced by a mini-frame in the switch and its value can
be obtained with knowledge of the system configuration.
The values of the relative deadlines for the mini-frame combined Ethernet frames, TD1_SM,i and
TD2_SM,I, can be assigned in different ways during the network configuration, for example by
giving them the same value for symmetric traffic distribution or giving them different values for
an asymmetric traffic distribution.
Similarly, the values of the relative deadlines for the mini-frames, TD1_MF,i and TD2_MF,i, can be
derived in many different ways.

10.4 Simulation Analysis
In this section, we will conduct simulations to evaluate our real-time scheme in terms of number
of accepted RTMF-Channels and RTSM-Channel utilization.

10.4.1 Simulation Set-up
Our simulator was built using Matlab, where we use an experimental platform based on a
switched Ethernet network with a single full-duplex Ethernet switch and a number of end-nodes.
The assumptions made are:
•

The number of end-nodes is set to 8.

•

All buffers are large enough, that is, no packet loss occurs because of buffer overflow.

•

The link propagation delay is 500 ns per hop, corresponding to a 100-meter link.

•

The switch has a bit rate of 100 Mbits/s on all ports.

•

The traffic is handled using our two-layer real-time support protocol presented in Section 10.2.
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•

Each RTMF-Channel has source and destination nodes that are randomly drawn from the set
of available nodes assuming a uniform distribution. We make sure that source and destination
nodes are not identical.

•

Parameters of each RTMF-Channel or RTSM-Channel, such as period, deadline and traffic
volume, will be assigned differently for each particular evaluation study.

In each simulation, we let the RTSM-Channels be allocated in advance and then generate a
complete set of RTMF-Channels according to the guidelines above. The generated RTSMChannels are checked one by one by an admission controller as to whether or not they can be
accepted. The admission control is made using our real-time analysis presented in Section 10.3.
For the performance metric, we use the number of accepted RTMF-Channels and the utilization of
the RTSM-Channel.
Definition 10.9 The RTSM-Channel utilization, URTSM, for the set of accepted RTMF-Channels
Γ = {RTMF1, RTMF2, …, RTMFn} in the network is the average fraction of time that the allocated
n
n
C MF ,i i
C MF ,i
+
∑
∑
i =1 TP _ MF ,i RnodeSMFi
i =1 TP _ MF ,i RswiDMFi
RTSM-Channels are busy, that is, URTSM =
.
2 ⋅ Nnode

10.4.2 Simulation Results and Analysis
This section evaluates the performance of our analysis. In all plots presented, every reported value
is an average of the observed performance measure, taken over the set of simulation runs made for
each parameter combination. All the results reported in our evaluations are average values. For
each evaluation, we repeat the simulations as many times as required so that a 99% confidence
level can be obtained for a maximum error within 0.5% of the average values reported.
Figure 10.3 reports the results of a simulation study that was conducted with every RTMFChannel having a period of 5ms, a traffic volume of 140 bytes (2 full-sized mini-frames) and an
end-to-end deadline of 10 ms, and with every RTSM-Channel having a period of 0.5 ms a per-hop
traffic volume of 1518 bytes (1 full-sized Ethernet frame). The relative deadline in the source
node/in the switch/port is set to 0.5 ms. In Figure 10.3(a), the number of accepted RTMFChannels is plotted as a function of the number of requested RTMF-Channels. We observe that
the number of accepted RTMF-Channel steadily increases with the traffic load until the number of
requested RTMF-Channels reaches 700. The plots show that the number of accepted RTMFChannels saturates at a value of approximately 750, because the high traffic load makes it difficult
to accept a new RTMF-Channel.
For this simulation set-up, the RTSM-Channel utilization, URTSM is plotted in Figure 10.3(b) as a
function of the number of requested RTSM-Channels. The plot shows that the value of URTSM
can reach 80%.
In order to access how the choices of RTMF-Channel parameters affect the performance, we have
made a simulation study that was conducted with every RTSM-Channel having a period of 0.5 ms,
a per-hop traffic volume of 1518 bytes (1 full-sized Ethernet frame) and the relative deadline in
the source node/in the switch/port set to 0.5 ms, and with every RTMF-Channel having a period
of 5ms, a per-hop traffic volume of 140 bytes (2 full-sized mini-frames) and the end-to-end
deadline chosen from 10 ms, 8 ms and 5 ms, as plotted in Figure 10.4. We observe that the lowest
URTSM is obtained when the RTMF-Channels’ deadlines are 5 ms, while the highest value occurs
when the RTMF-Channels’ deadlines are 10 ms. This is not surprising because shorter deadlines
make it more difficult to accept newly requested real-time traffic.
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Figure 10.3. (a) number of accepted RTMF-Channels as a function of total number of
requested RTMF-Channels, (b) URTSM as a function of total number of requested RTMFChannels
We also conducted a simulation study to observe the performance if the parameters of the RTMFChannels are fixed but the parameters of the RTSM-Channels are changed, as plotted in Figure
10.5. The simulation study was conducted with every RTMF-Channel having a period of 4 ms, a
traffic volume of 140 bytes (2 full-sized mini-frames) and an end-to-end deadline of 4 ms. We
plotted the results for three different RTSM-Channels’ parameter set-ups: set-up A with a period
of 0.5 ms, a traffic volume of 1518 bytes and a relative deadline per hop of 0.5 ms; set-up B with a
period of 1 ms, a traffic volume of 3036 bytes and a relative deadline per hop of 0.5 ms; and setup C with a period of 0.5 ms, a traffic volume 3036 of bytes and a relative deadline per hop of
0.25 ms. We observe that the highest value of the number of accepted RTMF-Channels is
obtained when the RTSM-Channels’ parameters are chosen from set-up C. This is because set-up
C allocates more resources for RT mini-frame traffic than the other set-ups, which in turn leads to
a better chance for the acceptance of real-time mini-frame traffic. Another observation is that
although the same fraction of the physical links is allocated for the RTSM-Channels under set-up
A and set-up B, the plot under setup B is lower than that under setup A. This behavior can be
explained by our real-time analysis, where the periods and the deadlines of RTSM-Channels have
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Figure 10.4. Number of accepted RTMF-Channels as a function of the number of requested
RTMF-Channels (varying RTMF-Channel parameters).
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Figure 10.5. Number of accepted RTMF-Channels as a function of the number of requested
RTMF-Channels (varying parameters of RTSM-Channels)
impact on the end-to-end worst-case delay for mini-frames. Hence, higher values of the RTSMChannels’ deadlines and periods lead to longer end-to-end worst-case delay for mini-frames,
which in turn limits the maximum possible number of accepted RTMF-Channels.

10.5 Summary
In this chapter, we have proposed a switched Ethernet based network concept with guaranteed bitrate and worst-case delay for periodic real-time short-frame streams. The study covers both the
performance and real-time support by the added software above the link layer in the nodes and the
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switch. The performance can be significantly improved by combining several mini-frames into an
Ethernet frame. We show, by example, that we can reach an improvement of the possible shortmessage rate of 66%.
The Ethernet switch operates over full-duplex links and handles non-real-time traffic and normal
real-time traffic as well as real-time short-frame traffic. The support of real-time mini-frames is
made on two levels by allocating a special logical channel for the mini-frame combined Ethernet
frames first, and then dynamically setting up real-time channels for mini-frames. In our proposal,
the Ethernet switch and the end-nodes are enhanced to combine several short messages into an
Ethernet frame to improve the performance and to give the short-message traffic real-time support
on two levels, the short-frame level and the Ethernet frame level. Earliest Deadline First (EDF)
scheduling is used in the switch and in the source nodes on both these two levels. We evaluated
the performance of the network by conducting simulations in terms of utilization and the number
of accepted real-time channels. The simulation analysis for Fast Ethernet has shown rather high
average utilization (up to 85 %).
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Chapter 11
Summary
This chapter summarizes the main results presented in Part II of this thesis, highlights the
contributions of this research and discusses the insights.

11.1 Research Contributions
As stated in Chapter 8, the primary objective of Part II is to propose methods to be used over
switched Ethernet for real-time high performance embedded systems. To that end, the study has
focused on developing methods to provide efficient transmission and real-time support for
different user services over switched Ethernet networks. Our results are the suggested active
switched Ethernet networks, which have been proven to be promising approaches for achieving
this objective.
A summary of the detailed contributions of Part II is now given.
•

We have proposed active switched Ethernet network concepts (merging packets). Extending
switched Ethernet with aid of message merging has not been studied previously. The related
work in the area of using active switched Ethernet does not overcome the inefficiency caused
by short-messages [EtherCAT].

•

We have developed real-time analysis for the proposed active switched Ethernet networks,
which is novel. In contrast, previous proposed real-time approach on switched Ethernet
focuses only on real-time aspect [Song 2001].

•

Our evaluation studies show that the performance has been improved significantly by using
our proposed active networks. For example, the data utilization for the case using our
proposed active switch is two times higher than that for the case using standard Ethernet
switch, and the latency is only 50%. For large volumes of short-message traffic, we can reach
an improvement of the possible short-message rate of 66%.

In summary, the primary contributions of Part II are the suggested active switched Ethernet
networks and the corresponding real-time analysis, which is in contrast to previous work where
high performance and real-time support are not treated at the same time. The novelty of Part II is
message-combining functions and the real-time analytical framework based on such networks.
This approach provides a new theoretical and engineering perspective on real-time high
performance communication.

11.2 Discussion
The work in Part II is just a first attempt, and many issues addressed in Part II remain open or can
be extended. Below we outline a number of insights, including implementation alternatives,
research challenges introduced by relaxing the assumptions and problems that remain to be
addressed in future work.
In Part II, we propose active Ethernet networks to provide efficient transmission for shortmessage traffic. The nodes and switches, differing from the standard Ethernet components, are
active in the sense that they can perform combination of the short messages. Such functions can
be implemented by adding software in the standard components.
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Obviously, active switches demand sufficiently powerful processors and introduce extra delay
during the data rearrangement operations. In the case of many-to-many communication, the task is
to copy the incoming data into memory in a rearranged, but regular, order and the rearrangement
is also done in parallel with the data reception. Hence, a microprocessor can handle such low
complexity data rearrangements and the delay introduced by the active switch can be quite short.
The results presented in Chapter 9 are motivated by and exemplified using the commonly existed
many-to-many communication in the parallel and distributed domain. However, the results are not
limited to use for many-to-many communication. In fact, they are useful for applications using
other kinds of group communication as well.
In Chapter 10, we extend our study to general group communication that involves short-messages.
To give the flexibility to support different types of real-time applications, our study in Chapter 10
treats the co-existence of heterogeneous types of real-time traffic, varying in message size. In
contrast, the results in Chapter 9 assume that all the real-time applications in the network have
short messages and involve group communication.
In Part II, the approach is exemplified using switched Ethernet. However, the general approach is
not limited to switched Ethernet networks but can with modifications be adapted to other similar
packet-switched networks. Based on our study of different packet-switched standards, it is our
belief that such an adaption will be a fairly easy task.

11.3 Summary
In Part II, we have achieved promising results, including the propoased network architectures and
the analytical frameworks. Possible and interesting future work includes extending these results to
more sophisticated traffic characteristics and network properties.
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Chapter 12
Conclusions
This chapter concludes the thesis by summaring the most important findings from Part I and Part
II and indicating topics for further research in the area of real-time communication for embedded
systems. Detailed conclusions and discussion can be found in Chapter 7 (for Part I) and Chapter
11 (for Part II).

12.1 Contributions and Impact
Future communication systems for embedded applications will require vast improvements in
performance, real-time capability and cost effectiveness. This indicates the need of developing
cost effective methods to achieve these goals, for example using standard networks and not
modifying the standard and hardware. However, current low cost standard networks, such as
Ethernet, do not provide matching capabilities. The primary objective of this thesis is to propose
methods to be used in packet-switched networks for real-time high performance embedded
systems. To that end, the study has focused on developing methods to provide real-time support
and efficient transmission over switched Ethernet networks.
The primary contributions of Part I are the proposed real-time analyses for cost effective networks
using standard switches with FCFS queuing, which are in contrast to previous work where
HW/SW modifications of the switch are required. The novelty of Part I is the real-time analyses
of such networks. Developing these analyses is challenging because of the difficulties in
predicting jitter and re-modeling traffic in the intermediate switches. Our real-time analyses for
FCFS queued periodic traffic have the potential of being less pessimistic than other analytical
schemes. This approach provides a new theoretical perspective on real-time analysis for FCFS
scheduled periodic traffic.
The primary contributions of Part II are the proposed active switched Ethernet networks for realtime short-message traffic, which is in contrast to previous work where efficient transmission and
real-time support are not addressed at the same time. The novelty of Part II is providing messagecombining functions by using active network components and real-time analytical frameworks for
active switched Ethernet networks. The challenge in developing real-time analysis for active
networks is the specific traffic handling and the existence of heterogenous real-time traffic in the
networks. Our active switched Ethernet network solutions have been shown to be promising
approaches for achieving our objectives. This approach provides a new theoretical and
engineering perspective on real-time high performance communication.

12.2 Future Work
The work presented in this thesis is a first attempt towards a final solution and many issues remain
open or can be extended. In Chapter 7 and 11, we discussed a number of insights related to the
addressed problems, including implementation alternatives and research challenges introduced by
relaxing the assumptions. In this section, we outline problems that remain to be addressed in
future work.
Although our work is based on a flexible network and traffic model, some applications may need
more comprehensive and integrated solutions. Therefore, an important problem that remains to be
solved is that of narrowing the gap between our real-time analytical framework and current
practices in real-time communication systems design. This problem can be addressed by, for
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example, improving the models used in real-time analyses so that they can account for more
complex properties.
First, it is important to adapt the end-to-end analysis by taking the delays introduced by protocol
stacks and switch fabric into account. The upper bound of the delay introduced by switch fabrics
can be assessed with knowledge of the initial hardware configuration. However, measuring the
protocol stack delay is an extremely difficult problem because of the way modern communication
system designs evolve.
Moreover, some modifications in the analysis must be made to take dependability features, such
as retransmission mechanism, error detecting and correcting mechanisms, into account.
Although our findings are exemplified using switched Ethernet in this thesis, our approach is not
limited to switched Ethernet networks. Adapting our methods to other similar packet-switched
networks is should be fairly straight-forward to do.
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