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Abstract 
Streaming applications like multimedia and radar signal processing applications are becoming 
increasingly compute-intensive. To overcome the computational demands new parallel 
architectures are emerging.  
 
The programming tools provided with these architectures require low-level programming, which 
creates a need for a common high-level architecture independent language that can exploit 
parallelism efficiently. One such language is StreamIt, designed around the notions of streams 
and stream transformers, which allows efficient mapping to a variety of architectures.  
 
The overall goal of this master’s thesis is to evaluate the StreamIt language from a 
programmability and portability point of view. An MPD-application has been developed in 
StreamIt, which is executed on the RAW simulator. Furthermore, a code generator is designed to 
compile and execute the application on the XPP simulator. 
 
The conclusions drawn are that StreamIt is easy to learn, but hard to use because of its 
programming paradigm as compared to conventional languages. StreamIt programming involves 
thinking in terms of streams instead of globally accessed memory. The structure of StreamIt 
makes it easy to reuse components and modify the application. The construction of the compiler 
makes it possible to port StreamIt application to various architectures. 
 



 

iv 

 



 

v 

Contents 
1 INTRODUCTION .............................................................................................................................................. 1 

1.1 PROBLEM STATEMENT...................................................................................................................................... 1 
1.1.1 Solution .................................................................................................................................................. 1 

1.2 SCOPE OF THESIS .............................................................................................................................................. 2 
1.2.1 The MPD Application............................................................................................................................. 2 
1.2.2 Evaluation .............................................................................................................................................. 2 
1.2.3 Compiling StreamIt to PACT XPP ......................................................................................................... 3 

1.3 THESIS STRUCTURE .......................................................................................................................................... 3 

2 BACKGROUND AND RELATED WORK ..................................................................................................... 5 

2.1 BACKGROUND .................................................................................................................................................. 5 
2.1.1 Streaming applications........................................................................................................................... 5 

2.1.1.1 Multimedia and Video Streaming .......................................................................................................................5 
2.1.1.2 Radar Signal Processing .....................................................................................................................................6 

2.1.2 Streaming Languages ............................................................................................................................. 7 
2.1.3 Parallel Architectures ............................................................................................................................ 7 

2.1.3.1 MIT RAW...........................................................................................................................................................7 
2.1.3.2 PACT XPP..........................................................................................................................................................8 
2.1.3.3 Picochip PC102 ..................................................................................................................................................8 

2.2 RELATED WORK ............................................................................................................................................... 9 
2.2.1 StreamIt-RAW Projects .......................................................................................................................... 9 

2.2.1.1 StreamIt Example Application............................................................................................................................9 
2.2.1.2 RAW Back end .................................................................................................................................................10 
2.2.1.3 RAW Simulator ................................................................................................................................................11 

2.2.2 Imagine Project .................................................................................................................................... 11 
2.2.2.1 Imagine processor architecture .........................................................................................................................12 
2.2.2.2 Stream programming model .............................................................................................................................12 

2.2.3 Commercial Initiatives ......................................................................................................................... 12 
2.2.3.1 Tools and Compiler for PACT XPP..................................................................................................................13 

3 STREAMIT LANGUAGE............................................................................................................................... 15 

3.1 STREAMIT PRIMITIVES.................................................................................................................................... 15 
3.1.1 Data types............................................................................................................................................. 15 
3.1.2 Filter..................................................................................................................................................... 15 
3.1.3 Pipeline ................................................................................................................................................ 17 
3.1.4 Split-join ............................................................................................................................................... 17 
3.1.5 Feedback Loop ..................................................................................................................................... 18 

3.2 PROGRAMMING IDIOMS................................................................................................................................... 18 
3.2.1 Corner turn........................................................................................................................................... 18 
3.2.2 New input stream.................................................................................................................................. 19 
3.2.3 Data Transfer ....................................................................................................................................... 20 

4 STREAMIT COMPILATION......................................................................................................................... 21 

4.1 COMPILER STRUCTURE ................................................................................................................................... 21 
4.2 PARALLELIZING COMPILERS........................................................................................................................... 22 
4.3 STREAMIT COMPILER ..................................................................................................................................... 22 
4.4 STREAMIT CODE GENERATION ....................................................................................................................... 22 

4.4.1 Filter..................................................................................................................................................... 23 
4.4.2 Pipeline ................................................................................................................................................ 24 
4.4.3 Split-join ............................................................................................................................................... 24 

4.4.3.1 Duplicate Splitters.............................................................................................................................................24 
4.4.3.2 Round-robin Splitters........................................................................................................................................24 
4.4.3.3 Joiner ................................................................................................................................................................25 

4.4.4 Feedback Loop ..................................................................................................................................... 26 
4.5 OPTIMIZATIONS .............................................................................................................................................. 26 



 

vi 

5 IMPLEMENTATION ...................................................................................................................................... 29 

5.1 MPD-APPLICATION ........................................................................................................................................ 29 
5.1.1 Available Implementations ................................................................................................................... 29 
5.1.2 Doppler Filter ...................................................................................................................................... 29 
5.1.3 Pulse Compression – Row-Wise........................................................................................................... 30 
5.1.4 Pulse Compression – Column-Wise ..................................................................................................... 31 
5.1.5 CFAR.................................................................................................................................................... 32 

5.2 COMPILING STREAMIT APPLICATION TO XPP ................................................................................................ 34 
5.2.1 Code generation from StreamIt compiler back end.............................................................................. 34 
5.2.2 C-Code Transformation for XPP.......................................................................................................... 35 

5.2.2.1 Fixed-point representation ................................................................................................................................36 
5.2.3 Generation of XPP Configurations ...................................................................................................... 37 

6 RESULTS AND EVALUATION .................................................................................................................... 39 

6.1 RESULTS OF GENERATED CODE FOR RAW...................................................................................................... 39 
6.1.1 Doppler Filter ...................................................................................................................................... 39 
6.1.2 Pulse Compression ............................................................................................................................... 42 
6.1.3 CFAR.................................................................................................................................................... 43 
6.1.4 Integer FIR ........................................................................................................................................... 43 

6.2 RESULTS OF GENERATED CODE FOR XPP........................................................................................................ 44 
6.2.1 Performance Comparison of the two Integer FIR implementations..................................................... 44 
6.2.2 Implementation results of MPD application ........................................................................................ 45 

6.3 EVALUATION OF STREAMIT ............................................................................................................................ 46 

7 CONCLUSIONS............................................................................................................................................... 49 

8 FUTURE WORK.............................................................................................................................................. 51 

 
 



Introduction 

1 

1 Introduction 

1.1 Problem Statement 
Media applications, such as voice and video data as in HDTV or cell phone base stations, are 
becoming increasingly complex and consumes more and more computing power. The 
programming of these streaming applications faces two main problems: 
 
The first problem is that in a conventional DSP, the programmer has to put a big effort in writing 
effective programs normally involving hardware specific assembler code to make use of the 
parallelism [1]. This is a very time consuming and expensive task that has to be repeated for 
every change in an algorithm and for new architectures. Regular general-purpose programming 
languages, such as C, do not have the representation of streams in a way suitable for these kinds 
of applications [2]. Furthermore, in conventional languages, the developer has to implement 
complex structures for connecting streams of data and establishing the communication between 
them. 
 
The second one is that it is hard for the programmer to make full use of the computing power 
available by new increasingly complex parallel architectures. In ordinary single processor 
architectures, the application is executed sequentially and the programmer has full control of the 
program flow. New grid based hardware technologies are emerging, which conventional 
programming languages are not well suited for. In parallel architectures, several parts of the 
program are executed concurrently, which create dependencies between the processing elements 
such that one element needs data computed by another element before it can continue with the 
processing. General-purpose languages like Java and C are not designed for use on parallel 
architectures. The compilers of these programming languages produce trees that are difficult to 
map onto parallel architectures. Some extensions to the languages have been made to simplify 
making parallel programs like message passing interface (MPI) for C. The basic design of these 
programming languages is made for single processing which creates problems when trying to use 
them on parallel architectures.  

1.1.1 Solution 
The solution to the above mentioned problems is to explore or develop a high level parallel 
language, specialized for streaming applications. One of such languages is StreamIt, that is 
designed for applications with chains of data to be processed in different ways. The compilers of 
these languages produce stream graphs [3] that can easily be mapped onto parallel architectures 
such as grid based architectures. Streaming languages provide a simple and consistent interface 
with a streamlined workflow and keep the block-level abstraction offered by modern 
programming languages. 
 
A high level streaming language, which is specialized for streaming applications, contains 
building-blocks making it easy to develop components that are connected to each other with 
streams of data. The structures for connecting these components and communicating between 
them are built into the language. In a high level streaming language with the possibilities of 
defining and combining stream transformers, DSP applications could be easier to develop. 
 



Programming & Implementation of Streaming Applications 

2 

The overall goal of this master’s thesis is to find evidence of the benefits of a language for 
streaming applications compared to a conventional language. The evidence should show that a 
streaming application is easier to develop and more efficient in using the resources of a parallel 
architecture without the need of programming in assembly languages. This should show that it is 
faster to develop applications in streaming languages and easier to port the applications to other 
architectures.  

1.2 Scope of Thesis 
The task is to explore and evaluate the advantages offered by streaming languages, and the focus 
is on programmability and mapping to the targeted architectures. This is evaluated by 
programming an application in the StreamIt language, which is then compiled for two different 
architectures; RAW and PACT XPP. Therefore, a code generator is designed for the PACT XPP. 

1.2.1 The MPD Application 
Ericsson Microwave Systems (EMW) is a Swedish company which is dedicated to developing 
technology for radar systems. It is interested in an implementation of a simple medium prf 
doppler (MPD) radar application [4] in a streaming language. Test data for this application, which 
was obtained from EMW, consist of both input and output data to be compared with the results of 
the application written for this thesis. The MPD-application is well suited for a streaming 
language because data come into the application as a stream and the output result is also seen as a 
stream. An application, where all incoming data is calculated in the same way, is called a 
streaming application. The MPD-application applies to this, and consists of three main steps; 
doppler filter, pulse compression and constant false alarm ratio (CFAR).  
 
A doppler filter is needed to improve signal-to-noise ratio and estimate the target’s speed relative 
the radar. The doppler filter makes use of a discrete fourier transform (DFT). The fast fourier 
transform (FFT) is an effective algorithm to calculate a DFT and therefore it was used for the 
implementation. A problem of detecting targets by radar is that the target’s echoes must have 
enough energy. Sending a short pulse gives a high range resolution but also requires high 
transmitter peak power, which is impossible in reality. Pulse compression is used to get a high 
range resolution and at the same time have a moderate transmitter peak power. There is a risk of 
false alarms when trying to detect targets. To prevent this, the CFAR calculates a threshold based 
on the neighbors of a cell in a matrix and compares it with the cell value to see if it holds a 
potential target. 

1.2.2 Evaluation 
The language and its tools are evaluated by implementing the application. The engineer 
efficiency, which is a measure on how easy it is to learn and use a new language, is an important 
factor in the evaluation. Another important factor is the code generated from the tools and how it 
maps to the parallel architectures. 
 
The semantics of the language are compared according to how understandable and readable the 
code is, because the readability is important; for viewing the code and especially if it is going to 
be reused by another programmer. In sequential languages, it is hard to follow the program flow 
of a streaming application, but with a new language developed for streaming applications, it 
could be easier to follow the flow. An algorithm can be implemented in several ways; hence it 
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will be more or less effective on the target architecture. During the evaluation of the streaming 
language, good and bad ways of programming certain algorithms is explored and the results 
pointed out. 

1.2.3 Compiling StreamIt to PACT XPP 
The task of the back end for the compiler is to translate the graph representation of the parallel 
program produced by the compiler front end into machine code. Thus, the issues related to the 
compiler back end and its interface to the preprocessor are focused on.  During the first phase, a 
detailed study is performed on the code generated by the StreamIt compiler for the RAW 
processor. Then the compiler architecture of PACT XPP reconfigurable core is studied, and 
finally StreamIt compiler code generator is designed for the PACT XPP reconfigurable processor. 

1.3 Thesis Structure 
The rest of the thesis is organized as follows; Chapter 2 presents the background and related work 
and Chapter 3 describes the StreamIt language, whereas Chapter 4 examines the StreamIt 
compilation steps and the description of the generated code. The implementation of the mpd 
application and its compilation to XPP are presented in Chapter 5, and Chapter 6 discusses the 
results of the thesis. The conclusions of the study and the proposed future work are presented in 
Chapters 7 and 8 respectively. 
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2 Background and Related work 

2.1 Background 

2.1.1 Streaming applications 
A stream processing system consists of three parts; a source that loads data into the system, filters 
that carry out computation on the data, and sinks that output the data from the system. An 
illustration of this can be seen in Figure 1. R.Stephens defines a stream as: “A stream, is 
essentially an infinite list of elements a0, a1, a2, … taken from some data set of interest” [5]. The 
stream works like a FIFO queue where the first element put on the queue by the previous stream 
transformer is the first one received by the next transformer. The elements of the stream are of an 
arbitrary data type. A stream transformer has n number of input streams and m number of output 
streams [5]. 
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Figure 1 Flow chart of a streaming program. 

Signal processing applications, such as media processing, image processing and graphics, 
motivate new processor architectures that place new burdens on the compiler. These applications 
require very high arithmetic rates on the order of 10-1000 billion operations per second, which 
demand correspondingly high data bandwidth, and have little or no data reuse, i.e., most data are 
read only once after being written. 

2.1.1.1 Multimedia and Video Streaming 

Real-time performance is critical for handling the extreme volume of data processed in 
multimedia applications. Processor architectures such as RAW, Imagine and PACT XPP are 
designed to provide the flexibility, real-time performance and bandwidth, essential to wired and 
wireless streaming multimedia development. Instruction extensions add support for packed data 
processing, which provides a significant performance boost for video and imaging algorithms. 
 
Another important feature is the overall system flexibility. The streaming media infrastructure 
increasingly requires transcoding, which changes one format to another, like converting MPEG-2 
video to MPEG-4, and transrating capabilities, which changes one bit rate to another, like 
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converting an MPEG-2 video stream at 6 Mbits/second to an MPEG-2 stream at 5 Mbits/s [6]. 
Video-over-packet gateways, streaming media servers, multimedia routers, wireless 3G 
equipment with video extensions and other equipment rely on transcoding and transrating for 
maximum performance in a multi-standard environment. 
 
Fortunately, video-processing algorithms contain a high degree of data, instruction and task level 
parallelism. Three types of parallelism can be exploited when implementing these algorithms: 
functional, temporal, and spatial. The functional parallelism can be exploited by decomposing the 
video effect task into smaller subtasks, which are mapped onto different computational elements. 
Temporal parallelism can be exploited by demultiplexing the stream of video frames to different 
processors and multiplexing the processed output. For example, one processor may deal with all 
odd numbered frames while another deals with all even numbered frames. Spatial parallelism can 
be exploited by assigning regions of the video stream to different processors; for example, one 
processor may process the left half of all video frames while another deals with the right half.  
 
A typical example of a media streaming application is the Stereo depth extraction, which is a 
computer vision technique that uses correspondence between a pair of images to generate a depth 
image with values at each pixel indicating its distance from the camera as shown in Figure 2 [7]. 

 
Figure 2 Stereo depth extraction mapping to streaming programming model [7]. 

2.1.1.2 Radar Signal Processing 

Radar signal processing chain consists of blocks such as beamforming, pulse compression, 
doppler filtering and target detection, which are performed one after the other representing a 
typical streaming system, as shown in Figure 3. 
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Figure 3 Radar signal processing chain. 

The next generation of radar has high performance demands on the signal processing chain due to 
the introduction of a third dimension caused by the use of phase-controlled antennas. Moreover, 
adaptive beamforming and space-time adaptive filtering have multiplied the computational 
demands. 

2.1.2 Streaming Languages 
A program implemented in a streaming language has a source stream, which comes to the system 
and passes through a stream transformer that computes and sends the modified stream to the next 
stream transformer. The last stream transformer produces the system output data. 
 
In a stream programming language, the programmer has to define the stream transformers and 
show how they are connected to each other. The stream transformers do not have any access to 
global memory, but only to local memory and the incoming stream(s). This is good for grid-based 
computer architectures where the access to global memory is expected to be minimized, which 
also speeds up computation because memory access is costly. The stream transformer receives an 
arbitrary number of elements from the input stream(s) in each execution. These elements are used 
together with any local variables in the stream transformer for the computation of the output 
stream(s). As a stream transformer only uses the local memory and the incoming stream(s), the 
transformers can execute in parallel. 
 
StreamIt is a programming language that utilizes the ideas mentioned in the previous paragraph 
and can be used to implement sophisticated, high-performance applications including stereo 
depth extraction, MPEG2 encoding, and polygon rendering. 

2.1.3 Parallel Architectures 

2.1.3.1 MIT RAW 

The Reconfigurable Architecture Workstation (RAW) is a scalable processor architecture suitable 
for applications in which the compiler can extract and statically schedule fine-grain parallelism. It 
consists of 16 tiles arranged in a 2D-mesh arrangement. Each tile consists of a floating point 
ALU, a local register, a segment of on-chip memory, a program counter and a programmable 
switch to communicate with neighboring tiles as shown in Figure 4. The tile to tile 
communication can be statically controlled at compile time by configuring the static switches 
available in each tile [8]. 
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Figure 4 Block Diagram of RAW architecture [8]. 

2.1.3.2 PACT XPP 

The eXtreme Processing Platform’s (XPP) packet-oriented communication mechanism is very 
suitable for compute intensive streaming applications. The PACT XPP64A-1 processor core 
consists of an 8 x 8 array of ALU-PAEs (Processing Array Elements) with 2 rows of RAM-PAEs 
at the edges as shown in Figure 5 [9]. The ALU-PAEs consist of several objects that perform 
arithmetic, shift and logical operations. Thus due to the absence of a central processing unit in 
XPP core, complex algorithms are partitioned into a sequential flow of configurations to be 
dynamically configured into the ALU-PAEs. 
 

 
Figure 5 Block Diagram of XPP64 A-1 [9]. 

2.1.3.3 Picochip PC102 

The Picochip PC102, which is a high performance communication processor optimized for 
wireless signal processing applications, consists of an array of 322 RISC processor elements and 
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14 co-processors [10], all connected with a high-speed interconnection fabric as shown in Figure 
6. 

Figure 6 The picoArray Core [10]. 

2.2 Related Work 

2.2.1 StreamIt-RAW Projects 
The StreamIt programming language and RAW processor architecture are two research projects, 
which have been going on for several years at Massachusetts Institute of Technology (MIT). The 
goal of the RAW project is to devise a processor architecture that allows the compiler to discover 
and statically schedule fine-grain parallelism and the goal of the StreamIt project is to provide the 
language and compilation infrastructure required by the RAW project. The StreamIt-RAW 
projects are funded by DARPA and NSF [11]. 
 
The StreamIt project distribution contains information, implementation and documentation about 
the language and the compiler. The available information includes the project description, the 
people involved and also a mailing list that any StreamIt user can use for discussion. The current 
release of StreamIt and implementation examples are available for downloading. The 
implementation examples demonstrate the way to use StreamIt and how these examples can be 
used within other implementations, like FFT, FIR-filter, several sorting algorithms and more. The 
documentation consists of the StreamIt cookbook, the language specification and all publications 
related to the project. The cookbook describes how the language works, gives some examples of 
how to use the primitives, and describes how to use the related tools like the compiler, the graph 
utility and the RAW-simulator. The language specification describes the semantics, statements 
and expressions of StreamIt. 

2.2.1.1 StreamIt Example Application 

The FM-radio application [12], which is implemented in StreamIt at MIT, is a good example of a 
streaming application as it has a continuous data flow as seen in Figure 7. The application 
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consists of two parts; the FM radio and the multi-band equalizer. Data come into the radio part 
and  pass through a demodulator and the output signal is passed to an equalizer, which contains a 
number of band-pass filters to produce the output. 

 
Figure 7 Flow chart of the FM-Radio [12]. 

2.2.1.2 RAW Back end  

The RAW StreamIt compiler back end consists of four phases as shown in Figure 8. It is worth 
mentioning here that the scheduler is not a separate phase, but it is used by multiple phases. The 
scheduler calculates the initialization and steady state firing order for filters.  
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Figure 8 StreamIt compiler back end for RAW [13]. 

The compiler has the following phases when scheduling is finished: 
 

• Partitioning: The partitioning phase generates a parallel code for the RAW machine 
with the same number of tiles as the physical architecture by using fission and fusion 
transformations [8]. 

• Layout: The layout phase determines an optimal mapping of the input stream graph to 
the RAW tiles. 

• Communication Scheduler: The scheduler relies on available channel capacities to 
determine when a value can be communicated. 

• Code generation: It produces the appropriate code for tile and switch processor in 
object code format. 

2.2.1.3 RAW Simulator 

The RAW simulator is developed at MIT. One part of the simulator is the cycle-accurate 
simulator (btl) [14], which exactly simulates the hardware. The btl simulator was first 
implemented for the development of the RAW architecture, but now it is mainly used to debug 
RAW-programs. The simulator visualizes the utilization of different tiles on the RAW chip at the 
specified cycles. It can also calculate the average MFLOPS and memory usage. 

2.2.2 Imagine Project 
The Imagine project, which is run at Stanford University, consists of the Imagine stream 
processor and the stream-programming model for the Imagine processor. Like the StreamIt-RAW 
projects, the Imagine project is supported by DARPA and NSF [15]. 
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2.2.2.1 Imagine processor architecture 

The Imagine processor architecture consists of 48-ALUs arranged as 8 SIMD clusters as shown 
in Figure 9 [16]. Each of these clusters, which execute VLIW instructions, contains 6 ALUs and 
several local register files. The stream controller manages the instruction sequencing from the 
host processor to the different modules on the chip. All data transfers are carried through the 
stream register file (SRF). The microcontroller issues kernel instructions to the ALU clusters and 
its RAM stores the kernel programs. The network interface unit performs the routing of streams 
from the SRF to the external network. 
 

Figure 9 Imagine processor architecture [16]. 

2.2.2.2 Stream programming model 

The programming model of the Imagine processor consists of two levels: the kernel level and the 
stream level [16]. The application level programming is done in StreamC language, which is 
derived from C++ language. The kernel code programming of the ALUs is performed in KernelC 
language, which has C-like expression syntax. The StreamC program executed by the host 
processor controls the flow of data to and from the Imagine processor and also initiates kernel 
programs to perform computations. 

2.2.3 Commercial Initiatives 
Apart from the academic research that is going on in the field of stream computing, there are 
several commercial initiatives such as PicoArray and PACT XPP.  
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2.2.3.1 Tools and Compiler for PACT XPP 

PACT XPP software development tools consist of: 
 

• XMAP: The XPP Mapper is used to compile Native Mapping Language (NML) code to 
binaries for configuration of XPP core. 

• XSIM: The XSIM simulator is used to simulate the XPP configuration. 
• XDBG: XDBG is an interactive tool used for debugging and visualization of XPP core. 
• Vectorizing-C: The compiler compiles a subset of C-language and generates NML code, 

which can then be compiled by XMAP. 
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3 StreamIt Language 
The StreamIt language is an implementation of the stream-programming model, which constructs 
a stream graph, containing stream transformers with a single input and a single output to enable 
efficient development of stream programs. Furthermore, the language is especially built to 
facilitate implementation of streaming computations and make the compiler use lesser effort in 
mapping the application to a parallel architecture. The ability of the compiler to reconstruct the 
stream graphs enables it to combine adjacent stream transformers or split computationally 
intensive transformers into multiple parts to have a more parallel computation. The language 
optimizes the stream graph to produce an efficient code so that all the responsibility does not 
have to be put on the programmer. Thus, the language allows programmers to write high-
performance applications for parallel systems without detailed knowledge of the target 
architecture. 

3.1 StreamIt Primitives 
StreamIt [17] has five data types and four primitives for building stream transformers. The latter 
are filter, pipeline, split-join and feedback loop, which are the building blocks of the language. 
All these primitives have one input and one output stream. The filter is used for building atomic 
stream transformers while pipelines, split-joins and feedback loops are used for combining stream 
transformers. A component is a part of a StreamIt program that consists of one or several 
primitives. 

3.1.1 Data types 
StreamIt has five primitive data types, which are boolean, bit, integer, float and complex. The 
boolean can either be true or false, and the bit type can have the value of 1 or 0. The integer is 
signed and its length is decided by the word length of the target architecture. The floating point 
type has the precision decided by the target architecture. The complex type, that uses the same 
precision as the float, consists of one real and one imaginary value. 
 
Structures, which are supported in StreamIt, consist of heterogeneous data types including 
predefined structures and arrays, that can be of any data type and must have a fixed length. 

3.1.2 Filter 
The filter where all computations are made, is divided into four parts; filter declaration, init, 
prework and work, see Figure 10. The filter declaration describes the data type of the input and 
output streams, the name of the filter, the arguments it takes, declarations of variables and 
declarations of code blocks. 



Programming & Implementation of Streaming Applications 

16 

 
Figure 10 Example of a StreamIt filter 

In the init function, initializations of variables are made either by setting the variables to 
constants or by doing calculations. The init function, which is only executed at startup, does 
not have any access to the input or output streams.  
 
All computations involving data from the input stream under runtime are done in the work 
function, which has access to both the input and the output stream. There are three statements 
used to access the streams, namely pop, peek and push. The statement pop is used to get the 
first item of the input stream and then remove it from the stream. The items can also be read 
without removing them from the stream by using the peek statement, which takes an argument 
that states which position of the stream is read. The data type, returned from the pop and peek 
statements, is declared first. The push statement is used to put items in the output stream. The 
argument to the push statement is the item that is placed in the output stream. The data type of 
the pushed item is the type declared after the arrow. The numbers of items that are pushed, 
popped and peeked from the streams in each iteration of the filter, are declared in the work 
function. These numbers are constant. 
 
Some filters require access to the stream in the initialization, which is done by using the 
prework statement that executes only one time. Except for the one time execution, the 
prework statement operates the same way as the work statement. 
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3.1.3 Pipeline 
A pipeline connects several components together in a line as seen in Figure 11(a). The input 
stream to the pipeline is connected to the first component, where the component’s input data type 
must be the same as the input data type to the pipeline. All StreamIt primitives can be added to a 
pipeline. The data type between the components in the pipeline can be of an arbitrary type as long 
as the output type of one component matches the next component’s input, i.e., Filter1 output must 
be of the same type as the input of Filter2 shown in Figure 11(b).  

 
Figure 11 (a) Illustration of a StreamIt pipeline. (b) Example code for a pipeline. 

The add statement is used to add StreamIt components to the pipeline, i.e. “add Filter1()” 
shown in Figure 11(b). The for and while-statements can be used when the same component is 
added several times in a row. The example in Figure 11(b) would produce as many Filter3s in a 
row as expressed by the variable rows. The if-statement can be used to add a specific 
component depending on a condition. 

3.1.4 Split-join 
The split-join primitive is used to divide the input stream into several streams used by individual 
components that execute in parallel, as illustrated in Figure 12(a). The components, which follow 
the split must have the same input and output type as the split-join.  

 
Figure 12 (a) Illustration of split-join. (b) Example code for a split-join. 
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The stream can be split by using either duplicate or round-robin. The split duplicate 
statement copies the input item to all components. If duplicate is used in Figure 12(a), both 
Filter1 and Filter2 receive the same input data. The arguments sent to the split roundrobin 
statement declare the amount of items that will be received by each component in each iteration.  
In the example code in Figure 12(b), Filter1 would receive two items and Filter2 only one item. 
The join roundrobin statement joins the output received from the components into one 
stream and work in the same way as in the split case, i.e., the arguments define the number of 
items taken from each component in each iteration.  

3.1.5 Feedback Loop 
The feedback loop is used when a component depends on its own output as seen in Figure 13(a). 
The input to the body is a combination of the input stream and the output from the previous loop. 

 
Figure 13 (a) Illustration of feedback loop. (b) Example code for feedback loop. 

The feedback loop uses join, body, loop, split and enqueue statements, as shown in 
Figure 13(b). The join statement joins the input stream with the output stream that comes from 
the loop, which is then used by the body component as seen in Figure 13(a). The body statement 
adds the body component and the loop statement adds the loop component, which can be any 
StreamIt primitives. The split statement declares which items should go to the output stream 
and which should go to the loop. The enqueue statement is used to give the first input to the 
joiner because the loop component does not produce any output before it receives its first input. 

3.2 Programming idioms 
Implementations of different functions can often be done in several ways. For the best results, it 
is important to implement in a correct manner, otherwise it can be problematic for the compiler to 
use the resources in an optimized way.  

3.2.1 Corner turn 
In digital signal processing, the data is often represented by a matrix, which requires its elements 
to be sent either column-wise or row-wise into the program. A problem occurs in StreamIt when 
one stream transformer operates row-wise and another stream transformer operates column-wise. 
This problem is caused by the StreamIt language’s inability to handle several incoming and 
outgoing streams from its stream transformers. The solution to the above problem is to reorganize 
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the representation of the matrix between the stream transformers, by doing a so called corner turn, 
shown in Figure 14(a), which involves transposing the matrix. 

 
Figure 14 (a) Flow chart of an application for corner turn.  

(b) Example code for corner turn. 

Figure 14(b) shows an implementation solution to the corner turn problem for a cols by rows 
matrix. The incoming matrix is split into rows number of filters. The identity filter pops the 
incoming item in the input stream and pushes it into the output stream. The join function joins 
cols items from each filter so that the representation of the matrix is reorganized into a rows 
by cols matrix. 

3.2.2 New input stream 
It is common that new sources are added in the middle of an application.  Figure 15(a) shows an 
implementation solution to this problem. The split roundrobin(1, 0) sends all items of 
the input stream to the first added component, and no items to the second, as shown in  Figure 
15(b). Instead, the input stream of the second must be of void type and it must produce its own 
output. The join statement joins the two streams. 
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 Figure 15 (a) Example code for creating a new stream. 
(b) Illustration of the creation of a new stream.1 

3.2.3 Data Transfer 
Access to large amounts of data can be required in certain filters, i.e., by transferring a matrix 
between two filters. To accommodate this, the programmer can choose several ways; receive a 
struct that contains all the data, pop the elements to an array inside the filter or use the peek 
statement. It is recommended to use the peek statement, because then the compiler can do more 
effective optimizations of the code, which may require more local memory, but this is not a 
problem unless the required memory is larger than the tile’s data cache. 
 

                                                 
1 Color code: Split and join statements, Stream transformers 
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4 StreamIt Compilation 

4.1 Compiler Structure 
A compiler translates the program to a format that can be executed on a machine. The task of 
compiling a program is divided into several very specific subtasks as shown in Figure 16. 

Lexical Analyzer

Syntax Analyzer

Semantic Analyzer

Intermediate code 
generator

Code Optimizer

Code Generator

 
 

Figure 16 Phases of a Compiler. 

I) Source program analysis  

1. Lexical analysis: Scans the source code and converts the strings to tokens.  

2. Syntax analysis: Parsing is performed by using language grammar rules to create syntax 
tree from tokens generated by lexical analyzer.  

3. Semantic analysis: Type checking is performed to check and resolve object references to 
point to actual objects instead of symbolic names. 

II) Target program synthesis  

1. Intermediate code generation: This phase translates and produces intermediate 
representation from syntax trees. 
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2. Code optimization: Both machine independent and machine dependent optimizations are 
performed in this phase. 

3. Target code generation: Finally the object code is generated for the target machine. 

Each of the above steps, called phases, transforms the output of the previous step into a form 
which is closer to the form of the program in assembly language while preserving the semantics 
of the original program. Furthermore, each step of analysis looks for errors in the input and 
reports it whenever one is found. For achieving portability, a compiler is divided into front end, 
which consists of phases up to machine independent optimization, and back end, which includes 
the remaining phases that are dependent upon the target machine architecture. The advantage of 
dividing the compiler into front end and back end is that we can implement compilers for m 
languages and for n machines using m+n components instead of m*n components [18]. 

4.2 Parallelizing Compilers 
For parallel architectures the compilers must be able to detect and utilize parallelism. Mapping 
computations onto various processing array elements and optimization of different distributions 
are dealt by the compiler back end tool chain. A significant feature of parallelizing compilers is 
instruction scheduling when compared to traditional compilers. The phase of mapping a parallel 
program to a parallelized architecture starts without explicit communication and produces a 
program with explicit communication operations. The communication scheduling starts with data 
distribution and generates a code for whatever communication is required to adhere to the chosen 
distribution.  

4.3 StreamIt Compiler 
StreamIt, which is a portable language for compute-intensive signal processing applications, 
allows the compiler to map a single source program on a variety of grid-based architectures by 
taking away the variations and retaining the similarities [1].  
 
The StreamIt compiler front end converts the application code to legal java code, which is then 
used to produce Kopi intermediate representation (IR). The Kopi IR is translated to StreamIt high 
IR (SIR) consisting of a stream graph of filters, pipelines, split-joins and feedback loops [8]. The 
structured stream graph produced by the compiler front end is converted into an unstructured flat 
graph, consisting of nodes representing filters, splitters and joiners. In order to generate the SIR 
code, each node in the flat graph is visited in data-flow order. The entire flat graph of the 
application is visited twice, first for the initialization stage and then for the steady-state stage. The  
scheduler in the back end simulates the execution of the stream graph and determines steady-state 
execution timings of the filters.  
 
Now the code generation phase of the compiler is emphasized during the compilation phase. 

4.4 StreamIt Code generation 
Before generating the filter’s code, there are certain optimizations such as loop unrolling, 
destroying field-arrays and constant propagation performed by the compiler. The generated code 
of the entire application is nested inside the main function. Only the helper functions declared by 
the filters and the code for the initialization stage appear outside the main. The resulting code is 
organized as follows: 
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• Definitions of the variables by each of the filters in the application. 
• Definitions of the buffers and buffer index variables that are used to pass the data 

between different filters. 
• The code for the steady-state schedule of the complete application is enclosed in a while 

loop. 
• A block containing init function calls for each of the filters. 
• The code for the initialization schedule of the stream graph. 

 
In each stage, the nodes are placed in the order based on the data-flow dependencies of the stream 
graph. The nodes communicate with their neighbors by accessing buffers. All the push, pop and 
peek expressions are translated to these buffer accesses.  If node A wants to send some data to 
node B, it will push the data items into the buffers shared between nodes A and B. Node B will 
then pop the data items from the sharing buffer. 

4.4.1 Filter  
The filter translation generates a separate code for the initialization stage and for the steady-state 
stage of the filter. The code for each of these stages is enclosed in a loop which runs for the 
number of times equal to the multiplicity of the current stage. The filter translation also includes 
the conversion of all the pipeline communication expressions to buffer accesses. Consider the 
following terms for a filter: 
 

• Let Ps, Pk and Pp represent the push, peek and pop rate of the filter respectively. 
• Let Minit be the multiplicity of the initialization stage and Msteady be the multiplicity of 

the steady-state stage. 
• Let I represent the incoming tape and outgoing tape is represented by O. 

 
The number of items added to the outgoing tape O by the filter is equal to the multiplicity of the 
current stage multiplied by the push rate. For the initialization stage: 
 

sinitO PMpushed ×=  
   
The number of items remaining on the tape I after the initialization stage of the filter, RinI, is 
equal to the number of items produced by the preceding node in the initialization stage minus the 
number of items consumed by the current filter’s initialization stage. 
 

( )pinitII PMpushedRin ×−=  
 
Then the size of the incoming buffer is calculated as: 
 

Incoming Buffer Size = ( ) Isteadyinit RinMM +,max  

 

Assume that indexi is the index variable for the incoming buffer and indexo is the index 
variable for the outgoing buffer of the filter. Before the execution of the initialization stage 
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indexi and indexo are set to –1. Both the index variables indexi and indexo are also set 
to –1 before each steady-state execution of the filter. 
 

• pop() is translated to incoming[++indexi]. 
• peek(x) is translated to incoming[x + indexi]. 
• push(val) is translated to outgoing[++indexo] = val. 

4.4.2 Pipeline  
Pipelines, which are used to connect StreamIt stream transformers in a chain fashion, do not have 
an init or work function, because a pipeline itself does not perform any computation, thus 
pipelines are translated simply to buffers.  

4.4.3 Split-join  

4.4.3.1 Duplicate Splitters 

For a duplicate splitter, consider: 
 

• I representing the incoming tape. 
• n output tapes each represented by O0,……, On-1. 
• Rin is the number of items remaining on the incoming buffer after initialization stage. 
• Rout0,….., Routn-1 are the remaining items on the outgoing tapes O0,…., On-1 

respectively. 
 
For each of the outgoing tapes O0,…., On-1, the number of pushed items are given as: 
 

Mpushed
iO =  

where M is the multiplicity of the splitter. 
 
The remaining items on the incoming tape I are: 
 

MpushedRin
iOI −=  

 
The size of the incoming buffer for the duplicate splitter is calculated as: 
 

Incoming Buffer Size = ( ) Isteadyinit RinMM +,max  

 
The code generated for the duplicate splitter consists of a loop that runs for M times and 
duplicates the data elements from incoming buffer to n outgoing buffers. 

4.4.3.2 Round-robin Splitters  

For the round-robin splitters consider: 
 

• I representing the incoming tape. 
• n output tapes each represented by O0,……, On-1. 
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• Round-robin weights for the output tapes W0,….Wn-1.  
• Rin is the number of items remaining on the incoming buffer after initialization stage. 
• Rout0,….., Routn-1 are the remaining items on the outgoing tapes O0,…., On-1 

respectively. 
 
For each of the outgoing tapes O0,…., On-1 the number of pushed items are given as: 
 

iO WMpushed
i

×=  
 
Where M is the multiplicity of the splitter. 
 
The remaining items on the incoming tape I are: 
 

totOI WMpushedRin
i

×−=  

 
Where Wtot is the sum of all the weights of the splitter. 
 
The size of the incoming buffer for the round-robin splitter is calculated as: 
 

Incoming Buffer Size = ( )( ) Itotsteadyinit RinWMM +×,max  
 
The code generated for the round-robin splitter consists of a loop that runs for M times and in 
addition there are loops for each of the splitter branches which copy Wi data elements from the 
incoming buffer to n outgoing buffers, where Wi is the weight of each outgoing buffer. 

4.4.3.3 Joiner  

For the joiner consider: 
 

• O representing the outgoing tape. 
• n input tapes each represented by I0,……, In-1. 
• Round-robin weights for input tapes are W0,….Wn-1.  
• Rin0,….., Rinn-1, the remaining items on the incoming tapes I0,…., In-1 respectively. 
• Rout, the number of items remaining on the outgoing buffer after initialization stage. 

 
For the single outgoing tape the number of pushed items are given as: 
 

totO WMpushed ×=  
 
Where M is the multiplicity of the splitter and Wtot is the sum of all the weights of the splitter. 
 
The remaining items on the incoming tapes Ii are: 
 

iii WMpushedRin ×−=  

 
The size of the incoming buffer for the duplicate splitter is calculated as: 
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Incoming Buffer Size = ( )( ) iisteadyinit RinWMM +×,max  

 
The code generated for the joiner consists of a loop that runs for M times, and there are loops for 
each of the terminating branches which copy Wi data elements from n incoming buffer to the 
outgoing buffer, where Wi is the weight of each incoming buffer. 

4.4.4 Feedback Loop  
Feedback loops do not appear in the unstructured flat graph. Each feedback loop is broken down 
into a joiner, a body stream, a loop stream and a splitter and then the translation of these 
individual objects is performed as mentioned in the preceding sections. The use of enqueue  
statement in the initialization function of the feedback loop causes the specified items to be 
placed in the buffer representing the delay path before the execution of initialization stage [17]. 
These items should be taken into account while calculating the buffer sizes.  

4.5 Optimizations 
The StreamIt compiler also includes a number of high-level optimizations that can be applied to 
improve the performance of the produced code. A few of these optimizations that are of particular 
interest to us are discussed in this section. 
 
The linear partition transformation enables the compiler to analyze linear sections of the stream 
graph and eliminate redundant computations by combining the linear filters [19]. Any 
combination of filters, pipelines and split-joins can be collapsed into linear nodes.  
 
The linear partition transformation can be applied to a number of cases in discrete time signal 
processing such as implementing band-pass filter using low pass and high pass filters and 
performing down- sampling. Moreover, the compiler can be instructed to detect compute-
intensive convolution operations in linear nodes. Once the nodes are identified, the compiler 
performs a cost-benefit analysis to determine whether these operations can be performed by using 
fewer computations in the frequency domain.  Thus the compiler can perform an automatic 
transformation to the frequency domain based on the cost analysis results. 
 
The unroll loop optimizations can be used to unroll the for-loops generated during the translation 
of different StreamIt primitives. The compiler also takes a parameter to determine the unroll 
factor. The higher the unroll factor is, the more aggressive the optimizations performed. 
 
The destroy field arrays optimization can be applied together with the unroll loops optimization 
to decompose the buffers created during the translation of filters, pipelines, feedback loops and 
split-joins into local variables.   
 
The StreamIt compiler also provides an interface to the programmer to manually guide the 
optimizations performed by the compiler on a particular application. This can be done by 
obtaining the numbers assigned to the different StreamIt primitives used in the application by 
looking at the stream dot graph produced during compilation. These numbers can then be used by 
another pass to provide optimization specifications to the compiler.   
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The work based simulator optimization improves the scheduling of communication instructions 
by calculating timings for the production and consumption of items.  
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5 Implementation 

5.1 MPD-Application 
The MPD-application is divided into three parts; doppler filter, pulse compression and constant 
false alarm ratio (CFAR). A mathematical model of this filter was provided by EMW. As part of 
this master’s thesis, the MPD-application is implemented in StreamIt. The pulse compression was 
implemented in two versions: one where the data is received row-wise and the second where a 
corner turn has changed the data to a column-wise representation. 
 
The input data stream to the application consists of two video channels of complex numbers, 
whose data are taken from the mathematical model and stored in a file, which is read by the 
StreamIt application. Initially, the input file consists of these two video channels interleaved into 
one input stream; where the first element comes from channel one and the second from channel 
two and so on. 

5.1.1 Available Implementations 
In the MPD-application, both FIR-filters and FFTs are used, whose StreamIt implementations are 
provided by the StreamIt distribution [20], as they are standard filters. 
 
The MPD-application requires a FIR-filter that can use weights for its calculation and complex 
numbers as input. The provided FIR-filter is implemented in a fine-grained manner, but it does 
not support the demanded features. Therefore, the FIR-filter was improved to accommodate these 
features. 
 
There are several FFT-versions available with different levels of granularity. The one used in the 
MPD-implementation is the most coarse-grained version, FFT2, in which it is possible to declare 
the number of rows that are computed simultaneously. FFT2 was chosen because it is the fastest 
available for RAW, while the others are implemented to demonstrate the parallelism of the 
StreamIt language. 

5.1.2 Doppler Filter 
The FFT calculation in the doppler filter has to be done channel-wise. Therefore, the incoming 
stream is split into two pipelines by a round-robin (RR) splitter, so that each pipeline gets its own 
stream, as seen in Figure 17. Both pipelines in the doppler filter consist of two parts; weight 
calculation and FFT. The data stream is first sent to the weight calculation part, and its output is 
then forwarded to the FFT. The output data from the two pipelines are joined together by a RR 
joiner, to get the data represented in its initial form. 
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Figure 17 Graph of the doppler filter. 

The weight calculation filter calculates weights in the initialization because they are always the 
same. The weights are stored in an array that holds as many elements as there are points in the 
FFT. In the work part, one element of the array is, in each iteration, multiplied with the item on 
the incoming stream. 

5.1.3 Pulse Compression – Row-Wise 
Most of the computations performed in the pulse compression are made column-wise, which 
creates a problem when the data are received row-wise. One solution is that these computations 
are done in parallel, where the number of parallel tasks depends on the number of columns in the 
data matrix. 
 
The pulse compression is divided by a round-robin splitter into two main pipelines, namely Ch 1 
and Ch 2 shown in Figure 18. Ch 1 receives the first video channel and Ch 2 receives the second. 
In Ch 1, the stream is split by a RR-splitter to several eleven tap FIR-filters, whose results are 
then joined by a RR-joiner. Ch 2 is divided into four subsections. The first section, Source and 
FFT1 in Figure 18, generates weights in its initialization part, which then are forwarded to an 
FFT during run time. The second section, FFT2 in Figure 18, splits the stream with a RR-splitter 
to several FFTs, which perform FFT calculations on the items of the input stream. The output 
from the FFTs are then joined by a RR-joiner. The output from the first two sections are joined 
and passed on to section three, Mult in Figure 18, which multiplies the values from the former 
sections with each other, and forwards them to the last section. In the fourth section, IFFT in 
Figure 18, the data stream is split by a RR-splitter to several IFFTs, whose results are then joined 
by a RR-joiner. The two channels, Ch 1 and Ch 2, are then joined to form the output stream. 
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Figure 18 Graph of the row wise pulse compression filter 

 

5.1.4 Pulse Compression – Column-Wise 
To make the implementation simpler, the stream can be shifted from a row-wise representation to 
a column-wise representation by adding a corner turn filter. The column-wise pulse compression 
operates in the same way as the row-wise, except that only one column of data has to be 
computed at a time. The implementation of pulse compression in this way requires only minor 
changes, where some of the split-joins are removed. The differences illustrated in Figure 19 show 
that only one instance of each of the FIR-filter, the FFT and the IFFT are created.  
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Figure 19 Graph of the column wise pulse compression filter. 

5.1.5 CFAR 
The CFAR consists of several filters, which use both the original data stream and combinations of 
output from other previous CFAR-filters, which require extensive reuse of data, that the StreamIt 
language does not support well. The primitives in StreamIt have only access to data from one 
input stream, and no access to global memory is supported. Therefore, a lot of splitters are used to 
send the same data to several locations, as illustrated in Figure 20. 
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Figure 20 Graph of the CFAR filter. 

In the first step, 1 in Figure 20, the complex numbers of the stream are converted to decibel 
format. The second step, 2 in Figure 20, outputs the mean value of the two channels. The mean 
value for every column is calculated, which are then added to get the result for the entire matrix. 
The third step, 3 in Figure 20, calculates both the local max and the threshold value for every 
position in the matrix. The local max is calculated by comparing an element with its neighbors, 
and if the element’s value is greater than all its neighbors, it is a local max. The fourth step, 4 in 
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Figure 20, determines if an element in the matrix represents a target by comparing its value with 
the threshold. 

5.2 Compiling StreamIt Application to XPP 
 The proposed strategy in this section can be used for compiling the MPD-application. The 
complete compilation process is divided into the following three steps. 

5.2.1 Code generation from StreamIt compiler back end 
The compilation process starts with reading an application source program written in StreamIt as 
shown in Figure 21. The source file is then parsed by Kopi front end for syntax and symantic 
analysis. The Kopi system performs type checking to check and resolve object references to point 
to actual objects instead of just symbolic names. Then the Kopi intermediate representation (IR) 
is translated to StreamIt high IR (SIR) consisting of a stream graph of filters, pipelines, splitjoins, 
and feedback loops. Operations of constant propagation and loop unrolling have been performed 
on SIR code to convert the parameterized structure of IR into a static graph. The SIR code is then 
passed through the RAW back end with the stand-alone option to generate the C-code consisting 
of a single file that does not depend on a run time library. The back end converts the object-
oriented style of StreamIt filters into procedural code and schedules the execution of filters. In 
other words, the entire stream execution is inlined into a single function. The optimizations 
described in Section 4.8 are also applied in this step to optimize the generated code. 

KOPI front end

Conversion to 
StreamIt IR

RAW Back end

C-Code 
Transformation

XPP C-Code

XPP -Vectorizing 
Compiler

NML
Library

XMAP-Mapper, Place & Router

XPP 
Configurations

XPP Core / XSIM Simulator

StreamIt Code

 
Figure 21  StreamIt compilation to XPP.  

The objective for producing an executable C-code of the application at this stage of compilation 
is that this functional code can then be used for range estimation of the floating point numbers 
used in the application using real inputs. The results of the range estimation are used to determine 
the fixed-point representation for the floating-point numbers. 
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5.2.2 C-Code Transformation for XPP 
The generated code is transformed to make it compatible with the XPP-Vectorizing C compiler 
during this step in the compilation. The following transformations are performed: 
 

• Inclusion of XPP header files. 
• Removal of pointer references. 
• Conversion of floating-point constants to fixed-point representation. 
• Unrolling of StreamIt filter’s init function code to the main function. 
• Insertion of XPP port functions for I/O operations instead source and print statements. 
• Insertion of NML module instantiation instructions for integer division operator and 

fixed-point operators for multiplication and division. 
 

A program has been implemented to perform these transformations automatically. The 
application consists of a number of passes as shown in Figure 22. 
 

Insertion of XPP Header 
files

Variable declarations 
Visitor

Pass to collect used 
operators information 

Insert NML modules 
declaration

Unroll init function code

Visit the code and insert 
NML module instatiation 

instructions
 

Figure 22 Block Diagram of C-Code Transformations. 

The code transformation application inserts the XPP header files needed for compilation in the 
first pass. Then the declarations of variables and arrays used in the application to be compiled are 
visited and a link list is created. The conversion of pointer references in the code is also done in 
this pass. For each of the declared variables, the link list consists of the type, scope, name and 
initialization value of the variable. The type of the variable identifies whether the variable is 
integer, float, integer array or float array. The scope of the variable differentiates between local 
and global variables. The name identifies the variable itself and the initialization value initializes 
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the variable. For float type variables, the initialization values are converted into the equivalent 
fixed-point numbers as floating-point numbers are not supported in XPP.  
 
After collecting the information about all the variables, the arithmetic operators used in the code 
are searched in the next step. In order to gather the operator’s information, the complete code is 
parsed expression by expression, and then based on that information, the NML module 
declaration pass inserts the corresponding module declarations. Then the code for the init 
functions is unrolled to the main function and finally the application code to be compiled is 
visited and instantiation instructions for NML modules are inserted. The I/O operation 
instructions are also inserted in the same pass. 

5.2.2.1 Fixed-point representation 

The StreamIt language supports floating-point numbers, which are not supported by XPP. Thus 
the floating-point numbers are represented as fixed-point numbers. 
 
Assume QI represents the number of integer bits and the number of fractional bits are represented 
by QF, then the word length is equal to the sum of QI and QF. The range of the floating point 
numbers in an algorithm determines the number of bits required to represent the integer part [21]. 
The relationship for determining QI for unsigned numbers is given as: 
 

IQ20 ≤≤ α  
 

( )( )( )αabsceilQI 2log=  
 
The relationship for the signed numbers is: 
 

11 22 −− ≤≤− II QQ α  
 [ ]( )( )( )minmax2 ,maxlog1 ααabsceilQI =−  

where � is a floating-point number.  
 
The resolution of the fixed-point variable is determined by the number of fractional bits QF. The 
resolution ε is given by the equation: 

FQ2
1=ε  

  
Thus, the number of fractional bits required for a particular algorithm is given as: 
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The maximum word length available for fixed-point representation in XPP is 32-bits. Based on 
the relationships for QI and QF and the dynamic range of the floating-point variables in the MPD-
application, the Q16.16 format is used to represent fixed-point numbers. Thus, the maximum and 
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minimum ranges of the integer part of a variable are 32767 and –32768 respectively and the 
resolution of the fractional part is 0.00001. 
 
The supported fixed-point operations are explained as follows: 
 

• The assignment operator “=” converts the constant value on the right side of the 
operator to the selected fixed-point format. If the selected format of the left side 
variable does not have enough precision for representing the constant value, then 
attributes such as saturation, overflow and rounding are performed on the constant.  

• The add “+” and subtract “-” operators are applied directly without any loss of 
accuracy during the operation.  

• The fixed-point multiply “*” operator is implemented as a NML module and this 
module is instantiated to replace the multiply operator. The word length of the product 
is equal to the sum of world lengths of the two operands. The multiply NML module 
consists of shift operations to align the decimal point and throw away the superfluous 
sign bit. 

• The fixed-point division “/” operator is also implemented as a NML module. The 
divider NML module consists of shift operations to align the decimal part of the 
result. 

5.2.3 Generation of XPP Configurations 
The transformed code is then compiled with the XPP-VC compiler to generate the NML code of 
the application. The generated NML code together with the library of NML modules is used by 
the XMAP tool to generate binaries for configuring XPP core. These binaries can also be used for 
simulation and debugging purposes.  
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6 Results and Evaluation 

6.1 Results of generated code for RAW 
The three parts of the implemented application; doppler filter, pulse compression and CFAR were 
compiled for the RAW-architecture, configured for 4x4 tiles and running at 250 MHz, and then 
executed using the RAW-simulator. The option used for the compiler was -O1, which includes 
unroll 16, destroyfieldarray, partition, ratematch and wbs. 
 
The compiler generates a layout graph to show the computations for each tile and the data flow 
between tiles within the RAW-architecture, though the arrows do not display the actual route of 
the data flow. The standard tile operations are described in Table 1. The results taken from the 
simulator were generated after initialization phase. Each part of the application was simulated 
with the numbers option, which gathers performance information over steady-state cycles; the 
number of cycles needed to output a certain amount of data, which depends on the amount of data 
a certain filter need to calculate its output. For example, an FFT needs an entire row of data for its 
calculation. 
 

Source Generates source data for the application 
Sink The end of the application 
Joiner Joins several streams and pass them on to one or several filters 

Table 1 Description of standard tile operations in layout. 

 
The graphs generated by the simulator, called bloodgraphs, show the activity of processors over 
time. An entirely white row represents an unused tile. The x-axis represents clock cycles and the 
y-axis represents the tiles, where the upper row in the graph represents the upper left tile in the 
layout, whereas the second row in the graph represents the second tile in the first row of the 
layout and so on. Table 2 shows the color codes for the bloodgraphs. 
 

White non-floating point op 
Magenta floating point operation 
Red net receive stall 
Blue net send stall 
Green resource/bypass stall 
Black cache stall 
yellow (yellow) instruction memory write/read stall 

Table 2 Bloodgraph color codes. 

6.1.1 Doppler Filter 
The doppler filter was executed with the original 32-point FFT, which computes two rows of data 
concurrently, and the modified FFT, which computes one row of data at a time. 
 
The layout of the doppler filter with the original FFT is shown in Figure 23, where all tiles are 
used in this configuration. The stream, which splits into the two channels and is passed to the 
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weight calculation originates from the Source. Joiner joins the streams and splits them up into 
four FFT calculations, two rows per channel. The next Joiner divides the stream into five new 
streams for effective computation, which is then sent to the last Joiner and finally into Sink. 

 
Figure 23 Layout of doppler filter with original FFT.2 

The bloodgraph generated from the simulator is shown in Figure 24 and the corresponding results 
are shown in Table 3. The bloodgraph clearly shows that large parts of the cycles are spent 
waiting to send or receive, which is confirmed by the work count from the results, showing only 
23.4% of the cycles are useful. 
 

 
Figure 24 Bloodgraph of doppler filter with original FFT. 

Tiles used 16 
Joiners 3 
Steady state cycles 16755 
Steady state items 512 
Work count (%) 23.4  
MFLOPS 94 

Table 3 Execution results from doppler filter with original FFT on RAW. 

                                                 
2 Color code: channel1, channel2,  joint channel 
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The layout of the doppler filter with the single FFT implementation, shown in Figure 25, has one 
unused tile in its configuration. Only one Joiner is needed which makes the communication 
pattern simpler. The two channels in this implementation are calculated exactly the same way; 
first weight calculation, then FFT calculations and finally the streams are joined and passed on to 
the Sink. 

 
Figure 25 Layout of doppler filter with single FFT. 

The bloodgraph of the doppler filter with single FFT, shown in Figure 26, visualizes that this 
version does more computing and less network stall than the version with original FFT. The 
performance advantage with the single FFT is verified by the results shown in Table 4, which 
specifies a work count of 44.8% compared to 24.3% for the version with the original FFT. 
Furthermore, the original version has a rate of 94 MFLOPS while this version has 170 MFLOPS.  
 

 
Figure 26 Bloodgraph of doppler filter with single FFT. 
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Tiles used 15 
Joiners 1 
Steady state cycles 2329 
Steady state items 128 
Work count (%) 44.8 
MFLOPS 170 

Table 4 Execution results from doppler filter with single FFT on RAW. 

The layout with the single FFT is simpler because it uses fewer filters in its implementation, 
which makes it easier for the compiler to perform the partitioning. The communication pattern 
also becomes simpler, with mostly direct communication between tiles, which creates less 
network stalls and results in more effective use of the tiles. These advantages show that it is not 
always best to have as many filters as possible, because it creates problems for the compiler, 
which results in inferior communication. Therefore, it is recommended to build applications 
where the programmer has the ability to control the amount of filters, i.e., by specifying the 
amount of filters calculating in parallel, as in the FFT where a variable declares how many rows 
that are calculated at the same time. 

6.1.2 Pulse Compression 
The pulse compression uses the single FFT, which computes one row of data at a time. The 
layout of the pulse compression, shown in Figure 27, uses two separate sources; Source1 
generates the input stream to the pulse compression and Source2 generates weights to be 
combined with channel2. The two channels are split at Source1; Channel1 takes the FIR-path 
while channel2 is passed to the FFT-calculation. The weights from Source2 pass through an FFT-
calculation and are then joined with channel2. The joined result passes through IFFT-calculations 
and is then joined with channel1 to form the output. 

 
Figure 27 Layout of the pulse compression. 

The bloodgraph, seen in Figure 28, shows the large amount of time passed while tiles are waiting 
to send or receive data, that results in the low work count of 11% and performance of 54 
MFLOPS, shown in Table 5. 
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Figure 28 Bloodgraph of pulse compression with single FFT. 

Tiles used 16 
Joiners 2 
Steady state cycles 131324 
Steady state items 416 
Work count (%) 11 
MFLOPS 54 

Table 5 Execution results from the pulse compression with single FFT on RAW. 

The pulse compression involves heavy communication, which makes the tiles stall a considerable 
amount of time. To prevent this, a more coarse-grained FIR-filter could be implemented, where 
all taps are in the same filter. 

6.1.3 CFAR 
The complicated data communication structure of the CFAR made it impossible to compile for 
the RAW-architecture. The reason is that the StreamIt compiler could not use the -unroll 
option to unroll the loops in the code. Without this argument, the generated code can not be 
further compiled with the RAW compiler. 

6.1.4 Integer FIR 
The FIR filter implementation comprises of one source filter, one filter to push additional items 
on the tape to fill the pipeline, 8 filters for the FIR computations, one filter to remove the 
additional items previously pushed and finally the output filter as shown in Figure 29. The FIR 
coefficients have been computed during the initialization stage of the FIR computation filter and 
it is this filter which performs the multiply and accumulate operations to compute the FIR 
outputs.  
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Single 
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Single 
Multiply

Unused
 

Figure 29 Layout of Integer FIR filter. 

 
Tiles used 12 
Steady state cycles 2048 
Steady state items 128 
Work count (%) 47.3 

Table 6 Execution results of 8-Tap Integer FIR implementation on RAW. 

Table 6 shows that it takes 16 cycles for RAW to compute one output item from the FIR 
implementation. This is because of the memory operations involved in pushing and removing 
items from the tape in addition to the actual FIR computation. 

6.2 Results of generated code for XPP 

6.2.1 Performance Comparison of the two Integer FIR implementations 
In this sub-section, the performance results of two integer FIR implementations on XPP are 
compared.  
 
The fine-grained FIR filter implementation consists of a series of filters, one per tap, to expose 
more parallelism to the compiler, which generates a number of for-loops and arrays depending 
upon the number of filters. The code generation uses these arrays for buffering inputs and outputs 
of each filter. These multiple array accesses generate lots of extra overhead control i.e. event 
registers and forward registers in NML as evident from Table 7. Thus, the implementation 
exceeds the resources available on XPP64A-1 device. 
 
The coarse-grained FIR implementation consists of a DelayMany filter that pushes zeroes 
depending upon the filter taps on the tape and the FilterKernel that computes the FIR 
output. The FilterKernel operates in a windowing fashion and moves the coefficient 
window over the pipeline, multiplies the coefficients and accumulates the result. The 
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accumulated result is finally pushed on the tape. The coarse-grained FIR implementation consists 
of lesser number of filters, thus lesser array accesses are required, and consequently the 
implementation requires less resources when mapped to XPP. 
 
In order to avoid the usage of these extra resources, the for-loops and arrays produced by 
StreamIt code generator should be avoided. All the array accesses are eliminated in favor of local 
variables by using destroyfieldarray and unroll optimizations. The 
destroyfieldarray option attempts to decompose buffers into individual local variables 
and the unroll option performs unrolling of the for-loops. The optimized code generated by the 
StreamIt compiler still contains dead code, which is then eliminated by XPP-VC compiler. 
 

 Event 
REGs 

Data 
REGs 

ALUs BREG 
ALUs 

FREG 
ALUs 

 

Configuration 
Cycles 

Simulation 
Cycles 

128 samples 
8-Tap FIR 
(StreamIt) 

153 0 54 19 106 - - 

10-Tap FIR 
(StreamIt) 

49 0 16 8 17 3586 2048 

8-Tap FIR 
Optimized 
(StreamIt) 

0 7 11 4 0 1955 128 

10-Tap FIR 
Optimized 
(StreamIt) 

64 0 5 5 22 3735 2048 

8-Tap FIR  
(NML) 

0 0 8 8 9 1950 128 

Table 7 Performance Comparison of Integer FIR implementations. 

From the simulation cycles results it can be deduced that the fine-grained FIR extracts more 
optimization; whereas there is no significant improvement achieved in coarse-grained FIR 
implementation because there is one array buffer declared within the DelayMany filter, which 
can not be decomposed by the compiler. 

6.2.2 Implementation results of MPD application 
The results obtained from compilation of MPD application are presented in this sub-section. 
Table 8 presents the XPP resource usage of steady-state execution of different MPD blocks. 
During the compilation, temporal partitioning has been used to reconfigure the XPP core after the 
execution of the initialization stage.  
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 Event 

REGs 
Data 

REGs 
ALUs BREG 

ALUs 
FREG 
ALUs 

MPD FIR 11 44 26 18 4 
Serialized FFT 86 0 39 16 101 
Paralleled FFT 31 0 163 141 121 
Doppler Filter 58 0 78 107 210 

Table 8 Compilation results of MPD application to XPP. 

The MPD FIR implementation, which is a fine-grained version, operates on complex numbers. 
Thus in each tap the filter performs complex multiplication of imaginary and real numbers. For 
XPP these multiply operations are further translated to fixed-point multiplications. The weight 
calculations are performed in the initialization stage which are not presented in the results.  The 
MPD FIR implementation is compiled by using destroyfieldarray and unroll 256 
options and the results for the steady-state execution of FIR implementation depicts that the 
resource usage is maximally optimized. 
 
The serialized FFT implementation consists of a single butterfly that is iterated again and again to 
perform the complete FFT. The data for the butterfly in different FFT stages are provided by  
locally buffering the computed result. The compilation is performed without using the 
destroyfieldarray and unroll options. The local buffers are mapped to the internal 
RAMs and thus the largest size of FFT that can be implemented is 256 without adding any extra 
logic. For larger FFTs, the local buffers can be mapped to external RAM, for which additional 
control logic will be required.  
 
The parallelized FFT implementation is compiled by using the destroyfieldarray and 
unroll 256 optimizations and the results are presented for a 32-point FFT. The resource 
usage will grow for larger FFTs.  
 
The doppler filter consists of two instances of the serialized FFT. The results show that the 
number of ALUs and FREG ALUs used is double that of the FFT. However the number of BREG 
ALUs is significantly larger than those of the FFT, due to the fact that the doppler filter also 
contains weight calculation filter before each FFT. Another reason for the increase is the use of 
split-join construct to combine the two FFT modules. 

6.3 Evaluation of StreamIt 
The evaluation is based on experience gained from the implementation of the MPD-application.  
 
The control structures of StreamIt are similar to those of Java, and the type system resembles that 
of C, with the exception of its built in combinators; thus, it is easy to learn the language and its 
constructs. The program flow can easily be visualized both from a code perspective and with the 
generated graphs. The simple structures of StreamIt, where combinators and filters are added as a 
chain, make it easy to view the program flow, which can facilitate both the implementation and 
the debugging. Regardless of this, StreamIt belongs to a not widely used paradigm of 
programming languages, which require the programmer to think in a different way compared to 
imperative languages. It might be difficult for the programmer to think in terms of filters and 
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streams, where the only data available reside in the local memory and the streams, instead of 
having a global memory. The time for the programmer to overcome these problems creates a big 
threshold to when it is advantageous to switch to the StreamIt programming language. 
 
Reusability is an important factor, because it increases the efficiency in programming further 
applications and leads to more trusted components because they get debugged in many different 
applications. StreamIt is a high level language, which offers the possibility to reuse components 
in new applications, leading to increased productivity. Communication between filters and 
combinators are built into the language, which makes it possible to add, remove or modify 
components with no more changes to the code than to add or remove the add statement. The 
StreamIt language offers only a small number of implemented standard components. The 
implementation of these components in StreamIt is time consuming for the programmer. 
Furthermore, the implementation of certain algorithms by inexperienced users would not be as 
efficient as if they were available as standard stream transformers. This makes the transition from 
industry leading languages, which have extensive availability of standard components, even 
harder. StreamIt is a research project to explore a concept, therefore, no focus has been on 
developing standard components. Furthermore, the language is independent from a specific target 
architecture, which makes it possible to be compiled for different architectures. 
 
StreamIt offers only three combinators to put together filters; pipeline, split-join and feedback 
loop, all of which have only one input and one output stream. It is impossible to implement new 
combinators with custom behavior and number of inputs and outputs. To create two individual 
sources that generate input data in StreamIt, the use of a split-join is required as shown in Figure 
30(a). A more natural way to accomplish this would be to create two sources without a split-join 
as shown in Figure 30(b). If the programmer wants to multiply two streams with each other, a 
split-join has to be implemented before the Mult filter. The streams have to be joined and sent 
interleaved to the Mult filter, which has to know that every other item of the stream is from 
Source1 and Source2 respectively, as shown in Figure 30(a). A simpler way would be to have a 
combinator that can take several input streams and perform calculations on the values of the 
streams, thus the Mult would be the only filter needed to join two streams and multiply them, see 
Figure 30(b). 

 
Figure 30 (a) StreamIt implementation (b) Suggested implementation. 
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7 Conclusions 
In this master’s thesis, an MPD-application has been implemented in StreamIt to evaluate the 
language and a code generator has been designed to compile the application developed in 
StreamIt to XPP. 
 
The evaluation shows that StreamIt is easy to learn, but hard to use because of its programming 
paradigm as compared to conventional languages. StreamIt programming involves thinking in 
terms of streams instead of globally accessed memory. Furthermore, the amount of standard 
components available at this time is limited, which also can make the implementation more time 
consuming. These factors result in a large threshold to overcome before it is valuable to switch to 
the StreamIt language. 
 
The structure of StreamIt makes it easy to reuse components and modify the application. The 
code, which is easy to read and understand, also increases the reusability and facilitates the 
implementation and the debugging.  
 
Moreover, the construction of the compiler is such that it can be adapted to other architectures by 
implementing some architecture specific modifications in the back end.  
 
The MPD-application has been executed on the RAW-simulator to generate results that show 
how efficient the StreamIt application uses the resources of the RAW-architecture. These results 
show that there are large amounts of network stall in the tiles, which in some cases severely 
decrease performance. Therefore, it is important that the implemented application uses a limited 
amount of filters. 
 
From the performance results obtained for different applications on XPP, it is deduced that fine-
grained filter structures are mapped efficiently to XPP. It is also observed that the compiler is 
unable to decompose the arrays declared within the filter body in StreamIt code, which results in 
generation of extra event control logic and makes it difficult for the XPP mapper to route the 
application.  
 
The execution results of the FIR filter implementation on RAW shows that it takes 16 cycles to 
compute a single item, whereas the same application when mapped to XPP requires a single cycle 
per item. Therefore, XPP is suitable for arithmetic operations but the conditional constructs in the 
StreamIt code are not mapped efficiently to XPP. Thus, it is concluded that XPP is suitable as a 
co-processor with a host processor performing the control of the application flow and assigning 
computational tasks to XPP. 
 
The final conclusion is that even if StreamIt is improved by having more standard components 
and the possibility to create new combinators, the entry to the paradigm of StreamIt will involve a 
large threshold to overcome. 
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8 Future Work 
As an extension of this master’s thesis, the following tasks are proposed: 
 
The MPD-application can be implemented in the StreamC language and run on the Imagine 
architecture whose results could then be compared with the results presented in this thesis. 
 
A partitioner can be implemented to partition the StreamIt generated code of the application 
between the host processor and the XPP as a co-processor. Another tool that can be developed is 
to estimate the range of floating-point variables by simulating the execution of application. 
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