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Abstract

Anomaly detection is the problem of identifying data points or patterns that
do not conform to normal behavior [22]. Anomalies in data often correspond
to important and actionable information such as frauds in financial applica-
tions, faults in production units, intrusions in computer systems, and serious
diseases in patient records. One of the fundamental challenges of anomaly de-
tection is that the exact notion of anomaly is subjective and varies greatly in
different applications and domains. This makes distinguishing anomalies that
matches with the end-user’s expectations from other observations difficult. As
a result, anomaly detectors produce many false alarms that do not correspond
to semantically meaningful anomalies for the analyst.

Humans can help, in different ways, to bridge this gap between detected
anomalies and “anomalies-of-interest”: by giving clues on features more likely
to reveal interesting anomalies or providing feedback to separate them from
irrelevant ones. However, it is not realistic to assume a human to easily provide
feedback without explaining why the algorithm classifies a certain sample as
an anomaly. Interpretability of results is crucial for an analyst to be able to
investigate the candidate anomaly and decide whether it is actually interesting
or not.

In this thesis, we take a step forward to improve the practical use of
anomaly detection in real-life by leveraging human-algorithm collaboration.
This thesis and appended papers study the problem of formulating and im-
plementing algorithms for user-centric anomaly detection– a setting in which
people analyze, interpret, and learn from the detector’s results, as well as pro-
vide domain knowledge or feedback. Throughout this thesis, we have described
a number of diverse approaches, each addressing different challenges and needs
of user-centric anomaly detection in the real world, and combined these meth-
ods into a coherent framework. By conducting different studies, this thesis finds
that a comprehensive approach incorporating human knowledge and providing
interpretable results can lead to more effective and practical anomaly detec-
tion and more successful real-world applications. The major contributions that
result from the studies included in this work and led the above conclusion can
be summarized into five categories: (1) exploring different data representations
that are suitable for anomaly detection based on data characteristics and do-
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main knowledge, (2) discovering patterns and groups in data that describe
normal behavior in the current application, (3) implementing a generic and
extensible framework enabling use-case-specific detectors suitable for differ-
ent scenarios, (4) incorporating domain knowledge and expert feedback into
anomaly detection, and (5) producing interpretable detection results that sup-
port end users in understanding and validating the anomalies.
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To my little one and all the heart warriors out there.
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Chapter 1

Introduction

“It’s in the anomalies that nature reveals its
secrets.”

Johann Wolfgang Von Goethe

Anomaly detection is the problem of identifying data points or patterns
that do not conform to normal behavior [22]. Anomalies (also referred to as
outliers, novelties, deviants) in data translate to significant (and often critical)
actionable information, and they can be found in a wide variety of application
domains, including production, finance, security, medicine, energy, and social
media. Anomalies can reflect intrusions in computer systems, fraudulent activ-
ities in finance applications, faults or breaks in production units, and diseases
or conditions in medical diagnostics. The importance of anomaly detection in
real life can be shown with several examples. The Global Economic Crime and
Fraud Survey [1] conducted in 2018 found that 53% of US companies had been
affected by fraud last two years. A study in [96] estimated that faults and er-
rors in a district heating system cause a loss of approximately 1 billion Swedish
crowns per year in Sweden. A medical study showed that only 55% of critical
congenital heart diseases could be diagnosed prenatally on routine obstetrical
ultrasounds [118]. An effective anomaly detection system can help lower the
damages of frauds on companies, preserve energy and reduce financial loss in
district heating systems, and save the lives of many babies born with heart
diseases.

However, anomaly detection is challenging in practice, as the exact notion
of anomaly is a relative concept rather than an absolute truth, and it differs
widely across different application domains. What to detect (i.e., what consti-
tutes an anomaly) depends on specific assumptions about the data and domain
understanding. A single deviation from the norm (e.g., a body temperature of
38°C) may be considered a serious issue in one application, but not worth a
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2 CHAPTER 1. INTRODUCTION

second look in another. In other cases, each individual observation indepen-
dently may be consistent with normal data, but collectively, or in a different
context, they constitute abnormal behavior. An algorithm designed only to
detect extreme values would not perform well in detecting anomalies of the
latter types.

Numerous techniques, with different assumptions, have been proposed to
detect anomalies in the literature – based on statistical models, distances to
cluster centers or nearest neighbors, density estimations, subspace measures, or
other heuristics. Even though an algorithm can successfully capture all types of
abnormal observations, not all of them are equally interesting to the end-user.
For example, abnormally high temperatures can be recorded occasionally in a
domestic hot water heat-pump system due to disinfecting pipes from Legionella
bacteria. As shown in Figure 1.1, these observations may show up as abnormal;
they are rare and unusual. However, they are not particularly interesting to an
analyst searching for actual faults (e.g., compressor failures) in the system. The
large gap between detected anomalous behaviors and “anomalies of interest”
can produce many false alarms and easily render anomaly detection unusable
in practice.

Figure 1.1: Data collected from a heat-pump system, where the goal is to detect
compressor failures. Even though several observations appear as abnormal,
only few of which correspond to anomalies of interest, i.e., compressor failures.

Domain knowledge plays an essential role in bridging this gap. An analyst
might give clues to create features that are more likely to indicate interesting
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anomalies or provide feedback to separate them from irrelevant ones. There-
fore, incorporating human input into anomaly detection can markedly improve
detection performances. However, we cannot simply assume that humans can
always provide accurate feedback, regardless of how algorithmic results are pre-
sented to them. The great majority of the methods output real-valued scores
indicating the degree of abnormality of each point in the dataset. Imagine the
following question is asked to the domain expert: Is the feature vector 〈x1, ...,
x30〉 with an anomaly score of 0.92 an anomaly? It is not realistic to expect a
human to answer this type of query without explaining why this candidate was
assigned with a high anomaly score and flagged as a potential anomaly. An ef-
fective human-in-the-loop anomaly detection that leverages end-user feedback
is only possible with interpretable detection results.

Enabling interpretability could benefit anomaly detection in other aspects.
First of all, after the anomalies in the data are identified, human experts
typically investigate them for root-cause analysis, troubleshooting, or action-
planning. As shown in the previous example, one cannot automatically sched-
ule repair without knowing the anomaly is caused by a compressor failure, not
by killing bacteria. Interpretability of the detected outliers, which provides
reasons for anomalous behaviors, can significantly reduce the effort of such
manual inspections. Second, interpretation of anomalies helps facilitate trust
in anomaly detection, especially datasets involving sensitive features such as
sex, ethnicity, or age. Anomaly detectors aim at effectively separating rare and
unusual observations from the majority. The rare data instances reported as
anomalies may cause discrimination against the minority groups existing in
the data. For example, the surveillance application designed to detect criminal
activities can be racially biased if the detection heavily relies on humans’ ap-
pearance. Additional information on what makes certain behavior stand out as
anomalous enables us to realize biased decisions of the algorithms and improve
algorithmic fairness.

In this thesis, we take a step forward to improve the practical use of
anomaly detection in real-life by leveraging human-algorithm collaboration.
This thesis focuses on designing and evaluating algorithms for user-centric
anomaly detection in which people investigate, interpret, and learn from the
detectors’ results and provide domain knowledge or feedback. To effectively
validate our approaches and show their usefulness in real life, we present our
contributions as a coherent framework on top that each building block is de-
rived from desired properties of a user-centric anomaly detection system.

Throughout this thesis, we demonstrate some of our results against a real-
world use case: Swedish district heating. District heating (DH) is a system for
distributing heat generated in a centralized location through insulated pipes.
It is the most common form of heating for residential and commercial premises
in Sweden. District heating plays an important role in the implementation of
future sustainable energy systems [85, 26, 92] by diversely incorporating re-
cycled and renewable heat sources and contributing to a decrease in carbon
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emission. However, the current generation of district heating technologies has
high supply and return temperatures, which leads to significant heat losses in
the network, and inefficient use of heat sources [101, 37]. It is vital to reduce
distribution temperatures to achieve the target of a 100% renewable energy
supply system [38]. Achieving low temperatures in the network requires intelli-
gent systems and elaborated strategies to identify anomalies and faults, caus-
ing high return temperatures continuously. This thesis focuses on effectively
representing available data, typically coming from smart meters, and discov-
ering patterns that show normal and abnormal behaviors in district heating
networks by taking advantage of expert knowledge in this application domain.

1.1 Challenges
Anomaly detection addresses minority, novel, uncertain and rare events, lead-
ing to unique challenges and complexities in the solutions dealing with this
problem. First of all, anomalies are significantly fewer in number than nom-
inal instances, and it is difficult, if not impossible, to obtain a large amount
of labeled abnormal instances. The lack of ground truth leads to the formu-
lation of the majority of the methods in an unsupervised fashion. However,
unsupervised methods do not have any prior knowledge of true anomalies,
and they heavily rely on their inherent assumptions of abnormality. Second,
anomaly detection methods must deal with many unknowns such as unknown
unusual behaviors, distributions, and data structures. They remain unknown
until they actually occur, e.g., novel network intrusions, financial frauds, and
stock market anomalies. Over the last years, many approaches have been pro-
posed focusing on different specific aspects of anomaly detection. Even though
certain problems are well-addressed, many more remain unsolved. Here, we
highlight selected open challenges that we tackle in this thesis.

Useful data representations are rare. In most domains, the input data
is not necessarily specified in the way that is the most suitable for anomaly
detection. The original dataset may contain irrelevant attributes or attributes
with intricate (e.g., high-order, nonlinear, and heterogeneous) relationships
that may affect the separability of anomalies in the original feature space.
However, data can be represented in a variety of ways. Looking for useful
subspaces or representations among all possible models, especially in datasets
with many attributes, is akin to searching for a needle in a haystack. Further,
it is not easy to guarantee the new features or relations to preserve useful
information for the detection task due to the aforementioned unknowns in
anomaly detection.

Normal behavior is not permanent: Virtually all anomaly detection al-
gorithms create a model of normal behavior and then compute the “anoma-
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lousness” of a given data point on the basis of the deviations from this model
[3]. Therefore, correct estimation of normal behavior has crucial importance
for successfully detecting anomalies. However, defining normal regions which
encompass every possible normal behavior is challenging in practice as normal
behavior often evolves over time. The normal patterns applicable currently
might not be sufficiently representative in the future.

One size does not fit all. Over the years, many anomaly detection meth-
ods have been developed based on various techniques such as probabilistic,
information-theoretical, or proximity-based [3]. Each algorithm has explicit or
implicit assumptions about data or what constitutes an anomaly. However,
anomaly detection is an inherently subjective process in which the character-
istics of data and the exact notion of an anomaly vary significantly in different
applications and domains. Furthermore, diverse types of anomalies that exhibit
completely different behavior and require different assumptions can be present
in data together. An algorithm that perfectly captures certain anomalous be-
havior in one dataset may not work at all in another case. Therefore, it is not
realistic to expect a single solution suitable for all types of data, anomalies,
and applications.

Interesting anomalies are difficult to separate from noise. Most ap-
plication domains contain noisy data or data with erroneous records. For exam-
ple, a smart-meter contains many measurement faults because of connection
problems or defects in transmission. One of the typical measurement faults in
the meter readings is sudden jumps in the heat load. This case can occur if
the metering device is not working accurately or is replaced by a new device
where the consumption has not been reset correctly. Anomaly detection algo-
rithms can mistake noisy readings for interesting anomalies, and any attempt
to get rid of the noise before applying anomaly detection can also remove
actual anomalies in the dataset. The semantic distinction between noise and
anomalies depends merely on domain expert interest.

Validation is not straightforward: The lack of ground truth for anomaly
detection is not only a challenge for learning anomalous behavior but also
for the evaluation of anomaly detection models. Unlike clustering or other
unsupervised learning problems, there are no established internal evaluation
metrics that allow reliable error estimation of anomaly detectors. Therefore, it
is a common practice to either use datasets with artificially injected anomalies
or real-world classification datasets converted for validating anomaly detection
[20]. However, these approaches have certain limitations. For example, artificial
anomalies may be too simplistic for real-world applications, or classification
datasets may not have desired characteristics for the tested problem domain.
Even though most anomaly detection methods are designed in an unsupervised
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fashion to overcome the lack of ground truth, validation of these methods in
real life without labels remains an important challenge.

User feedback comes with a price. It is desirable to involve humans
directly into the whole learning process and only return results of their interest.
However, humans can express their knowledge in many different ways, and not
all forms of information can be exploited by an anomaly detection method.
It is not always easy to translate tacit knowledge into a form that algorithms
understand, as well as explain the expectations of the algorithm to the user.
Furthermore, even obtaining a more basic type of feedback, which are the
ground truth labels of samples, demands substantial time and effort of the
expert. It will be costly if we expect humans to manually evaluate and provide
labels for numerous queries one by one. An effective trade-off between the cost
and the performance is important; one must maximize the performance gain
of the detection algorithm while minimizing the use of pricey domain experts.

1.2 Research Questions
This thesis hypothesizes that a user-centric approach incorporating expert
knowledge and providing human-interpretable results can lead to anomaly de-
tection that is more effective and practical in real-world. We design a number
of approaches for user-centric anomaly detection in varying data and use cases
with the goal of discovering meaningful relations and patterns and detect di-
verse types of anomalies in complex systems. Based on this overall goal and
previously highlighted challenges, the following research questions are raised
and answered in this thesis:

• RQ-I: What contexts or representations are “informative” for unveil-
ing anomalies otherwise disguised as normal in high-dimensional feature
spaces?

• RQ-II: Is it possible to overcome the limitations of “one-size-fits-all”
solutions with a generic and extensible framework?

• RQ-III: Can expert knowledge help find informative data representa-
tions and discriminate anomalies better?

• RQ-VI: How to explain groups and anomalies occurring in high-dimensional
space to aid end users in understanding and validating the results?

1.3 Contributions
The main contributions of this thesis, along with the papers they appear in,
are listed below:
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RI RII RIII RIV

Paper I ✓

Paper II ✓ ✓

Paper III ✓

Paper IV ✓ ✓ ✓

Paper V ✓ ✓

Table 1.1: Contributions of the papers to different research questions

• We have shown that representing the data based on domain experts’
intuitions captures the underlying physical properties and improves the
ranking abnormal substations in a district heating system (Paper I).

• We have proposed an approach to discover heat load patterns that rep-
resent the most “typical” behaviors in a DH network (Paper II).

• We have captured novel patterns that were not previously known by
the district heating community and given insights into how typical and
atypical behaviors look like in DH networks (Paper II).

• We have proposed a novel framework created by abstracting and unify-
ing the fundamental tasks within the streaming anomaly detection and
providing an adaptive and extensible anomaly detection procedure to
overcome the limitations of “one-size-fits-all” solutions (Paper III).

• We have proposed a sampling algorithm for streaming anomaly detection
that allows learning “normal behavior” effectively in the case of evolving
data contaminated with anomalous samples. (Paper III).

• We have proposed a method that leverages human feedback for identify-
ing useful contexts in the data and detecting contextual anomalies that
are hidden in the global feature space (Paper IV).

• We have formulated a new query strategy allowing us to select informa-
tive instances in data revealing which contexts are “relevant” or “irrele-
vant” so that importance of contexts can be estimated with less human
effort (Paper VI).
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• We have measured context importances of all contexts, which enable
interpreting anomalies hidden in the global feature space or arbitrary
subspaces of high dimensional data. (Paper VI).

• We have introduced a contextual anomaly detection method that searches
for a set of contexts in which anomalies stand out in a high-dimensional
feature space; it detects diverse types of anomalies by leveraging discov-
ered contexts (Paper V).

• Our method incorporates a novel distance metric to measure deviations,
which combines contextual and behavioral distances to differentiate ob-
jects whose neighborhood structures are significantly different between
two attribute spaces (i.e., contextual and behavioral) (Paper V).

• We have shown that our methods enables interpreting outliers by ex-
plaining in which context a certain object deviate from normal data and
in what way it is similar or different from other anomalies or normal
groups in data (Paper V).

1.4 Thesis Organization
The remainder of the thesis is organized as follows. Chapter 2 presents the
background required for understanding the anomaly detection problem, to-
gether with a general overview of related work. Chapters 3 presents the overall
methodology composing the contents of our publications into a coherent frame-
work. Chapter 4 gives summary of the papers included in this thesis. Finally,
Chapter 5 concludes the thesis by providing an overall summary of our con-
tributions, and by presenting potential future work to extend the research
explored in this thesis.



Chapter 2

Background

2.1 Anomaly Detection
Statistics and machine learning literature provided various definitions of the
anomaly such as the two following well-known examples.

Anomaly detection refers to the problem of finding patterns in data
that do not conform to expected behavior. These non-conforming
patterns are often referred to as anomalies ...

—Chandola et al., Anomaly detection: A survey

An [anomaly] is an observation that deviates so much from other
observations as to arouse suspicion that it was generated by a dif-
ferent mechanism.

—Hawkins, Identification of Outliers

These interpretations reflect that the notion of "anomaly" is not absolute,
rather relative to the problem and domain. It is therefore anomaly detection
always requires a context which determines what is considered to be normal.
Motivated by this assumption, we give the following definition of anomaly that
is consistent with different formulations appearing throughout this thesis.

We define anomaloussness of an object w.r.t. a group of normal object,
which we refer to as reference group.

Definition 2.1.1 (Reference Group). Given a dataset D and a sample x ∈ D,
the reference group R ⊆ D of x is a group of samples showing normal behavior.

Definition 2.1.2 (Anomaly). Given a dataset D, a sample x ∈ D and its
reference group R ⊆ D, x is an anomaly if it is significantly dissimilar to D.

9
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Anomalies are also referred to as outliers, abnormalities, deviants, novel-
ties, or discords in the data mining literature, and we use these terms inter-
changeably throughout this thesis, while bewaring of the potential differences
between them.

Most of the earliest work on outlier detection was performed by the statis-
tics community, where outliers were seen as problems to get rid of. With ad-
vances in technology and collection of massive data, it has been realized that
these rare objects give critical and often actionable information in various
domains. Examples include intrusion detection for cyber-security, behavioral
analysis for fraud detection, spam and bot filtering for e-mails and social media,
monitoring and surveillance for fault or damage detection in environmental,
industrial or other critical systems, and diagnostics for health-care. Many ear-
lier [22, 139, 3] and recent [16, 95] anomaly detection surveys review existing
techniques based on a number of different aspect in anomaly detection such as
characteristics of data used, application domain, availability of labels, and so
on. Here, we give broad overview of some of these general aspects of anomaly
detection and more details on several subcategories that are most relevant for
the thesis.

2.1.1 Nature of data
The most common form of data in anomaly detection, similar to other data
mining tasks, is the collection of records where each entry is referred to as a
data point (i.e, observation) and usually have fixed number of features (i.e,
attributes, dimensions). The entries of data can be comprised of numerical,
binary, categorical or continuous values [22].

The relationships of data points between each other also characterize the
nature of data. For example, in time-series data, data points have temporal
order [44], while in graph data, they have causal/non-causal connections such
as links or friendships [7].

The availability of data points can vary and also affect the anomaly de-
tection task. In a static dataset, the whole observations are available and the
anomalies are detected with regards to the whole dataset. In streaming (or
evolving) data, however, instances arrive sequentially over time and the anoma-
lies are detected with respect to the observations at hand. We review streaming
methods more in details in Section 2.2.

2.1.2 Availability of ground truth
Anomaly detection algorithms can be categorized into three categories in terms
of requiring ground-truth labels associated with observations: (i)unsupervised,
(ii) semi-supervised and (iii)supervised. The labels of a data point denote if
that instance is normal or anomalous.
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Obtaining labels for anomaly detection is difficult in practice and majority
of anomaly detection methods tackle the problem in an unsupervised fashion.
These methods try to discover underlying normal patterns in data so to find
out deviations. We review the the most common approaches for unsupervised
anomaly detection in Section 2.1.4.

In the case of semi-supervised methods, there are many different assump-
tions based on availability and handling of labeled instances. Some techniques
assume that labels are only available for normal data and they declare an
anomaly any test instance which does not fit the model created from normal
data. These models are more popular than techniques that assume labels from
both classes (i.e, normal and anomaly), since normal instances are relatively
easier to obtain than the rare anomalies. Another approach that gained pop-
ularity recently is based on active learning that incorporates few informative
instances to create a model separating anomalies from the normal class. The
labels are obtained from an oracle or domain expert in an interactive manner.
As this type of learning is relevant with our definition of user-centric process,
we review these methods in Section 2.4.

Fully supervised methods are the least common practices in anomaly de-
tection and assume labels for both normal and abnormal data are available
for training and testing. Detecting rare anomalies in supervised fashion is of-
ten referred to as rare category detection, which is the problem of identifying
the initial examples from underrepresented minority classes in an imbalanced
dataset. Apart from difficulty in obtaining ground truth, these methods are
more difficult to generalize as anomalies are often highly specific to particular
types of abnormal activity in the underlying application. The goal of super-
vised anomaly detection is to empower algorithms with application-specific
knowledge of relevant anomalies[3].

2.1.3 Types of anomalies
Anomalies are categorized in different ways in the literature based on their
characteristics in different data types and applications. Here, we outline three
common types of anomalies that are identified according to their compositions
and relations to rest of the data.

- A point anomaly is an individual outlying instance that is considered as
anomalous with respect to the rest of data in high-dimensional space. Point
anomalies are the focus of majority of anomaly detection techniques in various
types of data including high-dimensional, temporal, and graph data. Some of
the common approaches that are widely used for detecting point outliers can
be seen in Section 2.1.4.

- A contextual anomaly, on the other hand, is an instance whose behavior
is considered anomalous with respect to the rest of data only in a particular
context. Different from the point outliers, contextual anomalies show normal
behavior in different contexts or the global perspective of data. The notion of a
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context is defined by different attributes and has to be specified as a part of the
problem formulation. Contextual attributes are used to specify the context,
while the behavioral attributes are used to determined anomalous behavior
within the context. For instance, high energy usage for space heating in a
household can be normal in winter, whereas the identical behavior would be
abnormal in the summer. In this case, even though the “ambient temperature”
is not the attribute that directly indicates the abnormality, it can be used to
determine whether the energy consumption behavior is as expected under a
particular set of condition. We give broader overview of contextual anomaly
detection in Section 2.3.

- A collective anomaly (i.e., pattern, group anomaly), is an instance which
is anomalous as a part of a collection of instances deviating from the rest of
data. The same instance, individually, may not be an anomalies itself, but its
occurrence together with other instances form an anomalous behavior collec-
tively. While collective anomalies can occur globally, they can be contextual
that only occur in a specific context as explained above. This type of anoma-
lies are mostly found in sequence of related data points as in spatial, temporal
and graph data [22]. However, there are also different datasets, e.g., images
including collective anomalies, where a group of pixels form an atypical figure
on an image [87].

2.1.4 Algorithms
There is a rich literature in unsupervised anomaly detection, which provides
various taxonomies for the problem. In this theses, we review popular tech-
niques that are categorized as statistical, proximity-based, model-based, and
ensemble-based approaches.

In statistical-based approaches, the aim is to learn a statistical model for
normal behavior of a dataset and determine anomalousness of instances by
measuring their fit into that model. Instances that have a low probability of
being generated from the learned model, based on the applied test statistic,
are declared as anomalies [22]. Statistical methods can broadly be categorized
as parametric or non-metric based on whether they make assumptions on un-
derlying distributions of data. Common parametric methods include models
assuming Gaussian distribution, Poisson distribution, Hidden Markov Models
(HMM), and mixture models. While Gaussian Mixture Models (GMM) are
the most common methods, mixtures of other distributions such as Poisson
or Gamma can be also found. There are also recent statistical-based methods
in [78] and [79] that provide non-parametric, fast and interpretable anomaly
detection procedure. Copula-based Outlier Detection (COPOD) [78] first con-
structs an empirical copula, and then uses it to predict tail probabilities of each
given data point to determine its level of “extremeness”. Empirical-Cumulative-
distribution-based Outlier Detection (ECOD) [79], is inspired by the fact that
outliers are often the “rare events” that appear in the tails of a distribution.
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It estimates the underlying distribution of the input data by computing the
empirical cumulative distribution and compute tail probabilities per dimension
for each data point.

The idea in proximity-based methods is to measure anomalousness of data
points based on their similarity to, or distance from, the normal data. The
most common ways of defining proximity are distance-based, density-based,
and clustering-based [12]. The distance-based methods define proximity on
the basis of nearest neighbor distances and assume anomalies have larger dis-
tances to their the k-nearest neighbors than those of normal data points. Such
methods are intuitive and easy to understand and implement and, therefore,
have been extremely popular in the literature. The first distance-based method
was proposed in [66], where the distance to kth nearest neighbors have been
used as anomaly score. Other common techniques measures anomaly scores
using sum or average k-nearest neighbour distances [34, 133, 10, 136]. Differ-
ently, works in [65, 66, 67, 68] count the number of nearest neighbors that are
not more than certain distance apart from the given data instance to estimate
anomalies. In [14, 40, 100], pruning techniques have been employed to improve
the efficiency of a k-nearest neighbor-based models. These techniques prune
the search space by either ignoring instances that cannot be anomalous or by
focusing on instances that are most likely to be anomalous. Other methods
have also applied shared-neareast neighbours [54], reverse-nearest neighbors
[47] or combination of different techniques [121].

The density-based methods work by comparing the relative density around
a point with the density around its local neighbors. [18] discusses the weak-
nesses of global distance-based methods when facing the variations in local
density and proposes the concept of Local Outlier Factor (LOF). Different ex-
tensions of LOF concept were subsequently proposed in [60, 25, 61, 61]. INFLO
[61] proposed a modification of LOF using a symmetric nearest-neighbor rela-
tionship and LOCI [61] uses the number of points in a circular neighborhood
around a point. Methods that use kernel density-based estimation [51, 75, 109]
or histograms [50] have also been proposed as density-based approaches.

Similar to density-based approaches, clustering-based methods also assume
that anomalies are the points that do not lie in the dense regions in the data.
The non-membership of a data point in any of the clusters is often used as as
a measure of anomaly, where anomalies are defined as data points that do not
belong to any cluster [35, 33, 132]. Another line of work used the assumption
that normal data instances lie close to their closest cluster centroid, while
anomalies are far away from their closest cluster center. Therefore, distances
to cluster centroids are used to quantify anomaly scores in these methods
[19, 13]. Other clustering-based approaches in [34, 49, 57, 94] define normal
data as instances belong to large and dense clusters, while assuming anomalies
belong to small or sparse clusters.

Model-based approaches learn a machine learning model from the available
data, and then during detection, they measure how a given sample fits to that
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model. A classical method in this category is the One-class support vector
machine (OC-SVM) [108] is a kernel-based method that attempts to find a
hyperplane such that most of the observations are separated from the origin
with maximum margin. It has been noted that when OC-SVM is used with a
linear kernel, it introduces a bias to the origin [122], which can be removed by
using a Gaussian kernel. The Support Vector Data Description algorithm [122]
(SVDD) removes the bias in OC-SVM by replacing the separation hyperplane
by a sphere encapsulating most of the data. Deep learning-based models have
also been employed for detecting anomalies and a detailed survey in this area
can be found in [95]. Some examples in this line of work include autoencoders
[23], Generative Adversarial Networks (GANs) [84], and self-supervised models
[127].

Recently, ensemble-based methods that combine multiple models have gained
attention. A popular technique, Isolation Forest [82], is a method inspired by
random forests [17] and uses different subsamples of training data to construct
an ensemble of trees to isolate outliers. Another method, Feature Bagging,
combines results from several outlier detection algorithms where each detec-
tor randomly selects a subset of the original features. There are more recent
techniques based on an ensemble of randomized space trees— RS-Forest [129],
rotated bagging with variable subsampling techniques [5], projection-based
histogram ensemble— LODA [97], and the randomized subspace hashing en-
semble RS-Hash [107].

2.2 Streaming Anomaly Detection
Today many data sources like sensor network, world wide web, Social net-
working sites, Telecommunication, Internet traffic, online transactions, medical
systems, Real time surveillance systems and other dynamic processes generate
tremendous amount of data continuously. This type of data which expands
itself over time with new instances arrive in batches or one by one is refereed
to as data stream.

Definition 2.2.1 (Data Stream). A data stream S is a sequence of data objects
or samples such that S = (x1, x2, ..., xi, ...), where xi is the i-th arrived sample.
If each sample xi is associated with a timestamp ti, it is called time-series data
stream.

Streaming anomaly detection aims at detecting anomalies on such data
that arrive and evolve continuously. In such problem settings, the assumption
of temporal continuity plays a critical role in identifying anomalies. Temporal
continuity assumption suggests that the patterns in the data are not expected
to differ significantly, unless there are abnormal processes at work.

The most common approaches for streaming anomaly detection are prediction-
based methods that employ regression-based forecasting models. Anomaly
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scores are calculated on the basis of deviations between actual observations
and their expected (or forecasted) values. Some works used traditional regres-
sion methods such as autoregressive modeling, autoregressive moving average,
and autoregressive integrated moving average. Since the success of the pre-
diction process greatly affects the final accuracy, most of the prediction-based
methods focused on the prediction model rather than the anomaly detection
itself. The work in Yahoo’s EGADS framework [74] has provided a set of re-
gression methods that can be selected or integrated by the user. Another work
by [6] used hierarchical temporal memory networks as their prediction model
and detected anomalies by tracking prediction error over-time. [56] and [88]
have shown that recurrent neural networks achieve high prediction perfor-
mance and perform effectively across a variety of domains. Several methods
have also been focused on speeding up the regression modeling in the context
of a large number of data streams and real-time data [55, 58, 131].

Other popular anomaly detection techniques that have been originally pro-
posed for static datasets have also been extended for streaming data. For ex-
ample, many different proximity-based approaches are applied for anomaly
detection on data streams. [9] and [71] proposed efficient computation of near-
est neighbors and used sliding windows to detect global distance-based outliers
in data streams. Distance-based “local” outlier techniques that extend the local
outlier factor (LOF) algorithm to the case of streaming data have been dis-
cussed in [93], [99] and [104]. Many clustering-based methods used distances to
the cluster centers as the measure of nonconformity, while proposing varying
clustering algorithms to cluster data streams effectively. [21] used the concept
of micro-clusters to distinguish between normal data and outliers based on
the distance to cluster centers. AnyOut [12], an anytime algorithm, applied a
specific tree structure that is suitable for anytime clustering and computes the
nonconformity score using the distance to the nearest cluster centroid. [24] has
proposed a hyper-ellipsoidal clustering approach to model the normal behavior
of the system, where nonconformity is determined based on the distance to the
cluster boundaries. Furthermore, model-based approaches for streaming data
such as the incremental adaptations of 1-SVM can be found in [42] and [64].
The extensions of the ideas in isolation forests to the case of streaming data
can also be found in [120, 129, 43].

Compared to static data, streaming data does not have a fixed length. In
other words, the number of incoming data points is unbounded. Therefore, the
solutions dealing with data streams need to consider strategies to limit the
number of processed data points and to efficiently approximate streams over
time. While some of these methods are general, in that they can be applied
to different data mining tasks (e.g., classification or clustering), the rest are
developed to be used in specific problems. The common windowing techniques
that are broadly applied for different tasks can be categorized into four groups:
landmark, sliding, damped and adaptive.



16 CHAPTER 2. BACKGROUND

In landmark windowing, a fixed point in the data stream is determined
as a landmark and observations between the landmark and the present data
point are processed. Landmark windows were employed for clustering in Birch
[134] and CluStream [4] and for the frequent pattern mining in [89, 59, 77, 76].
Sliding windows maintain a window with size w and always processes the last
w observations in the stream. [116] and [9] used sliding windows for outlier
detection, while [130] and [103] applied them for condition monitoring. Other
methods [21, 76] have incorporated damped windows, in which older data
points in the window get lower weights than newer points. Adaptive windows
are mostly concerned with change detection where the goal is to adapt to
the changes more quickly by changing the size of the window. [15] proposed
ADWIN for maintaining a window of variable size, growing automatically when
the data is stationary and shrinking when change is taking place.

Different sampling algorithms have also been proposed or adopted for min-
ing data streams. Many streaming outlier detection methods exploit uniform
sampling [138, 83, 117], which is a simple but effective technique. Some others
proposed custom sampling techniques that are tailored for specific tasks or
algorithms. [69] proposed a density-biased sampling approach for clustering
and outlier detection, in which the probability that a point is included in the
sample is determined by the point’s local density. Similarly, [135] proposed
another density-biased sampling for local outlier detection. While sampling
sparser regions at higher sampling rates, it also sampled dense regions, at
lower sampling rates, to strengthen “outlierness” contrast. These methods are
model-dependent and cannot be applied outside of the specific settings that
they were designed for. For example, the density-biased sampling algorithm of
[69] is only applicable with the methods that use density.

2.3 Contextual Anomaly Detection
The goal of contextual (or conditional) anomaly detection is to find objects
that are anomalous within certain contexts, but are disguised as normal glob-
ally (i.e., in the complete feature space). Contextual attributes are used for
defining contexts, while behavioral attributes help to determine whether an
object x significantly deviates from other related objects, i.e., those sharing
similar contextual information with x.

Example 2.3.1 (Contextual Anomaly). A student who is not enrolled in the
advanced data structure course is an anomaly among other students in the
same department, whereas a chemistry student who is not enrolled in the same
course shows completely normal behavior. In this case, the department infor-
mation itself do not indicate abnormality. However, it can be used to determine
whether a student behaves as expected according to it’s reference group (e.g.,
computer science students) that has the same condition (e.g., department). In
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this case, the department of the students is considered to be a contextual, while
the enrolled course is a behavioral attribute.

As shown above, the proper decision on contextual and behavioral at-
tributes are important for successfully unveiling contextual anomalies. The
underlying assumption of contextual anomaly detection is that objects shar-
ing similar contextual attributes are expected to have similar behavioral at-
tributes. We now give the key definitions in contextual anomaly detection, and
informally define the overall problem.

Definition 2.3.1 (Context). Given a dataset D ∈ Rn×d, a context C is a set
of contextual attributes, where the corresponding set of behavioral attributes is
denoted as B. We construct a context C such that C ⊂ F , B = F \C, |C| > 0,
|B| > 0 and, therefore, |C| + |B| = d.

The group of objects that share similar context serves as the reference
normal behavior for the objects in that group. Therefore, the reference group
in this case is defined as follows.

Definition 2.3.2 (Reference Group). Given a context C, and a data point
x ∈ D, its reference group R(C, x) ⊂ D is a group of points in U that share
similarity with x w.r.t C.

Definition 2.3.3 (Contextual Anomaly Score). Given a context C, a set of
behavioral attributes B, a data point xi ∈ D, and its reference group R(C, xi),
si ∈ [0, 1] is the contextual anomaly score of xi that quantifies the deviation of
xi from R(C, xi) w.r.t B.

Problem 2.3.1 (Contextual Anomaly Detection). Given the dataset D, we
assign each data point xi ∈ D with an anomaly score si such that anomalies
in D have much higher values than normal points.

Contextual anomaly detection, which distinguishes contextual attributes
from behavioral ones, is relatively new and has not been explored as much as
non-contextual methods. Early works of contextual anomaly detection have
mostly been studied in time-series [128, 105] and spatial data [72, 111], where
either spatial or temporal attributes are considered as context. These methods
are usually application-specific and not suitable for other domains where the
contexts can vary.

On the other hand, [114] proposed the Conditional Anomaly Detection
(CAD) algorithm as a general method to detect contextual (conditional) anoma-
lies. CAD is a probabilistic approach based on the assumption that behavioral
attributes conditionally depend on the contextual attributes, and samples that
violate this dependence are anomalous. They model contextual and behavioral
attributes using Gaussian Mixture Models (GMM). Then, a mapping function
among Gaussian components is learned to capture the probabilistic depen-
dence between contextual and behavioral attributes. They have also presented
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a perturbation schema based on their CAD model, which enables one to arti-
ficially inject contextual anomalies into datasets.

[80] proposed Robust Contextual Outlier Detection (ROCOD) addressing
the problem of “sparsity” in the context space. They argue that it is hard to
properly estimate a sample’s “reference group” (i.e., a group of objects that
have similar contextual attribute values) if that sample is highly scattered
in the context space. Consequently, its “outlierness” in the “behavioral space”
cannot be determined accurately due to the lack of “reference”. To tackle this
problem, they propose the ROCOD algorithm, which combines the local and
global estimation of the behavioral attributes. The local expected behavior of
a sample is computed as the average values of behavioral attributes among all
samples in its reference group, while the global expected behavior is estimated
with a regression model that predicts the values of behavioral attributes by
taking the contextual attributes as input. Another method introduced by [137]
accommodates metric learning with the CAD model to effectively measure
similarities (or distances) in the contextual feature space. They claim that
combining the contextual attributes, including both spatial and non-spatial
features, is not a trivial task, and simply using Euclidean distance to estimate
reference groups is not an effective solution. Therefore, they proposed to use
metric learning to learn the distance metric to find meaningful contextual
neighbors. All of these approaches assume a single, user-defined context and
do not accommodate multiple contexts.

On the other hand, ConOut [90], automatically generates multiple contexts
and incorporates them into an iForest [82] based anomaly detection algorithm.
The motivation behind this approach is that including all possible contexts is
computationally expensive, and contexts that have highly dependent attributes
may result in similar reference groups. Therefore, they propose a measure by
leveraging statistical tests to quantify dependence between two samples and
eliminate redundant contexts from their context set. However, they use a naive
aggregation method to combine multiple contexts, where the final anomaly
scores are computed by taking the maximum of the anomaly scores across all
contexts. They include all generated contexts into the final decision, assuming
they are all useful and equally important, which is the major drawback of this
method.

2.4 User-centric Anomaly Detection
User-centric anomaly detection mainly involves two related aspects: (ii) human-
in-the-loop detection and (i) interpretation. Human-in-the-loop anomaly de-
tection can be defined as a system which incorporates different form of hu-
man feedback into the detection process to achieve more robust and effective
anomaly detection. On the other hand, the latter interpretation suggests an
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anomaly detection processes that make-sense to humans by providing explain-
able results.

2.4.1 Human-in-the-loop methods
Interactive machine learning [8] and active learning [110] are closely related
areas that try to incorporate some form of human-feedback into the machine
learning process. These problems have also been explored for anomaly detec-
tion using different interaction and feedback strategies. Depending on who ini-
tiates the collaboration with the user, human-in-the-loop learning algorithms
may be broadly categorized as: (i) user-solicited (passive) and (ii) algorithm-
solicited (active).

User-solicited learning In this type of learning, user decides when and
how to provide input to the learning algorithm. Typically, the user input is
provided passively where the goal is to translate tacit knowledge into rules, fea-
tures or models to be exploited by the anomaly detection system. One typical
example is designing “good” domain dependent features to characterize the un-
derlying system better for anomaly detection. A careful domain-specific design
of the feature selection in anomaly detection helps distinguishing informative
anomalies from noise.

The work in [73] investigates the importance of domain-specific features for
anomaly detection in text data. They have shown that features that are cre-
ated using domain knowledge provide more effective anomaly detection than
the linguistic features. Another work in [36] incorporates features suggested by
domain experts into a data-driven approach for detecting compressor failures
in bus fleets and compares their methods with the current industrial prac-
tice. They have shown that combining domain features with an unsupervised
anomaly detection approach can improve the detection performance and also
significantly outperform rule-driven expert approach commonly used in prac-
tice. PowerCast [113] and StreamCast [52] are methods for detecting anomalies
in electrical grids and use domain knowledge for modeling electrical load be-
havior. The underlying model in both approaches is represented with the time
sequences using an equivalent circuit model, which is derived from physics-
based principles and allows for an intuitive interpretation of the power load.

Domain-specific knowledge have been extensively exploited when designing
models for fraud detection [98, 39, 115]. For example, in the case where large
transactions or sudden bursts of high value transactions are more likely to be
fraudulent, a feature corresponding to transaction size should be incorporated
into the model. Such information is encoded into the similarity functions, e.g,
to treat neighbors with higher or lower values of the amount spent in a purchase
in a differential way [3].
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Figure 2.1: The schema of active learning

Active Learning The main hypothesis in active learning is that if a learn-
ing algorithm can select the data from which it wants to learn, it can perform
better than traditional methods with substantially less data for training [110].
This is a desirable property for learning algorithms, because in many real-
world learning tasks, labeled instances are very difficult, time-consuming, or
expensive to obtain. Particularly in anomaly detection, the manual examina-
tion of large amounts of data for “rare” anomalies is similar to searching for a
needle in a haystack.

An active learning system mainly consists of four components, i.e., the data
and label pools, the predictor, the query strategy, and the oracle. Figure 2.1
is an overview of an active learning system. It is an iterative process, where
the predictor is trained with the available data and labels. In certain cases
the initial training can be unsupervised where the label pool is empty. Then,
the query strategy selects the samples to be queried for. The oracle provides
labels for these samples, which are then used by the predictor to update its
predictions. The process continues until certain conditions are met.

The basic idea of active learning is that a learning algorithm performs bet-
ter and requires less training if it can select the data from which it learns
compared to the case where one provides a static training data set of equal
size [110]. The active learning system selects so-called queries that an external
entity, called the oracle, annotates. Active learning is well-motivated in prac-
tice. There often is an abundance of unlabeled data but acquiring the labels
is time-consuming and expensive. The formal definition of active learning is
given below.

Definition 2.4.1 (Data and Label Pool). Let D ∈ Rn×d be a dataset where
n is the number of points and d is the number of features. We assume that the
dataset D may comprise of both unlabeled and labeled observation, which we
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denote as U ⊆ D and labeled observations L ⊆ D respectively, where U∪L = D
and U ∩L = ∅. It should be noted that unlabeled and labeled data pools change
during the active learning process. In each iteration, the active learner queries
a sample xi ∈ U and receives its label from the oracle. Then, the pools are
updated such that U \ {xi} and L ∪ {xi}.
Definition 2.4.2 (Query Strategy). A query strategy is a function which se-
lects samples from U to be queried for their labels. In each iteration, the query
strategy selects the most informative sample based on a criterion in order to
train the learner’s with fewer useful samples. Depending on the size of the
query chosen by a query strategy, we differentiate between a sequential and a
batch query strategy.

The goal of a query strategy is to improve the learner by selecting the most
informative sample based on an informativeness criterion, which is assumed to
increase the learner’s quality most. The informativeness is sometimes referred
to as the expected information gain of a query. There are various ways to
quantify the informativeness and it merely depends on the problem. Here, we
review active learning methods specifically applied to anomaly detection.

Many active anomaly detection methods has been proposed recently using
different query strategies [41, 29, 46, 53, 2]. A nearest-neighbor method in
active learning setting is proposed in [48]. Methods applying different query
strategies such as query-by-committee and selective sampling in the context of
outlier detection are discussed in [2, 53]. A method has also been proposed in
[123], which incorporates analyst feedback for detecting malicious attacks on
information systems. It combines an ensemble of unsupervised outlier detection
methods and a supervised learning algorithm.

Other closely related prior work is the Active Anomaly Discovery (AAD)
algorithm [30, 31], in which the same setting for incorporating expert provided
labels into anomaly detection is studied. At each step, the AAD approach
defines and solves an optimization problem based on all prior analyst feedback,
which results in new weights for the base detectors. In [30], AAD has been
implemented with the LODA anomaly detector [97], while the same approach
was applied to the iForest [82] in [31]. Another effort to incorporate feedback
into anomaly detection include SSDO (Semi-Supervised Outlier Detection)
[124]. SSDO uses constrained-clustering-based approach for anomaly detection
and gradually incorporates expert-provided feedback into the baseline model
using label propagation.

2.4.2 Interpretable Methods
Explaining the detected anomalies is crucial for settings in which anomalies
need to be investigated by human analysts. The purpose of investigation could
be validation/sanity-checking, root-cause analysis, troubleshooting, or policy-
making. The aim for the first scenario, i.e., validation, is to distinguish spotted
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outliers from domain relevant ones, where e.g. in auditing, not all outliers are
necessarily associated with fraud. Another example for the second-scenario,
root-cause analysis, is when the analyst identifies faults or inefficiencies in a
production line and aims to fix the issues generating these outliers. Majority
of the efforts in interpretable anomaly detection focus on providing feature-
based explanations, where such explanations are intended to specify features
or subspaces that are responsible for an object receiving a high anomaly score.

Interpretable methods can be divided into two categories as model-specific
and model-agnostic. Model-specific methods aim at delivering explanations
based on the internal properties of the underlying model. One of the earliest
example in this category provides what is called “intensional knowledge” by
identifying minimal subspaces in which outliers stand out [66]. It is a score-
and-search based method that first defines an anomaly scoring measure to
quantify how much a data point deviates from to the rest of the data in an
arbitrary feature subspace, and then searches for the subspace that gives the
highest score to that data point. Another score-and-search based method is
OAMiner [32] that employs kernel density estimation as a scoring function
and uses a pruning method based on anti-monotonicity properties. The work
in [125] proposes two different scoring function—density z-score and isolation
path length— and employs beam search. SiNNE [106] is another method uti-
lizing beam search while computing isolation scores using a nearest neighbor
ensemble as the scoring function. On the other hand, [62] uses the adaptive
subspace searching based on random subspace sampling.

Other model-specific methods proposed in [28, 27] propose nearest neigh-
bors based approaches and uses spectral embeddings to discover subspaces
which maximally discriminate outliers from their neighbors. A recent method,
COPOD [78] explains anomalies by the abnormality contribution of each di-
mension through a dimensional outlier graph.

Model-agnostic methods are decoupled from any base model and can pro-
vide explanations from an arbitrary anomaly detector. LIME [102] is a well-
known method for explaining arbitrary classifier prediction. It learns a local
interpretable model around the predictions of the original classifier to infer the
explanations and outputs the set of most important features. Another general
approach, SHAP [86], is a game theoretic approach to learn the optimal Shap-
ley values as explanations, which gives us the contribution of each feature.
SHAP is supported by solid theoretical background and unifies previous ap-
proaches such as LIME. Works in [11] and [119] have specifically extended this
approach for anomaly detection. On the other hand, the approach proposed
in [91] defines outlier separability through the classification error of outliers
and normal data, and leverages this information to quantify the explanation
within every subspace. Then, they compared the measured explanations and
selected the most explanatory subspace as the explanation of the outliers. It
can also interpret the output of an arbitrary anomaly detector, but its perfor-
mance depends on the used feature selection method. Another model-agnostic
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method, LOOKOUT [45], uses visualizations to explain outliers. It finds two-
dimensional scatter plots to visualize the feature subspace in which the anoma-
lies deviate from the rest of the data most. Different from other approaches
XPACS [87] focuses on explaining group anomalies by identifying the groups
(or patterns) that they form, and characterizing subspace rules that separate
each anomalous pattern from normal instances.





Chapter 3

Methodology

This section presents the overall methodology and the meta-framework for
user-centric anomaly detection (Fig. 3.1). We conceptualize the required prop-
erties in a user-centric network and present them as a coherent framework
where each building block addresses a different challenge as a separate con-
cern. The first building block is concerned with automatically determining
useful data representations, while the second one aims at capturing the norms
in the structure of real-world data. The third component deals with measuring
deviations from the norm and scoring each observation in the dataset such
that anomalies get higher scores than normal samples.

The fourth building block is concerned with exploiting available expert
knowledge and incorporating it into the steps of anomaly detection to achieve
a more effective anomaly detection process. Finally, the last component is
responsible for producing interpretable detection results in addition to the
scores produced by the third building block. In the rest of the section, we
explain the details of each building block and how different papers included in
this thesis contribute to these blocks.

3.1 Data Representation
Data representation is concerned with transforming raw input data into rep-
resentations or features that can be effectively exploited in machine learning
tasks. Useful concise representations can capture important clues about data
as well as summarize its key characteristics that help distinguish anomalies
from normal data better.

Data representations can describe a data set in various forms such as clus-
ter descriptions, histograms, auto-encoders, or domain-specific representations.
Here we give two examples to explain this concept better: (i) a popular tech-
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Figure 3.1: The meta-framework for user-centric anomaly detection.

nique for time-series representation and (ii) a domain-specific representation
of heat-meter readings.

Example 3.1.1 (Symbolic Representation). SAX[81] is the discretization of
the original time-series sequence into symbolic strings. SAX performs this dis-
cretization by dividing a z-normalized subsequence into w equal-sized segments.
For each segment, it computes a mean value (i.e., piecewise aggregate approx-
imation (PAA) [63]) and maps it to symbols according to a user-defined set of
breakpoints. These breakpoints divide the distribution space into α equiprobable
regions, where α is the alphabet size specified by the user.

Example 3.1.2 (Heat Load Profile). A heat load profile is the average hourly
heat consumption of a single building as a function of time and represents indi-
vidual consumption behavior of a building. Intuitively, heat load profiles capture
the recurrent behavior of a building over the whole year with the hourly vari-
ations during the day, the changes across weekdays, and seasonal differences
(Fig. 3.2).

Given a building B and seasons S = {s1, s2, s3, s4}, let Mk ∈ Rh×w be
a matrix of hourly heat load measurements of B recorded by a single meter,
where h = 24×7 = 168 is the number of hours in a week and w is the number of
weeks in season sk. Heat load profile P̂ = {A1, A2, A3, A4} is the set of vectors
derived from the four seasons S, where Ak = [ak1 , a

k
2 , ..., a

k
168] is a vector of

averages of columns such that aki =
1

w

∑j=w
j=0 M

k
ij .
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Figure 3.2: An example showing how to extract a heat load profile. In
each week w in matrix Ms, there are 24 x 7 heat load measurements,
{Mw1

,Mw2
, ...,Mw168

}. The average weekly heat loads of four seasons form
the heat load profile. Then, the heat load profiles are concatenated to single
sequence and z-normalized for clustering.

3.1.1 Thesis Contribution
In Papers I and II, we have created two different domain-specific represen-
tations of district heating data to represent heat consumption behaviors by
leveraging expert knowledge. Paper III uses SAX and two common statisti-
cal features for summarizing and representing time-series streaming data and
shows their usefulness for anomaly detection task. On the other hand, Papers
IV and V divide the original feature space into two as contextual and behav-
ioral spaces and investigates how to discover useful spaces to reveal anomalies
occurring in different contexts.

3.2 Discovering Reference Group
A reference group is a group of instances, models, or patterns that is assumed
to represent normal behavior of the system. This building block of the frame-
work is concerned with how to effectively discover and learn the reference
group based on the characteristics of data, the nature of the problem, and
domain knowledge. It is a fundamental step for effective anomaly detection as
incorrect estimation of reference group will most likely lead to poor results.
The characteristics of normal behavior extremely depends on the underlying
structures of data and different methods ma be suitable in different cases.
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Example 3.2.1 (Heat Load Pattern). The clustering-based approach for dis-
covering the reference group assumes there are multiple groups of normal ob-
jects or samples that have similar behavior. With an appropriate clustering
algorithm, data is partitioned into dense subsets that each subset provides a
of normal behavior. We demonstrate an example approach using the same dis-
trict heating data that has been shown earlier. Given the set of heat load profiles
(Section 3.1.2) that show individual behaviors of the buildings in a district heat-
ing network, our goal is to effectively capture similarities and represent them
as a set of patterns.

Let NP̂ = {P̂1, P̂2, ..., P̂n} be a set of n different heat load profiles in a dis-
trict heating network. NP̂ is divided into k different clusters (C1, C2, . . . , Ck),
where Ck ⊂ NP̂ and Ci ∩ Cj = ∅. A heat load pattern, pi, is defined as the
centroid of a cluster Ci. Intuitively, clustering heat load profiles and extract-
ing cluster centroids provides a set of reference groups that capture the most
typical behaviors in a DH network. Fig. 3.3 shows two example clusters cor-
responding to different groups in the DH network. In each figure, heat load
patterns (i.e., centroids) are visualized with opaque colors, while heat load
profiles (i.e., cluster members) of the buildings with transparency.

(a) Pattern 1: 7 days operation (b) Pattern 2: 5 days operation

Figure 3.3: Cluster examples showing different heat load patterns in a DH
network

3.2.1 Thesis Contribution
Paper II provides a data-driven approach to automatically discover heat load
patterns representing normal heat consumption behaviors in district heat-
ing networks. Paper III, specifically, focuses on estimating reference groups
in streaming data, where the normal behavior evolves over time. We propose a
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general approach that is formulated considering the properties of the streaming
anomaly detection problem and can be accommodated by any given anomaly
detector. In Paper IV and Paper V, we have applied traditional clustering and
distance-based approaches, respectively, except in contextual feature spaces
and have shown the applicability of these methods for determining reference
groups in contextual anomaly detection.

3.3 Anomaly Scoring
The goal of this building block is to assign a score to each observation in
the dataset such that anomalies are assigned with higher scores than normal
observations. To this end, the scoring function should first determine how
“much” different an observation is from its reference group with a suitable
measure.

Definition 3.3.1. (Nonconformity measure (NCM)). Given the reference group
Ri and the sample xi, a nonconformity measure Fncm is a function,

at = Fncm(xt, Rt),

where ai is the nonconformity score indicating how “strange” xi is with respect
to Ri.

There are many different ways to define non-conformity measure and it
heavily depends on the representation of data and the estimation of reference
groups.

Example 3.3.1 (Clustering-based NCM). In clustering-based NCM, the dis-
tance from the nearest cluster centroid is used as a measure of nonconformity.
Let Rt be the reference group and xt be the sample at time t, the nonconformity
score of xt is computed as follows:

at = min(d(xt, C(Rt)),

where d is the distance function and C(Rt) denotes all the cluster centers
computed on Rt.

On the other hand, the non-conformity scores (i.e., distances from the cen-
troids) will not always directly correspond to the desired levels of “anomalous-
ness”. Therefore, the post-processing of these values that converts them into
actual anomaly scores can be required in particular use-cases.

Definition 3.3.2. (Anomaly scoring). Let A = {a1, a2, ..., at} be a set of
nonconformity scores, Ffs is a function Ffs : A→ S that maps nonconformity
scores to final anomaly scores such that si ∈ S is the anomaly score of xi.
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Example 3.3.2 (Condition Monitoring). In monitoring applications for ma-
chine diagnostics, anomalies often indicate faults and failures in the system.
Such kind of anomalies mostly occur as abnormal patterns rather than indepen-
dent outlying observations, or they lead to abrupt or gradual changes exhibiting
a lack of continuity with their immediate or long-term history. Therefore, non-
conformity scores should be tracked over time, as high deviations persist certain
period of time in a time-window w correspond to actual anomalies.

First, non-conformity scores are converted to p-scores for every new obser-
vations where each p-score correspond to anomaly confidence for an observa-
tion and ranges [0, 1].

pt =
|i = 1, ..., w : ai ≥ at|

w
. (3.1)

Then, the statistical hypothesis testing is applied under the null hypothesis
that the p-values should be uniformly distributed for normal data (based on
Theorem 3.3.1):

Theorem 3.3.1 (Vovk et al.[126]). If the data samples {x1, x2, · · · } satisfy
the i.i.d. assumption, the p-values {p1, p2, · · · } are independent and uniformly
distributed in [0, 1].

Specifically, this hypothesis is tested using the Kolmogorov-Smirnov (K-S)
one-sample test [70], where the empirical cumulative distribution function of
p-values is compared with the cumulative distribution function of the uniform.
The significance levels (i.e., p-values) obtained from the K-S tests are used as
an indicator for anomaly scores. The significance levels can not be directly
interpreted as anomaly scores since p-values for anomalies will have very low
values and very low contrast. Therefore, the negative logarithm of the p-value is
used as the anomaly score for each observation so that high scores correspond
to anomalies. Since the logarithm is a monotone function, this logarithmic
conversion is ranking-stable.

3.3.1 Thesis Contribution
Paper III discusses and compares different non-conformity measures for time-
series streaming data and proposes an additional scoring procedure suitable for
condition monitoring which is also presented above. Paper IV proposes a novel
method that produces final anomaly scores based on weighted combinations
of multiple contexts. Finally, Paper V proposes an anomaly scoring function
that jointly computes contextual and behavioral distances when measuring
deviations. The main novelty in this method is that it considers whether an
object significantly deviates from its reference group in the behavioral space
and also whether the relationship between this object and its reference group
members differs significantly between the contextual and behavioral spaces.
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3.4 Human Feedback
The core aspect in the design of feedback mechanisms for an anomaly detec-
tion system is to determine what information is relevant. However, humans can
express information in numerous ways (e.g., verbal, written, graphic, digital
and so on). Therefore, in what form the feedback can be collected and how
anomaly detection algorithms can successfully utilize the feedback needs to
be taken into account in an effective user-centric anomaly detection method.
These aspects are typically determined by the needs of the application domain
of application, the availability of end-user, and the underlying learning algo-
rithm. In the thesis we do not explore all forms of feedback, instead, the work
is limited to two selected types: (i) implicit domain knowledge and (ii) explicit
feedback.

In the first form of feedback, the goal is to translate tacit knowledge into
rules, features or models to be exploited when designing the anomaly detection
system. More specifically, domain knowledge can be used to specify relevant
representations, filter useful features, or infer expected statistics or values on
data. For example, the domain expert can directly provide information on
whether two features are correlated or which features are relevant for charac-
terizing certain types of anomalies or normal behavior.

Example 3.4.1 (Feature Knowledge). In district heating domain, the ambient
temperature and heat power consumption parameters are expected to have linear
relationship. Therefore, data is commonly represented with a linear model us-
ing these parameters, which is referred to as heat power signature. The power
signatures that show weak linear correlation are not desired and can be po-
tentially problematic. Therefore, measuring dispersion—how well the observa-
tions fit into the regression line—can be a useful feature to infer anomalous
power consumptions in the network. The example for normal and abnormal
heat power signatures can be found in Fig. 3.4.

On the other hand, explicit feedback (i.e., algorithm-solicited feedback) re-
quires the active involvement of humans, in which learning algorithms decides
when or what to query users. The learning algorithm can ask users to provide
ground truth labels of individual instances (i.e., normal and anomaly), assign
instances to different clusters, or provide weights for different features. The im-
portant issue in this type of relationship is that the underlying base algorithm
should be adaptive, capable of updating itself after receiving feedback.

Example 3.4.2 (Instance Labels). Assume we are given a dataset D with n
instances and d dimensions, D = x1, ..., xn, where xi ∈ Rd and an anomaly de-
tector which ranks instances on the basis of anomalousness. It is also assumed
that the analyst needs to examine instances that are ranked at the top and de-
cide whether they are actually anomalous or not. In each iteration, the model
reveals an instance xq to the analyst, and the analyst provides its ground-truth
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(a) Normal (b) Abnormal

Figure 3.4: Heat Power Signatures

label yq ∈ anomaly, normal. Then, the algorithm re-ranks instances after re-
ceiving this label feedback. In this example, the goal is to maximize the true
anomalies presented to analyst in order to reduce the investigation effort.

3.4.1 Thesis Contribution
In Paper I, we define “the degree of abnormality” in district heating substations
by leveraging domain knowledge about which features are correlated, what
statistics are expected for normal behavior, and which parameter can be used
as a reference for abnormal substations. Paper IV, on the other hand, proposes
and active learning approach for contextual anomaly detection, which queries
the user for ground-truth labels of instances and incorporates user feedback to
estimate how useful or irrelevant a context is.

3.5 Explanations
In general, identifying the features/attributes which contributed the most to
the anomalousness of an instance is a classical technique to provide explana-
tions. Even though feature-based explanations are very helpful for characteriz-
ing anomalies, sometimes they are not enough. For example, two features can
be equally irrelevant in terms of contribution anomalous behavior where the
instance falls into the normal values in both features. However, combination
of these features can be relevant in terms of contextual information and help
explaining anomalies in that certain context. Therefore, usefulness of explana-
tions is aso a subjective task as the anomaly detection itself and vary between
nature of the anomalies, data characteristics, application domain, and so on.
To generalize, the core aspect in explaining anomalies is to provide additional
information depending on the specific use that convey what makes a certain
instance an anomaly in a human-interpretable way. Importance/relevance of
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attributes, subspaces or contexts [119], representations of normal groups or
patterns [87], and description of differences between the anomalies and the
normal groups [112] can be given as examples.

Example 3.5.1 (Context-based explanation). Assuming we have two types
of contextual anomalies–that are, an abnormal heat use and a broken valve
in a district heating network. The abnormal heat use is characterized by heat
consumption (i.e., behavior) w.r.t ambient temperature (i.e., context). For ex-
ample, high energy usage for space heating in a household can be normal in win-
ter, whereas the identical behavior would be abnormal in the summer. On the
other hand, a broken valve causes a much higher flow rate (i.e., behavior) in a
household than other households with similar heat consumption (i.e., context).
However, the same flow rate can appear as normal w.r.t ambient temperature,
which is a different context. Context-based explanations highlight which context
(e.g., ambient temperature) and behavior (e.g., heat consumption) together led
to an instance to stand out as an anomaly. Using this information one can an-
alyze which reference group (e.g„ summer group) the detected anomaly belongs
to and what type of behavior (e.g., space heating load significantly higher than
the average load measured in the summer group) makes it deviates from this
group.

3.5.1 Thesis Contribution
Paper II, provides a data-driven approach which visualizes how typical and
atypical groups and patterns look like in a district heating network. In this
study, domain experts interpret the results of the algorithm and validate
whether the discovered patterns can actually produce useful knowledge. In Pa-
pers VI and V, we propose different contextual anomaly detection algorithms
that each provide an interpretable anomaly detection process, where the end-
users can investigate which contexts reveal certain anomalies, which reference
groups these anomalies belong to in each context, and what characteristics
make them different than their normal groups.





Chapter 4

Summary of papers

This section introduces the motivation, objectives and results of each individ-
ual paper and how they relate to the overall objectives of this thesis.

4.1 Paper I - Ranking abnormal substations by
power signature dispersion

The relation between heat demand and outdoor temperature (heat power sig-
nature) is a typical feature used to diagnose abnormal heat demand. Prior
work is mainly based on setting thresholds, either statistically or manually,
in order to identify and count the outliers in the power signature. However,
setting the correct threshold is a difficult task since heat demand is unique
for each building. Too loose thresholds may allow outliers to go unspotted,
while too tight thresholds can cause too many false alarms. Moreover, just the
number of outliers does not reflect the dispersion level in the power signature.
However, high dispersion is often caused by fault or configuration problems
and should be considered while modeling abnormal heat demand.

In this work, we present a novel method for ranking substations by mea-
suring both dispersion and outliers in the power signature. We use robust
regression to estimate a linear regression model. Observations that fall outside
of the threshold in this model are considered outliers. Dispersion is measured
using the coefficient of determination R2, which is a statistical measure of how
close the data are to the fitted regression line. Our method first produces two
different lists by ranking substations using the number of outliers and disper-
sion separately. Then, we merge the two lists into one using the Borda Count
method. Substations appearing on the top of the list should indicate a higher
abnormality in heat demand compared to the ones on the bottom. We have
applied our model on data from substations connected to two district heating
networks in the south of Sweden. Three different approaches, i.e., outlier-based,
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dispersion-based, and aggregated methods, are compared against the rankings
based on return temperatures.

The results show that our method significantly outperforms the state-of-
the-art outlier-based method.

Author Contributions: The author of this thesis designed and imple-
mented the work presented in the paper, performed the experiments, wrote
most of the text of the paper, and created all visualizations.

4.2 Paper II - A data-driven approach for dis-
covering heat load patterns in district heat-
ing

Understanding the heat usage of customers is crucial for effective district heat-
ing operations and management. Unfortunately, existing knowledge about cus-
tomers and their heat load behaviors is quite scarce. Most previous studies are
limited to small-scale analyses that are not representative enough to under-
stand the behavior of the overall network.

In this work, we propose a data-driven approach that enables large-scale
automatic analysis of heat load patterns in district heating networks with-
out requiring prior knowledge. Our method clusters the customer profiles into
different groups, extracts their representative patterns, and detects unusual
customers whose profiles deviate significantly from the rest of their group.
Our data-driven approach (Fig. 4.1) involves three major steps: (1) data pre-
processing, (2) clustering and pattern discovery, and (3) visual exploration. In
the first step, the data is cleaned, transformed and normalized. In the second
step, k-shape clustering is performed to group customers having similar heat
load behaviors. Abnormal heat load profiles, which do not conform to behav-
ior in any group, are detected and removed. Clusters are re-computed without
the presence of those buildings, and heat load patterns are extracted. Finally,
in the third step, heat load patterns are visually inspected and qualitatively
evaluated by the expert. Control strategies are assigned to clusters according
to the characteristics of their heat load patterns.

Figure 4.1: The overview of the data driven approach for discovering heat load
patterns



4.2. PAPER II - A DATA-DRIVEN APPROACH FOR DISCOVERING HEAT LOAD PATTERNS IN DISTRICT HEATING37

Using our approach, we present the first large-scale, comprehensive analysis
of the heat load patterns by conducting a case study on many buildings in six
different customer categories connected to two district heating networks in the
south of Sweden. The 1222 buildings included in the study have a total floor
space of 3.4 million square meters and used 1540 TJ heat during 2016. Our
method has discovered 15 clusters, 8 of which show the main characteristics of
continuous control (COC), which is the most common control strategy applied
to many residential buildings in Sweden. The presence of the difference in their
heat load patterns points out interesting heterogeneity in the behaviors of the
buildings controlled with the same strategy. The other patterns suggest the
similar behaviors with other previously known strategies such night setback
control, time clock operations 5 (TCO5) and 7 (TCO7) days. In addition, out
method discovered a new pattern, which shows significant but reduced weekend
activity unlike typical TCO5 and TCO7 clusters.

Next, we identified customers whose heat load profiles indicate potential
problems and require further investigation. In particular, we detected two types
of customers, i.e., those significantly deviating from their expected heat load
patterns (i.e., outlier buildings), and those with control strategies determined
to be unsuitable for their category. Our analysis revealed that only 36% of
buildings connected to the two different district heating networks produce
normal heat load behavior. On the other hand, 26% of the buildings have
either abnormal heat load profiles or unsuitable control strategies.

In conclusion, the analysis of identified patterns revealed that there are
other factors except the existing control strategies that impact the individual
heat load behavior. Moreover, our study showed that buildings with different
customer categories often behave quite similarly, while ones within the same
category can behave very differently. Neither the current customer categories
(in Sweden, at least) nor the existing control strategies are enough for the
categorization of the buildings in district heating. We believe that our approach
has a high potential to be deployed in practice for categorizing customers w.r.t
their thermal behaviors and identifying atypical, abnormal ones since it is
automatic, can discover knowledge which was previously not known, and can
deal with large-scale data.

Author Contributions: The author of this thesis designed and imple-
mented the work presented in the paper, performed the experiments, wrote
most of the text of the paper, and created all visualizations.
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4.3 Paper III - No Free Lunch But A Cheaper
Supper: A General Framework for Stream-
ing Anomaly Detection

In recent years, there has been increased research interest in detecting anoma-
lies in temporal streaming data. A variety of algorithms have been developed
in the data mining community, which can be divided into two categories: gen-
eral and ad hoc. In most cases, general approaches assume the one-size-fits-all
solution model where a single anomaly detector can detect all anomalies in any
domain. To date, there exists no single general method that has been shown to
outperform the others across different anomaly types, use cases, and datasets.
On the other hand, ad hoc approaches that are designed for a specific appli-
cation lack flexibility. Adapting an existing algorithm is not straightforward if
the specific constraints or requirements for the existing task change.

In this paper, we propose SAFARI, a general framework formulated by ab-
stracting and unifying the fundamental tasks in streaming anomaly detection,
which provides a flexible and extensible anomaly detection procedure. SAFARI
helps to facilitate more elaborate algorithm comparisons by allowing us to iso-
late the effects of shared and unique characteristics of different algorithms on
detection performance.

Figure 4.2: The overview of SAFARI framework

SAFARI consists of four main components: data representation (DR), learn-
ing strategy (LS), nonconformity measure (NCM) and anomaly scoring (AS),
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as illustrated in Fig. 4.2. The first component, DR, is concerned with au-
tomatically transforming raw input data into informative representations or
features, so that it can be effectively exploited in anomaly detection tasks.
The second component, LS, deals with the selection of the reference group
from transformed data, aiming to extract a representative sample of normal
behavior from the stream over time. The third component, NCM, measures
the nonconformity score of a single observation, with the goal of quantifying
the “strangeness” of this observation with respect to the reference group. The
last component, AS, aggregates these individual outcomes into a final anomaly
score for each observation, taking the global context into account.

The SAFARI framework is designed based on the “separation of concerns”
concept, where components are self-contained, cohesive building blocks that
serve different purposes in anomaly detection of data streams. This allows one
to easily integrate new methods into any of the components or modify the
existing components without the need for altering the rest of the framework.
Implemented building blocks can be combined in various ways to obtain differ-
ent and novel detectors, as instantiations of SAFARI. Using SAFARI, we have
implemented various anomaly detectors and identified a research gap that mo-
tivated us to propose a novel learning strategy, i.e., anomaly-aware reservoir
sampling, in this work.

The anomaly-aware reservoir sampling is motivated by the assumption that
sampling the anomalies and normal samples with equal probability can cause
the contamination of the reference group and leads to the phenomenon called
“masking,” which results in the incoming anomalies passing undetected. Our
sampling strategy is designed to give lower importance to instances with high
anomaly scores, ensuring that anomalous points have lower probability of be-
ing represented in the reference group. Therefore, the strategy aims to avoid
learning new abnormal instances while forgetting the ones that are already
present.

We conducted an extensive evaluation study of 20 detectors that are com-
posed using SAFARI and compared their performances using real-world bench-
mark datasets with different properties. We have discussed their merits and
drawbacks thoroughly and drawn a set of take-away conclusions to guide fu-
ture users of SAFARI. We have discovered that learning strategies should be
chosen carefully for the cases where datasets are suspected of having concept
drift or a high level of contamination. Furthermore, the selection of noncon-
formity measures is more critical if datasets include noise or different types of
anomalies. The overall results indicate that there is no single superior detector
that works well for every case, proving our hypothesis that “there is no free
lunch” in the streaming anomaly detection world.

Author Contributions: The author of this thesis designed and imple-
mented the work presented in the paper, performed the experiments, wrote
most of the text of the paper, and created all visualizations.
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4.4 Paper IV - Wisdom of the contexts: Active
Ensemble Learning for Contextual Anomaly
Detection

In contextual anomaly detection, an object is only considered anomalous within
a specific context. Most existing methods use a single context based on a set of
user-specified contextual features. However, identifying the right context can
be very challenging in practice, especially in datasets with a large number of
attributes. Furthermore, in real-world systems, there might be multiple anoma-
lies that occur in different contexts and, therefore, require a combination of
several “useful” contexts to unveil them.

In this work, we address two major challenges: (1) effectively incorporating
multiple contexts, given that usefulness of a context is unknown, (2) effectively
estimating whether a context is useful or not, without ground truth informa-
tion. The paper introduces the “Wisdom of the Contexts” (WisCon) approach
to address the problem of contextual anomaly detection, in which the true
contextual and behavioral attributes are unknown a priori. WisCon leverages
the synergy of two worlds, active learning and ensembles. Active learning is
concerned with quantifying, with a low labeling cost, how useful or irrelevant a
context is in unveiling contextual anomalies. Ensemble learning is used to com-
bine decisions over multiple useful contexts with varying importance, instead
of relying on a single pre-specified one.

In a nutshell, WisCon consists of three components that work as follows:
(1) first, it generates different contextual anomaly detectors using different
contexts derived from the feature set, (2) in the second component, it employs
an active learning schema to iteratively estimate importance scores of these
contexts with a few informative labeled instances provided by the oracle, and
(3) finally, the results from multiple different contexts are combined using
weighted aggregation to produce final anomaly scores (Fig. 4.3).

Figure 4.3: The overview of WISCON framework
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Various active learning methods have been previously developed from dif-
ferent perspectives to decide which samples in a dataset are more informative
than the others. However, the concept of informativeness is inherently sub-
jective and depends on the problem at hand, the dataset, and the machine
learning model; a generic query strategy that will work for every case does not
exist. Our work is different from all prior work in one key aspect—–the pur-
pose of our active learning is to query instances that help distinguish between
useful and irrelevant contexts accurately. It is inherently different from the
use of active learning in other problems such as supervised machine learning,
where classification uncertainty have been used successfully.

To fill this gap, we propose a novel query strategy that aims to select
samples enabling the most accurate estimation of “usefulness” of different con-
texts. It is a committee-based approach, in which each committee member is a
different base anomaly detector built based on a particular context. Our strat-
egy mainly ensures that anomalous samples that cannot be detected under
the majority of the contexts and, therefore, cannot gain the confidence of the
committee, are queried sufficiently often. We claim that a context successfully
revealing these anomalies has a higher probability of being “useful.” Using this
approach, we can easily discard many irrelevant contexts from the decision
making by using a limited number of queries.

In our experiments, we compare WisCon against 15 methods with varying
characteristics on 18 datasets using two performance metrics. The competitor
methods can be divided into three categories: (i) active learning baselines, (ii)
unsupervised anomaly detection baselines, and (iii) unsupervised contextual
anomaly detection baselines. The results show that our approach performs best
in majority of datasets and reports the highest average rank among all methods
across both metrics. Next, we compare our query strategy with several com-
monly used query strategies in active learning. The performance comparisons
of the query strategies under different budgets have shown that our novel strat-
egy achieve higher performance than its competitors. It can be seen that it can
quickly boost WisCon’s performance, even using very few queries suggesting it
is a budget friendly approach. Finally, we verify the effectiveness of two main
novelties in the WisCon, independently: (1) context ensembles and (2) active
learning. Our goal is to present how these two properties are complementary
to each other in terms of providing better detection performance. The results
show the clear benefit of using an ensemble of contexts over just selecting a
single one where original WisCon outperforms single detector variants of Wis-
Con in majority of the datasets. These findings support our initial hypothesis
that there is no single perfect context that successfully uncovers all kinds of
contextual anomalies, and leveraging the “wisdom” of multiple contexts is nec-
essary. Furthermore, we showcase the effectiveness of using an active learning
approach in the ensemble combination process compared to classical unsuper-
vised combination approaches. Unsupervised combination strategies produce
significantly lower performances than WisCon. This demonstrates that just
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incorporating multiple-contexts does not guarantee performance improvement
over a single-context setting. It proves that context ensembles are only useful
when they are done in an informed way, and active learning provides a good
basis for this by effectively distinguishing useful contexts from irrelevant ones.

Author Contributions: The author of this thesis designed and imple-
mented the work presented in the paper, performed the experiments, wrote
most of the text of the paper, and created all visualizations.

4.5 Paper V - Context Discovery for Anomaly
Detection

Contextual anomaly detection aims at identifying objects that are anomalous
only within specific contexts. Most existing methods are limited to a single
context defined by user-specified features. While identifying the right context
is not trivial in practice, there is often more than just one context in real-world
systems under which different anomalies naturally occur.

In this paper, we introduce a novel unsupervised approach, CONQUEST,
that automatically, in an unsupervised fashion, discovers relevant contexts in
data for multi-context anomaly detection (Fig. 4.4). CONQUEST adopts a
multi-objective search strategy, where the set of criteria to assess the quality
(i.e., relevance) of different contexts is derived from the desired properties
of contextual anomaly detection without requiring any labeled ground-truth
data. An exhaustive search is infeasible in this case, as the number of possible
contexts grows exponentially with the dimensionality of the data. Therefore, we
utilize a multi-objective genetic algorithm that efficiently searches the context
space and returns a Pareto front comprising a diverse set of non-dominating
solutions.

Figure 4.4: The overview of Conquest framework

Furthermore, we propose a new contextual anomaly detection algorithm,
multi-context anomaly factor (MCAF), which jointly considers neighborhood
structures in contextual and behavioral spaces. MCAF models the “reference
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group” (i.e., a group of objects that have similar contextual attribute values)
using nearest neighbors in the contextual space and refers to this structure
when measuring deviations using behavioral attributes. The main novelty in
this method is that not only does it consider whether an object significantly
deviates from its reference group in the behavioral space, but also whether
the relationship between this object and its reference group members differs
significantly between the contextual and behavioral spaces.

Through experiments, we compare our method against 12 state-of-the-art
methods on 10 datasets in terms of detection performances. The results show
that CONQUEST variants significantly outperform the competitors in the ma-
jority of the datasets. In addition, we study how effective our multi-objective
function is in comparison to individual objectives, as well as the random selec-
tion strategy. The results show the clear benefit of multi-objective optimization
over single-objective ones for discovery of relevant contexts. It can be seen that
the multi-objective case performs better than other solutions in all datasets.
Finally, we conduct a case study to demonstrate the interpretability aspect
of our method. Conquest provides explanations that help to understand dif-
ferences and commonalities between different kinds of anomalies and their
contexts.

Author Contributions: The author of this thesis designed and imple-
mented the work presented in the paper, performed the experiments, wrote
most of the text of the paper, and created all visualizations.





Chapter 5

Conclusion

In this chapter, we conclude this thesis by first revisiting research questions
and providing a summary of the main takeaway messages and the major con-
tributions of the work. Then, we close the chapter with future possibilities of
expanding the presented studies.

5.1 Revisiting The Research Questions
This thesis and appended papers tackle the problem of formulating and im-
plementing algorithms for user-centric anomaly detection– a setting in which
people analyze, interpret, and learn from the detector’s results as well as pro-
vide domain knowledge or feedback. Throughout this thesis, we have described
a number of diverse approaches, each addressing different challenges and needs
of user-centric anomaly detection in the real world, and combined these meth-
ods into a coherent framework. By conducting different studies, this thesis finds
that a comprehensive approach incorporating human guidance and providing
human-interpretable results can lead to more effective and practical anomaly
detection and more successful real-world applications. Several important con-
tributions are made on the way that led the conclusion above through empirical
case studies. Here, we review the research questions presented in Section 1.2
based on the contributions and findings presented in different works in this
thesis.

RQI: What contexts or representations are “informative/suitable”
for unveiling anomalies otherwise disguised as normal in high-dimen-
sional feature space? We first tackle this question in Paper II with an
approach to discover semantically meaningful patterns that highlight typical
behaviors in district heating networks. We have captured fifteen heat load pat-
terns that each summarized and represented heat consumption in a different
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group of buildings based on the hourly variations during the day, the changes
across weekdays, and seasonal differences. In addition, we have detected a num-
ber of abnormal patterns that do not conform to identified heat load patterns.
These findings have shown typical and atypical behaviors in DH networks that
are initially unknown and not visible in the original dataset with hourly sen-
sor readings. With this study, we have showcased that useful representations
of data led to the discovery of meaningful patterns giving insights about the
application and creating new knowledge.

Papers IV and V specifically focus on discovering useful contexts that un-
veil different kinds of contextual anomalies hidden in the global feature space
or other subspaces. In Paper IV, our algorithm assigns an importance score to
each context based on their relevance, which helps only incorporate important
contexts that reveal contextual anomalies while eliminating the impact of the
irrelevant ones. On the other hand, our approach in Paper V searches for a
few useful contexts in the entire context space using a multi-objective function
designed considering the characteristics of contextual anomaly detection. In
both studies, our approaches have outperformed their competitors. These re-
sults have showcased the importance of finding and incorporating informative,
useful contexts for improving anomaly detection performance.

RQII: Can we overcome the limitations of one-size-fits-all solutions
with a generic and extensible framework? This research question is
specifically tackled in Paper III. The major finding of this study is that there
is no single superior detector that works well for every case. The results have
proven our initial hypothesis that “there is no free lunch” in the streaming
anomaly detection world. We have shown that a generic and extensible frame-
work enabled use-case-specific detectors suitable for different scenarios and
prevented relying on a single solution.

RQIII: Can expert knowledge help find informative data representa-
tions or discriminate anomalies better? In Paper II, we have discovered
that the current practice to measure the “degree of abnormality” on heat power
signature was not effective in terms of indicating abnormal heat consumption.
We have formulated a measure using a new feature, i.e., “dispersion”, obtained
from domain knowledge. The results have shown that measuring “dispersion”
on a heat power signature is more effective than measuring “the number of
outliers” for ranking abnormal DH substations. This study concluded that
representing data that resembles the human expert’s understanding of the
problem is beneficial and can improve the current practice.

On the other hand, in Paper IV, we have applied active learning for contex-
tual anomaly detection, where the query strategy selects the observations for
feedback, and an oracle, e.g., the human expert, annotates the queries. As a
result the algorithm assigns an importance score to each context based on feed-
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back obtained from the oracle and combines decisions from multiple contexts
considering their importance. The important finding of this study is that incor-
porating user feedback enable effectively distinguishing useful contexts from
irrelevant ones and significantly improve anomaly detection performance.

RQIV: How to explain groups and anomalies occurring in high-
dimensional space to aid end users to understand and validate re-
sults? In Paper II, we design a data-driven approach to discover heat load
patterns where the results are analyzed and validated by a domain expert. Our
dataset does not have any ground-truth information suggesting the class/group
of a building or whether it is abnormal or normal. Therefore, we visualize all
the clusters and heat load patterns in a human interpretable way so that the
expert can perform sanity-checking to evaluate whether the results make sense.
Our study showed that interpretable (i.e., explainable) solutions could alleviate
the difficulty of validation despite the lack of ground-truth.

Papers IV and V propose different contextual anomaly detection approaches
that focus on providing context-based explanations, where these explanations
are intended to specify contexts and reference groups that are responsible for
an object to stand out as anomalous. Such explanations can help characterize
different types of anomalies and normal groups in high-dimensional space.

5.2 Future Work
Feedback beyond labels: Incorporating expert knowledge into anomaly
detection is a challenging task in terms of formalizing interaction or feedback.
This thesis investigates active learning scenarios where the expert contributes
to the machine learning model by providing actual labels. However, in many
cases, it takes substantial effort for an analyst to investigate samples presented
to them and decide whether they are anomalous. Therefore, labels do not be-
come available instantly. Moreover, asking for true labels in streaming scenarios
is challenging, where the model process a large number of new observations
over time. In the future, we will investigate other strategies to elicit human
guidance in our framework.

Imperfect human experts: Throughout this thesis, we have assumed that
human guidance in terms of both feature knowledge or annotated queries (i.e.,
labels) is correct. However, the domain-specific knowledge or rules may not
always translate into useful data models. For the feedback work, the analysts
can make mistakes and may not be sure whether an observation is actually an
anomaly or a unique observation that is not part of the common behaviors. It is
important to investigate the impact of misleading knowledge or noisy feedback
on the anomaly detection performance and propose solutions to minimize the
negative impact of imperfect experts.
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Generic explainers for anomaly detection: The majority of the meth-
ods for explaining anomalies are model-specific, aiming at delivering explana-
tions based on the internal properties of the underlying model. There are few
model-agnostic methods that produce explanations from arbitrary detectors.
However, most of them have limitations, such as requiring labels for anomalies,
processing only certain types of data, explaining only certain types of anoma-
lies, and heavily depending on the feature selection method. There is still a
need for a generic explainer that is compatible with any detector, can explain
different types of anomalies, and can process different types of data, including
graph, temporal, and streaming data. Furthermore, even though they can be
extremely helpful in practice, feature importances may not always give insights
into how anomalies or normal patterns look like. The effort for succinct, vi-
sual explanations that the analysts can easily interpret can help with in-depth
investigation and root cause analysis.
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[97] Tomáš Pevnỳ. Loda: Lightweight on-line detector of anomalies. Machine
Learning, 102(2):275–304, 2016. (Cited on pages 14 and 21.)



REFERENCES 59

[98] Clifton Phua, Vincent Lee, Kate Smith, and Ross Gayler. A comprehen-
sive survey of data mining-based fraud detection research. arXiv preprint
arXiv:1009.6119, 2010. (Cited on page 19.)

[99] Dragoljub Pokrajac, Aleksandar Lazarevic, and Longin Jan Latecki. In-
cremental local outlier detection for data streams. In 2007 IEEE sym-
posium on computational intelligence and data mining, pages 504–515.
IEEE, 2007. (Cited on page 15.)

[100] Sridhar Ramaswamy, Rajeev Rastogi, and Kyuseok Shim. Efficient al-
gorithms for mining outliers from large data sets. In Proceedings of the
2000 ACM SIGMOD international conference on Management of data,
pages 427–438, 2000. (Cited on page 13.)

[101] Behnaz Rezaie and Marc A Rosen. District heating and cooling: Review
of technology and potential enhancements. Applied Energy, 93:2–10,
2012. (Cited on page 4.)

[102] Marco Tulio Ribeiro, Sameer Singh, and Carlos Guestrin. " why should i
trust you?" explaining the predictions of any classifier. In Proceedings of
the 22nd ACM SIGKDD international conference on knowledge discovery
and data mining, pages 1135–1144, 2016. (Cited on page 22.)

[103] Thorsteinn Rögnvaldsson, Sławomir Nowaczyk, Stefan Byttner, Rune
Prytz, and Magnus Svensson. Self-monitoring for maintenance of vehi-
cle fleets. Data mining and knowledge discovery, 32(2):344–384, 2018.
(Cited on page 16.)

[104] Mahsa Salehi, Christopher Leckie, James C Bezdek, Tharshan Vaithi-
anathan, and Xuyun Zhang. Fast memory efficient local outlier detection
in data streams. IEEE Transactions on Knowledge and Data Engineer-
ing, 28(12):3246–3260, 2016. (Cited on page 15.)

[105] Stan Salvador, Philip Chan, and John Brodie. Learning states and rules
for time series anomaly detection. In FLAIRS conference, pages 306–311,
2004. (Cited on page 17.)

[106] Durgesh Samariya, Sunil Aryal, Kai Ming Ting, and Jiangang Ma. A
new effective and efficient measure for outlying aspect mining. In In-
ternational Conference on Web Information Systems Engineering, pages
463–474. Springer, 2020. (Cited on page 22.)

[107] Saket Sathe and Charu C Aggarwal. Subspace outlier detection in linear
time with randomized hashing. In 2016 IEEE 16th International Con-
ference on Data Mining (ICDM), pages 459–468. IEEE, 2016. (Cited
on page 14.)



60 REFERENCES

[108] Bernhard Schölkopf, Robert C Williamson, Alex J Smola, John Shawe-
Taylor, and John C Platt. Support vector method for novelty detection.
In Advances in neural information processing systems, pages 582–588,
2000. (Cited on page 14.)

[109] Erich Schubert, Arthur Zimek, and Hans-Peter Kriegel. Generalized
outlier detection with flexible kernel density estimates. In Proceedings
of the 2014 SIAM International Conference on Data Mining, pages 542–
550. SIAM, 2014. (Cited on page 13.)

[110] Burr Settles. Active learning literature survey. Computer Sciences Tech-
nical Report, 1648, 2010. (Cited on pages 19 and 20.)

[111] Shashi Shekhar, Chang-Tien Lu, and Pusheng Zhang. Detecting graph-
based spatial outliers: algorithms and applications (a summary of re-
sults). In Proceedings of the seventh ACM SIGKDD international con-
ference on Knowledge discovery and data mining, pages 371–376, 2001.
(Cited on page 17.)

[112] Amit K Shukla, Grégory Smits, Olivier Pivert, and Marie-Jeanne Lesot.
Explaining data regularities and anomalies. In 2020 IEEE International
Conference on Fuzzy Systems (FUZZ-IEEE), pages 1–8. IEEE, 2020.
(Cited on page 33.)

[113] Hyun Ah Song, Bryan Hooi, Marko Jereminov, Amritanshu Pandey,
Larry Pileggi, and Christos Faloutsos. Powercast: Mining and forecasting
power grid sequences. In Joint European Conference on Machine Learn-
ing and Knowledge Discovery in Databases, pages 606–621. Springer,
2017. (Cited on page 19.)

[114] Xiuyao Song, Mingxi Wu, Christopher Jermaine, and Sanjay Ranka.
Conditional anomaly detection. IEEE Transactions on knowledge and
Data Engineering, 19(5):631–645, 2007. (Cited on page 17.)

[115] Salvatore J Stolfo, Wei Fan, Wenke Lee, Andreas Prodromidis, and
Philip K Chan. Cost-based modeling for fraud and intrusion detec-
tion: Results from the jam project. In Proceedings DARPA Information
Survivability Conference and Exposition. DISCEX’00, volume 2, pages
130–144. IEEE, 2000. (Cited on page 19.)

[116] Sharmila Subramaniam, Themis Palpanas, Dimitris Papadopoulos, Vana
Kalogeraki, and Dimitrios Gunopulos. Online outlier detection in sen-
sor data using non-parametric models. In Proceedings of the 32nd in-
ternational conference on Very large data bases, pages 187–198. VLDB
Endowment, 2006. (Cited on page 16.)



REFERENCES 61

[117] Mahito Sugiyama and Karsten Borgwardt. Rapid distance-based outlier
detection via sampling. In Advances in Neural Information Processing
Systems, pages 467–475, 2013. (Cited on page 16.)

[118] Heather Y Sun, James A Proudfoot, and Rachel T McCandless. Prenatal
detection of critical cardiac outflow tract anomalies remains suboptimal
despite revised obstetrical imaging guidelines. Congenital heart disease,
13(5):748–756, 2018. (Cited on page 1.)

[119] Naoya Takeishi. Shapley values of reconstruction errors of pca for ex-
plaining anomaly detection. In 2019 international conference on data
mining workshops (icdmw), pages 793–798. IEEE, 2019. (Cited on pages
22 and 33.)

[120] Swee Chuan Tan, Kai Ming Ting, and Tony Fei Liu. Fast anomaly de-
tection for streaming data. In Twenty-Second International Joint Con-
ference on Artificial Intelligence, 2011. (Cited on page 15.)

[121] Bo Tang and Haibo He. A local density-based approach for outlier de-
tection. Neurocomputing, 241:171–180, 2017. (Cited on page 13.)

[122] David MJ Tax and Robert PW Duin. Support vector data description.
Machine learning, 54(1):45–66, 2004. (Cited on page 14.)

[123] Kalyan Veeramachaneni, Ignacio Arnaldo, Vamsi Korrapati, Constanti-
nos Bassias, and Ke Li. Ai2: Training a big data machine to defend. 2016
IEEE 2nd International Conference on Big Data Security on Cloud (Big-
DataSecurity), IEEE International Conference on High Performance
and Smart Computing (HPSC), and IEEE International Conference on
Intelligent Data and Security (IDS), 2016. (Cited on page 21.)

[124] Vincent Vercruyssen, Meert Wannes, Verbruggen Gust, Maes Koen,
Bäumer Ruben, and Davis Jesse. Semi-supervised anomaly detection
with an application to water analytics. In Proceedings/IEEE Interna-
tional Conference on Data Mining. IEEE, 2018. (Cited on page 21.)

[125] Nguyen Xuan Vinh, Jeffrey Chan, Simone Romano, James Bailey,
Christopher Leckie, Kotagiri Ramamohanarao, and Jian Pei. Discov-
ering outlying aspects in large datasets. Data mining and knowledge
discovery, 30(6):1520–1555, 2016. (Cited on page 22.)

[126] Vladimir Vovk, Alex Gammerman, and Glenn Shafer. Algorithmic learn-
ing in a random world. Springer Science & Business Media, 2005. (Cited
on page 30.)

[127] Siqi Wang, Yijie Zeng, Xinwang Liu, En Zhu, Jianping Yin, Chuanfu Xu,
and Marius Kloft. Effective end-to-end unsupervised outlier detection
via inlier priority of discriminative network. 2019. (Cited on page 14.)



62 REFERENCES

[128] Andreas S Weigend, Morgan Mangeas, and Ashok N Srivastava. Nonlin-
ear gated experts for time series: Discovering regimes and avoiding over-
fitting. International Journal of Neural Systems, 6(04):373–399, 1995.
(Cited on page 17.)

[129] Ke Wu, Kun Zhang, Wei Fan, Andrea Edwards, and S Yu Philip. Rs-
forest: A rapid density estimator for streaming anomaly detection. In
2014 IEEE International Conference on Data Mining, pages 600–609.
IEEE, 2014. (Cited on pages 14 and 15.)

[130] Wenxian Yang, Peter J Tavner, Christopher J Crabtree, and Michael
Wilkinson. Cost-effective condition monitoring for wind turbines. IEEE
Transactions on industrial electronics, 57(1):263–271, 2009. (Cited on
page 16.)

[131] B-K Yi, Nikolaos D Sidiropoulos, Theodore Johnson, HV Jagadish,
Christos Faloutsos, and Alexandros Biliris. Online data mining for co-
evolving time sequences. In Proceedings of 16th International Conference
on Data Engineering (Cat. No. 00CB37073), pages 13–22. IEEE, 2000.
(Cited on page 15.)

[132] Dantong Yu, Gholamhosein Sheikholeslami, and Aidong Zhang. Find-
out: Finding outliers in very large datasets. Knowledge and information
Systems, 4(4):387–412, 2002. (Cited on page 13.)

[133] Ji Zhang and Hai Wang. Detecting outlying subspaces for high-
dimensional data: the new task, algorithms, and performance. Knowledge
and information systems, 10(3):333–355, 2006. (Cited on page 13.)

[134] Tian Zhang, Raghu Ramakrishnan, and Miron Livny. Birch: an efficient
data clustering method for very large databases. In ACM Sigmod Record,
volume 25, pages 103–114. ACM, 1996. (Cited on page 16.)

[135] Xuyun Zhang, Mahsa Salehi, Christopher Leckie, Yun Luo, Qiang He,
Rui Zhou, and Rao Kotagiri. Density biased sampling with locality
sensitive hashing for outlier detection. In International Conference on
Web Information Systems Engineering, pages 269–284. Springer, 2018.
(Cited on page 16.)

[136] Manqi Zhao and Venkatesh Saligrama. Anomaly detection with score
functions based on nearest neighbor graphs. Advances in neural infor-
mation processing systems, 22:2250–2258, 2009. (Cited on page 13.)

[137] Guanjie Zheng, Susan L Brantley, Thomas Lauvaux, and Zhenhui Li.
Contextual spatial outlier detection with metric learning. In Proceed-
ings of the 23rd ACM SIGKDD International Conference on Knowledge
Discovery and Data Mining, pages 2161–2170, 2017. (Cited on page 18.)



REFERENCES 63

[138] Arthur Zimek, Matthew Gaudet, Ricardo JGB Campello, and Jörg
Sander. Subsampling for efficient and effective unsupervised outlier de-
tection ensembles. In Proceedings of the 19th ACM SIGKDD interna-
tional conference on Knowledge discovery and data mining, pages 428–
436. ACM, 2013. (Cited on page 16.)

[139] Arthur Zimek, Erich Schubert, and Hans-Peter Kriegel. A survey on un-
supervised outlier detection in high-dimensional numerical data. Statisti-
cal Analysis and Data Mining: The ASA Data Science Journal, 5(5):363–
387, 2012. (Cited on page 10.)

appendix




	Title
	Abstract
	Acknowledgments
	Contents
	List of Figures

	List of Papers
	1 Introduction
	1.1 Challenges
	1.2 Research Questions
	1.3 Contributions
	1.4 Thesis Organization

	2 Background
	2.1 Anomaly Detection
	2.1.1 Nature of data
	2.1.2 Availability of ground truth
	2.1.3 Types of anomalies
	2.1.4 Algorithms

	2.2 Streaming Anomaly Detection
	2.3 Contextual Anomaly Detection
	2.4 User-centric Anomaly Detection
	2.4.1 Human-in-the-loop methods
	2.4.2 Interpretable Methods


	3 Methodology
	3.1 Data Representation
	3.1.1 Thesis Contribution

	3.2 Discovering Reference Group
	3.2.1 Thesis Contribution

	3.3 Anomaly Scoring
	3.3.1 Thesis Contribution

	3.4 Human Feedback
	3.4.1 Thesis Contribution

	3.5 Explanations
	3.5.1 Thesis Contribution


	4 Summary of papers
	4.1 Paper I - Ranking abnormal substations by power signature dispersion
	4.2 Paper II - A data-driven approach for discovering heat load patterns in district heating
	4.3 Paper III - No Free Lunch But A Cheaper Supper
	4.4 Paper IV - Wisdom of the contexts
	4.5 Paper V - Context Discovery for AD

	5 Conclusion
	5.1 Revisiting The Research Questions
	5.2 Future Work

	References
	6 Paper I
	7 Paper II
	8 Paper III
	9 Paper VI
	10 Paper V



