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There are no facts, only interpretations.
—Friedrich Wilhelm Nietzsche (1844–1900), Notebooks (Summer
1886 – Fall 1887).

It turns out I was right. But nothing has come of it.
—Maria Wisława Anna Szymborska (1923–2012), Soliloquy for
Cassandra (1967).
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Abstract

Increasing technical complexity, design variations, and customization options of IoT
units1 create difficulties for the construction of monitoring infrastructure. These units
can be associated with different domains, such as a fleet of vehicles in the mobility
domain and a fleet of heat-pumps in the heating domain. The lack of labeled datasets
and well-understood prior unit and fleet behavior models exacerbates the problem.
Moreover, the time-series nature of the data makes it difficult to strike a reasonable
balance between precision and detection delay. The thesis aims to develop a frame-
work for scalable and cost-efficient monitoring of industrial fleets. The investigations
were conducted on real-world operational data obtained from District Heating (DH)
substations to detect anomalous behavior and faults. A foundational hypothesis of
the thesis is that fleet-level models can mitigate the lack of labeled datasets, improve
anomaly detection performance, and achieve a scalable monitoring alternative.

Our preliminary investigations found that operational heterogeneity among the
substations in a DH network can cause fleet-level models to be inefficient in detect-
ing anomalous behavior at the target units. An alternative is to rely on subfleet-level
models to act as a proxy for the behavior of target units. However, the main diffi-
culty in constructing a subfleet-level model is the selection of its members such that
their behavior is stable over time and representative of the target unit. Therefore, we
investigated various ways of constructing the subfleets and estimating their stabil-
ity. To mitigate the lack of well-understood prior unit and fleet behavior models, we
proposed constructing Unit-Level and Subfleet-Level Ensemble Models, i.e., ULEM
and SLEM. Herein, each member of the respective ensemble consists of a Confor-
mal Anomaly Detector (CAD). Each ensemble yields a nonconformity score matrix
that provides information about the behavior of a target unit relative to its historical
data and its subfleet, respectively. However, these ensemble models can give differ-
ent information about the nature of an anomaly that may not always agree with each
other. Therefore, we further synthesized this information by proposing a Combined
Ensemble Model (CEM). We investigated the advantages and limitations of decisions

1In the context of a fleet, the thesis uses the term “unit” for a component, a device, equipment, machine,
or a system.
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that rely on the information obtained from ULEM, SLEM, and CEM using precision
and detection delay. We observed the decisions that relied on the information ob-
tained through CEM showed a reduction in overall false alarms compared to those
obtained through ULEM or SLEM, albeit at the cost of some detection delay. Fi-
nally, we combined the components of ULEM, SLEM, and CEM into what we refer
to as TRANTOR: a conformal anomaly detection based indusTRiAl fleet moNiTOR-
ing framework.2 The proposed framework is expected to enable fleet operators in
various domains to improve their monitoring infrastructure by efficiently detecting
anomalous behavior and controlling false alarms at the target units.

2Trantor is the name of a fictional planet in Isaac Asimov’s (1920–1992) Foundation series.
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1
Introduction

1.1 Background
Monitoring the operational behavior of units in an industrial fleet is essential for
minimizing disruptions and costs. For monitoring mission-critical units, the Origi-
nal Equipment Manufacturer (OEM) provides inbuilt models that output Diagnostic
Trouble Codes (DTC) or alarms and initiate a halting process when certain critical
thresholds are crossed. It ensures that a unit works within prescribed limits and meets
the required industrial, governmental, and safety regulations. Such models mainly
rely on the fundamental physics of the underlying phenomena. For non-mission-
critical units, a complete diagnostic and prognostic solution that considers almost all
possible use scenarios is expensive and infeasible. Thus, they require cost-effective
monitoring approaches that efficiently detect anomalous operational behavior and
whose false-alarm rate can be controlled.

Enabled by the decreasing cost of the Internet-of-Things (IoT) sensors and im-
provements in data storage capacity, the last decade has seen large-scale data collec-
tion on various industrial units. The contemporary practice in most industrial envi-
ronments is to set thresholds directly on the sensor measurement data corresponding
to different operational variables of each unit. A more refined approach is to set
thresholds based on expert-defined rules relating to “if” situations. However, once
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established, rules and thresholds are rarely revisited. For instance, the wear and tear
in a particular unit may require specific rules or thresholds for an operational vari-
able to be updated. Moreover, writing rules for most scenarios requires a consider-
able amount of knowledge about a unit and its ambient environment, which is costly.
Therefore, these rules and thresholds can be difficult to scale in a fleet-based scenario.

Data-driven approaches, such as those based on Machine Learning (ML), are now
being extensively used for monitoring units in an industrial fleet. These approaches
require certain critical assumptions to hold. The first, usually taken for granted, is
that the data generated by a unit is Independent and Identically Distributed (IID).
The second is that the so-called training data is representative of the underlying data-
generating process of a unit. The third is that the operating regimes during which a
model is constructed and evaluated are known. These assumptions may not always
hold. The problem is exacerbated since questions like which variables to measure
and what time resolution to use are often not considered beforehand. In addition, the
traditional and most successful ML approach, called supervised learning to model
the behavior of an industrial unit, is usually not feasible due to the lack of labeled
datasets. It becomes difficult to choose, train, and validate a supervised model without
labels. In addition, it also becomes impossible to estimate the apriori probability of
anomalous or faulty behaviors, which makes it difficult to control the false-alarm
rate. Unsupervised ML does not require labels, and most anomaly detection models
used for monitoring industrial units,1 fall in this category. However, the primary
assumption here is that the inbuilt definitions of an anomaly detector and its parameter
setting are appropriate for the application domain under consideration. Since the
underlying data-generating process in most cases is not well-understood, the selection
of an anomaly detector is somewhat speculative. The problem is exacerbated in a fleet
setting when operational diversity between the units becomes non-negligible. In these
scenarios, achieving a balance between the probability of false alarms and detecting
anomalous behavior becomes hard. Thus, the construction of ML models and scaling
them up to all the units in a fleet is challenging.

In many industrial setups, such as a manufacturing plant, a fleet can consist of
hundreds or thousands of units. While this complicates their monitoring, it also pro-
vides an opportunity to monitor the behavior of a target unit by relying on the in-
formation obtained from other “operationally similar” units in a fleet. The so-called
target unit is described as follows:

A target unit refers to a particular unit that is selected from the fleet for
its operational monitoring.

By this definition, all units in a fleet can be target units.

1The terms “anomaly” and “outlier” are considered synonymous in the thesis.
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In the research literature, the construction of models at unit-level, subfleet-level,
and fleet-level are some of the approaches that have been investigated for monitoring
target units in an industrial fleet. A unit-level model relies on historical data of a
target unit to infer its behavior. In a fleet-based scenario, a limitation of this model
is that it may lack the context of the current working regime. A fleet-based model
may help to fill this gap. Before we delve further into a fleet-level model, we describe
what a fleet implies and what are its main assumptions. According to Oza and Das
(2012b,a), a fleet is described as follows:

A fleet is a group of systems2 (e.g., cars, aircraft) that are designed and
manufactured the same way and are intended to be used the same way.

Other examples of a fleet include buses, trucks, trains, ships, robots working in a fac-
tory, windmills in a wind farm, solar panels in a solar-energy farm, substations in DH
and electric utility networks. In specific setups, a fleet can consist of “a network” of
units joined together via a link. An example is a network of DH substations connected
through incoming and outgoing hot-water pipes.

As described in Oza and Das (2012b), the main assumption of a fleet-level model
is as follows:

One can begin with the assumption that each system in the fleet is com-
parable to a sample drawn from some distribution, so that all the systems
in the fleet are independent and identically distributed.

In this sense, the behavior of all units in a fleet is assumed to be operationally similar
or homogeneous. Thus, the behavior of a target unit can be inferred from other units
in a fleet. It implies that in a fleet-level model, all the units in a fleet serve as a
reference-set, reference-group, or proxy-label to infer the behavior of a target unit.
The advantage of this approach is its simplicity.3

However, in most real-world scenarios, the behavior of each unit in a fleet can
differ due to factors such as its design variant, age, control parameter settings, us-
age characteristics, working environment, and other local peculiarities. In this sense,
units in a fleet can have an operationally diverse or heterogeneous set of behaviors. A
fleet-level model can be inefficient for monitoring target units in such a scenario. An
alternative is to construct a subfleet based on some appropriate similarity criteria so
that the members of a subfleet are operationally similar to each other and the target
unit. Thus, a target unit is usually a member of its subfleet. The primary assumption
about a subfleet is that the same set of observable and unobservable variables will

2In the context of a fleet, we use the term “unit” instead of “system” in the thesis.
3The terms reference-group and subfleet are used interchangeably in the thesis.
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continue to affect each of its member units over time. To a certain degree, this miti-
gates two problems: (i) the measurement of all necessary variables of each unit and
(ii) labeled datasets. However, it necessitates constructing subfleets that are represen-
tative of their respective target units and remain stable over time.

1.2 Constraints and challenges
The thesis mainly deals with the monitoring of DH substations. These units are not
only affected by technical factors but also by social factors, which introduce diversity
or heterogeneity in their operational behavior and performance. An adequate way to
monitor substations is to identify a physical model for each building’s thermodynam-
ics in conjunction with its heating system. However, the construction of such models,
especially on a large scale, is mostly infeasible. An observation on this issue has been
made in Gustafsson and Sandin (2016):

A substation and the associated building is a complex physical system
that is difficult to model because of the high number of substations in a
DH system.

Thus, in general, no prior benchmark reference models are available in practice to
monitor buildings and their associated heating units.

The changes to the Swedish DH act (Riksdagen, 2008) require the DH service
operators/providers, i.e., DH utilities, to charge their end-users based on their ac-
tual monthly heat-energy use from 1st January 2015. Therefore, substations are now
equipped with the so-called smart-meters on the primary side, measuring four oper-
ational variables, i.e., heating rate, flow rate, supply temperature, and return temper-
ature. The time resolution of these measurements, in most cases, is one hour. While
the primary purpose of this data acquisition for DH utilities is to charge the end-users,
it also enables them to monitor the network to identify malfunctioning substations us-
ing data-driven approaches. However, for large-scale monitoring of substations using
such approaches, there are certain constraints:

1. Lack of data representing critical information due to the absence of relevant
sensors with appropriate time resolution.

2. Lack of access to information related to the buildings and their associated heat-
ing systems, including data on repairs.

3. Absence of labels about atypical and faulty behavior together with their asso-
ciated contexts.

4. Operational diversity due to social and technical factors.
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These constraints manifest due to various reasons, such as the intended purpose of
data collection, institutional hindrances, and practical limitations.

A major reason behind the first constraint is the lack of sufficiently well-understood
prior models of the substations and the DH network. The intended purpose of the
sensors deployed at the primary side of the substations is mainly to collect data for
charging the end-user. Note that data-driven models assume that critical informa-
tion about a unit’s process is well-captured in the data. It, therefore, raises questions
about if the four abovementioned variables being measured, mostly at one-hour time
resolution, are good enough for monitoring purposes.

One aspect of the second constraint is the result of an institutional hindrance, i.e.,
the ownership of the substations. In Sweden, for example, it is common for a sub-
station to belong to the homeowner or the building administration. Therefore, a DH
utility has no direct access to information about malfunctions at most substations in
its network. Such information includes details about the times at which the malfunc-
tion was observed and fixed, a description of faulty components, and measures taken
to correct the problem. Moreover, due to the ownership issue, data on the secondary
operation of substations and other related information, such as the dimensions of dif-
ferent equipment (heat-exchanger, control-valve), age of the equipment, installation
date, are not systematically collected by DH utilities. In addition, details about build-
ings, such as their effective window area, dimensions of the floor plans, size, number
of rooms, and thermal performance (U-value), can be difficult to obtain. Even if such
details about buildings can be collected from various sources,4 it may still require
extra work to reconcile and link them with the substations.

The third constraint is due to practical limitations: labeling large amounts of data
as normal, atypical, and faulty is practically quite costly. Even if historical repair
information is available, it still needs to be reconciled with the operational data. Nev-
ertheless, in certain cases, DH utilities inspect the primary side of the substations and
log their observations. However, according to Månsson et al. (2021), discrepancies
exist in how different DH utilities report similar faults in these logs.

The fourth constraint is due to the lack of information about how the heating units
and buildings are used. Such information includes set-points of the heating curve, the
indoor temperature, and the radiators. Other information, such as the number of
people living in the house or the apartment and the time-clock-operation control of a
substation (Gadd and Werner, 2013), can also be difficult to obtain and identify.

These constraints make it challenging to deploy a data-driven monitoring infras-
tructure. The current state-of-the-practice in the DH industry, especially in Sweden,
is to set direct and rule-based thresholds on the operational variables of the substa-
tions (Månsson et al., 2019b). These rules and thresholds are usually global, i.e., they

4In Sweden, specific details on buildings can be obtained through Boverket.
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are applied to all the substations in a similar manner. The main advantage of this
approach is its simplicity. Another widely used method is the Ordinary Least Squares
(OLS) regression (Sandin et al., 2013). An observation made in the research litera-
ture related to the building energy application domain is that the use of the threshold
method leads to numerous false alarms resulting in operator fatigue (J. Pakanen and
Ahonen, 1996; Sandin et al., 2013; Narayanaswamy et al., 2014). In the presence of
operational diversity, a compromise between efficiency in detecting true anomalous
behavior and false alarms, based on the threshold method, is usually unattainable.
Another related domain is the monitoring of heat-pumps. Herein, similar problems,
which we have discussed, also exist. Note that false alarms are a major problem in
large-scale monitoring of industrial units in a fleet since the operator’s budget, i.e.,
time and resources, is usually limited.

Many of the constraints and challenges discussed so far are difficult to resolve
completely. Therefore, the thesis tries to mitigate the limitations of a monitoring in-
frastructure using available data and information. After preliminary investigations in
Paper-I, Paper-II, and Paper-III, we chose to rely on the conformal anomaly detection
framework (Laxhammar, 2014) to mitigate some of these constraints and challenges.
This framework implements a systematic way to deal with the anomaly detection task.
Under the IID (or exchangeability) assumption, it provides two important properties,
i.e., validity and efficiency, that are essential for the construction of any monitoring
infrastructure. Since it guarantees the validity property, the challenge is to construct
an efficient NonConformity Measure (NCM). This NCM is based on an anomaly de-
tector. Essentially, this framework enables the construction of a Conformal Anomaly
Detector (CAD) to monitor a target unit of a fleet.

1.3 The research question, objectives, and contribu-
tions

Given the constraints and challenges described in Section 1.2, the thesis pursued the
following research question:

Research question: How can we efficiently monitor a large fleet of op-
erationally diverse units to detect anomalous behavior while controlling
the false alarms?

During the inquiry of this question, the following objectives were identified:

O-1 Investigate the state-of-the-art and state-of-the-practice techniques for monitor-
ing industrial fleets, especially DH substations.
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O-2 Investigate the strengths and limitations of unit-level, subfleet-level, and fleet-
level models for anomaly detection.

O-3 Investigate various ways to construct subfleets and evaluate their stability.

O-4 Investigate conformal methods for detecting anomalous behavior in target units
of a fleet.

O-5 Investigate the construction of a monitoring framework based on information
obtained from unit-level and subfleet-level models. Moreover, investigate what
can and cannot be achieved by combining these two approaches.

A summary of contributions is as follows:

C-1 Evaluation of the effectiveness of a fleet-based approach for the large-scale
monitoring of units in a related domain, i.e., heat-pumps. It includes identifying
the steps to overcome its limitations (Paper-I).

C-2 Evaluation of robust regression model for identification of anomalous substa-
tions (Paper-II).

C-3 Analysis of the presence of heterogeneity and its effects on the monitoring of
substations associated with a building category (multi-dwellings) presumed to
have a homogeneous behavior (Paper-II).

C-4 Evaluation of a subfleet (reference-group) based approach for large-scale mon-
itoring of substations (Paper-III).

C-5 Evaluation of different configurations for selecting suitable subfleets (reference-
groups) to monitor target substations. It includes the estimation of stability of
the subfleets using different distance measures (Paper-III).

C-6 Comparison of subfleet (reference-group) based approach with fleet-based (global)
models of anomaly detection (Paper-III).

C-7 Proposal of a Conformal SubFleet (CSF) approach to enable a monitoring in-
frastructure to achieve validity and efficiency in classifying anomalous behav-
ior at target substations (Paper-IV).

C-8 Investigation of stability of subfleets constructed using the k-NN and Confor-
mal Clustering (CC) (Paper-IV).

C-9 Formulation of the Conformal Anomaly Sequence (CAS) length as an alterna-
tive to the S-criterion and the N -criterion to reflect the time-series nature of
the anomalies and evaluate the efficiency of NCMs (Paper-IV).

7



C-10 Proposal of a Combined Ensemble Model (CEM) based on Unit-Level and
Subfleet-Level Ensemble Models, i.e., ULEM and SLEM, consisting of confor-
mal anomaly detectors, and the introduction of warning and actionable alarms
(Paper-V).

C-11 Comparison of ULEM, SLEM, and CEM using precision and normalized mean
detection delay (NMDD), showing that CEM reduces overall false alarms, al-
beit at the cost of some detection delay (Paper-V).

C-12 Proposal of TRANTOR: a conformal anomaly detection based industrial fleet
monitoring framework relying on ULEM, SLEM, and CEM (Paper-V).

1.4 Dealing with the constraints and challenges: a sum-
mary of contributions to anomaly detection in the
DH domain

One of the main constraints on the construction and the evaluation of data-driven
models for substations is the absence of labeled datasets. A study by Månsson et al.
(2021) observes that, in some cases, DH utilities collect and write details related to
malfunctions at substations into their internal logs. However, the overall categoriza-
tion of these malfunctions is inconsistent across different DH utilities. Therefore, it
proposes a fault taxonomy for the DH utilities to overcome this problem. We worked
with multiple DH experts from different utilities to label deviating patterns based on
this taxonomy. However, these experts found it difficult to label such patterns. There
are three main reasons for this. The first is that the data quality in certain cases was
not good. The second is that some faults did not produce any discernible pattern
in available data. The third is that historical data makes it difficult to gather fur-
ther information about a probable cause by visiting the substation or talking to the
end-users. For instance, different types of faults can cause a similar pattern. Con-
sequently, we had a limited number of labeled patterns to work with. However, this
provides opportunities for further research to improve the labeling process.

The thesis investigated unit-, subfleet-, and fleet-level models of anomaly detec-
tion for the substations in a DH network to overcome some of the constraints and
challenges discussed in Section 1.2. The main challenge for a DH operator is to
control false alarms without severely compromising the ability to detect anomalous
behaviors at the target substations. If there is no change in the context, a unit-level
model of a substation can be quite reliable. Nevertheless, this is not always the case,
and a lack of sensors sometimes makes it difficult for a unit-level model to detect a
change in the context. Herein, fleet-level models can be more useful. However, we
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observed significant operational diversity even within building categories with pre-
sumed homogeneous heat-demand profiles, e.g., multi-dwellings. It makes fleet-level
models less efficient in detecting anomalous behavior at target substations. More-
over, we also observed that substations with homogeneous operational characteristics
usually remain stable over time. Therefore, constructing subfleets of such substa-
tions enables them to act as a reference-set or a proxy-label for the target substations.
However, this comes at the cost of a slightly higher false-alarm rate.

Thus, we found that unit-, subfleet-, and fleet-level models have their strengths
and limitations. The thesis, therefore, proposes a combination of unit-level and
subfleet-level models by relying on the conformal anomaly detection framework.
This framework provides two important properties, i.e., validity and efficiency, that
are essential for the construction of any monitoring infrastructure. Therefore, each
unit-level and subfleet-level model was based on a CAD. Moreover, to mitigate the
lack of a well-understood prior model of unit and fleet behavior, we proposed to
rely on an ensemble approach at the respective levels, leading to the construction of
ULEM, SLEM, and CEM. Finally, the components of these constructions were put
together into what we refer to as TRANTOR: a conformal anomaly detection based
industrial fleet monitoring framework. The proposed framework is expected to en-
able DH operators to improve their monitoring infrastructure by efficiently detecting
anomalous behavior and controlling false alarms at the target substations. It is also
likely to enable them to understand the behavior of substations at the unit, subfleet,
and fleet levels.

In addition, articles related to regression-based fault detection, labeling of anomaly
patterns, and identification of anomaly sequences using subfleets have been presented
to the “BRAVA Data Science portal”.5 The primary purpose of these articles is to pro-
vide knowledge and understanding to the DH utilities in Sweden about the usefulness
of the various components of the proposed framework for constructing their monitor-
ing infrastructures.

The data used for analyzing the substations in the thesis was obtained from Öresundskraft,
a DH utility providing heating service to Helsingborg, Ängelholm, and adjoining ar-
eas.

1.5 A brief note on the scientific method
Here, we briefly discuss the scientific method from a historical perspective (Hepburn
and Andersen, 2021). Moreover, we discuss which ideas influenced the thesis.

5http://smartenergi.org/en/datasciencebrava/
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1.5.1 Background
The goal of science is to seek knowledge about a phenomenon. A scientific method
is a means to achieve this goal. The knowledge acquired about a phenomenon based
on a scientific method can be used to understand, monitor, predict and control the said
phenomenon. In addition to careful observation, a scientific method requires a pro-
cess of reasoning. The classical methods of reasoning include deduction, induction,
and prediction, among others.

For Plato (429-347 B.C.E), reasoning as a method was more important than obser-
vation. On the contrary, for Aristotle (384-322 B.C.E), observation was the starting
point of a scientific inquiry. Aristotle’s system of reasoning is collected under the title
“The Organon”. Herein, the reasoning is divided primarily into two forms referred to
as deductive and inductive methods. The deductive approach aims to test a theory
by developing a hypothesis from an already existing theory. In contrast, the inductive
approach is concerned with constructing a new theory based on observations.

According to Francis Bacon (1561-1626), a scientist was not to invent systems
but to infer explanations from observations. It later came to be known as induc-
tivism, which is considered a major scientific method. On a similar note, Newton
(1642-1727) stated the famous phrase: “hypotheses non fingo”, which is commonly
translated as “I frame no hypothesis”. Inductivism tries to induce a general rule from
a limited set of observed instances.

A major challenge to inductivism was posed by William Whewell (1794-1866),
who argued for a Hypothetico-Deductive (H-D) basis. Herein, a scientist works to
formulate a hypothesis based on ideas and observations about a phenomenon. Then,
from this hypothesis, observational consequences can be deduced. Thus, in contrast
to Bacon and Newton, Whewell does not disallow a scientist to use an existing set of
priors.

Later, Karl Popper (1902-1994) proposed the idea of falsification. The guiding
principle here is that a scientist is always critical about a theory. Thus, in principle,
any unseen observation in the future can invalidate a theory. Falsification is deduc-
tive and similar to H-D in the sense that for any hypothesis under consideration, it
deduces observational consequences. The line of argumentation follows: if a certain
hypothesis H is true, we must observe O. Since O is not observed, H is false.

Thomas Kuhn (1922-1996) takes a different position from Karl Popper by de-
scribing what he called normal science. He argues that scientists are never critical
about the scientific paradigm they are currently working within. He further argues
for this to be a good line of thinking. The reasoning here is that if a scientist has
to question every tenet of their discipline, real scientific progress will become very
difficult.

It has been noted by Hepburn and Andersen (2021) that in many mainstream
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scientific disciplines, research based on the H-D method is considered superior com-
pared to research that is based on induction from observations. The main reason for
this is that the conclusion follows necessarily from the premises in deductive infer-
ences. However, in many situations, it is not always possible to formulate the right
models or establish the correct priors. Therefore, Parascandola (1998) argues that:

If we truly limit ourselves to deductive reasoning, we will be forced to
throw away most of our beliefs about the world and to give up all hope
of knowledge of nature, not to mention any hope for improving peoples’
health.

1.5.2 The scientific method and the thesis
The thesis deals with the large-scale operational monitoring of thermal energy units,
i.e., DH substations. The current situation in this area has been noted in Gustafsson
and Sandin (2016):

A substation and the associated building is a complex physical system
that is difficult to model because of the high number of substations in a
DH system.

Thus, due to the complex nature of a DH system, no prior benchmark reference mod-
els are available in practice to monitor substations. Therefore, the task of studying
each substation in the network and proposing a model of its behavior within the H-D
framework that is falsifiable is too costly to be undertaken. Alternatively, one can
proceed inductively by accumulating observations to build up a chain of associations
on certain operational behaviors. The next step is to establish a link between atypical
and faulty behavior with specific conditions and combinations of circumstances.

The operational behavior of substations is context-dependent. The interpretation
of what is normal behavior and what is a fault in a specific context can be dealt with
by using the concept of hermeneutics. Since it is recently that the data on the op-
erational behavior of these substations have been made available, they need to be
understood from the perspective of the hermeneutic circle. Thus, starting with initial
observations, one can move back and forth between understanding the context of a
particular behavior at a substation and its generalization to the other substations in
the network. Over time, other researchers will synthesize these results with theirs
and consequently interpret them to reach a higher level of understanding about these
substations. In this sense, essentially, an almost never-ending hermeneutic circle con-
tinues.

Experiments are an important tool within a scientific method for the discovery of
knowledge. The traditional view on experimentation is to test theoretical hypotheses

11



according to the H-D model. An alternative view is that of exploratory experimenta-
tion. This notion is driven by the motivation for fact-gathering, such as the discovery
of regularities or irregularities. An observation about this aspect has been made in
Waters (2007):

Recent philosophical research on exploratory experimentation began with
the observation that experimentation in science is not always guided by
theory, that sometimes, experimentation is exploratory in nature.

Thus, while the thesis follows an inductive approach, it does not seek any broad gen-
eralizations at this point. The focus is to investigate similarities, differences, and
irregularities in the operational behavior of substations (units) in a fleet using ex-
ploratory experimentation.

1.5.3 Concluding note
An important theme of the history of epistemology is the unification of knowledge
and the unification of the method of science. However, such discourse has failed to
lead to a unified scientific method. Hence, one must be aware of the contemporary
understanding of the philosophy of science, which is that a unique scientific method
that a researcher must follow does not exist. For instance, Steven Weinberg, a Nobel
Laureate in Physics, states (Weinberg, 1995):

The fact that the standards of scientific success shift with time does not
only make the philosophy of science difficult; it also raises problems for
the public understanding of science. We do not have a fixed scientific
method to rally around and defend.

To provide a possible answer for this somewhat problematic situation, Hoyningen-
Huene (2013) makes the following statement:

Scientific knowledge differs from other kinds of knowledge, especially
everyday knowledge, primarily by being more systematic.

This concept of systematicity and what it means for the scientific inquiry has been
described in Hepburn and Andersen (2021):

Systematicity can have several different dimensions: among them are
more systematic descriptions, explanations, predictions, defense of knowl-
edge claims, epistemic connectedness, ideal of completeness, knowledge
generation, representation of knowledge and critical discourse.
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1.6 Disposition
The main application area of the thesis is the monitoring of substations in a large
DH network. Therefore, in Chapter 2, we present a brief overview of the state-of-
the-practice along with the state-of-the-art of this industry. In Chapter 3, different
anomaly detection models in statistics and ML are discussed. In addition, a liter-
ature review on existing fleet-based methods for monitoring industrial units is also
discussed here. Chapters 4, 5, 6, 7, and 8 summarize the main details related to each
of the five papers written for the thesis. These papers are appended in Part II of the
thesis. Finally, in Chapter 9, the main conclusions are presented. In addition, possible
future work is also discussed in this chapter.
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2
An overview on the monitoring of DH

substations

2.1 Background
One of the United Nations Sustainable Development Goals (SDG) for 2030 (United
Nations General Assembly, 2015) is referred to as “affordable and clean energy” or
SDG 7. Its sub-goal, i.e., SDG 7.3, directly deals with “energy efficiency” and is
important for mitigating the harmful effects of climate change. For playing its part
in achieving SDG 7, the DH industry will have to rely on a wide range of alternative
energy sources to fossil fuels, such as geothermal, excess industrial heat, and domes-
tic and industrial waste. It would require energy efficiency on both the supply and
the demand side. The most potent way to move towards this goal is to reduce the
distribution temperature of the DH networks. One major reason behind a high supply
temperature is that faults, both at the primary and secondary sides of a substation,
are compensated through the supply temperature increase (Gadd and Werner, 2015).
This kind of approach, in turn, causes the return temperature to be high. Thus, to
improve this situation, monitoring and fault detection capabilities must be enhanced
at the substation level of the DH network. An adequate way to deal with the issue is
to construct physical models of each building’s thermodynamics in conjunction with
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its heating system (Bacher and Madsen, 2011) while also taking into account social
factors (Yao et al., 2009). These models can then be used for various purposes, in-
cluding controlling the indoor climate, forecasting thermal energy consumption, mea-
suring building’s energy performance, and fault detection. However, given the details
required about a building along with its heating system, such models are costly and
difficult to construct, especially on a large scale.

The energy policy of Sweden shares many aspects of the energy policies devel-
oped at the European Union (EU) level. In 2006, the EU adopted the energy end-use
efficiency directive (European Parliament, Council of the European Union, 2006).
It suggests improving billing by charging the end-user based on their actual energy
use. It also calls to enable end-users to make better-informed decisions by providing
them with their energy-use information. As a result, the Swedish DH act (Riksda-
gen, 2008) was changed, requiring all DH utilities to charge their end-users based on
their actual monthly energy-use from 1st January 2015. Therefore, substations are
now equipped with digital metering devices on the primary side, measuring hourly
heating rate, flow rate, supply temperature, and return temperature. These meters are,
however, only data acquisition (DAQ) systems. The primary use of this data acquisi-
tion for the DH utilities is to charge the end-users. To a certain degree, this data also
enables them to identify malfunctioning substations.

While proposing methods for understanding the behavior of substations using the
k-means clustering, Gianniou et al. (2018) and Tureczek et al. (2019) observe that
compared to electricity meter data, fewer studies have been conducted on DH substa-
tion meter data. According to a survey article by Månsson et al. (2019b), a common
practice of most DH utilities in Sweden is to set direct and rule-based thresholds on
the operational variables of substations. These thresholds are usually global, i.e., they
are applied to all the substations in a similar manner. The main advantage of this ap-
proach is its simplicity. An earlier study by J. Pakanen and Ahonen (1996) observes
that relying on thresholds for fault detection usually leads to numerous false alarms
or undetected faults. It has been observed by Sandin et al. (2013) that false alarms
are a major problem in the monitoring of substations since the operator’s budget, i.e.,
time and resources, is usually limited. The study by Gadd and Werner (2015) divides
faults at substations into three broad categories, i.e., unsuitable heat load pattern, low
average annual temperature difference, and poor substation control. For fault de-
tection, it emphasizes the need to understand the behavior of individual substations.
Xue et al. (2017) use clustering and association rules for fault detection. The work
done by Månsson et al. (2018) and Månsson et al. (2019a) relies on ML and statis-
tical algorithms for fault detection. In a recent work by Zhang and Fleyeh (2020),
a hybrid model based on a simplified physical model and a long-short-term-memory
variational-autoencoder is proposed for anomaly detection and applied to a single
substation located in Sweden. It observes that the anomaly detection performance of
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the model depends on determining an optimal threshold. A study by Xue et al. (2020)
proposes an ML algorithm to detect leakage faults. These faults were generated by
using a hydraulic simulation model. The study by Theusch et al. (2021) builds an ML
pipeline for fault detection and condition monitoring. They then demonstrate their
approach on two substations.

A recent review article by Ntakolia et al. (2021) addresses the question: how
has ML been applied for DHC design, maintenance, fault detection and control?
It observes that the available research literature suggests an early stage of adoption
of ML techniques in DH. It further notes that most of these studies are related to
heat demand prediction, with comparatively few studies focusing on maintenance and
fault detection. Another review article by Wang et al. (2021) discusses practical issues
related to the implementation and adoption of ML techniques from the perspective of
intelligent building control. These include problems with data collection, lack of user
confidence, determination of the suitability of a specific algorithm on a particular
task, among others. It further notes that: differences in data structures lead to poor
comparability between studies. Similar issues have also been raised in Burak Gunay
et al. (2019).

There are often conflicting aims that need to be balanced for designing an effec-
tive large-scale monitoring strategy for a DH network. These include the need to un-
derstand the behavior of each substation individually (unit-level) (Gadd and Werner,
2015) as well as relative to its network (fleet-level) or sub-network (subfleet-level)
(Gadd and Werner, 2013). Then, there is a need to efficiently detect anomalous be-
havior, preferably as soon as possible, while controlling the false alarms. There are
various ways to evaluate and understand the behavior of individual substations, such
as OLS (Sandin et al., 2013). Moreover, the construction of subfleets is an essential
tool for understanding a substation’s behavior at the subfleet and fleet levels. The
membership of a substation to a particular subfleet may shed light on its behavior
relative to others, thereby at the same time also increasing the understanding at the
unit level from this perspective. The information obtained at these three levels can
be directed towards fault detection to improve the operational efficiency of the entire
DH network. Various ways of constructing subfleets for the substations are discussed
next.

2.2 A schematic description of a DH network and the
construction of subfleets

DH substations show various levels of diversity in their behavior. Earlier studies, such
as Gadd and Werner (2013), Gianniou et al. (2018), and Tureczek et al. (2019), have
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Figure 2.1: A schematic description of a hypothetical DH network consisting of 20
substations associated with three building categories h1, h2, and h3, and a heat source
U0. Examples of h1, h2, and h3 can be public administration, commercial, and multi-
dwelling buildings, respectively.

shown that heat-load profiles of substations can be clustered into distinct patterns.
Thus, data-driven approaches, such as clustering and k-NN in conjunction with other
information, can be used to construct subfleets for monitoring the target substations.

Fig. 2.1 shows a schematic description of what a DH network may look like.
There are various ways of constructing a subfleet for a target substation in a DH net-
work, such as (a) geographical proximity, (b) network connectivity, (c) the similarity
of the data-generating process of the substations, (d) the similarity of category, and
(e) any combination of (a)–(d).

Assume that Sh1
1 is the target substation. Then, based on (d), i.e., the similarity of

category, a subfleet for Sh1
1 consists of 7 substations: Sh1

1 , Sh1
5 , Sh1

6 , Sh1
7 , Sh1

10 , Sh1
11 ,

and Sh1
20 . However, the behavior of substations may also differ based on (a), (b), and

(c).
Let the desired size k + 1 of the subfleet for the target substation Sh1

1 be three.
Then, the subfleet for Sh1

1 based on (a), i.e., geographical proximity, is given by: Sh1
1 ,

Sh2
2 , and Sh1

6 . Similarly, the subfleet for Sh1
1 based on (b), i.e., network connectivity

(via pipe 1), is given by: Sh1
1 , Sh2

2 , and Sh3
3 . Moreover, a subfleet based on (c), i.e.,

the similarity of the data-generating process of the substations, can be constructed us-
ing clustering or k-NN. Since the size of a subfleet cannot be controlled in clustering,
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the k-NN of the target substation within the cluster containing it can be selected as
its subfleet.

Finally, a combination of (a)–(d) can be used to construct a subfleet. One possible
way is to combine (c) and (d). In the first step, substations based on their category are
selected. In the second step, clustering or k-NN is applied to these substations. As-
sume that k-NN based on Euclidean distance finds that the underlying data-generating
process of Sh1

1 is similar to Sh1
10 and Sh1

20 . Thus, the subfleet based on the combination
of (c) and (d) will consist of: Sh1

1 , Sh1
10 , and Sh1

20 .
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3
An overview of anomaly detection

3.1 Background
Due to computational convenience, Gauss (1777-1855) formulated the least-squares
problem by assuming a normal distribution and a quadratic loss function (Huber,
1964). In most analyses, the central limit theorem is always taken for granted. It
“at most” only explains why certain distributions occurring in practice are “approxi-
mately” normal. How about anomalous data instances that do not fulfill the normal-
ity criterion? A straightforward way to deal with anomalies is to remove them first
with a rule such as 3-sigma. Then, use a classical estimation and testing procedure
on the remaining data. Huber and Ronchetti (2009) observe several problems with
this approach. First, one needs to have parameter estimates before one can separate
anomalies. Second, the resulting dataset after applying anomaly rejection rules may
not reflect the actual distribution of the process. Third, in many cases, classical rejec-
tion rules cannot cope with situations due to masking and swamping effects. A good
anomaly detection model is robust against noise, masking, and swamping.

Definition 1 (Anomaly masking). When a point anomaly close to another point,
anomalous or not, is not detected.

Definition 2 (Anomaly swamping). When normal instances too close to anomalies
are wrongly identified as anomalies.
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The issue of violation of normality assumption has been raised by many re-
searchers, especially during the early 1960s: most notably, Tukey (1962) and Huber
(1964). While Tukey (1962) proposes robust alternatives, such as trimmed mean, Hu-
ber (1964) proposes a more general theory based on M -estimators: here, M refers to
maximum likelihood. Let’s consider the following regression model:

y = a+ αx+ ν, (3.1)

where x and y are observational variables, a is the intercept, α is the regression pa-
rameter, and ν is the residual error. In an OLS based estimation, the squared function
increases quadratically with the increase of its residuals:

ρ(ν) =

n∑
i=1

ν2i , (3.2)

where n is the number of observations. To overcome this issue, Huber (1964) pro-
poses an alternative:

ρ(ν; c) =

{
ν2i if |νi| ≤ c
c(2|νi| − c) if |νi| > c,

(3.3)

where the parameter c controls the trade-off between robustness (insensitive to anoma-
lies) and efficiency (ability to detect actual anomalies). It imposes a penalty on
anomalies: linear for large and quadratic for small. Hence, it does not completely
remove the effect of anomalies but reduces them. Eq. (3.3) is called the Huber loss
function, and estimators obtained by its minimization belong to a class referred to
as the M -estimators. The regression procedure using Huber loss as a cost function
is called Huber regression. Huber (1964) argues that c = 1.345 achieves 90% effi-
ciency if the underlying data distribution is normal. For a heavy-tailed distribution,
such as Laplace or Log-normal, c is a small positive number. The choice of c is an
important parameter that depends on the dataset’s contamination rate.1 This rate is
usually not known apriori. A data-driven approach for choosing an optimal c is pro-
posed in Wang et al. (2007). Generally speaking, Huber regression provides robust
estimates to a regression problem together with a systematic way to detect and deal
with anomalies.

The concept of a breakdown point was introduced by Hampel (1971), according
to whom it is the smallest amount of data contamination that may cause an estimator
to take on arbitrarily large aberrant values. While Huber M -estimator is robust in
the y-direction, its breakdown point in the x-direction is 1/n, which is similar to an

1Total number of actual anomalies divided by the total number of data points.
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OLS estimator. To overcome the issue, Rousseeuw (1984) proposes Least Median
Square (LMS) and Least Trimmed Square (LTS) objective functions, achieving a
breakdown point of up to 50%. Meanwhile, to deal with a large number of anomalies,
Fischler and Bolles (1981) propose RANdom SAmpling Consensus (RANSAC), with
a primary focus on image problems. It has been shown in Torr and Murray (1997)
that RANSAC can achieve a breakdown point of greater than 50%.

In the presence of anomalies, the focus of most earlier statistical approaches was
on the robust estimation of parameters than their detection. Consequently, a concise
definition of what an anomaly means did not seem to be formulated until 1980. Then,
a well-known definition of an anomaly was given by Hawkins (1980):

An [anomaly] is an observation that deviates so much from other ob-
servations as to arouse suspicion that it was generated by a different
mechanism.

This “mechanism” is the underlying data-generating process that follows some un-
known probability distribution.

Nonetheless, the statistical community continued to promote the detection and re-
moval of anomalies, and robust regression became an important tool for that (Rousseeuw
and Leroy, 1987). However, it seems that a direct focus on the anomaly itself was not
placed until the work by Knorr and Ng (1997). It emphasizes that from a data-mining
point of view, the process of anomaly detection is a way to discover new knowledge.

3.2 Categorization of anomalies
With anomaly detection as a knowledge discovery process, it is important to distin-
guish their different categories (Chandola et al., 2009):

Point anomalies

According to some chosen criteria, if a data instance does not fit with the rest of
the dataset, it is called a point anomaly. This type of anomaly is the focus of most
research on anomaly detection.

Collective anomalies

In some cases, when certain data instances appear together, they may be termed as
collective anomalies relative to the entire dataset. However, each such data instance
in this collection may not be an anomaly by itself. For example, a single peak in the
morning of a daily heat-load profile can be considered normal in a DH substation.
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However, if the number of such peaks increases in an unexplained manner, they may
be termed collective anomalies.

Contextual anomalies

According to Chandola et al. (2009):

If a data instance is anomalous in a specific context (but not otherwise),
then it is termed as a contextual anomaly.

For instance, if an outdoor temperature sensor reads −5◦C, it is considered a con-
textual anomaly during summer when the actual temperature is usually above 15◦C.
However, this temperature sensor reading may not be an anomaly during the winter
season. The detection of contextual anomalies becomes a problem when the context
is missing. For instance, identifying temperature sensor anomalies may be some-
what difficult if information about the seasons is missing. In such a situation, this
information is usually provided to the anomaly detector by a domain expert.

3.3 Traditional categorization of anomaly detection mod-
els

Traditionally, outlier detection models are divided into three basic categories: (i)
white-box, (ii) gray-box, and (iii) black-box. The main focus of such techniques is to
model the normal behavior of the underlying data-generating process. An anomaly is
an observation that does not conform with the model.

White-box models are based on detailed theoretical foundations and first prin-
ciples describing a process under steady and transient conditions. To remove un-
certainty, the model tends to be over-specified. Detailed experiments under various
scenarios, including faults, are conducted to validate them. The primary purpose of
these models is control and prediction. Fault detection is rather a byproduct of these
models. An anomaly is identified when control is lost, and predictions are off from
expected behavior. These models are usually very expensive to construct.

Gray-box models combine knowledge based on first principles and engineering
rules with available data to describe a process. Based on certain distributional as-
sumptions related to available data, parameters are estimated to assess the strength
of the relationship between different variables. These parameters are usually inter-
pretable by a domain expert. An anomaly occurs when these relationships become
weak or simply break down.

Black-box models do not assume a particular model structure and rely primarily
on observed variables. Hence, these models are referred to as purely data-driven.
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Moreover, the estimated parameters and various relationships between the variables
in such models do not usually have a physical interpretation. In that sense, these mod-
els can lack explainability. An anomaly is assumed to occur when these relationships
no longer hold.

3.4 Statistical approaches to anomaly detection
Statistical approaches for anomaly detection, in general, fall into two main categories:
(a) parametric and (b) non-parametric.

3.4.1 Parametric models
Parametric models assume that a parametric distribution can describe the normal be-
havior of the underlying data-generating process of a system with parameters Θ and
probability density function f(x,Θ), where x is some data instance. Moreover, it
is assumed that these parameters can be estimated from the available data instances,
i.e., the training dataset. Then, for a new data instance x (test data), an anomaly
score is computed as the inverse of the probability density function f(x,Θ). If this
anomaly score exceeds an externally defined threshold, x is considered an anomaly.
Alternatively, a statistical hypothesis test can be carried out. Parametric models can
be further divided into the following:

Distribution models

These models assume that the underlying data-generating process belongs to a parametrized
family of distributions. For instance, a distribution model, such as a Gaussian, can
be chosen to model the behavior of a process. In more complex scenarios, a model
consists of a mixture of different distributions. A statistical test can then verify if the
new data instance (test data) belongs to the chosen model. If it does not, then it is
marked as an anomaly.

Regression models

Herein, an apriori model of the underlying data-generating process is specified, and a
regression model is fitted on the training dataset. Then, for each new data instance x, a
response ŷ is predicted. An anomaly score is estimated based on the residual between
the actual response y due to the observed data instance x and the predicted response
ŷ of the model. If this anomaly score exceeds some externally defined threshold, the
corresponding data instance is considered an anomaly. Since anomalies in the training
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dataset can degrade the quality of OLS regression models, robust alternatives, such as
those proposed by Huber (1964), Fischler and Bolles (1981), and Rousseeuw (1984)
can be used instead.

3.4.2 Non-parametric models
Non-parametric approaches include histograms and Kernel Density Estimators (KDE)
(Parzen, 1962). In histograms, normal data instances are used to model the behavior
of a process. However, the selection of the number of bins is a key parameter here.
If a new data instance falls in any of the bins, it is considered normal; otherwise, it
is considered an anomaly. Moreover, if the bins are too large, false-negative rates in-
crease, whereas if the bins are too small, false-positive rates increase (Chandola et al.,
2009). An advantage of histograms is that they do not assume any special properties
about the underlying data distribution. However, in a multivariate case, histograms do
not capture possible correlations between different variables or features. Moreover,
since the bins of a histogram lead to the discretization of data, information loss can
occur.

KDE, also known as Parzen window estimation, requires the selection of an ap-
propriate kernel function. A commonly used kernel for anomaly detection is the
Gaussian. A crucial parameter in this approach is the selection of an appropriate
kernel bandwidth. The unknown Probability Distribution Function (PDF) is approxi-
mated by projecting an appropriate kernel function on each data instance of the train-
ing dataset. Then, if a new data instance falls in the low probability region of the
approximated PDF, it is considered an anomaly.

3.5 Machine learning approaches to anomaly detec-
tion

ML based models are usually categorized as (a) supervised, (b) unsupervised, and (c)
semi-supervised.

Supervised anomaly detection

Supervised techniques require a label for each observation, i.e., each input is asso-
ciated with output. Thus, it needs labeled training data for both normal and anoma-
lous instances. However, labeling anomalies requires feedback from domain experts,
which is a costly task. Moreover, since anomalies are usually a minority class, it gives
rise to what is referred to in the research literature as the class-imbalance problem.
ML based classifiers are usually cost insensitive to misclassifications by being more
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skewed towards predicting the majority class. It implies that an anomaly detector
wrongly classifies a test instance as normal (false negative). Due to these reasons,
supervised models for anomaly detection can be hard to construct.

Unsupervised anomaly detection

Anomaly detection is usually described as an unsupervised problem due to a lack
of apriori knowledge about the data-generating mechanism of the underlying pro-
cess. Unsupervised anomaly detection models do not require labels and rely on the
intrinsic properties of data such as density or distance to distinguish between normal
and anomalous instances. In addition, these methods assume that anomalies are rare
events.

Knorr and Ng (1997) note that almost all studies, where the primary objective is
anomaly detection, are in statistics. Hence, they take a data mining perspective of
anomaly detection, considering it as a way to discover new knowledge:

For many applications, identifying exceptions can often lead to the dis-
covery of truly unexpected knowledge.

Moreover, Knorr and Ng (1997) acknowledge the difficulty of estimating density
models of the data and choosing an appropriate statistical test to detect anomalies.
Therefore, they propose a distance-based notion of anomalies. According to them:
An objectO is an anomaly with respect to the datasetX if no more than k objects are
at a distance ≤ d from O. Subsequently, Ramaswamy et al. (2000) propose a new
definition based on the notion of the kth Nearest Neighbor (kth-NN). According to
them: An objectO is an anomaly if no more than n−1 other objects in the dataset X
have a higher value forDk thanO. Here,Dk is the distance of an objectO to its kth-
NN in X . In comparison to Knorr and Ng (1997), this definition provides a ranking
of anomalies in terms of top-n objects with the highestDk. Later on, it is observed in
Angiulli and Pizzuti (2002) that the definition of anomalies proposed in Ramaswamy
et al. (2000) does not take the density around the object O into account. Hence,
instead of using the distance to the kth-NN, they propose to compute the distance as
a sum of distances to its k-NN. A large sum indicates a low density around the object
O, and anomalies are those top-n objects with the largest sum.

The methods discussed so far are usually considered distance-based global anomaly
detection models. When the dataset consists of multiple regions of different densi-
ties, a local definition of an anomaly is required. Local Outlier Factor (LOF) (Breunig
et al., 2000), a density-based approach, introduces the notion of local anomalies con-
trasting them with the global ones. In the LOF approach, the local density of the
object O and its k-NN, i.e., its local neighborhood, is computed. An object O is
considered an anomaly if its density relative to its local neighborhood is low. It has
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been observed in Schubert et al. (2014) that different variants of LOF formulate the
definition of anomalies in different ways. Moreover, when local anomalies are not
of interest, a LOF based method can generate a lot of false alarms (Goldstein and
Uchida, 2016). Hence, the choice of LOF and its variants must be based on the re-
quirements of the application domain.

Clustering-based anomaly detection assumes that anomalies do not belong to any
cluster: (Chandola et al., 2009):

Normal data instances lie close to their closest cluster centroid, while
anomalies are far away from their closest cluster centroid.

The crucial step here is to find the appropriate number of clusters. Once these are
found, an anomaly score for each data instance based on the distance to its nearest
cluster centroid is computed. Following this notion, a clustering method that can deal
with anomalies, called Density Based Spatial Clustering of Applications with Noise
(DBSCAN), is proposed in Ester et al. (1995). Similar ideas can be used with other
clustering models, such as the k-means and the Gaussian Mixture Model (GMM).

A classification-based anomaly detection model referred to as the One-Class Sup-
port Vector Machine (OC-SVM) is proposed by Schölkopf et al. (1999). Similar to
Knorr and Ng (1997), they note that density estimation is a more difficult problem.
Therefore, they invoke the so-called Vapnik’s principle: Never solve a problem which
is more general than the problem that we are actually interested in. Hence, they
assert:

In situations where one is only interested in detecting novelty, it is not
always necessary to estimate a full density model of the data.

Instead, they propose that a discriminative boundary can be learned efficiently around
normal data instances.

Another anomaly detection model referred to as the Isolation forest (IFor) (Liu
et al., 2012) defines an anomaly in the following manner:

Anomalies are “few and different”, which make them more susceptible
to a mechanism we called Isolation.

It tries to isolate data instances by creating random partitions: anomalous instances
require fewer partitions compared to normal data. Hence, anomalies are those data
instances that can be easily isolated through those partitions. IFor can also deal with
different density regions. Moreover, it is shown to be robust against the effects of
anomaly masking and swamping. IFor also provides an anomaly score s for each
instance x based on its normalized expected path length. In this respect, it is noted in
Liu et al. (2012) that:
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(i) instances with s very close to 1 are definitely anomalies,

(ii) instances with s much smaller than 0.5 can be safely regarded as normal in-
stances, and

(iii) if all the instances return s ≈ 0.5, there are no distinct anomalies in the entire
sample.

A threshold score of s > 0.6 has been used in Liu et al. (2012) to mark anomalous
instances.

An anomaly detection model referred to as the Robust Random Cut Forest (RRCF)
(Guha et al., 2016) takes a new perspective on the definition of anomalies:

We view the problem from the perspective of model complexity and say
that a point is an anomaly if the complexity of the model increases sub-
stantially with the inclusion of the point.

This method introduces a new measure called collusive displacement to estimate the
anomaly score of a data instance. An anomaly has a large collusive displacement.
Since this measure is unbounded, setting a threshold is application-specific.

According to Schubert et al. (2012):

The task of unsupervised anomaly detection however needs to accept that
the “ground truth” may be incomplete and that real world data may in-
clude sensible anomalies that are just not yet known or were considered
uninteresting during labeling.

Since different anomaly detection models describe different aspects of the “whole
truth”, Schubert et al. (2012) and Zimek et al. (2014) advocate an ensemble approach.
The main argument here is that combining different models and then using a consen-
sus of judgments is expected to produce better results.

Aggarwal (2013) describes various categorizations of ensemble-based anomaly
detection models in the literature, such as independent ensembles vs. sequential en-
sembles and data-centered ensembles vs. model-centered ensembles. Model-centered
ensembles attempt to combine the anomaly scores from different models constructed
on the same data set. Such ensembles can also be constructed using the same model
over different choices of the underlying model parameters and then combining their
anomaly scores. For instance, the LOF method, proposed by Breunig et al. (2000),
already employs such a procedure. It argues computing the LOF scores over a range
of values of parameter k and then taking the maximum. In data-centered ensembles,
a part of data, such as a sample of the data (horizontal sample) or a relevant subspace
(vertical sample), is explored from an anomaly detection perspective. The main idea
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is that each part of the data provides a specific insight. Thus, using an ensemble over
various data parts makes it possible to obtain different insights. The study notes that:

The area of ensemble analysis is poorly developed in the context of the
outlier detection problem, as compared to other data mining problems
such as clustering and classification.

A variety of methods for anomaly detection ensembles are presented in the book by
Aggarwal and Sathe (2017). A survey by Zimek and Filzmoser (2018) presents an
overview of various statistical and data mining methods, including ensembles, for
anomaly detection.

For time-series data, the state-of-the-art for discovering anomalous subsequences,
referred to as discords, is the Matrix-Profile (MP) method (Yeh et al., 2016).

Semi-supervised anomaly detection

A semi-supervised learning approach is applicable when only a few labels on anoma-
lies are available. However, these methods are required to fulfill certain criteria (Zhou
et al., 2003):

The key to semi-supervised learning problems is the prior assumption of
consistency, which means: (1) nearby points are likely to have the same
label; and (2) points on the same structure (typically referred to as a
cluster or a manifold) are likely to have the same label.

Other such criteria are discussed in Chapelle et al. (2006, Chapter 1). Using these
criteria, Vinueza and Grudic (2004) propose a semi-supervised anomaly detection
algorithm.

3.6 Evaluation of unsupervised anomaly detection mod-
els

In signal processing, the saying (Knorr and Ng, 1997):

One person’s noise is another person’s signal,

describes the difficulty of evaluating anomalies. Thus, being a relative concept rather
than an absolute truth, anomalies are usually described in an application or context-
specific manner. In most practical applications of anomaly detection, the ground truth
is rarely available. Therefore, the main course of action for the corroboration of the
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results remains the domain expert’s feedback, which is a costly task. Moreover, in
many situations, these labels can be subjective.

If ground truth is available, at least three approaches for evaluating unsupervised
anomaly detection models exist, which are: (i) Precision at n (P@n), where n refers
to the top-n ranked anomalies amongN data instances, (ii) Receiver Operating Char-
acteristic (ROC) curve, and (iii) Precision-Recall (PR) curve.

P@n computes the proportion of true anomalies (ground truth) among the top-
n ranked anomalies. The result of P@n, however, is sensitive to the choice of n.
It is especially true for highly imbalanced cases, a typical characteristic of anomaly
detection tasks.

Another alternative is the ROC curve, which looks at how an anomaly detection
algorithm performs over a range of discrimination thresholds. Hence, the ROC curve
is obtained by plotting for all possible values of n, the true-positive rate (the propor-
tion of true anomalies correctly ranked among the top-n) against the false-positive
rate (the proportion of inliers ranked among the top-n). A single value known as
ROC-AUC summarizes a ROC curve and is defined as ROC’s Area Under the Curve
(AUC). From an anomaly detection viewpoint, Goldstein and Uchida (2016) interpret
AUC as:

The AUC is then the probability that an anomaly detection algorithm
will assign a randomly chosen normal instance a lower score than a
randomly chosen anomalous instance.

However, Goldstein and Uchida (2016) also note the limitations of AUC, stating that
it only takes the ranking into account and completely neglects the relative difference
of the scores among each other. Moreover, these scores are not necessarily calibrated
as actual probabilities are. Another issue is that AUC may not be an appropriate eval-
uation metric due to the imbalanced nature of the anomaly detection problem. The
work done in Davis and Goadrich (2006) shows that for highly skewed and imbal-
anced datasets, a PR curve gives more informative results about a classifier’s perfor-
mance compared to a ROC curve. However, the computation of empirical PR curves
can be challenging (Brodersen et al., 2010). It has been noted in McClish (1989) that
for many applications, the entire range of false-positive and true-positive rates may
not be of interest, so a partial AUC curve is more appropriate.

The evaluation of unsupervised anomaly detection models in literature has come
under scrutiny in Emmott et al. (2016), Goldstein and Uchida (2016), and Campos
et al. (2016). Two major constraints have been noted in this respect:

1. There is a lack of commonly agreed-upon benchmark datasets with annotated
ground truth.
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2. The nature of the “anomaly” modeled by different algorithms is not well un-
derstood.

Besides, the common practice of using classification datasets to measure the effective-
ness of unsupervised anomaly detection models has also been criticized. One argu-
ment is that the choice of classes from which the anomalies are drawn along with the
choice of the contamination rate can lead to substantially different outcomes. Cam-
pos et al. (2016) find it unreasonable that the superior performance of an anomaly
detection models is usually justified based on a few datasets and for a few parame-
ter settings. To counter various issues related to the evaluation of anomaly detection
models, they present the following alternative:

We therefore show here that in the evaluation of new algorithms for
outlier detection, the goal should be to analyze where their strengths
and (perhaps more importantly) weaknesses lie, when confronted with
datasets of different characteristics.

The evaluation techniques for anomaly detection models so far discussed are re-
ferred to as external evaluation measures. These measures require annotated ground
truth, which is rarely the case in most practical applications. Therefore, similar to an
internal evaluation in clustering, such measures for unsupervised anomaly detection
models have been explored in Marques et al. (2015).

Zimek and Filzmoser (2018) discuss the issues of “interpretability” and “explain-
ability” of outlier scores. These issues have also been raised in a study by Sejr and
Schneider-Kamp (2021). It argues that if anomalies are context-dependent, so are
their explanations. Therefore, users should take center stage in the development and
evaluation of anomaly detectors.

The conclusion that we can draw from this discussion is that understanding the do-
main and the implicit and explicit assumptions behind anomaly detection algorithms
is required to build an effective monitoring infrastructure.

3.7 Conformal anomaly detection
In a supervised ML setting, each data instance zi consists of an object xi and its
associated label yi. Conformal prediction (CP) (Vovk et al., 2005) provides valid
measures of confidence under the exchangeability assumption for predicting the label
y for xn+1 after observing a sequence (x1, y1), . . . , (xn, yn), xn+1.

Definition 3 (Exchangeability (Balasubramanian et al., 2014)). A sequence of ran-
dom variables Z = (z1, . . . , zn) is exchangeable if for every measurable subset of
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Z, the joint distribution p(z1, . . . , zn) is invariant for every permutation π of set
{1, . . . , n}, i.e.,:

p(z1, . . . , zn) = p(zπ(1)
, . . . , zπ(n)

). (3.4)

Let z1 . . . zn represent the training sequence and zn+1 represent a test instance.
The first step in CP requires an NCM A that assigns a nonconformity score αi (also
called strangeness) to zi:

αi = A({z1, . . . , zn+1} \ zi, zi) i = 1, . . . , n+ 1. (3.5)

Intuitively, the larger the nonconformity score of an instance, the “stranger” it is
relative to the other instances. In general, A(·, ·) is a real-valued operator that can
be described by an appropriate algorithm. The second step requires estimating the
p-value of each possible label y ∈ Y for the test instance zn+1 according to:

py =
#{i = 1, . . . , n+ 1 : αi ≥ αn+1}

n+ 1
, (3.6)

where # corresponds to the cardinality of the set. The third step is a decision to
include y in the prediction set Γεn+1 based on a significance level ε. Therefore, the
prediction set Γεn+1 consists of only those labels for which the p-value is at least as
large as ε:

Γεn+1 = {y : y ∈ Y, py ≥ ε}. (3.7)

Here, Γεn+1 is valid at 1−ε confidence level. It means the probability that a prediction
set includes the true label is at least 1 − ε. This validity property holds regardless
of the structure of the underlying probability distribution, which may not be known
apriori. Thus, for example, if ε = 0.05, one can claim to have a 95% confidence in
the prediction set.

Conformal anomaly detection (Laxhammar, 2014), which is an unsupervised ver-
sion of CP, enables the construction of a conformal anomaly detector (CAD). Herein,
a new unlabeled test instance zn+1 is classified as normal or anomalous based on the
sequence z1, . . . , zn. Just like in CP, the first step is to compute the nonconformity
score:

αi = A({z1, . . . , zn} \ zi, zi), i = 1, . . . , n+ 1, (3.8)

where the NCMA(·, ·) can be any state-of-the-art anomaly detector, such as isolation
forest (Liu et al., 2012), robust random-cut forest (Guha et al., 2016), the sum of
the distances to the k-NN (Laxhammar, 2014), the average distance to the k-NN
(Ishimtsev et al., 2017), or a simple statistical method like mean or median. Thus, a
possible choice for A(·, ·) can be:

A({z1, . . . , zn+1} \ zi, zi) = |z̄ − zi|, i = 1, . . . , n+ 1, (3.9)

33



where z̄ is the mean or median of {z1, . . . , zn+1}\zi,. The second step is to estimate
the p-value pn+1 for zn+1 given by:

pn+1 =
#{i = 1, . . . , n+ 1 : αi ≥ αn+1}

n+ 1
. (3.10)

The third step is a decision to classify zn+1 as normal or anomalous. Let Y =
{−1, 1} be the set of labels for normal and anomalous instances. Then the instance
zn+1 is classified as a conformal anomaly if pn+1 < ε. In this sense:

P(yn+1 ∈ Y = 1) ≤ ε. (3.11)

It implies that ε is an upper bound on the estimated probability that zn+1 is wrongly
classified as a conformal anomaly (Laxhammar, 2014). Another way to describe the
validity property of a CAD is that the probability of false alarm at the confidence level
1− ε never exceeds ε.

The validity property of a CAD can be further enhanced by modifying Eq. (3.10)
to:

pn+1 =
#{i = 1, . . . , n+ 1 : αi > αn+1}+ θn+1#{i = 1, . . . , n+ 1 : αi = αn+1}

n+ 1
,

(3.12)
where θ ∈ U(0, 1) is an independent and random sample from the uniform distri-
bution. This definition of the p-value is referred to as the smoothed p-value. In this
case:

P(yn+1 ∈ Y = 1) = ε. (3.13)

It implies that the probability of wrongly classifying an instance zn+1 as an anomaly
is exactly ε (Laxhammar, 2014, Chapter 4).

The well-calibrated property of a CAD

Note that for an online CAD, the rate of detected anomalies will never exceed ε. It
is referred to as the well-calibrated alarm rate; see Laxhammar and Falkman (2014,
Theorem 2), which is reproduced as follows:

Theorem 1. Assume that the sequence of examples z1, . . . , zN are IID and thatN−l
is large. For any choice of NCM A and anomaly threshold ε, the rate of detected
conformal anomalies will, with very high probability, be less or approximately equal
to ε for the online CAD:

|Anomε
n = 1 : n = l + 1, . . . , N |

N − l
/ ε. (3.14)

Note that here, Anomε
n = 1 is the anomaly label.
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A brief note on the meaning of well-calibrated in statistics

The definition of a calibrated forecast, according to Kalai et al. (1999), is:

The forecast is calibrated if observed long-run empirical distributions
coincide with the forecasted probabilities.

The calibration criterion sometimes termed reliability, Dawid (1982) defines what
well-calibrated means:

Suppose that, in a long (conceptually infinite) sequence of weather fore-
casts, we look at all those days for which the forecast probability of pre-
cipitation was, say, close to some given value ω and (assuming these
form an infinite sequence) determine the longrun proportion p of such
days on which the forecast event (rain) in fact occurred. The plot of p
against ω is termed the forecaster’s empirical calibration curve. If the
curve is the diagonal, p = ω, the forecaster may be termed (empirically)
well-calibrated.

3.7.1 Reliability and informativeness
The two main properties of a conformal predictor are its validity and efficiency. Va-
lidity is related to the reliability of a CP, while efficiency is related to the informa-
tiveness of the prediction set. Thus, the significance level ε is associated with the
required reliability of a CP (Balasubramanian et al., 2014, Chapter 1). Smaller values
of ε correspond to greater reliability, but that does not necessarily mean more infor-
mativeness. There is usually a compromise between reliability and informativeness.
In CP, validity is guaranteed. The size of the prediction set, on the other hand, de-
pends on the underlying NCM. An NCM that produces a smaller prediction set for a
specific ε, compared to others, is considered more efficient.

For some ε, in the case of classification, each y ∈ Y is likely to be included
in the prediction set. Therefore, this prediction set is likely to be large; see Vovk
(2013, Theorem 2) and subsequent proof.2 In particular, the theorem implies that
the expected size of the prediction set is a least (1 − ε)|Y |. Moreover, this ε is
optimal in the sense that it cannot be replaced by a smaller value. Thus, any trivial
NCM predicting Y with probability 1 − ε and ∅ with probability ε has 1 − ε object
conditional probability. As stated in Vovk (2013), the said theorem demonstrates
an interesting all-or-nothing phenomenon for set predictors (or NCMs) having 1 − ε
object conditional validity:

2The theorem also deals with regression.

35



Each such predictor produces hopelessly large prediction sets with prob-
ability at least 1− ε; on the other hand, already a trivial predictor of this
kind (mentioned in the proof) produces the smallest possible prediction
sets with probability ε.

However, note that even if the prediction set is large because of a wrong choice of an
NCM, it is still valid as it will always contain the true label with a probability of at
least 1 − ε. Moreover, the mentioned theorem does not prevent the construction of
efficient set predictors (or NCMs) that are object conditionally valid in an asymptotic
sense. Thus, the main challenge in CP is the discovery of efficient NCMs for a given
dataset.

3.7.2 Inductive conformal anomaly detection
In an online or streaming setting, the traditional conformal predictors, in their so-
called transductive form, are difficult to construct due to their computational cost
(Vovk et al., 2005). The same holds for a CAD. The reasoning is that for each new
data instance, an NCM A has to recompute the nonconformity scores for the entire
dataset. To deal with the issue, Laxhammar (2014) proposes the inductive confor-
mal anomaly detection framework based on the earlier work on inductive conformal
prediction (Vovk et al., 2005). In the case of an inductive conformal predictor, the
training data is divided into the so-called proper training and calibration sets. Since
the proper training set is fixed, the underlying NCM A needs to be trained only once.
This A is then used to compute the nonconformity scores of the instances in the cali-
bration set and the test instance. Schematically, we have:

data instances: z1, . . . , zm︸ ︷︷ ︸
proper

training set

,

calibration set︷ ︸︸ ︷
zm+1, . . . , zm+n, zt

test

nonconformity scores:

calibration
score set︷ ︸︸ ︷

αm+1, . . . , αm+n, αt
test

Thus, the nonconformity scores for the calibration set and the test instance zt are
given by:

αs = A(z1, . . . , zm}, zs) s = m+ 1, . . . ,m+ n, t, (3.15)

where t = m+ n+ 1. Finally, the p-value of the test instance zt is given by:

pt =
#{s = m+ 1, . . . , t : αs ≥ αt}

n+ 1
, (3.16)
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where # is the cardinality of the set. Let Y = {−1, 1} be the set of labels for
normal and anomalous instances. Thus, if pt < ε, then yt = 1, where yt ∈ Y . In
this case, the test instance zt will be classified as a conformal anomaly. Similar to
a CAD, the unconditional probability that an ICAD incorrectly classifies a normal
instance zt as a conformal anomaly is bounded by ε, provided that the data is IID (or
exchangeable) (Laxhammar, 2014). A PAC-type conditional validity guarantee for
inductive conformal predictors is discussed in Vovk (2013).

Since the size of the training set is fixed, the computational complexity of an
ICAD is lower compared to that of a CAD. However, the cost is lower predictive
efficiency. It is because only a part of data, i.e., a proper training set of size m,
is used to train A. On the other hand, increasing its size decreases the size of the
calibration set. A small calibration set can result in a higher variance in confidence
(Vovk, 2015). It is because, for each new test instance, its nonconformity score needs
to be calibrated against the nonconformity scores of the instances in the calibration
set to obtain the p-value.

Three different versions of ICAD, i.e., offline, semi-offline, and online, are in-
troduced in Laxhammar (2014). Both proper training and calibration sets are kept
fixed in the offline version. However, while the proper training set is kept fixed in
the semi-offline version, the nonconformity score of every previous data instance is
added to the calibration score set before classifying a new test instance. The online
version of ICAD introduces a parameter η to control the frequency of updating the
proper training set and resetting the calibration set. Nonetheless, the choice of the
parameter η is not straightforward.

Lazy drifting inductive conformal anomaly detection

The proper training set of an ICAD may not usually reflect the current regime that a
target unit is operating in. To deal with this issue, Ishimtsev et al. (2017) propose a
modification called the lazy drifting inductive conformal anomaly detector or LDCD.
Here, windows of sizes m and n slide over the proper training and calibration sets,
respectively, at each time t ≥ m + n + 1. It helps to deal with the problem of non-
stationarity of a time-series to a certain degree. However, the cost is the retraining of
A on the updated proper training set of size m at each t ≥ m + n + 1. Moreover,
the theoretical guarantee of a well-calibrated alarm rate is likely lost here (Laxham-
mar, 2014, Chapter 4). Nonetheless, it may still hold empirically (Laxhammar, 2014,
Chapter 6).
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3.7.3 Ensembles for conformal prediction
In the ML literature, ensembles fall into two main categories (van Rijn et al., 2018;
Mukhriya and Kumar, 2020): (i) homogeneous, in which all models are generated
by the same technique, but with different parametrizations, and (ii) heterogeneous,
in which all models are generated by a different technique. For constructing an en-
semble based on combining the predictions from different conformal predictors, two
strategies exist: (i) combining p-values obtained from different conformal predictors
and thresholding them at the desired significance level ε (Toccaceli and Gammerman,
2017), and (ii) conformal prediction ensemble based on a majority vote (Cherubin,
2019). Various merging functions (rules of aggregating) for the p-values, along with
their efficiency and validity, are studied in Vovk and Wang (2020), which makes
them very useful for ensembles-based conformal predictors. However, note that not
all merging functions are admissible (Vovk et al., 2021):

In the case of inadmissibility, a function can be strictly improved to an-
other p-merging function without losing validity.

Admissible merging functions can increase the efficiency of an ensemble of CADs.
Let some merging function for the p-values be denoted by φ, and let it be defined

by the so-called 2p̄ rule described by Rüschendorf (1982), where p̄ is the mean of
the p-values under consideration; see Vovk and Wang (2020) for details. Then, the
p-values obtained from c CAD models at time t can be combined as follows:

p̄t = φ(p1, . . . , pc)t = 2

(
1

c

c∑
q=1

pq,t

)
. (3.17)

Based on the chosen φ, p̄t is a valid p-value. However, φ based on the 2p̄ rule is
shown to be inadmissible (Vovk et al., 2021).

3.8 A brief review on large-scale fleet-based monitor-
ing for anomaly detection

Fleet-based monitoring and other related ideas have been studied for different pur-
poses, such as condition monitoring, estimation of Remaining Useful Life (RUL),
and fault detection in Das et al. (2010), Byttner et al. (2011), Weston et al. (2012),
Lapira (2012), Fontugne et al. (2013), Laxhammar (2014), Narayanaswamy et al.
(2014), Fan et al. (2015), Smith (2016), Leone et al. (2017), Michau et al. (2018),
Michau and Fink (2019), Hendrickx et al. (2020), and Dhada et al. (2020). In a fleet-
level model, all units in a fleet, whereas in a subfleet-level model, only those selected
based on some criteria, serve as reference-group or reference-set for a target unit.
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The most common ways of constructing a subfleet include the k-NN (Cover and
Hart, 1967) and clustering approaches such as k-means (Macqueen, 1967). The basic
idea of a k-NN, as described in Cover and Hart (1967), is:

Thus to classify the unknown sample x we may wish to weight the ev-
idence of the nearby xi’s most heavily. Perhaps the simplest nonpara-
metric decision procedure of this form is the nearest neighbor (NN) rule,
which classifies x in the category of its nearest neighbor.

In a fleet-based scenario, “sample x” may belong to any data-generating process, such
as an industrial unit.

While describing the possible applications of k-means, Macqueen (1967) notes:

Perhaps the most obvious application of the k-means process is to the
problem of “similarity grouping” or “clustering”. The point of view
taken in this application is not to find some unique, definitive group-
ing, but rather to simply aid the investigator in obtaining qualitative
and quantitative understanding of large amounts of N -dimensional data
by providing him with reasonably good similarity groups. The method
should be used in close interaction with theory and intuition.

In a fleet-based scenario, the term “similarity grouping” may refer to the construction
of subfleets from a fleet of industrial units.

Another idea relevant to the construction of subfleets is to match the similar-
ity between different objects or units within a prespecified distance from each other
(Agrawal et al., 1993).

When heterogeneity between the units in a large fleet becomes non-negligible, a
local model is desirable. A subfleet of units in a large fleet can generate data in some
local space, which can be accessed by algorithmic criteria such as the k-NN. A model
constructed in such a scenario can be explained as follows (Mitchell, 1997, Chapter
8):

If all training examples are considered when classifying a new query
instance, we call the algorithm a global method. If only the nearest
training examples are considered, we call it a local method.

In a fleet-based scenario, the phrase “all training examples” relates to data generated
by all the units in a fleet. Moreover, in this context, a “local method” is the subfleet-
level model.

NASA has conducted a study on fleet monitoring in Das et al. (2010) for en-
hancing aviation safety. It focuses on detecting anomalies in multivariate Flight Op-
erations Quality Assurance (FOQA) data. The study notes that the state-of-the-art
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approaches were unable to deal with heterogeneity in the data containing both dis-
crete and continuous variables. Therefore, it proposes a Multiple Kernel Learning
(MKL) approach to overcome this limitation. Herein, two kernels, one for discrete
data and the other for continuous data, were combined linearly. This approach claims
to detect anomalies similar to state-of-the-art approaches along with additional opera-
tionally significant anomalies in the data. The approach and issues related to anomaly
detection in a fleet of units are later discussed in Oza and Das (2012a).

The so-called COSMO (Byttner et al., 2011), a fleet-based monitoring approach,
assumes that all the units in a fleet are operationally similar to each other. Herein,
each target unit is compared to others in the fleet. Those found deviating based on a
certain threshold are marked anomalous. This approach is later evaluated on a fleet
of 19 Volvo buses in Fan et al. (2015) to detect those that behaved differently from
the fleet over time.

A peer-group based approach for detecting deviations among the units is pro-
posed in Weston et al. (2012). The main idea is to create a peer-group for each target
unit based on k-NN. In the second step, a summary statistic for the peer-group, such
as mean, is computed. Finally, if the distance between the target unit and the sum-
mary statistic of the peer-group exceeds a user-defined threshold, the target unit is
considered anomalous. The study examines faulty behavior in 200 weather stations.
Since ground truth on faults was unavailable, missing and stale values were used as
indicative faults.

Another study by Lapira (2012) uses clustering on 34 servo-gun units belonging
to 30 industrial welding robots before the application of a fault detection procedure.
A similar analysis is performed on 11 wind turbines from three wind farms. It shows
that a clustering-based approach to group similar units before applying an anomaly
detection step is more robust to false alarms than individual models for each unit.

Fontugne et al. (2013) analyze data of electrical energy-use of devices in two
different buildings with 135 and 70 room sensors, respectively. The data is divided
into n consecutive time bins in each case. Then, a pairwise correlation matrix between
energy-use of d devices for each time bin t (1 ≤ t ≤ n) is computed. Next, a constant
reference matrix of normal behavior is created by computing the median of these
correlation matrices. Faults are detected by applying a threshold to Minkowski’s
weighted distance between the reference and the target correlation matrix at each
time bin. Assessment of the faults is done based on known fault signatures. The
study notes that since the evaluation was done on historical data, some faults could
not be corroborated. Moreover, it claims to identify anomalies hidden deep within
the building’s energy-use data.

In Narayanaswamy et al. (2014), parameters of energy-use models for Heating,
Ventilation, and Air Conditioning (HVAC) zones in a building are computed and
then visualized using Principal Component Analysis (PCA). Overall, there were 237
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HVAC zones, and each zone had 17 sensors. The use of PCA reveals similar zones
to be close to each other. Therefore, these PCA components are grouped using the
k-means++ clustering. Any zone that is dissimilar from any resulting clusters was
marked anomalous. A domain expert assessed the faults found in the study.

Laxhammar (2014) proposes a conformal anomaly detection framework based
on the earlier work in conformal prediction (Vovk et al., 2005). The application
area of this work is on identifying whether a test trajectory of a sea-vessel between
the ports relative to the others is anomalous. It studies both the transductive and
inductive versions of a CAD. Herein, all trajectories were assumed to belong to a
normal global class. However, it mentions that the construction of subfleets3 using
information, such as sea-vessel’s type and size, may provide more informative results.
Nonetheless, the matter is stated as future work in the abovementioned thesis, which
later on is explored by Smith (2016).

In Smith (2016, Chapter 4), subfleets are constructed for the sea-vessels based on
their type, such as passenger, cargo, tankers, etc. Similar to Laxhammar (2014), the
focus is on detecting anomalous trajectories of a sea-vessel between ports. In addi-
tion, unit-level models for each sea-vessel are also constructed. The p-values for a test
trajectory obtained from the unit-level, subfleet-level, and fleet-level CAD models are
then combined based on so-called hybrid rules. Finally, for some significance level
ε, a decision is made using this p-value on whether a test trajectory of a sea vessel
is anomalous. The study observes that such decisions reduce false alarms. However,
this work does not consider the inductive version of a CAD. Moreover, instead of
complete trajectories, it uses their t-SNE projection.

The work in Leone et al. (2017) proposes a data-driven algorithm for estimating
the RUL of test products in a fleet. Herein, the Euclidean distances between the
so-called health-condition profile of a test product and the reference products are
measured first. Then, the products characterized by a distance value smaller than
some specified threshold were selected as the desired subfleet for the test product.
This approach is evaluated using condition management data obtained from a fleet of
90 products associated with different customers, operating regions, and applications.

Another work, related to fleet monitoring, in Michau et al. (2018) proposes a Deep
Neural Network (DNN) based approach called the Hierarchical Extreme Learning
Machine (HELM). Herein, HELM is used to identify units with similar operating
conditions in a fleet. The approach is then tested on a fleet of 112 power plants.

The work by Dhada et al. (2020) proposes the use of a hierarchical model for
enabling similar assets to learn from one another within a fleet. The evaluation of
the approach was conducted using a simulated fleet of 800 assets divided into four
subfleets (clusters) of 200 assets each. The approach claims to have improved per-

3The term “subfleet” was not used explicitly in that thesis.
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formance compared to anomaly detection classifiers based on data obtained from
individual assets (unit-level) or all the assets in a fleet (fleet-level).

Another approach, presented in Hendrickx et al. (2020), uses hierarchical clus-
tering to identify subfleets. It was evaluated on a fleet consisting of ten electrical
drivetrains.
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4
Paper-I: On monitoring heat-pumps with

a group-based conformal anomaly
detection approach

4.1 Background
The so-called COSMO approach (Byttner et al., 2011) assumes that a fleet of similar
units assigned to perform a similar task behaves in a homogeneous manner over time.
The approach has been evaluated on a fleet of 19 Volvo buses in Fan et al. (2015),
which describes this approach as follows:

It [COSMO] assumes that the majority of the vehicles are “healthy”
and individuals deviating from the majority are labeled as potentially
“faulty”.

The core of the COSMO approach is the use of the so-called Most Central Pattern
(MCP) as an NCM. It is computed in two steps. Given k + 1 units, the first step
measures a pairwise distance matrix Dk+1×k+1 between the histograms of the k + 1
units over some time window u = t − s : t. The second step computes the sum of
all the rows and selects the one with minimum sum as a representative MCP for the
fleet.
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Let c represent the MCP. Then the p-value of the target unit i at t is given by:

pi,t =
#{j = 1, . . . , k + 1 : αj,t ≥ αi,t}

k + 1
, i = 1, . . . , k + 1, (4.1)

where αi,t and αj,t are the distances between the i-th unit and c and the j-th unit and
c, respectively. The hypothesis is that repeated sampling of p-values over a certain
window of length w is uniformly distributed between 0 and 1.1 These p-values are
referred to as z-scores in Fan et al. (2015). COSMO uses the average z-score p̄i,t =

1/w
∑t
l=t−w pi,l of the i-th unit as a statistic to compute its one-sided p-value under

a normal distribution approximation given by (Fan et al., 2015):

p̄i,t ≈ N
(

1

2
,

√
1

12w

)
. (4.2)

The target unit i is marked to have a deviating behavior if p̄i,t under Eq. (4.2) has a
p-value below a specified significance level η.

However, instead of using Eq. (4.2), we chose to rely on a martingale-based
approach (Vovk et al., 2003).

COSMO and the martingale test

Consider a fleet of k+1 units. The CAD framework requires the distribution (α1, . . . , αk+1)t
to be exchangeable; see Definition 3. Let Anomi,t = 1 describe the situation when
a target unit i behaves differently from its fleet at time t based on some significance
level η, i.e., pi,t < η. Let Anomi,t = 0 describe the situation when a target unit i
behaves in consort with its fleet.2 Under the exchangeability assumption and a sig-
nificance level η, if the p-values are estimated using Eq. (4.1), then according to
(Laxhammar, 2014):

P(Anomi,t = 1) ≤ η. (4.3)

It implies that the probability of a false alarm, i.e., the target unit i is wrongly classi-
fied as behaving differently compared to its fleet, is less than or equal to η. While a
CAD can detect point anomalies, it does not necessarily imply a change in the under-
lying data-generating process of a unit. A way to observe such a change is through a
martingale.

Consider the martingale introduced in Vovk et al. (2003), referred to as a power
martingale:

M ε
i,t =

t∏
w=1

(εpε−1
i,w ), (4.4)

1The windows u and w are usually of different sizes.
2We use η to represent the significance level since ε is a parameter associated with the martingale.
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Here, the parameter ε ∈ (0, 1). The martingale value of each target unit i at time t
is used to test the exchangeability assumption. The null hypothesis H0: no change
in the distribution is tested against the alternative hypothesis H1: exchangeability
assumption is violated, as long as:

0 < M ε
i,t < λ, (4.5)

where λ =
1

η
. The null hypothesis is rejected when M ε

i,t ≥ λ. The basis for martin-

gale based hypothesis testing is provided by Doob’s maximal inequality according to
which:

P(max
t≤t′

Mi,t ≥ λ) ≤ 1

λ
, (4.6)

where {Mi,t : 0 ≤ t <∞} is a non-negative martingale and 0 ≤ t′ <∞. The above
inequality in Eq. (4.6) provides an upper bound on the false-alarm rate.

4.2 Summary of results and discussion
The data for this study was obtained from Easyserv, a heat-pump data collection
company located in Halmstad.

COSMO assumes that the ambient environment and the operational behavior of
the units in a fleet are homogeneous. However, its direct application to monitoring the
behavior of the entire fleet of heat-pumps (via their subcomponents) could not achieve
the desired results due to operational heterogeneity. Therefore, operationally similar
units (subfleet) were chosen through manual inspection and expert opinion. The case
of a heat-pump with a faulty hot-water switch-valve marked as HP-1 is shown in
Fig. 4.1. Its martingale value violates the exchangeability assumption between 2015-
11-01 and 2015-11-06, indicating a possibly faulty behavior. The owner of HP-1
subsequently noticed a problem later on 2015-11-15. The hot-water switch-valve was
then replaced on 2015-11-18. Thus, COSMO detected the problem in the heat-pump
a bit earlier than its owner noticed it.

In another case shown in Fig. 4.1, a heat-pump marked as HP-2 had a hot-water
switch-valve that behaved very differently from the selected group (subfleet). Since
this heat-pump was not reported as a fault, it appears to be in the wrong subfleet.
Therefore, it should be compared to only those heat-pumps in the fleet with similar
behavior. Hence, for an operationally diverse fleet, there is a need to introduce a step
that can automatically identify and group similar units.

While the paper showed the effectiveness of a fleet-based approach for monitor-
ing operationally homogeneous heat-pumps, an outcome of this study was the iden-
tification of the need to automatically group similar units in a fleet. In summary,
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Figure 4.1: Martingale values of the hot-water switch-valve status of 28 heat-pumps,
of which two (HP-1 and HP-2) exceed a 95% confidence bound (indicated as the
λ = 20 dashed green line). The date on which the owner of HP-1 noticed the problem
is marked with a dashed red line.

two problems were encountered while monitoring heat-pumps: (a) lack of labels on
faulty behavior, and (b) operational diversity. To deal with these issues and to build a
comprehensive monitoring framework, four steps are identified:

1. Selection of suitable data representations based on the properties of the avail-
able data, the details of the task to be solved, and other constraints of the do-
main.

2. Selection of similar units (reference-group/subfleet) in a large fleet based on
the context, e.g., the control mode of the units or their ambient environment.

3. Selection of an approach for comparing a target unit against other similar units
(reference-group/subfleet) and determining what is considered a deviation by
considering reference information and context.

4. Inclusion of a domain expert or reinforcement feedback to further optimize the
monitoring process.
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Hence, this paper identified the need for the second step to deal with an operationally
diverse fleet. Once a group of similar units is identified, the third step can be achieved
by, for instance, using a martingale approach. Finally, due to the lack of labels, the
fourth step is envisioned to further improve the monitoring framework by incorporat-
ing feedback from the domain expert.
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5
Paper-II: Towards understanding district
heating substation behavior using robust

first difference regression

5.1 Background
In Paper-II, the operational behavior of DH substations was modeled using the tradi-
tional expert-driven specification based on the regression model:

∆y = α∆x+ ν, (5.1)

where y is the heating power used by a building, x is the outdoor temperature of the
city, α is the thermal response parameter, and ν represents residual errors. Moreover,
a first difference is applied to remove the intercept and break any time dependency
between the observations.

Operational diversity in units occurs when various secondary processes get in-
volved in addition to the primary process. In the context of substations, the primary
process is governed by the outdoor temperature. Secondary processes occur due to
factors, such as the weekend effect, i.e., a decrease in heating use during the weekend
and then an increase on Mondays, among others. To detect and study such effects
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and anomalies, an M -estimator based robust regression, i.e., Huber regression, was
applied in conjunction with OLS, and their results were compared. In addition, this
paper also sought answers to domain-specific questions related to the operational
efficiency of substations. Traditionally, in the DH industry and related academic
research, correlation or OLS regression is used to measure the strength of the re-
lationship between the change in the heat demand ∆y relative to the change in the
outdoor temperature conditions ∆x. In a regression model, these variables are linked
via the thermal response parameter α. A weak relationship between these variables
indicates inefficient control (Gadd and Werner, 2015). Besides, since ∆y implicitly
accounts for the return temperature, we also investigated if such regression models
can explain an inefficient return temperature (greater than 50◦C). The hypothesis was
that an inefficient return temperature is associated with a low α and R2. The anal-
ysis was conducted on the substations associated with the multi-dwellings category.
These substations were found to have a relatively homogeneous heat-demand behav-
ior (Gadd and Werner, 2013).

Figure 5.1: Return temperature of substations is plotted against the estimated param-
eter α computed for Jan 2016. Each blob represents one substation. Blobs of similar
color are relatively similar in terms of heat demand (left panel) and volume demand
(right panel).
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5.2 Summary of results and discussion
The data from multi-dwelling buildings was obtained from Öresundskraft for this
study. Huber regression was used because of its ability to detect and isolate anomalies
due to secondary processes. The traditional OLS model was used as a baseline. The
main conclusions of the study are:

1. Around 20% of the anomalies detected by Huber regression were explained by
the weekend effect, indicating diversity in the operational behavior of substa-
tions. It is somewhat contrary to the observations made in (Gadd and Werner,
2013), which considers substations associated with the multi-dwellings to be
somewhat homogeneous in terms of their heat-use profiles.

2. Anomalies due to the weekend effect caused the OLS regression model of
substations to have low R2 values. Consequently, such substations were in-
correctly identified to have inefficient control, thus resulting in possible false
alarms. The use of Huber regression mitigates the problem.

3. Not all cases of high return temperature, i.e., greater than 50◦C, could be ex-
plained by a low R2 of the OLS regression model. Therefore, additional meth-
ods may be required to understand the reasons behind a high return tempera-
ture. It can be that, in a specific context and duration, an increase in the return
temperature is acceptable.

4. The response parameter α spanned a wide range of values, from 0 to −400.
Therefore, if the operational behavior of the substations associated with multi-
dwellings is assumed to be homogeneous, the α of a particular substation, in
some cases, will have to change quite significantly relative to the α’s of all the
other substations if it were to be detected as anomalous. In such a scenario,
deviating substations can go undetected.

5. In the absence of a comparative reference-set, the question of how a substa-
tion should respond to a change in outdoor temperature cannot be answered
by observing the α of just one substation. However, the α of substations with
comparable heating and flow rates were found to be approximately similar. It is
depicted by using similar color codes for substations with comparable heating
and flow rates in Fig. 5.1. For instance, the substation marked as DH-1 (yellow
color blob, in the right panel) seems out of line, as it should be closer to substa-
tions marked with red, green, or yellow colors. Moreover, such visualizations
enable an operator to observe the heterogeneity of substations in a DH network.
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Now consider the application of a global anomaly detection model at the fleet
level, based on four features: the regression parameter α, average return tem-
perature, average flow, and average energy; see Fig. 5.2.1 This setup will
indeed detect DH-1 from Fig. 5.1 as anomalous. However, most substations
located on the left side of the dashed black line and below the dashed dark red
line in Fig. 5.2 are normal. Nonetheless, these were also detected as anomalous
by the global model. From the perspective of the entire fleet, discerning DH-1
from substations located at the bottom left of Fig. 5.2 can be difficult without
localizing them into a subgroup.

Figure 5.2: Each blob represents one substation. Isolation forest with a contamination
rate of 5% was applied to four features associated with multi-dwelling buildings: the
regression parameter α, average return temperature, average flow, and average energy.
The substations on the left side of the dashed black line and below the dashed dark red
line are normal. But these are marked as anomalous. Herein, it is somewhat difficult
to discern DH-1 from substations located in the bottom left. However, localizing
them into a subgroup can provide a relative comparison between substations.

The first conclusion provides the needed evidence on operational diversity among
substations, even when they all belong to the same category. The second conclusion

1This figure was not shown in Paper-II.
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elaborates on how operational diversity can lead to false alarms. The third conclu-
sion suggests that a low R2 of an OLS regression based on heat demand and outdoor
temperature may not always identify substations with relatively high return temper-
atures. The fourth and the fifth conclusions further signify the issue of operational
diversity among substations. It suggests that, over time, the α of substations needs to
be tracked relative to their local neighborhoods rather than all the other substations
(global model). Therefore, there is a need for a mechanism to group operationally
similar substations. Thus, these conclusions provide an impetus for a reference-group
or subfleet based monitoring approach.
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6
Paper-III: Large-scale monitoring of
operationally diverse district heating
substations: a reference-group based

approach

6.1 Background
It became clear from the analysis in Paper-I and Paper-II that there is a need for an
automated way to group operationally similar units to deal with operational diversity
or heterogeneity in a large fleet. A possible solution is to assume that operationally
similar units in a fleet can be discerned into distinct clusters (Lapira, 2012). In the DH
domain, clustering approaches have been applied to heat-load profiles of substations
to understand their behavior; see, Gianniou et al. (2018) and Tureczek et al. (2019).
However, the main issue with clustering is determining or estimating the number of
clusters, i.e., the parameter k. Besides, not all datasets are clusterable (Kleinberg,
2002). Fig. 6.1 presents such a case. In these scenarios, dealing with units located on
or near the cluster boundaries is especially difficult. A k-NN approach can be more
useful here (Weston et al., 2012).
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The main distinction between clustering-based and k-NN based construction of a
subfleet is their evaluation of the membership of each unit. In clustering, the mem-
bership of each unit is evaluated relative to its nearest cluster centroid. Meanwhile,
the membership of each unit in k-NN is evaluated relative to its neighborhood of size
k. In both these techniques, the choice of a distance measure is important. Another
important parameter is k. For clustering, determining the optimal k is very important
due to its sensitivity. Herein, any adjustment to k can sometimes significantly alter
the centroids. The choice of the parameter k in k nearest neighbors is less sensitive.

An important aspect of a reference-group based approach is its size k and select-
ing an appropriate distance measure to estimate the similarity between the units. We
considered a stability criterion for selecting the distance measure and the size k of the
reference-groups. We refer to it as the stability proportion criterion. The idea is to
find the proportion of units in a reference-group constructed in episode ξ0 that remain
its members when reconstructed in the subsequent episode ξ1. For a given distance
measure and k, it is measured by taking the cardinality of the set intersection of the
reference-groups constructed in ξ0 and ξ1 and scaling it by k. A threshold δs ∈ [0, 1]
is used to select the desired stable proportion. The stable proportion of a reference-
group is an increasing function of its size k. A distance measure fulfills the stability
proportion criterion if it archives δs with the least reference-group size k compared
to others. Hence, the distance measure and the size k of a reference-group for a target
unit can be determined simultaneously using this criterion.

Consider a large fleet consisting of N units and let zi,t ∈ R1 represent the state
of the i-th unit at time t, where i = 1, . . . , N , and t = 1, . . . , T . Thus, each unit i is
represented by a univariate time-series and the evolution of the fleet’s behavior over
time can be represented by:

ζN×T =

 z1,1 z1,2 . . . z1,l z1,l+1 . . . z1,T
...

...
. . .

...
...

. . .
...

︸ ︷︷ ︸
reference-group construction

time-period: {1,...,l}

zN,1 zN,2 . . . zN,l ︸ ︷︷ ︸
target unit tracking

time-period: {l+1,...,T}

zN,l+1 . . . zN,T

 . (6.1)

Let ξ0 = [1, . . . , l] be the episode associated with the construction of the reference-
groups1 for the target units. Then:

yi,ξ0 = [zi,1, . . . , zi,l], yj,ξ0 = [zj,1, . . . , zj,l], (6.2)

where i, j = 1, . . . , N . Based on some similarity criterion, for instance, Euclidean
distance, we estimate the similarity between units i and j:

d(i, j) =
√

(yi,ξ0 − yj,ξ0)(yi,ξ0 − yj,ξ0)ᵀ, (6.3)

1Here, the terms “reference-group” and “subfleet” can be considered synonymous.
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where ᵀ is the transpose operator. The application of d(·, ·) to estimate the similarity
between units results in a distance matrix DN×N consisting of pairwise distances
between the units of a fleet. Each row i of D is then sorted in the decreasing order of
similarity (or increasing distance).

Let i be the index of the target unit in Eq. (6.1) and let some k < N be the size
of its reference-group. Then, the indexes of the target unit i and its reference-group
sorted in decreasing order of similarity are given by:

πi1:k+1 = argsort Di,: i = 1, . . . , N, (6.4)

where πi1 = i. It is a k-NN approach. The indexes πi2:k+1 of the reference-group
associated with the target unit i are fixed at ξ0. Thus, for episode ξ1 = [l+ 1, . . . , T ],
the target unit i will continue to be tracked by the same reference-group.

For ξ0 = [1, . . . , l] and ξ1 = [l + 1, . . . , T ], we have:

yi,ξ0 = [zi,1, . . . , zi,l], yi,ξ1 = [zi,l+1, . . . , zi,T ], (6.5)

where i = 1, . . . , N . Let uµi,ξ0 and uσi,ξ0 represent the mean and standard deviation
of the i-th unit during ξ0. Similarly, let uµi,ξ1 and uσi,ξ1 represent the mean and the
standard deviation of the i-th unit during ξ1. For descriptive purposes, let πi1 7→
{1, . . . , k + 1}, such that the index 1 represents the target unit i and the indexes
2, . . . , k + 1 represents its reference-group in Eq. (6.1). Then, we have: z1

...
zk+1


ξm

=

 u1µ u1σ
...

...
uk+1
µ uk+1

σ


ξm

m = 0, 1. (6.6)

Let τi = z1,ξm and ri = [z2, . . . , zk+1]ξm represent the target unit i and its reference-
group, respectively. The main assumption here is that the target unit i and its reference-
group will continue to behave in a similar manner over time. Thus, each target unit
in a fleet is tracked relative to its reference-group using some algorithmic criteria
Θ(τi, ri). Herein, Θ can be defined using an appropriate anomaly detector, such as
IFor (Liu et al., 2012). The target unit i is marked anomalous if Θ determines that
it behaves differently from its reference-group. Herein, one does not rely on histor-
ical data of the target unit i. Instead, its behavior is tracked by relying on how its
reference-group behaves in a particular episode. It can be very useful when behav-
ior labels or a model for a target unit is unavailable. The procedure for constructing
the reference-groups and monitoring the target units is presented as Algorithm 1 in
Paper-III.

The main advantage of a reference-group based approach is that the reference op-
erational behavior of any unit in a fleet does not need to be predefined. It can be very
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useful when a description of the normal, atypical, and faulty operational behavior is
unavailable. Instead, the reference-group gives a basis for a target unit’s operational
behavior. In this respect, each unit in the reference-group provides evidence about a
specific behavior during a particular episode. Moreover, potential problems at a target
unit can be detected quickly using a reference-group compared to a global threshold
or an anomaly detection model at the fleet level.

There are, however, some limitations of a reference-group based approach:

1. Not every target unit can have an adequate reference-group. There are two
reasons for that. The first is that a target unit may already be faulty. The second
is that the operational behavior of a target unit may be uniquely different from
the entire fleet.

2. It is assumed that the target unit, along with its reference-group, will continue
to behave in a similar manner over time. In practice, different explainable
factors, such as a change in the control setting or ambient condition, can cause
a target unit to deviate from its reference-group. In many cases, there are no
sensors to observe these factors. Then, there are many unexplained factors.
Due to them, a reference-group based approach can consider such a target unit
as anomalous, thus resulting in a false alarm. Besides, members of a reference-
group can also be affected by such factors. It can negatively influence their
stability and, in some cases, render them unsuitable to represent the behavior
of a target unit.

In some cases, distinguishing between a faulty and an operationally unique unit re-
quires feedback from a domain expert. The second limitation requires studying the
dynamics of the transition of a target unit from one reference-group to the other. In
addition, analysis of the stability of reference-groups is needed.

6.2 Summary of results and discussion
The data from multi-dwelling buildings was obtained from Öresundskraft for this
study. The return temperature of 778 multi-dwellings located in Helsingborg was
monitored using a reference-group based approach. Data from Nov’17 was used to
construct the reference-groups, while data from Dec’17 was used to track the tar-
get substations relative to their reference-groups. The similarities among substations
were estimated based on pointwise and distributional distance measures between their
return temperature data. These distance measures included: Euclidean, Wasserstein
(Earth Movers Distance), Energy (Cramér von Mises), Hellinger, and Kolmogorov-
Smirnov (KS). Analysis based on the so-called stability proportion criterion was per-
formed to determine which distance measure and what k value is best for constructing
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Figure 6.1: (a) The target substation (red dot) is shown relative to its reference-group
(light blue dots) and population (blue dots) in Nov’17. (b) The target substation is
shown relative to its reference-group and population in Dec’17.

the reference-groups. The results based on this criterion favored Euclidean distance
with k = 80 to be the best available choice.

Each target substation in the fleet was tracked relative to its reference-group over
the episode ξ1 using IFor. Moreover, to measure the effectiveness of the reference-
groups to track their respective target substations over time, adequacy criterion based
on Hellinger distance and correlation was formulated and discussed. Furthermore,
additional analysis was conducted to study the effects of different distance measures
and choices for k on the detectability of anomalous target substations. It was observed
that irrespective of the distance measure used, there exists a trade-off between the
detection of global and local anomalous target substations depending on the size k
of their respective reference-groups. A smaller k resulted in more local anomalous
target substations.

Fig. 6.1 presents the case for a reference-group based anomaly detection. Here,
a red dot marks the target substation, while light-blue dots mark its reference-group.
Moreover, the dark-blue inverted triangles represent the overall population of sub-
stations. It can be observed that the majority of the members of the reference-group
behave in a relatively stable manner over time, i.e., in both Nov’17 and Dec’17, rel-

59



ative to its fleet of 778 substations. Herein, the target substation and its reference-
group consisting of 80 substations show an average return temperature of around
35◦C in Nov’17. However, in Dec’17, the target substation shows a return temper-
ature of 40◦C. This increase is significant compared to the majority of those in its
reference-group. A global threshold or an anomaly detection model such as Mini-
mum Covariance Determinant (MCD) (Rousseeuw and Driessen, 1999), applied at
the fleet level, will not detect such target substations. In addition, one can also ob-
serve that a reference-group provides a comparative reference to judge whether the
target substation is anomalous.
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7
Paper-IV: Mondrian conformal anomaly

detection for fault sequence
identification in heterogeneous fleets

7.1 Background
In a heterogeneous fleet-based scenario with the absence of labeled data, subfleets can
represent the behavior of target units. An effective monitoring infrastructure requires
that the probability of wrongly classifying the behavior of a target unit as anomalous,
relative to its subfleet at time t, is bounded. Furthermore, the efficiency of anomaly
detectors also needs to be measured. Thus, we formulated a subfleet-based approach
within the conformal anomaly detection framework to deal with these issues. Under
the IID assumption, this framework provides the important properties of validity and
efficiency. Since the validity property guarantees an upper bound on the probability
of false alarms, the focus can shift to evaluating the efficiency of anomaly detectors.
In a heterogeneous fleet-based scenario, it implies the ability of anomaly detectors
to detect anomalous behavior at the target units relative to their subfleets. Moreover,
a Conformal Anomaly Sequence (CAS) length criterion was formulated to measure
the efficiency of NCMs to reflect the time-series nature of anomalous behavior at the
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target substations.
In Paper-III, it was observed that homogeneous subfleets constructed using k-NN,

based on Euclidean distance, show relative stability over time; see Fig. 6.1. Another
approach is clustering. One issue with traditional clustering methods is that they
can be sensitive to the choice of the parameter k. The Conformal Clustering (CC)
approach proposed by Nouretdinov et al. (2020) does not depend on the parameter
k. Instead, there is a parameter εcc ∈ [0, 1], which takes the notion of clusterability
into account. The question here is: which of these two approaches, k-NN or CC,
generates a more stable subfleet to represent their respective target units. Therefore,
we formulate a criterion to measure their stability. Moreover, compared to Paper-III,
each substation is now represented by multivariate time-series data.

Consider a large fleet consisting of N units and let zi,t ∈ RM represent the state
of the i-th unit at time t, where i = 1, . . . , N , t = 1, . . . , T , and M is the number of
variables describing the data instance. Thus, the evolution of the fleet’s behavior can
be represented by:

Z =

z1,1 z1,2 . . . z1,l z1,l+1 . . . z1,T . . .
...

...
. . .

...
...

. . .
...

. . .
zN,1 zN,2 . . . zN,l zN,l+1 . . . zN,T . . .

 . (7.1)

Moreover, while the units in a fleet have long lifetimes, for simplicity, we assume
here that the total length of the available time-series is T . Furthermore, each row i
corresponds with unit i, represented by a vector zi.

The first step towards constructing a subfleet is the selection of an appropri-
ate similarity measure. The assumption here is that the data from the period ξ0 =
[1, . . . , l] is sufficient to capture the operational similarity among the units in a fleet.
For units represented by multivariate time-series, a useful similarity measure is the
Bhattacharyya distance, which can be computed as follows:

d(i, j) =
1

8
(µi − µj)Σ

−1(µi − µj)
ᵀ +

1

2
ln
(

det Σ√
det Σi det Σj

)
, (7.2)

where µi is the mean vector of zi,ξ0 and Σi is the covariance matrix of zi,ξ0 for unit
i. Similarly, µj is the mean vector of zj,ξ0 and Σj is the covariance matrix of zj,ξ0

for unit j. Moreover, Σ =
Σi + Σj

2
. The application of d(·, ·) results in a distance

matrix DN×N consisting of pairwise distances between all the units in a fleet. To
construct a subfleet, the matrix DN×N is first reduced to PN×r, where r << N ,
using a dimension reduction algorithm such as UMAP (McInnes et al., 2018). Each
row of PN×r represents a unit in the fleet.
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Typically, a large fleet of size N can consist of units associated with a diverse
set of behaviors or categories c. The conformal prediction framework does not auto-
matically guarantee validity within such categories. This kind of validity, i.e., validity
within categories, is the main property of Mondrian conformal predictors (Vovk et al.,
2005, Chapter 4). It requires a measurable function κ that maps each zi to its cate-
gory. Such a function κ is called a Mondrian taxonomy (after the Dutch painter Piet
Mondrian). The κ can work on the space spanned by PN×r.

Assume that the underlying algorithm or “rule” of κ is the k-NN. Let the category
of the target unit i∗ ∈ 1, . . . , N be ci∗ . Then, the function κ will assign κσi∗ the
category ci∗ of the target unit i∗, where the subscript σi∗ represents the set containing
the index of the target unit and its k-NN in PN×r. Accounting for the trivial case that
the target is similar to itself, the subfleet will consist of k + 1 units. How many units
k should be assigned the category of the target unit i∗ is related to the dilemma often
referred to as the “problem of the reference class”, which is a major problem in its
own right (Vovk et al., 2005, Chapter 6).

Let’s revisit the idea of a k-NN as described in (Cover and Hart, 1967):

Thus to classify the unknown sample z we may wish to weight the ev-
idence of the nearby zi’s most heavily. Perhaps the simplest nonpara-
metric decision procedure of this form is the nearest neighbor (NN) rule,
which classifies z in the category of its nearest neighbor.

As a matter of trivial detail, note that contrary to the above description of the k-NN,
we assign the “nearby” k units the category of the target unit and not vice-versa. The
two main assumptions here are: (i) the target unit and its k similar (nearby) units
are governed by the same underlying data-generating process, and (b) the distance
measure used is adequate in identifying those similar (nearby) units.

Next, we consider conformal clustering, i.e., CC, for constructing the subfleets.
Here, CC is applied to PN×r. Since the exact size of a subfleet cannot be controlled
in clustering, we modify CC to CC-k-NN. The CC algorithm requires a parameter
εcc ∈ [0, 1]. Let’s assume that we have εcc for which the size of a cluster containing
the target unit is at least k + 1. Moreover, assume the cluster label associated with
this cluster is c ∈ c. Then, the function κ will assign the category ci∗ to the k-NN of
the target unit i∗ in cluster c.
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The subfleet matrix

Assume σi∗ is obtained through an appropriate function κ, which in our case is de-
fined by k-NN or CC-k-NN. Thus, we have:

Zi∗ = Z(σi∗)

=

 z1
...

zk+1

 =

 z1,1 z1,2 . . . z1,l z1,l+1 . . . z1,T . . .
...

...
. . .

...
...

. . .
...

. . .
zk+1,1 zk+1,2 . . . zk+1,l zk+1,l+1 . . . zk+1,T . . .

 .
(7.3)

The indexes in Zi∗ are remapped such that σi∗ 7→ {1, . . . , k + 1}, where the index
k+ 1 is associated with the target unit i∗ and the indexes 1, . . . , k are associated with
k similar units. From now on, instead of i∗, the target unit will be referred by its index
k + 1 in Eq. (7.3). As the behavior of the units evolves after l, the similarity among
units of a subfleet will also change. The main assumption here is that the same set of
observable and unobservable variables that affected a subfleet during ξ0 will continue
to do so for a considerably long time. Thus, a subfleet once created is kept fixed after
time l. The subfleet represented by Eq. (7.3) is then attached to an appropriate CAD.
Hence, the validity property holds only at the subfleet level. Note that the CAD at the
subfleet level can be considered as Mondrian type, given that it is not established at
the entire fleet level. Here, the task is to observe the behavior of the target unit k + 1
relative to its subfleet and not the entire fleet.

Stability criterion of the subfleet

Let ξ0 = [1, . . . , l] represent the subfleet construction period, and ξ1 = [l+ 1, . . . , T ]
represent the period where the target unit is tracked by its subfleet, i.e., the test period.
First, the mean of distances between each member unit to all other members of the
subfleet (excluding the target unit k + 1) is computed for periods ξ0 and ξ1:

dξ0 = [
1

k

k∑
j=1

d(z1,ξ0 , zj,ξ0), . . . ,
1

k

k∑
j=1

d(zk,ξ0 , zj,ξ0)],

dξ1 = [
1

k

k∑
j=1

d(z1,ξ1 , zj,ξ1), . . . ,
1

k

k∑
j=1

d(zk,ξ1 , zj,ξ1)],

(7.4)

where dξ0 ,dξ1 ∈ Rk×1, and d(·, ·) is the distance measure used to create the sub-
fleets. Accordingly, the stability criterion is defined by another distance measure
given by dstability(dξ0 ,dξ1).
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Assume the two cases where Zi∗ is constructed using CC-k-NN and direct k-
NN, i.e., without CC. Thus, the approach which results in the least distance dstability
between the two periods is assumed to generate a more stable subfleet.

The conformal subfleet and the tracking of the target unit

Let the data instances generated by the subfleet at time t be described by the column
vector Bt = (z1, . . . , zk+1)t of the matrix Zi∗ . Moreover, it is assumed that Bt
consists of IID instances from some unknown probability distribution. Then, the
nonconformity scores of the units in the subfleet at time t are given by:

αj,t = At(B \ zj , zj)t, j = 1, . . . , k + 1. (7.5)

Herein, a nonconformity score describes how different is the behavior of unit j at
time t relative to other units in its subfleet. Thus, given the nonconformity scores
αj,t, the p-value of the target unit k + 1 at time t relative to its subfleet is computed
as follows:

pk+1,t =
#{j = 1, . . . , k + 1 : αj,t > αk+1,t}+ θ#{j = 1, . . . , k + 1 : αj,t = αk+1,t}

k + 1
,

where # is the cardinality of the set, and θ is a tie-breaking random variable uni-
formly distributed on [0, 1]. Let Y = {−1, 1} be the set of labels for normal and
anomalous instances. Thus, if pk+1,t < ε, then the probability of false alarm, i.e., the
behavior of the target unit k + 1 at time t is wrongly classified as anomalous relative
to its subfleet, is exactly ε (Laxhammar, 2014, Chapter 4):

P(yk+1,t ∈ Y = 1) = ε.

It implies that, for a given significance ε, the probability of predicting the true label is
1− ε. It is also referred to as the validity property of a CAD. Moreover, the instance
at which pk+1,t < ε is referred to as a Conformal Anomaly (CA).

Note that the p-values of the target unit k + 1 should be uniformly distributed
over the interval ξ0 for the subfleet to be considered an adequate proxy for its normal
behavior.

The conformal anomaly sequence

Certain faults and atypical behavior occur at a target unit only during specific time
intervals. The points in time when a fault started and when it was fixed are not known.
During this period, faulty behavior may appear as a sub-sequence. Therefore, we
define a CAS s = {zk+1,a, . . . , zk+1,b} as a sub-sequence of conformal anomalies
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observed in the time interval t ∈ [a, b], such that the p-value of each zk+1,t ∈ s < ε.
Thus, the length w = |b − a| of CAS at a target unit is determined relative to its
subfleet.

The S-criterion and theN -criterion proposed in Fedorova et al. (2013) to measure
the efficiency of an NCM has been explored by Smith (2016) for conformal anomaly
detection. However, these criteria treat w individual conformal anomalies and the
sub-sequence of conformal anomalies of length w equivalently. On the contrary, the
CAS length criterion favors an NCM which can find the longest CAS. Thus, as a
criterion to evaluate the efficiency of an NCM, it reflects the time-series nature of the
anomalies.

7.2 Summary of results and discussion
The repair invoices related to five substations associated with buildings, referred to as
BRF,1 were obtained for the study from Öresundskraft. These substations are marked
as DHS-1, DHS-2, DHS-3, DHS-4, and DHS-5. The parameter k for the subfleet for
each target substation was set to 100. Thus, the total size of the subfleet was 101.
Moreover, ε = 0.05 was used.

Fault dk-NN
stability dCC-k-NN

stability

DHS-1: Actuator 0.19 0.35
DHS-2: Circulating pump 0.92 0.95
DHS-3: Control valve 0.85 0.66
DHS-4: Adjustment 0.90 0.93
DHS-5: Outdoor temperature sensor 0.08 0.29

Table 7.1: The stability of subfleets constructed using the direct k-NN and CC-k-NN
approaches measured using the KS two-sample test. The lower the value, the more
stable is the subfleet.

The stability of subfleets based on the two approaches, i.e., direct k-NN and CC-
k-NN for the five different faults cases, are presented in Table 7.1. The KS two-
sample test values, i.e., dk-NN

stability and dCC-k-NN
stability, for the two approaches were estimated

based on distance vectors computed using Eq. (7.4) in the original space DN×N .
Since a lower value is desirable here, the conclusion that we can draw from Table 7.1
is that subfleets constructed using the direct k-NN approach remains relatively more
stable than those constructed using the CC-k-NN approach. One reason that may
explain this is the lower clusterability of the fleet, as can be observed in Fig. 7.1.

1Bostadsrättsförening in Swedish.
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Figure 7.1: The clustering tendency of the fleet containing the target unit for various
εcc values. The fault cause of each target substation is briefly mentioned besides its
label.
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Five NCMs were evaluated, i.e., 3-NN, 5-NN, 10-NN, median and isolation forest
(IFor) using the S-criterion and the CAS length criterion. In terms of CAS length
criterion, 3-NN performs at par or better than other NCMs in all five cases. This
performance is followed by 5-NN and 10-NN in four cases. Regarding the S-criterion
value, 10-NN performs at par or better than other NCMs in four out of five cases,
whereas 3-NN does so in two cases. Thus, on an overall basis, 10-NN appears to be
a better choice for an NCM.

Fault 3-NN 5-NN 10-NN Median IFor

DHS-1: Actuator 0.21 (16) 0.21 (16) 0.21 (16) 0.24 (14) 0.27 (8)

DHS-2: Circulating pump 0.25 (20) 0.25 (20) 0.24 (20) 0.30 (17) 0.28 (15)

DHS-3: Control valve 0.39 (5) 0.40 (4) 0.41 (4) 0.44 (4) 0.47 (3)

DHS-4: Adjustment 0.33 (3) 0.30 (3) 0.29 (3) 0.30 (3) 0.30 (2)

DHS-5: Outdoor temperature sensor 0.09 (15) 0.08 (15) 0.08 (15) 0.10 (13) 0.09 (12)

Table 7.2: The S-criterion values and the length in days of the longest observed CAS
(in brackets). Each fault (row) corresponds with one target substation. Here, the
evaluation is done on the test period ξ1. Low S-criterion value and long CAS length
are preferable.

The CAS length criterion complements the S-criterion. Let’s consider the case of
DHS-5 and assume that the comparison is between 3-NN and IFor. One can observe
that while the S-criterion for both the NCMs is 0.09, 3-NCM is able to detect a longer
CAS.
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8
Paper-V: A conformal anomaly
detection based industrial fleet

monitoring framework: a case study in
district heating

8.1 Background
A unit-level conformal anomaly detector (UL-CAD) can be constructed to monitor
a target unit relative to its historical behavior. Similarly, a subfleet-level conformal
anomaly detector model (SL-CAD) can be constructed to monitor if a target unit is
behaving in consonance with its subfleet. However, the choice of anomaly detector
for an NCM is not straightforward due to issues, such as lack of labeled datasets and
sufficiently well-understood prior models of the underlying data-generating process
of the units and the fleet. The first issue may be alleviated to a certain degree by
relying on a subfleet-level model, which acts as a proxy for the behavior of a target
unit. However, an ensemble approach may be required to deal with the second issue.
Thus, a unit-level ensemble model (ULEM) consists of cUL UL-CAD models. Simi-
larly, a subfleet-level ensemble model (SLEM) consists of cSL SL-CAD models. For
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simplicity, we assume that c = cUL = cSL. Each ensemble yields a nonconformity
score matrix that provides information about the behavior of a target unit relative to
its historical data and its subfleet, respectively. It enables the computation of p-values
for each member of ULEM and SLEM. Consequently, aggregating these p-values at
their respective levels based on a merging rule (Vovk and Wang, 2020) results in two
p-values represented by p̄ULEM

t and p̄SLEM
t . For a given significance level ε, decisions

based on these two p-values can often provide different information about the nature
of an anomaly, and therefore, may not always agree with each other.

It is not straightforward to choose between the two approaches in most real-world
scenarios. An alternative is to consider an anomaly detected by ULEM or SLEM as a
“warning alarm”. Then, to add more weight to the question “should an operator inter-
vene at time t?”, a combined ensemble model (CEM) based on ULEM and SLEM is
constructed. It is done by combining the p-values obtained from ULEM and SLEM
at time t into a single p-value represented by p̄CEM

t . The operator then uses this p-
value to determine if a data instance of a target unit at time t caused an “actionable
alarm” requiring an intervention. It is crucial from an operational sense since not all
anomalies require intervention from an operator, whose budget for such purposes is
usually limited.

Consider a large fleet consisting of N units and let zi,t ∈ R1 represent the state
of the i-th unit at time t, where i = 1, . . . , N , and t = 1, . . . , T . Thus, each unit i
is represented by a univariate time-series and so the evolution of the fleet’s behavior
over time can be represented by:

Z =

z1,1 z1,2 . . . z1,m+n z1,m+n+1 . . . z1,T . . .
...

...
. . .

...
...

. . .
...

. . .
zN,1 zN,2 . . . zN,m+n zN,m+n+1 . . . zN,T . . .

 . (8.1)

Moreover, while the units in a fleet have long lifetimes, for simplicity, we assume
here that the total length of the available time-series is T .

Assume we have a function Ω that assigns a target unit j ∈ {1, . . . , N} an appro-
priate subfleet of size k+ 1 < N , where the added 1 to k indicates that the target unit
j is also a member of its subfleet. Such a function can be based on, for instance, k-NN
or clustering. Moreover, assume that the subfleet for the target unit j is constructed
using the data instances with indexes t = 1, . . . ,m + n of Eq. (8.1), i.e., the initial
proper training and calibration sets. Thus, we have:

σj = Ω(ZN×(m+n)) j ∈ {1, ..., N}, (8.2)

where the set vector σj contains the indexes associated with the target unit j along
with its k similar units in Eq. (8.1) to form a subfleet of size k + 1. The subfleet
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associated with the target unit j is then kept fixed after time t = m + n. The main
assumption here is that the units of this subfleet will evolve together. Then, the evo-
lution of the subfleet over time can be represented by:

Zj = Z(σj)

=

 . . . z1,t−m−n . . . z1,t−n−1 z1,t−n . . . z1,t−1 z1,t . . .
. . .

...
. . .

...
...

. . .
...

...
. . .

. . . zk+1,t−m−n . . . zk+1,t−n−1 zk+1,t−n . . . zk+1,t−1 zk+1,t . . .

 .
(8.3)

The indexes in Zj are remapped such that σj 7→ {1, . . . , k + 1}, where the index
k + 1 is associated with the target unit and the indexes 1, . . . , k are associated with
the k similar units. Thus, the target unit with row index j in Eq. (8.1) has a row
index k + 1 in Eq. (8.3). From now on, any reference to the target unit implies the
unit associated with the index k + 1 of Eq. (8.3). Moreover, we assume that the data
instances from each unit of a subfleet are IID (or exchangeable).

Consider some functional relationship ς is described by the Euclidean distance
between the target unit and the average behavior of the k similar units of a subfleet.
Then, the data instances at the subfleet level (SL) are given by:

ẑSL
t = ς(Zj) =

∣∣∣∣zk+1,t −
1

k

k∑
i=1

zi,t

∣∣∣∣, t = 1, . . . , T. (8.4)

Let the k + 1th row of Eq. (8.3) represent the data instances of the target unit. Then,
the data instances at the unit level (UL) are given by:

ẑUL
t = zk+1,t, t = 1, . . . , T. (8.5)

Assume that, if necessary, we have functions ΨUL and ΨSL to transform the unit
and subfleet level data instances into appropriate data representations that their re-
spective CADs can use. Thus, we have:

zUL
t = Ψ(ẑUL

t ), zSL
t = Ψ(ẑSL

t ). (8.6)

Construction of CAD ensembles

Let ULEM and SLEM consist of c UL-CAD and c SL-CAD models, respectively.
Assuming a non-stationary subfleet behavior, we consider the dynamics of A for
UL-CAD and SL-CAD to be based on LDCD (Ishimtsev et al., 2017). Then, their
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respective ensemble will yield the nonconformity score matrices:

αULEM =

 A1 αUL
1,m+1 . . . αUL

1,T
...

...
. . .

...
Ac αUL

c,m+1 . . . αUL
c,T

, (8.7)

and

αSLEM =

 A1 αSL
1,m+1 . . . αSL

1,T
...

...
. . .

...
Ac αSL

c,m+1 . . . αSL
c,T

, (8.8)

where A1, . . . , Ac simply indicates the NCM that generated the corresponding non-
conformity scores. Based on these nonconformity score matrices, the corresponding
p-value matrices are given by:

PULEM =

p
UL
1,m+n+1 . . . pUL

1,T
...

. . .
...

pUL
c,m+n+1 . . . pUL

c,T

 , (8.9)

and

PSLEM =

p
SL
1,m+n+1 . . . pSL

1,T
...

. . .
...

pSL
c,m+n+1 . . . pSL

c,T

 . (8.10)

Herein, the p-values of the target unit at time t ≥ m+ n+ 1 based on the calibration
scores of each member q ∈ {1, ..., c} of the respective ensembles, i.e., UL-CAD and
SL-CAD, are given by:

pUL
q,t =

#{s = t− n, . . . , t : αUL
q,s ≥ αUL

q,t}
n+ 1

, (8.11)

and

pSL
q,t =

#{s = t− n, . . . , t : αSL
q,s ≥ αSL

q,t}
n+ 1

. (8.12)

We use a homogeneous ensemble approach by relying on the average distance
to the k-NN as a base NCM A. Thus, each ensemble, i.e., ULEM and SLEM, is
constructed using c different parametrizations of k. The advantage of using k-NN is
its simplicity since it is among the few models with the least number of parameters to
be selected apriori.
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The combination of p-values through the merging function

Let some merging function for the p-values be denoted by φ, and let it be defined by
the so-called 2p̄ rule (Vovk and Wang, 2020), where p̄ is the mean of the p-values un-
der consideration. Then, the p-values obtained from c UL-CAD models, i.e., ULEM,
reflecting on the behavior of a target unit relative to its history at time t can be com-
bined as follows:

p̄ULEM
t = φ(PULEM

:,t ) = 2

(
1

c

c∑
q=1

PULEM
q,t

)
. (8.13)

Similarly, the p-values obtained from c SL-CAD models, i.e., SLEM, reflecting on the
behavior of a target unit relative to its subfleet at time t can be combined as follows:

p̄SLEM
t = φ(PSLEM

:,t ) = 2

(
1

c

c∑
q=1

PSLEM
q,t

)
. (8.14)

Finally, p̄ULEM
t and p̄SLEM

t are combined to get:

p̄CEM
t = φ(

1

2
p̄ULEM
t ,

1

2
p̄SLEM
t )

=
1

2

(
p̄ULEM
t + p̄SLEM

t

)
.

(8.15)

If p̄ULEM
t < ε or p̄SLEM

t < ε, then the data instance of the target unit at time t is a
conformal anomaly that is to be considered a warning alarm. However, if p̄CEM

t < ε,
then the data instance of the target unit at time t is a conformal anomaly that is to be
considered an actionable alarm requiring an operator’s intervention.

TRANTOR: a conformal anomaly detection based industrial fleet monitoring
framework

The components related to ULEM, SLEM, and CEM, such as Ω, ς , Ψ, φ, andA, along
with parameters m, n, c, and ε, are put together into what we refer to as TRANTOR:
a conformal anomaly detection based industrial fleet monitoring framework; see Fig.
8.1. These components can be adapted depending on the behavior and properties of
substations of specific DH networks.

There are various industrial setups where fleets of units are common, such as
trains, trucks, buses, robots working in a factory, windmills in a wind-farm, solar
panels in a solar-energy farm, electric-utility networks, and shipping vessels. These
setups can effectively design their monitoring infrastructures by relying on the pro-
posed framework. In addition, such a framework can be very useful for monitoring
services and utilities in future smart cities.
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Figure 8.1: A schematic diagram describing the various components of TRANTOR:
a conformal anomaly detection based industrial fleet monitoring framework.

8.2 Summary of results and discussion
The flow variable of substations associated with public administration buildings span-
ning over six months, i.e., from 2017-10-01 to 2018-03-31, was used in this analysis.
This data was obtained from Öresundskraft. The target substations are marked as
DHS-1, DHS-2, DHS-3, DHS-4, DHS-5, DHS-6, and DHS-7. A domain expert an-
alyzed these substations for atypical and faulty behavior. Time intervals with such
behavior were labeled anomalous. The evaluation is based on precision and normal-
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ized mean detection delay (NMDD). Moreover, ε = 0.01 was used.

Figure 8.2: The precision and NMDD of ULEM, SLEM, and CEM for the seven
target substations.

Fig. 8.2 and Table 8.1 present the precision and NMDD for the seven target
substations based on the decisions that relied on the p-values obtained from ULEM,
SLEM, and CEM. CEM outperformed both ULEM and SLEM in all seven cases in
terms of precision. However, this performance came at the cost of a slightly higher
detection delay. In six cases, SLEM detected the anomaly sequences earlier than
ULEM. The inability of ULEM to detect anomaly sequences earlier also indirectly
affected the performance of CEM in terms of NMDD. Nevertheless, ULEM had better
precision than SLEM in six cases.

The average results for the seven target substations are presented in Table 8.2.
From this perspective, CEM performs much better than ULEM and SLEM in terms
of precision, albeit at the cost of comparatively higher NMDD. However, the NMDD
of CEM is very close to that of ULEM. It suggests that the NMDD of ULEM needs
to be improved to increase the performance of CEM.

Fig. 8.3 shows that ULEM and SLEM do not appear to exhibit the property of
a well-calibrated alarm rate over the period under consideration. One reason is that
due to the update mechanism of proper training and calibration sets in LDCD, the
theoretical guarantee of this property is usually lost (Laxhammar, 2014, Chapter 4).
Moreover, this property is also negatively influenced by anomalies in the data since
they affect the exchangeability assumption. In some target substations, such as DHS-
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Table 8.1: The cardinality of performance based on precision and NMDD for the
seven target substations. These decisions relied on the p-values obtained from ULEM,
SLEM, and CEM. Here, “> (=)” indicates the number of times the precision of the
particular model in the row is higher (equal) relative to the model in the column.
Whereas “< (=)” indicates the number of times NMDD of the particular model in
the row is lower (equal) relative to the model in the column.

Precision NMDD
> (=) ULEM > (=) SLEM > (=) CEM < (=) ULEM < (=) SLEM < (=) CEM

ULEM 6 (0) 0 (0) 1 (0) 3 (4)
SLEM 1 (0) 0 (0) 6 (0) 6 (1)
CEM 7 (0) 7 (0) 0 (4) 0 (1)

Table 8.2: The precision and NMDD of ULEM, SLEM, and the CEM (averaged over
the seven target substations).

ULEM SLEM CEM
Precision (average) 0.57 0.39 0.88
NMDD (average) 0.29 0.21 0.30

Figure 8.3: The black dashed line corresponds to the expected upper bound of the
accumulated number of false alarms for a well-calibrated anomaly detector with ε =
0.01.

1 and DHS-4, there are intervals where CEM appears affected by numerous false
alarms. It could be because the data instances were indeed anomalies but were not
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labeled as such. Nonetheless, in the long run, false alarms produced by CEM appear
close to or below the calibrated alarm line.

During this study, we observed that the decisions which relied on p̄SLEM
t resulted

in lower detection delay. However, the precision of these decisions was low. The
opposite was observed for the decisions that relied on p̄ULEM

t . Moreover, we observed
decisions relying on p̄CEM

t showed a reduction in overall false alarms compared to
those that relied on either p̄ULEM

t or p̄SLEM
t , albeit at the cost of some detection delay.

However, this detection delay could not be improved below the maximum of either
ULEM or SLEM.
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9
Conclusion and future work

9.1 Conclusion
The main focus of the thesis has been on mitigating the constraints and challenges
mentioned in Section 1.2 for the large-scale monitoring of substations in a DH net-
work.

The preliminary study in Paper-II shows that a robust regression model can be
used effectively to detect outlier substations by considering the weekend effect, thereby
reducing false alarms. Moreover, we showed that visualizations based on the esti-
mated robust regression parameter and the return temperature augmented with heat
energy and flow information could enable an operator to observe heterogeneity of
substations in a DH network. Besides, from the perspective of heterogeneous be-
havior, a fleet-level model, along with being inefficient in detecting anomalous sub-
stations, can cause false alarms. It reiterated the need for a mechanism to construct
subfleets consisting of operationally similar substations.

In Paper-III, we dealt with the issues of heterogeneity and lack of labeled datasets
in the DH domain. We proposed relying on a subfleet-level model to deal with the
first issue rather than a global fleet-based model. In addition, to overcome the limita-
tions due to the second issue, we proposed to delegate the responsibility of monitoring
target substations to their respective subfleets. We have shown that anomalous sub-
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stations can be detected quickly compared to a global fleet-based model by relying on
a subfleet-level model. However, it comes at the cost of an increase in false alarms.
From a data-mining point of view, a subfleet based approach provides a “context” for
the behavior of a target substation by gathering evidence from other substations in the
subfleet. This approach can be advantageous not only in terms of isolating anoma-
lous behaviors and faults but also in terms of interaction with the domain experts for
“why” analysis. Therefore, in the presence of operational diversity and the absence
of comprehensive labeled fault-symptom datasets, a subfleet based approach can pro-
vide a framework to label data of faulty target substations. This approach can also
help create a knowledge base of faults for the DH utilities.

One major problem in monitoring large industrial fleets, especially substations,
is dealing with numerous false alarms. Therefore, in Paper-IV, a conformal subfleet
(CSF) approach was formulated based on the conformal anomaly detection frame-
work (Laxhammar, 2014). The primary motivation here is that this framework pro-
vides a systematic way to control false alarms and choose an appropriate anomaly
detector compared to traditional ML approaches, especially when labeled datasets
are not available. This systematic way is achieved through two important properties,
i.e., validity and efficiency, assuming that the data is IID or exchangeable. Moreover,
while there are different ways to construct subfleets, such as k-NN and clustering,
their stability over time is essential for maintaining their ability to detect anomalous
behavior at the target substations. Therefore, we investigated the stability of subfleets
constructed using k-NN and conformal clustering (CC). The former was found to be
relatively more stable. In addition, from an operator’s perspective, it is not sufficient
to label a target substation as anomalous. It is also necessary to find where and when
an anomalous behavior started and fixed. For that reason, we introduced the notion of
a conformal anomaly sequence (CAS) to reflect the time-series nature of the anoma-
lies, which an operator can rely on for diagnostic and knowledge extraction purposes.
In addition, the CAS length criterion was used for evaluating the performance of
NCMs.

A UL-CAD model can be constructed to monitor a target substation relative to
its historical behavior. Similarly, an SL-CAD model can be constructed to monitor if
a target substation is behaving in consonance with its subfleet. An SL-CAD can be
useful in capturing the context information. However, local peculiarities at a target
substation can cause false alarms here. Similarly, a UL-CAD can be useful in describ-
ing the local peculiarities of a target substation. Nevertheless, it is usually unable to
avoid false alarms when context information is missing. Thus, both these models
have their strengths and weaknesses. Moreover, since the behavior of substations and
their network is not well-understood, choosing an appropriate NCM for UL-CAD
and SL-CAD can be difficult. It motivates the use of an ensemble approach. Thus, in
Paper-V, we proposed the so-called ULEM and SLEM approaches for monitoring the
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target substations. The ULEM and SLEM are composed of an appropriate set of UL-
CAD and SL-CAD models, respectively. What’s more, substations can exhibit non-
stationary behavior over time, thus violating the exchangeability assumption. Herein,
an inductive conformal anomaly detection framework may be advantageous. Further-
more, the information obtained from ULEM and SLEM through their p-values may
not always agree and therefore needs to be further synthesized. For this, we proposed
the CEM approach, where the p-values obtained from ULEM and SLEM are com-
bined. Thus, to decrease the burden on a fleet operator, an alarm caused by ULEM
or SLEM is considered a warning alarm, whereas an alarm caused by the CEM is
considered an actionable alarm. The latter alarm requires an operator’s intervention.
We observed the decisions that relied on the p-values obtained through CEM showed
a reduction in overall false alarms compared to those obtained through ULEM or
SLEM, albeit at the cost of some detection delay. Finally, we put together the compo-
nents of ULEM, SLEM, and CEM as a part of the so-called TRANTOR: a conformal
anomaly detection based industrial fleet monitoring framework. The proposed frame-
work is expected to enable DH operators to improve their monitoring infrastructure
by efficiently detecting anomalous behavior and controlling false alarms at the target
substations. In addition, it has the potential to enable them to understand the behavior
of substations at the unit, subfleet, and fleet levels.

The main limitation of this work remains the lack of comprehensive labeling of
atypical and faulty behavior at the DH substations. It was envisioned that many do-
main experts for different DH utilities would provide a large number of labels and
descriptions on the observed atypical and faulty behaviors. However, we only man-
aged to obtain very few of those. Considerable work still needs to be done by im-
plementing the proposed framework in a real-time setting. It would require active
participation from both academia and the industry.

9.2 Future work
Some possible future work is briefly discussed as follows.

Improving subfleet quality and stability

It is assumed that units in a subfleet (including the target) will continue to evolve in
consonance with each other. In practice, many factors such as a change in the control
setting, ambient conditions, local idiosyncrasies, and faults in the units can cause
them to deviate from their subfleet. It can negatively affect a subfleet’s ability to track
its target unit. Thus, a stability threshold denoted by εstability can be introduced to
deal with this issue. Then, the p-value of each unit in a subfleet can be computed
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based on the nonconformity scores obtained from an appropriate NCM. As a result,
the nonconformity score of any unit in a subfleet whose p-value is less than εstability
at time t is not used in calculating the p-value of the target unit. The advantage is
that units that are unsuitable to represent a subfleet are removed. However, it will
decrease the effective size of a subfleet. The question that arises here is: how many
units can be allowed to breach the stability threshold, after which a subfleet itself is
rendered unstable. An empirical investigation of this approach may shed more light
on how the stability of subfleets changes over time.

Subfleet construction in the model space

So far, subfleets were constructed based on similarity measures in the data or fea-
ture space. However, anomalies and noise can make this approach to be less robust
and may lead to the construction of inefficient subfleets. A statistical model of the
underlying data-generating process of each unit, such as ARIMA, can retain useful
information while discarding irrelevant details. Once such models are constructed for
each unit in a fleet, appropriate distance measures can be used for discovering sub-
fleets for the target units in the model space. However, the ARIMA models of each
unit can differ in their order and degree parameters. Therefore, similarity based on
the distance between these model parameters cannot be computed in a straightforward
manner. Possible ways to deal with the issue are presented in Kalpakis et al. (2001)
and Piccolo (2013). It can be interesting to investigate if the subfleets constructed
using the model space are more stable over time and more efficient in tracking their
target units than those using data or feature space.

Tracking a target unit’s subfleet membership over time

An interesting study by Alonso et al. (2006) introduces the idea of clustering based on
time-series forecast densities. The main motivation of introducing such a technique
is stated as follows:

[The] technique will be especially appropriate when the real interest is
either on the long term-series convergence or divergence, or on whether
some specified level is going to be reached.

Hence, different time horizons can lead to different clustering of the units. Fig. 9.1
presents three such cases. Monitoring the behavior of units can benefit from a com-
bination of different motivations to group operationally similar units in a fleet. For
instance, based on current operational behavior, it can be useful to know, which sub-
fleet a target unit belongs to, and which subfleet it may belong to in the near future.
A change in subfleet membership of a target unit can be due to many reasons, such
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Figure 9.1: Source (Alonso et al., 2006). Three different cluster solutions can be
observed depending on whether historical, present, or future values are used.

as fault or adjustment to its control setting. In the latter case, the current subfleet
approach presented in Paper-III, Paper-IV, and Paper-V will mark a target unit as
anomalous, which may lead to a false alarm. Thus, the study of how and why target
units change subfleet membership can help improve the fault detection capabilities of
a subfleet-level model. In addition, such a study can also help understand the dynam-
ics of the overall fleet. For instance, in the case of a DH network, it may shed light
on how the control strategies of substations evolve with time.
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Fan, Y., Nowaczyk, S., Rögnvaldsson, T., 2015. Evaluation of self-organized ap-
proach for predicting compressor faults in a city bus fleet. Procedia Computer
Science 53, 447–456. URL: https://www.sciencedirect.com/scie
nce/article/pii/S1877050915018256, doi:https://doi.org/
10.1016/j.procs.2015.07.322. iNNS Conference on Big Data 2015
Program San Francisco, CA, USA 8-10 August 2015.

Fedorova, V., Gammerman, A., Nouretdinov, I., Vovk, V., 2013. Conformal predic-
tion under hypergraphical models, in: Papadopoulos, H., Andreou, A.S., Iliadis,
L., Maglogiannis, I. (Eds.), Artificial Intelligence Applications and Innovations,
Springer Berlin Heidelberg, Berlin, Heidelberg. pp. 371–383.

87

http://doi.acm.org/10.1145/1835804.1835813
http://doi.acm.org/10.1145/1835804.1835813
http://dx.doi.org/10.1145/1835804.1835813
http://dx.doi.org/10.1145/1835804.1835813
https://doi.org/10.1145/1143844.1143874
http://dx.doi.org/10.1145/1143844.1143874
http://dx.doi.org/10.1145/1143844.1143874
https://amstat.tandfonline.com/doi/abs/10.1080/01621459.1982.10477856
https://amstat.tandfonline.com/doi/abs/10.1080/01621459.1982.10477856
http://dx.doi.org/10.1080/01621459.1982.10477856
http://dx.doi.org/10.1080/01621459.1982.10477856
http://dx.doi.org/10.1017/dce.2020.19
http://arxiv.org/abs/1503.01158
http://dl.acm.org/citation.cfm?id=3001335.3001351
http://dl.acm.org/citation.cfm?id=3001335.3001351
https://eur-lex.europa.eu/legal-content/EN/ALL/?uri=CELEX%3A32006L0032
https://eur-lex.europa.eu/legal-content/EN/ALL/?uri=CELEX%3A32006L0032
https://eur-lex.europa.eu/legal-content/EN/ALL/?uri=CELEX%3A32006L0032
https://www.sciencedirect.com/science/article/pii/S1877050915018256
https://www.sciencedirect.com/science/article/pii/S1877050915018256
http://dx.doi.org/https://doi.org/10.1016/j.procs.2015.07.322
http://dx.doi.org/https://doi.org/10.1016/j.procs.2015.07.322


Fischler, M.A., Bolles, R.C., 1981. Random sample consensus: A paradigm for
model fitting with applications to image analysis and automated cartography. Com-
mun. ACM 24, 381–395. URL: http://doi.acm.org/10.1145/358669
.358692, doi:10.1145/358669.358692.

Fontugne, R., Ortiz, J., Tremblay, N., Borgnat, P., Flandrin, P., Fukuda, K., Culler, D.,
Esaki, H., 2013. Strip, bind, and search: A method for identifying abnormal energy
consumption in buildings, in: Proceedings of the 12th International Conference on
Information Processing in Sensor Networks, ACM, New York, NY, USA. pp. 129–
140. URL: http://doi.acm.org/10.1145/2461381.2461399,
doi:10.1145/2461381.2461399.

Gadd, H., Werner, S., 2013. Heat load patterns in district heating substations. Applied
Energy 108, 176–183. URL: http://www.sciencedirect.com/scienc
e/article/pii/S0306261913001803, doi:https://doi.org/10.1
016/j.apenergy.2013.02.062".

Gadd, H., Werner, S., 2015. Fault detection in district heating substations. Applied
Energy 157, 51–59. URL: http://www.sciencedirect.com/science/
article/pii/S0306261915009010, doi:10.1016/j.apenergy.201
5.07.061.

Gianniou, P., Liu, X., Heller, A., Nielsen, P.S., Rode, C., 2018. Clustering-based
analysis for residential district heating data. Energy Conversion and Management
165, 840–850. URL: https://www.sciencedirect.com/science/ar
ticle/pii/S019689041830236X, doi:https://doi.org/10.1016/
j.enconman.2018.03.015.

Goldstein, M., Uchida, S., 2016. A comparative evaluation of unsupervised anomaly
detection algorithms for multivariate data. PLOS ONE 11, 1–31. URL: https:
//doi.org/10.1371/journal.pone.0152173, doi:10.1371/jour
nal.pone.0152173.

Guha, S., Mishra, N., Roy, G., Schrijvers, O., 2016. Robust random cut forest based
anomaly detection on streams, in: Proceedings of the 33rd International Confer-
ence on International Conference on Machine Learning - Volume 48, JMLR.org.
pp. 2712–2721. URL: http://dl.acm.org/citation.cfm?id=3045
390.3045676.

Gustafsson, J., Sandin, F., 2016. 12 - District heating monitoring and control sys-
tems, in: Advanced District Heating and Cooling (DHC) Systems. Woodhead
Publishing, Oxford. Woodhead Publishing Series in Energy, pp. 241–258. URL:

88

http://doi.acm.org/10.1145/358669.358692
http://doi.acm.org/10.1145/358669.358692
http://dx.doi.org/10.1145/358669.358692
http://doi.acm.org/10.1145/2461381.2461399
http://dx.doi.org/10.1145/2461381.2461399
http://www.sciencedirect.com/science/article/pii/S0306261913001803
http://www.sciencedirect.com/science/article/pii/S0306261913001803
http://dx.doi.org/https://doi.org/10.1016/j.apenergy.2013.02.062"
http://dx.doi.org/https://doi.org/10.1016/j.apenergy.2013.02.062"
http://www.sciencedirect.com/science/article/pii/S0306261915009010
http://www.sciencedirect.com/science/article/pii/S0306261915009010
http://dx.doi.org/10.1016/j.apenergy.2015.07.061
http://dx.doi.org/10.1016/j.apenergy.2015.07.061
https://www.sciencedirect.com/science/article/pii/S019689041830236X
https://www.sciencedirect.com/science/article/pii/S019689041830236X
http://dx.doi.org/https://doi.org/10.1016/j.enconman.2018.03.015
http://dx.doi.org/https://doi.org/10.1016/j.enconman.2018.03.015
https://doi.org/10.1371/journal.pone.0152173
https://doi.org/10.1371/journal.pone.0152173
http://dx.doi.org/10.1371/journal.pone.0152173
http://dx.doi.org/10.1371/journal.pone.0152173
http://dl.acm.org/citation.cfm?id=3045390.3045676
http://dl.acm.org/citation.cfm?id=3045390.3045676


http://www.sciencedirect.com/science/article/pii/B978
1782423744000124, doi:https://doi.org/10.1016/B978-1-782
42-374-4.00012-4.

Hampel, F.R., 1971. A general qualitative definition of robustness. The Annals of
Mathematical Statistics 42, 1887–1896. URL: http://www.jstor.org/st
able/2240114.

Hawkins, D., 1980. Identification of Outliers. Chapman and Hall.

Hendrickx, K., Meert, W., Mollet, Y., Gyselinck, J., Cornelis, B., Gryllias, K., Davis,
J., 2020. A general anomaly detection framework for fleet-based condition mon-
itoring of machines. Mechanical Systems and Signal Processing 139, 106585.
URL: https://www.sciencedirect.com/science/article/pii/
S0888327019308064, doi:https://doi.org/10.1016/j.ymssp.20
19.106585.

Hepburn, B., Andersen, H., 2021. Scientific Method, in: Zalta, E.N. (Ed.), The
Stanford Encyclopedia of Philosophy. Summer 2021 ed.. Metaphysics Research
Lab, Stanford University.

Hoyningen-Huene, P., 2013. Systematicity. The Nature of Science. Oxford University
Press.

Huber, P.J., 1964. Robust estimation of a location parameter. Annals of Mathematical
Statistics 35, 73–101.

Huber, P.J., Ronchetti, E.M., 2009. Robust Statistics. 2nd ed., Wiley.

Ishimtsev, V., Bernstein, A., Burnaev, E., Nazarov, I., 2017. Conformal k-NN
anomaly detector for univariate data streams, in: Proceedings of the Sixth Work-
shop on Conformal and Probabilistic Prediction and Applications, PMLR, Stock-
holm, Sweden. pp. 213–227. URL: http://proceedings.mlr.press/v6
0/ishimtsev17a.html.

J. Pakanen, J. Hyvärinen, J.K., Ahonen, M., 1996. Fault diagnosis methods for district
heating substations, Research Notes 1780. Technical Report. Technical Research
Centre of Finland (VTT). Espoo.

Kalai, E., Lehrer, E., Smorodinsky, R., 1999. Calibrated forecasting and merging.
Games and Economic Behavior 29, 151–169. URL: http://www.scienced
irect.com/science/article/pii/S089982569890608X, doi:http
s://doi.org/10.1006/game.1998.0608.

89

http://www.sciencedirect.com/science/article/pii/B9781782423744000124
http://www.sciencedirect.com/science/article/pii/B9781782423744000124
http://dx.doi.org/https://doi.org/10.1016/B978-1-78242-374-4.00012-4
http://dx.doi.org/https://doi.org/10.1016/B978-1-78242-374-4.00012-4
http://www.jstor.org/stable/2240114
http://www.jstor.org/stable/2240114
https://www.sciencedirect.com/science/article/pii/S0888327019308064
https://www.sciencedirect.com/science/article/pii/S0888327019308064
http://dx.doi.org/https://doi.org/10.1016/j.ymssp.2019.106585
http://dx.doi.org/https://doi.org/10.1016/j.ymssp.2019.106585
http://proceedings.mlr.press/v60/ishimtsev17a.html
http://proceedings.mlr.press/v60/ishimtsev17a.html
http://www.sciencedirect.com/science/article/pii/S089982569890608X
http://www.sciencedirect.com/science/article/pii/S089982569890608X
http://dx.doi.org/https://doi.org/10.1006/game.1998.0608
http://dx.doi.org/https://doi.org/10.1006/game.1998.0608


Kalpakis, K., Gada, D., Puttagunta, V., 2001. Distance measures for effective cluster-
ing of arima time-series, in: Proceedings 2001 IEEE International Conference on
Data Mining, pp. 273–280. doi:10.1109/ICDM.2001.989529.

Kleinberg, J., 2002. An impossibility theorem for clustering, in: Proceedings of the
15th International Conference on Neural Information Processing Systems, MIT
Press, Cambridge, MA, USA. pp. 463–470. URL: http://dl.acm.org/cit
ation.cfm?id=2968618.2968676.

Knorr, E.M., Ng, R.T., 1997. A unified notion of outliers: Properties and computa-
tion, in: Proceedings of the Third International Conference on Knowledge Discov-
ery and Data Mining, AAAI Press. pp. 219–222. URL: http://dl.acm.org
/citation.cfm?id=3001392.3001438.

Lapira, E., 2012. Fault detection in a network of similar machines using clustering
approach. Ph.D. thesis. University of Cincinnati.

Laxhammar, R., 2014. Conformal anomaly detection: Detecting abnormal trajecto-
ries in surveillance applications. Ph.D. thesis. University of Skövde.
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Månsson, S., Johansson Kallioniemi, P.O., Thern, M., Van Oevelen, T., Sernhed,
K., 2019b. Faults in district heating customer installations and ways to approach
them: Experiences from swedish utilities. Energy 180, 163–174. URL: https:
//www.sciencedirect.com/science/article/pii/S036054421
9308606, doi:https://doi.org/10.1016/j.energy.2019.04.220.
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