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Abstract

The ability to diagnose deviations and predict faults effectively is an important
task in various industrial domains for minimizing costs and productivity loss
and also conserving environmental resources. However, the majority of the ef-
forts for diagnostics are still carried out by human experts in a time-consuming
and expensive manner. Automated data-driven solutions are needed for contin-
uous monitoring of complex systems over time. On the other hand, domain ex-
pertise plays a significant role in developing, evaluating, and improving diag-
nostics and monitoring functions. Therefore, automatically derived solutions
must be able to interact with domain experts by taking advantage of available a
priori knowledge and by incorporating their feedback into the learning process.

This thesis and appended papers tackle the problem of generating a real-
world self-monitoring system for continuous monitoring of machines and oper-
ations by developing algorithms that can learn data streams and their relations
over time and detect anomalies using joint-human machine learning. Through-
out this thesis, we have described a number of different approaches, each de-
signed for the needs of a self-monitoring system, and have composed these
methods into a coherent framework. More specifically, we presented a two-
layer meta-framework, in which the first layer was concerned with learning
appropriate data representations and detecting anomalies in an unsupervised
fashion, and the second layer aimed at interactively exploiting available expert
knowledge in a joint human-machine learning fashion.

Furthermore, district heating has been the focus of this thesis as the appli-
cation domain with the goal of automatically detecting faults and anomalies
by comparing heat demands among different groups of customers. We ap-
plied and enriched different methods on this domain, which then contributed
to the development and improvement of the meta-framework. The contribu-
tions that result from the studies included in this work can be summarized into
four categories: (1) exploring different data representations that are suitable for
the self-monitoring task based on data characteristics and domain knowledge,
(2) discovering patterns and groups in data that describe normal behavior of
the monitored system/systems, (3) implementing methods to successfully dis-
criminate anomalies from the normal behavior, and (4) incorporating domain
knowledge and expert feedback into self-monitoring.

i



To my little one yet to come, who gave me an extremely hard
time and absolute contentment during the writing of this thesis.

ii



Acknowledgements

There is a long list of truly inspiring individuals that made the completion of
this thesis possible.

I am extremely fortunate to have Sławomir Nowaczyk as my principal su-
pervisor, who has been a source of driving force, learning, encouragement, and
support. I sincerely thank him for providing fruitful and challenging research
discussions, for always pushing me to meet my full potential, for all the time
he was able to fit me into his busy schedule when I needed, and for many other
things.

I also would like to thank Anita Sant’Anna, Stefan Byttner, and Onur Dik-
men for their efforts as co-supervisors. Their guidance, questions, and com-
ments throughout this process were invaluable to me in shaping the direction
of this thesis. I am particularly indebted to Anita for her tips and help on im-
proving my writing skills and formulating high-level aspects of my research.

I am extremely grateful to Sven Werner and Henrik Gadd for sharing their
knowledge and expertise in district heating. In addition, many thanks to my
support committee members, Leman Akoglu, and Niklas Lavesson, for pro-
viding valuable feedback on my research and progress every year.

Data Science for Social Good (DSSG) fellowship has been an amazing ex-
perience during my Ph.D. and has inspired me in so many ways. I would like
to thank Rayid Ghani, Sebastian Vollmer, Adolfo De Unanue, and all DSSG
2019 fellows and participants for making this summer my best summer.

I owe special thanks to my friends and colleagues in the lab: Sepideh Pashami,
Hassan Nemati, Maytheewat Aramrattana, Yuantao Fan, Kevin Hernandez,
Jennifer David, Awais Ashfaq, Suleyman Savas, Saeed Gholami, Rafik Bouguelia,
Martin Cooney, and all the members of HRSS. Ph.D. school has been much
more fun, productive, and enriching experience for me, thanks to all of you. I
also thank Antanas Verikas, Tommy Salomonsson, Roland Thörner, Thorsteinn

iii



Rögnvaldsson, Eric Jarpe, and other senior members of the lab for always pro-
viding me guidance, continuous support, and amazing fika conversations.

Most of all, I am grateful to my family for their love and constant encour-
agement over the years. My parents are my true heroes, and I would not be
where I am today without their patience, hard work, and sacrifices. My mother,
Nilufer Calikus, has been my first and ultimate teacher in this life and has al-
ways inspired me to become a strong, successful woman. My father, Ali Ihsan
Calikus, has been a source of encouragement and trust in the direction of my
career, and all the decisions that I’ve made in this life. I owe him a great debt
of gratitude for always believing in me. My brother, Onur Calikus, has been a
true role model to me, has made me enjoy computer science in the first place,
and has guided me in many career decisions.

Before ending this, there is one more person who deserves a special mention
here. I would like to thank my best friend, colleague, and husband — Pablo
Del Moral Pastor. Truthfully, one of the best outcomes from these past years, is
meeting him. Pablo is the only person who can appreciate my quirkiness, face
all my existential crises, and unconditionally love me during my good and bad
times. There are no words to convey how much I love him. Besides, I don’t
want to destroy my image of “strong”, “independent” woman by praising him
more.

I could not have done it without all of you: thank you for making this a
happy and unforgettable period in my life.

iv



List of Papers

The following papers, referred to in the text by their Roman numerals, are
included in this thesis.

PAPER I: Ranking abnormal substations by power signature disper-
sion
Ece Calikus, Sławomir Nowaczyk, Anita Sant’Anna, and Stefan
Byttner. Energy Procedia, (2019).

PAPER II: A data-driven approach for discovering heat load patterns
in district heating
Ece Calikus, Sławomir Nowaczyk, Anita Sant’Anna, Henrik
Gadd and Sven Werner. Applied Energy, (2019).

PAPER III: No Free Lunch But A Cheaper Supper: A General Frame-
work for Streaming Anomaly Detection
Ece Calikus, Sławomir Nowaczyk, Anita Sant’Anna, and Onur
Dikmen. Expert Systems with Applications, (2019) submit-
ted.

PAPER IV: Interactive-COSMO: Consensus Self-Organized Models for
Fault Detection with Expert Feedback
Ece Calikus, Yuantao Fan, Sławomir Nowaczyk, and Anita Sant’Anna.
Proceedings of the Workshop on Interactive Data Mining,
WIDM, (2019).

v





Contents

Abstract i

Acknowledgements iii

List of Papers v

List of Figures ix

1 INTRODUCTION 1
1.1 Objectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.2 Challenges and Research Questions . . . . . . . . . . . . . . 3
1.3 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.4 Disposition . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2 BACKGROUND 7

3 SELF-MONITORING 11
3.1 Data Representation . . . . . . . . . . . . . . . . . . . . . . . 11

3.1.1 Statistical Features . . . . . . . . . . . . . . . . . . . 11
3.1.2 Expert Features . . . . . . . . . . . . . . . . . . . . . 13

3.2 Discovering Reference Group . . . . . . . . . . . . . . . . . 15
3.2.1 The wisdom of the crowd . . . . . . . . . . . . . . . 15
3.2.2 Heat Load Patterns . . . . . . . . . . . . . . . . . . . 15
3.2.3 Learning Strategies . . . . . . . . . . . . . . . . . . . 16

3.3 Anomaly Scoring . . . . . . . . . . . . . . . . . . . . . . . . 18
3.3.1 Non-conformity measures . . . . . . . . . . . . . . . 19
3.3.2 Final scoring . . . . . . . . . . . . . . . . . . . . . . 21

4 JOINT HUMAN-MACHINE LEARNING 25
4.1 Incorporating Feature Knowledge . . . . . . . . . . . . . . . 25
4.2 Incorporating Expert Feedback . . . . . . . . . . . . . . . . . 27

vii



5 SUMMARY OF PAPERS 31
5.1 Paper I: Ranking abnormal substations by power signature dis-

persion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
5.2 Paper II: A data-driven approach for discovering heat load pat-

terns in district heating . . . . . . . . . . . . . . . . . . . . . 32
5.3 Paper III: No Free Lunch But A Cheaper Supper: A General

Framework for Streaming Anomaly Detection . . . . . . . . . 32
5.4 Paper IV: Interactive-COSMO: Consensus Self-Organized Mod-

els for Fault Detection with Expert Feedback . . . . . . . . . 33

6 CONCLUSION 35
6.1 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

References 37

A Paper I 45

B Paper II 57

C Paper III 71

D Paper VI 107

viii



List of Figures

3.1 An overview of the meta-framework that shows the flow of
data and the modeling steps leading to the generation of a self-
monitoring process. The framework comprises two layers in
which the first layer is concerned with learning appropriate
data representations and detecting anomalies in an unsuper-
vised fashion, and the second layer aims at interactively ex-
ploiting available expert knowledge in a joint human-machine
learning fashion. . . . . . . . . . . . . . . . . . . . . . . . . 12

3.2 Difference between OLS and RANSAC algorithm in the pres-
ence of outliers . . . . . . . . . . . . . . . . . . . . . . . . . 13

3.3 An example showing how to extract a heat load profile. In each
week w in matrix Ms, there are 24 x 7 heat load measurements,
{Mw1,Mw2, ...,Mw168}. The average weekly heat loads of four
seasons form the heat load profile. Then, the heat load pro-
files are concatenated to single sequence and z-normalized for
clustering. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

3.4 Cluster examples showing different heat load patterns in a DH
network . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

3.5 Illustrations of windowing techniques, where tc represents the
current time and tp is the time where the probationary period
is ended. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

4.1 Thresholds based on standard deviation of the residuals . . . . 26
4.2 Thresholds based on median absolute deviation of the residuals 26

ix





1. INTRODUCTION

“It’s in the anomalies that nature reveals its
secrets.”

Johann Wolfgang Von Goethe

With advances in the Internet of Things (IoT), many modern industrial
systems started to produce and preserve a large amount of data from their
operations. Those new developments require, and at the same time, enable,
monitoring the operations of complex systems in real-time.

The ability to diagnose deviations and predict faults effectively is an impor-
tant task in various industrial domains for minimizing costs and productivity
loss and also conserving environmental resources. Most of the machine diag-
nostics tasks are still performed by human experts in a time-consuming and
expensive manner. However, it is not feasible for a person to monitor hundreds
of machines, systems, or buildings simultaneously. Therefore, automated data-
driven solutions are needed for the continuous monitoring of complex systems
over time. This thesis refers to the system that monitors its own operations,
learns typical behaviors and data characteristics over time, and automatically
detects anomalies and discovers faults as “self-monitoring” [50].

Anomaly detection is the problem of identifying data points or patterns that
do not conform to the normal behavior and, arguably, the most promising tech-
nique for automatically detecting problematic changes or faults in a system’s
behavior. Anomaly detection is an inherently subjective task, in which the
characteristics of data and the notion of anomaly vary significantly across dif-
ferent domains and applications. Statistical anomalies may not always corre-
spond to semantically meaningful information from an application perspective.
For example, a large temperature increase in heat pump systems caused by an
operation to disinfect pipes may show up as a statistical anomaly; however,
it is not particularly interesting to an analyst searching for faulty behaviors.
Another example, anomalies affecting the heating system are more important
during winter than during summer, although they produce the same anomaly
score. In general, the high gap between statistical anomalies and “anomalies
of interest” can easily render a monitoring system unusable.

Domain knowledge plays an essential role in bridging this gap. For ex-
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ample, an analyst might give clues to create features that are more likely to
produce interesting anomalies or provide feedback to separate useful exam-
ples from noise. Therefore, it is crucial to develop approaches that actively
involve humans in the learning loop. This work refers to this collaborative
process in which people observe, interpret, and learn from the results of the
self-monitoring, as well as provide domain knowledge, guidance, or feedback
as “joint-human machine learning”.

This thesis focuses on generating self-monitoring systems in real-world
applications that learn data streams and their relations over time and detecting
anomalies using joint-human machine learning. To effectively validate our
approaches and show their usefulness in real life, our goal is to build a coherent
framework on top of successful application examples. Therefore, throughout
this thesis, we present methods designed considering the needs of a general
self-monitoring system as well as apply and enrich these methods on a specific
application domain, i.e., district heating.

District heating (DH) is a system for distributing heat generated in a cen-
tralized location through a system of insulated pipes. It is the most common
form of heating for residential and commercial premises in Sweden. District
heating plays a vital role in the implementation of future sustainable energy
systems [12; 41; 43] by diversely incorporating recycled and renewable heat
sources and contributing to a decrease in carbon emission. However, the cur-
rent generation of district heating technologies has high supply and return tem-
peratures, which leads to significant heat losses in the network and inefficient
use of heat sources [19; 48]. It is vital to reduce distribution temperatures to
achieve the target of a 100% renewable energy supply system [21]. Achiev-
ing low temperatures in the network requires intelligent systems and elabo-
rated strategies for continuous identification of anomalies and faults, causing
high return temperatures. In this thesis, we build and evaluate self-monitoring
approaches in district heating systems for discovering useful knowledge and
iteratively improving and adapting the meta-framework based on experiences
from this domain.

1.1 Objectives

This thesis aims to formalize and develop approaches on self-monitoring with
emphasis on minimizing the need for manual human effort as well as main-
taining relevant results throughout the lifetime of the system. Towards a semi-
autonomous system for continuous monitoring of machines and operations,
the main objective is to create a two-layer meta-framework. This objective is
motivated by the need to learn from data streams over time, detect deviations
in an unsupervised fashion (i.e., self-monitoring layer), and actively exploit
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available expert knowledge in a human-in-the-loop fashion (i.e., joint human-
machine learning layer).

District heating is the primary application domain chosen for this thesis
with the goal of automatically detecting faults and anomalies in DH substations
by comparing heat demands among different groups of customers. Therefore,
we additionally define the following set of objectives specific to this applica-
tion domain:

(1) Effectively representing smart meter data collected from district heat-
ing substations, (2) Finding suitable groups that represent customers with sim-
ilar heat load behaviors, (3) Evaluating performances of the proposed methods
by applying them to two different district heating networks in the south of Swe-
den, (4) Contributing to the meta-framework by developing self-monitoring
methods and concepts taking advantage of expert knowledge in the district
heating domain.

1.2 Challenges and Research Questions

There are specific challenges associated with the implementation of the self-
monitoring system mentioned above. First of all, data can be represented in
a variety of ways, and it is not possible to investigate endless possible fea-
tures and models within the framework. The self-monitoring system should
be able to identify useful (interesting) relationships that look far from random
and reveal more clues about the current state of the monitored environment.

Another important challenge is to find patterns or instances that represent
the normal (i.e., healthy) operation. Virtually, all anomaly detection algorithms
create a model of normal behavior and then compute “anomalousness” of a
given data point on the basis of the deviations from this model [2]. While
different models make different assumptions about the “normality”, an incor-
rect choice of the normal model may lead to poor results. Furthermore, what
is considered normal today may not be normal in the future. Monitored pro-
cesses often change due to variations in external inputs, structural adaptations,
maintenance, and so on. The self-monitoring system should be able to cope
with these changes and adapt itself to the new “normal”.

Anomaly detection is an inherently subjective process, in which the char-
acteristics of data and the notion of anomaly vary greatly across many applica-
tions. It is often challenging to quantify how “abnormal” a single observation
is based on the global context of the application. The chosen metric to measure
deviations from normal behavior may not be suitable for that specific use-case,
or the deviation levels may not directly correspond to the desired levels of
“anomalousness”. For example, the temporal continuity plays a critical role in
the notion of abnormality in monitoring applications, since anomalies mostly
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occur as abnormal patterns rather than independent outlying observations. In
this case, identifying the individual deviating points would not be enough to
detect actual anomalies.

Finally, it is also challenging to integrate human knowledge and guidance
into the machine learning process. It is desired to involve humans directly into
the whole learning process and only return results of their interest. However,
there is no universal strategy to effectively incorporate human expertise that
can be exploited in multiple ways depending on the task and the application.
In addition, the learning algorithms should be designed in an adaptive fashion
to be updated with the user feedback continuously.

Considering the above objectives and challenges, the following research
questions are addressed in this thesis:

• RI: How to find “informative/suitable” representations for the self-monitoring
task based on data characteristics and domain knowledge?

• RII: How to discover patterns or groups in data that describe “normal
behavior” in dynamic environments where normal behavior evolves over
time?

• RIII: How to score observations in a way to successfully discriminate
real-world anomalies from the “normal behavior” where the notion of
anomaly varies greatly across different domains and applications?

• RIV: How to incorporate expert feedback into anomaly detection for
more accurate and effective self-monitoring?

1.3 Contributions

The main contributions of this thesis and the appended papers can be summa-
rized as follows:

• We have shown that measuring “dispersion” on a heat power signature
provides a more effective feature than measuring “the number of out-
liers” for ranking abnormal DH substations (Paper I).

• We have discovered that the current practice to measure the “degree of
abnormality” on heat power signature was not efficient and have formu-
lated new approaches to measure it based on domain knowledge (Paper
I).

• We have proposed an approach to discover heat load patterns that repre-
sent the most “typical” behaviors in a DH network (Paper II).
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• We have captured novel patterns that were not previously known by the
district heating community and given insights into how typical and atyp-
ical behaviors could look like in DH networks (Paper II).

• We have proposed a novel framework for streaming anomaly detection,
which provides a flexible and extensible anomaly detection procedure to
overcome the limitations of “one-size-fits-all” solutions. (Paper III)

• We have proposed a novel learning strategy for streaming anomaly de-
tection that deals with learning “normal behavior” in the case of evolving
data (Paper III).

• We have implemented different anomaly detectors within the framework
and discussed their merits and drawbacks thoroughly with an extensive
comparison study (Paper III).

• We have proposed an approach that incorporates expert feedback into
peer-group analysis for more accurate self-monitoring in non-stationary
environments (Paper IV).

• We have presented two different modes for anomaly detection with ex-
pert feedback and, consequently, two different settings for evaluation
(Paper IV).

RI RII RIII RIV

Paper I X X

Paper II X

Paper III X X

Paper IV X X

Table 1.1: Contributions of the papers to research questions

1.4 Disposition

The remainder of the thesis is organized as below. Chapter 2 presents the
required background for understanding the problem of self-monitoring us-
ing joint human-machine learning, together with a general overview of its
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strongly related solutions, including anomaly detection, interactive machine
learning, and active learning. Chapters 3 and 4 present the methodology of
our solution, which composes the contents of our publications into two-layer
meta-framework. Chapter 3 covers the self-monitoring layer of the meta-
framework and includes the details of three building blocks in this layer. Chap-
ter 4 presents the joint-human machine learning layer and describes two dif-
ferent approaches to incorporate human guidance. Chapter 5 gives summary
of the papers included in this thesis. Finally, chapter 6 concludes the thesis by
providing an overall summary of our contributions, and by presenting potential
future possibilities achievable by following the line of research explored in this
thesis.
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2. BACKGROUND

Monitoring in industry today is mostly concerned with deviation detection and
falls into three general categories: (I) quantitative model-based methods where
the system and its operation are modeled mathematically [61]; (II) qualitative
model-based methods where a description of the system and its operation is
organised in a causal or hierarchical way, such as expert systems [59]; and
(III) data-driven methods where a description of the system is automatically
derived from available data, requiring no manual input from experts [60]. This
thesis explores data-driven methods as they can be generalized more easily to
other systems and domains.

There is a rich literature on data-driven approaches for anomaly detec-
tion. We suggest several surveys on this topic: [2], [10], [25], and [70]. Here,
we review some common approaches—that are, probabilistic and statistical,
proximity-based, classification-based, and tree-based.

In statistical-based approaches, the aim is to learn a statistical model for
normal behavior of a dataset and determine anomalousness of instances by
measuring their fit into that model. Instances that have a low probability of be-
ing generated from the learned model, based on the applied test statistic, are de-
clared as anomalies [10]. Parametric techniques assume the knowledge of the
underlying distribution and estimate the parameters from the given data [18].
[68] and [69] proposed SmartSifter, based on an online discounting learning
algorithm that incrementally learns the probabilistic mixture model and calcu-
lates the deviation of the incoming data from this model. Several other statisti-
cal methods [38; 55] use log-likelihood criteria in order to quantify anomalies.
Parametric methods are very susceptible to noise and overfitting in the under-
lying data. When the particular assumptions of the model are inaccurate (e.g.,
inappropriate use of Gaussian distribution), the data is unlikely to fit the model
well.

The idea in proximity-based methods is to measure anomalousness of data
points based on their similarity to, or distance from the normal data. The most
common ways of defining proximity are nearest-neighbour based [6], density-
based [6] and clustering-based [6]. Proximity-based approaches are also com-
monly extended for anomaly detection on data streams. [4] and [36] proposed
efficient computation of nearest neighbors and used sliding windows to detect
global distance-based outliers in data streams. Distance-based “local” outlier
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techniques that extend the local outlier factor (LOF) algorithm to the case of
streaming data have been discussed in [44], [47] and [51]. Many clustering-
based methods used distances to the cluster centers as the measure of noncon-
formity, while proposing varying clustering algorithms to cluster data streams
effectively. [9] used the concept of micro-clusters to distinguish between nor-
mal data and outliers based on the distance to cluster centers. AnyOut [6],
an anytime algorithm, applied a specific tree structure that is suitable for any-
time clustering and computes the nonconformity score using the distance to
the nearest cluster centroid. [11] has proposed a hyper-ellipsoidal clustering
approach to model the normal behavior of the system, where nonconformity is
determined based on the distance to the cluster boundaries.

The One-class support vector machine (OC-SVM) [53] is a kernel-based
method that attempts to find a hyperplane such that most of the observations
are separated from the origin with maximum margin. It has been noted that
when OC-SVM is used with a linear kernel, it introduces a bias to the origin
[57], which can be removed by using a Gaussian kernel. The Support Vector
Data Description algorithm [57] (SVDD) removes the bias in OC-SVM by
replacing the separation hyperplane by a sphere encapsulating most of the data.
Both methods do not scale well to large datasets. The incremental adaptations
of 1-SVM can be found in [23] and [34].

Another popular approach is the isolation forest (iForest) [40], which is an
ensemble combination of isolation trees. In an isolation tree, the data is recur-
sively partitioned with axis-parallel cuts at randomly chosen partition points in
randomly selected attributes. Instances are isolated into nodes with fewer and
fewer points until they are isolated into singleton nodes. The anomaly score is
proportional to the level of the leaf reached by the sample, as the idea is that
anomalies reach leaves far from the root, while legitimate samples reach leaves
closer to the root. The extensions of the ideas in isolation forests to the case of
streaming data can be found in [24; 56; 67].

The concept of joint human-machine learning is briefly discussed in the
mid to late 80s by a few authors, mostly in the context of complex diagnos-
tic systems like NASA’s space station thermal management system [65; 66].
However, the research focus of human-machine collaborative learning has, in
recent years, changed to humans learning from a digital system [7], or robotic
systems learning from humans [5]. This thesis revisits the concept of joint-
human-machine learning for anomaly detection combined with modern data-
mining techniques.

On the other hand, interactive machine learning [3] and active learning
[54] are closely related areas that try to incorporate some form of human-
feedback into the machine learning process. Active learning has been applied
to anomaly detection problem using different query strategies [1; 13; 22; 26;
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29]. A nearest-neighbor method in active learning setting is proposed in [28].
Methods applying different query strategies such as query-by-committee and
selective sampling in the context of outlier detection are discussed in [1; 29].
A method has also been proposed in [58], which incorporates analyst feed-
back for detecting malicious attacks on information systems. It combines an
ensemble of unsupervised outlier detection methods and a supervised learning
algorithm.

Other closely related prior work is the Active Anomaly Discovery (AAD)
algorithm [14; 15], in which the same setting for incorporating expert provided
labels into anomaly detection is studied. At each step, the AAD approach
defines and solves an optimization problem based on all prior analyst feedback,
which results in new weights for the base detectors. In [14], AAD has been
implemented with the LODA anomaly detector [46], while the same approach
was applied to the iForest [40] in [15]. Another effort to incorporate feedback
into anomaly detection include SSDO (Semi-Supervised Outlier Detection)
[62]. SSDO uses constrained-clustering-based approach for anomaly detection
and gradually incorporates expert-provided feedback into the baseline model
using label propagation.
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3. SELF-MONITORING

In this and the next chapters, we present the general methodology of the meta-
framework for self-monitoring using joint human-machine learning. The meta-
framework comprises two layers, which can be seen in Figure 3.1.

The first layer (i.e., self-monitoring layer) is concerned with automatically
determining useful data representations, capturing the norms in the structure
of real-world data from a large collection of diverse domains, and detecting
anomalies and faults that significantly deviate from the normal behavior. The
second layer (i.e., joint human-machine learning layer) aims at actively ex-
ploiting available expert knowledge and incorporating it into the first layer to
achieve a more effective self-monitoring process. Throughout this chapter, we
present the three components of the self-monitoring layer (i.e., data represen-
tation, discovering reference group, and anomaly scoring) that each address
the concerns mentioned above.

3.1 Data Representation

Data representation, in general, is concerned with automatically transforming
raw input data into representations or features that can be effectively exploited
in machine learning tasks. Useful representations can capture important clues
about the past and the current state of the data as well as the key characteristics
of the monitored system that are relevant for anomaly detection. The goal
of this task is to provide a more vibrant representation of data, consisting of
one or more time series, that helps to distinguish anomalies from normal data
better.

3.1.1 Statistical Features

In this study, we have implemented and used two statistical approaches. The
first one is a simple approach that uses the mean and standard deviation of the
last N observations to represent a feature:

µt =
∑N−1

i=0 st−i

N
, (3.1)
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Figure 3.1: An overview of the meta-framework that shows the flow of data and
the modeling steps leading to the generation of a self-monitoring process. The
framework comprises two layers in which the first layer is concerned with learn-
ing appropriate data representations and detecting anomalies in an unsupervised
fashion, and the second layer aims at interactively exploiting available expert
knowledge in a joint human-machine learning fashion.

σt =

√
∑N−1

i=0 st−i−µt

N
. (3.2)

where st is the observation at time t and xt = {µt ,σt} is the resulting feature
at time t.

The second representation method is based on the SAX (symbolic aggre-
gate approximation) [39] approach, i.e., the discretization of the original data
stream into symbolic strings. SAX performs this discretization by dividing a
z-normalized subsequence into w equal-sized segments. For each segment, it
computes a mean value (i.e., piecewise aggregate approximation (PAA) [31])
and maps it to symbols according to a user-defined set of breakpoints. These
breakpoints divide the distribution space into α equiprobable regions, where
α is the alphabet size specified by the user.

SAX is applied on overlapping subsequences in a single-pass streaming
fashion. Given a data stream S = {s1,s2, ...,st}, we generate a SAX word xt ,
which is the feature at time t, based on a subsequence ŝ that comprises the last
n observations: ŝ = {st−n−1,st−n..,st}.
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3.1.2 Expert Features

Heat Power Signature: A heat power signatures is a model that estimates
the heat consumption of a building as a function of external climate data. They
are typically presented as plots of total heat demand versus ambient tempera-
ture, showcasing the unique characteristics of each building (both physical and
related to the behavior of the occupants).

Ordinary Least Squares (OLS), a typical approach used to estimate power
signatures, is highly sensitive to outliers. Since parameter estimation is based
on the minimization of squared error, even the presence of few outliers can
have distorting influence. Results of regression analysis including confidence
intervals, prediction intervals, R2 values, t-statistics, p-values,... become un-
reliable [42]. Robust regression methods try to overcome those issues by pro-
viding robust estimates when outliers are present in the data. In our work,
we apply the Random Sample Consensus (RANSAC) algorithm [20] to do a
robust estimation of model parameters of power signatures in the presence of
outliers. RANSAC is an iterative approach that fits the regression line to sub-
sets of data until the model with most inliers and the smallest residuals on the
inliers is chosen. The process continues until either a user-defined fixed num-
ber of iterations or a threshold for the minimum number of samples that would
be accepted as inliers is reached.

(a) OLS (b) RANSAC

Figure 3.2: Difference between OLS and RANSAC algorithm in the presence of
outliers

RANSAC has been shown to be a very robust approach for parameter esti-
mation, i.e., it can estimate the parameters with a high degree of accuracy even
when a significant number of outliers are present in the data set [33].

Fig. 3.2 shows the estimation of power signatures for the same building
using these two methods.
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Heat Load Profile: A heat load profile is the average hourly heat load of a
single building as a function of time. The heat load is the quantity of heat per
unit of time that must be supplied to meet the demand in a building.

Given a building b and seasons S = s1,s2,s3,s4, let Ms ∈Rh×w be a matrix
of hourly heat load measurements of b recorded by a single meter, where h =
24x7 = 168 is the number of hours in a week and w is the number of weeks
in season s. Heat load profile P̂ = {A1,A2,A3,A4} is the set of vectors derived
from the four seasons S, where As = [as

1,a
s
2, ...,a

s
168] is a vector of averages of

columns such that

as
i =

1
w

j=w

∑
j=0

Ms
i j

We define the four seasons in a calendar year as winter (12 weeks of De-
cember, January, and February), early spring and late autumn (18 weeks of
March, April, October, and November), late spring and early autumn (9 weeks
of May and September) and summer (13 weeks of June, July, and August).

Figure 3.3: An example showing how to extract a heat load profile. In each week
w in matrix Ms, there are 24 x 7 heat load measurements, {Mw1,Mw2, ...,Mw168}.
The average weekly heat loads of four seasons form the heat load profile. Then,
the heat load profiles are concatenated to single sequence and z-normalized for
clustering.

Intuitively, heat load profiles capture the recurrent behavior of a building
over the whole year with the hourly variations during the day, the changes
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across weekdays, and seasonal differences (Fig. 3.3).

3.2 Discovering Reference Group

A reference group is a group of instances, models, or patterns that is assumed
to represent the current normal behavior of the system. This building block
of the framework is concerned with how to effectively discover and learn the
reference group based on the characteristics of data, the nature of the problem,
and domain knowledge. In this section, we present different approaches for
discovering the reference group.

3.2.1 The wisdom of the crowd

The wisdom of the crowd approach solely relies on the assumption that the
majority of the operations in a group of systems should perform “normal”.
This approach is especially applicable in settings where data come from a fleet
of equipment that does similar things, however, it is challenging to define the
normal operation precisely (e.g., due to the influence of external conditions
or differences in usage). Examples of suitable scenarios are fleets of cars and
buses, power windmill parks at sea, and buildings that have the same energy
control strategies.

In this method, the majority (or the most frequent behavior) in the group
is used to describe normal behavior, together with its expected variability over
time. By understanding the similarities and differences from the group con-
sensus, it is possible to detect malfunctioning individuals.

3.2.2 Heat Load Patterns

This work specifically focuses on discovering the most typical behaviors that
provide a standard for normal behavior in the district heating domain. Given
the set of heat load profiles (Section 3.1.2) that show individual behaviors of
the buildings in a district heating network, our goal is to effectively capture
similarities and represent them as a set of patterns.

Let NP̂ = {P̂1, P̂2, ..., P̂n} be a set of n different heat load profiles in a district
heating network. We divide NP̂ into k different clusters (C1,C2, . . . ,Ck), where
Ck ⊂ NP̂ and Ci∩C j = /0. We define pi, a heat load pattern, as the centroid of
a cluster Ci.

A heat load pattern is the representation of the central behavior in a group
of buildings. Intuitively, clustering heat load profiles and extracting cluster
centroids provides a set of heat load patterns that capture the most typical be-
haviors in a DH network.
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(a) Pattern 1: 7 days operation (b) Pattern 2: 5 days operation

Figure 3.4: Cluster examples showing different heat load patterns in a DH net-
work

Heat load profiles reflect how heat is used in an individual building over a
year by containing information on changes during the day, differences among
weekdays, and seasonal variations. Therefore, it is essential to consider the
shape characteristics of these profiles, i.e., the timing and magnitude of its
peaks when looking for similarities between them. For this purpose, we apply
the k-shape algorithm [45], which is a centroid-based clustering algorithm that
can capture the similarities in the shapes of time-series sequences. However,
K-shape is a centroid-based algorithm that is similar to k-means, which means
it is similarly sensitive to outliers. Heat load patterns and cluster qualities can
be affected by the presence of outliers, i.e., abnormal heat load profiles. To
avoid this, we remove the profiles that are detected as abnormal and apply the
clustering process again to obtain the final heat load patterns.

Fig. 3.4 shows two example clusters captured by this study, which present
different typical behaviors in the DH network. In each figure, heat load patterns
(i.e., centroids) are visualized with opaque colors, while heat load profiles (i.e.,
cluster members) of the buildings with transparency.

3.2.3 Learning Strategies

Learning strategies are the methods specifically dealing with learning the ref-
erence group in streaming data. A data stream has a continuous flow, and
the number of incoming observations is unbounded. Unlike static anomaly
detection, algorithms that need to learn normal behavior in dynamic environ-
ments should have the ability to process new data and limit the number of
processed data points in the reference group. At the same time, the reference
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group should be continuously updated since normal behavior in a dynamic
environment changes over time. Therefore, the selection of this set is one
of the crucial tasks that differentiate anomaly detection in static and dynamic
datasets. Learning strategies have the task of maintaining and updating the
reference group, where all the observations are not available at once and arrive
sequentially. In this thesis, we present five different learning strategies.

The first strategy, fixed reference group (FR), maintains a static set of in-
stances as a reference group, it does not change over time. Clearly, this strat-
egy is not suitable for many streaming scenarios, especially those with concept
drift. However, we include it as a benchmark and to be able to compare static
and dynamic methods.

Landmark window (LW) and sliding window (SW) are two popular win-
dowing techniques that have been widely used in many streaming applications.

In LW, a fixed point in the data stream is defined as a landmark, and pro-
cessing is done over data points between the landmark and the present data
point. Learning continues by adding the new samples to the reference group
unless either the query is explicitly revoked or the stream is exhausted, and
no additional observations are entered into the system. The size of the refer-
ence group is not fixed over time. In SW, the oldest sample in the window is
discarded whenever a new sample is observed, and the last w data points in
the stream are kept in the window, where w is the size of the window. Fig.3.5
shows FR, LW and SW respectively.

Figure 3.5: Illustrations of windowing techniques, where tc represents the cur-
rent time and tp is the time where the probationary period is ended.

Another learning strategy that has been used in this work is uniform reser-
voir sampling (URES)) [63]. This reservoir-based sampling algorithm is a clas-
sic method of sampling without replacement from a stream in a single pass
when the stream is of indeterminate or unbounded length. Assume that the
size of the desired sample is w. The algorithm proceeds by retaining the first
w items of the stream and then sampling each subsequent element with proba-
bility f (w, t) = w

t , where t is the current time and also gives the length of the
stream so far.

Finally, we propose a new learning strategy, anomaly-aware sampling (ARES),
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which provides a generic method that requires only anomaly scores as in-
put, and is specifically designed considering the research gap in the streaming
anomaly detection problem. In our method, we extend the online algorithm
proposed by [17] for the case in which data has a different anomaly score dis-
tribution. The goal here is to ensure that the samples in the reservoir are more
biased toward the samples with lower scores, i.e., normal samples. In a nut-
shell, the idea of the weighted sampling algorithm is to draw a sample of size k
without replacement, where the probability of selecting each sample at time t
is equal to the sample’s weight divided by the total weights of samples that are
not selected before time t. Our learning strategy generates a weighted random
sample in one pass over incoming streams and maintains a reservoir with size
N that constitutes the reference group R.

The weight function is designed to give lower weights to instances with
high anomaly scores to ensure that anomalous points have lower probabilities
of being represented in the reference group. The aim of the strategy is to avoid
learning new abnormal instances while forgetting the ones that are already
present. This aspect is especially important when the initial reference group is
highly contaminated by anomalies.

However, in the presence of a non-stationary distribution, the learning
strategy must incorporate some form of forgetting past and outdated infor-
mation. Therefore, instead of removing the item with the lowest priority, we
determine the set of candidate samples that have priorities lower than the pri-
ority of the current sample and remove the oldest one among the candidates.
The goal is to continuously update the reservoir sample in such a way that the
older items are replaced consistently while still maintaining normal samples in
the reference group.

3.3 Anomaly Scoring

The goal of this component is to score anomalies by first measuring how
“much” different these observations are from the reference group. We re-
fer to the measure that quantifies how “strange” a single observation is as a
non-conformity measure. Non-conformity measures are solely used to find
anomaly candidates that deviate too much from the normal behavior.

In monitoring applications, the levels of “strangeness” that are measured
using nonconformity measures do not directly correspond to the desired lev-
els of “anomalousness”. Therefore, we propose an additional approach, fi-
nal scoring, concerned with the post-processing of the nonconformity scores,
which transforms the nonconformity scores of individual observations into fi-
nal anomaly scores based on the specific nature of self-monitoring.
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3.3.1 Non-conformity measures

In this thesis, we present five nonconformity measures integrated into the self-
monitoring layer: (i) nearest neighbors-based (NN), (ii) density-based (DEN),
(iii) clustering-based (CC), (iv) frequency-based (FREQ) and (v) most central
object-based (MCO).

Nearest neighbors-based NCM: The first non-conformity measure, Near-
est neighbors-based NCM, uses average distances to the k-nearest neighbors
(KNN) as a measure of non-conformity and is given by:

at =
∑k

i=1 d(xt ,NNi(xt))

k
. (3.3)

where NNi(xt) ∈ Rt is ith nearest neighbour of xt .

Density-based NCM: Density-based NCM quantifies the non-conformity of
the samples based on their local densities, under the assumption that anomalies
do not lie in dense regions. In this work, we use the local outlier factor (LOF)
[8] to estimate non-conformity scores since it adjusts for the variations in the
local densities of different regions.

Given two points xi and x j ∈ R, the kth reachability distance of xi with
respect to x j is

Rk(xi,x j) = max{d(xi,NNk(xi)),d(xi,x j)}, (3.4)

where d is the distance function and NNk(xi) is the kth neareast neighbor of xi.

Local reachability density, LRDk is given by

LRDk(xt) =

(
1
k

k

∑
i=1

Rk(xt ,NNi(xt))

)−1

, (3.5)

where NNk(xt) ∈ R is a set of the k-nearest neighbors of xt .
Finally, the non-conformity score of xt is equal to its local outlier factor,

LOFk given by

at = LOFk(xt) =
1
k

k

∑
i=1

LRDk(xt)

LRDk(NNi(xt))
. (3.6)
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Clustering-based NCM: In clustering-based NCM, the distance from the
nearest cluster centroid is used as a measure of non-conformity. Let Rt be the
reference group and xt be the sample at time t, the non-conformity score of xt

is computed as follows:

at = min(d(xt ,C(Rt)). (3.7)

where d is the distance function and C(Rt) denotes all the cluster centers com-
puted on Rt .

Frequency-based NCM: Frequency-based NCM is motivated by the assump-
tion that anomalies are rare items in the behavior, and samples that form infre-
quent patterns are more likely to be anomalous. Measuring non-conformity is
directly related to measuring the “surprisingnes” level of the sample, which is
defined as the frequency of its occurrence in normal behavior.

After applying the chosen data representation method, the frequency is
measured by monitoring the number of occurrences of patterns in the reference
group, where a “pattern” is a subset of the feature space at any time. Together
with this non-conformity measure, we specifically use SAX representation,
which has been shown to be a very powerful method to capture meaningful
patterns in a data stream [32]. Non-conformity scores of the samples are de-
termined by their “term” frequencies, i.e., the number of times they occurred
in the reference group.

To track term frequencies dynamically, we create a hash table using SAX
words encountered in the reference group as the keys and their number of
occurrences as hashed values. Given a reference group Rt , a hash table H and
the current sample xt that corresponds to a SAX word, the nonconformity score
at of xt is computed as

at =
|Rt |

f (xt)+1
. (3.8)

where |Rt | is the size of Rt , and f (xt) retrieves the frequency of xt from the
hash table H. The hash table is a convenient data structure for this task since
insert, update and lookup operations take O(1) and the space is also bounded
with O(N) where N is the size of the reference group Rt .

The most central object-based NCM: While the previous four methods are
applied to uni-variate data streams in this thesis, the most central object-based
NCM, is used for the case of multivariate data where the input contains a col-
lection of data streams coming from a group of objects (e.g., multiple sensor
readings).
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In this NCM, “the most central object” simply represents the norm and the
distance to this object is defined as the non-conformity measure, where the
input comprises multiple streams coming from a group of objects.

Given an input matrix U and the corresponding weight vector W , we com-
pute the center of the (weighted) data distribution, i.e., the mean of all the
observations [49]. This center is selected as the most central object (denoted
by c):

c =
1
N

1TUW T , (3.9)

For each observation xt , the non-conformity score at is calculated as the Eu-
clidean distance to most central object d(xt ,c).

3.3.2 Final scoring

In this work, we incorporate only one method for final scoring based on the
statistics that have been used in conformal prediction [64].

To compute anomaly scores, we first estimate p-values for every new ob-
servation using non-conformity scores where p-values correspond to confi-
dence levels for each prediction:

pt =
|i = 1, ...,w : ai ≥ at |

w
. (3.10)

In this case, high p-values are consistent with the definition of an outlier
by [27], where an observation with a high p-value corresponds to the one that
deviates so much from other observations as to arouse suspicion that it was
generated by a different mechanism. This definition considers an anomaly as
an extreme single point that occurs “individually” and “separately”.

In monitoring applications, temporal continuity plays a critical role to the
notion of abnormality, since anomalies mostly occur as abnormal patterns
rather than independent outlying observations, or they lead to abrupt or grad-
ual changes exhibiting a lack of continuity with their immediate or long-term
history. Furthermore, to be able to detect anomalies in the early stages, one
cannot wait for the metric to be clearly beyond the bounds (e.g., p-values) and
the ability to detect subtle changes is needed.

We track p-values over time instead of reporting them directly as anomaly
scores and apply statistical hypothesis testing under the null hypothesis that
the p-values should be uniformly distributed (Theorem 3.3.1):

Theorem 3.3.1 (Vovk et al., 2005 [64]). If the data samples {x1,x2, · · ·} satisfy
the i.i.d. assumption, the p-values {p1, p2, · · ·} are independent and uniformly
distributed in [0,1].
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Specifically, this hypothesis is tested using the Kolmogorov-Smirnov (K-
S) one-sample test [35], where we compare the empirical cumulative distri-
bution function of p-values with the cumulative distribution function of the
uniform distribution.

The empirical cumulative distribution function Ft(p) of the sequence of n
p-values {pt−n+1, pt−n+2, · · · , pt} is given by

Ft(p) =
1
n

t

∑
i=t−n+1

I(pi ≤ p), (3.11)

where I is an indicator function such that I equals 1 if pi ≤ p and 0 other-
wise. Given that F(p) is the cumulative uniform distribution function, the
one-sample Kolmogorov–Smirnov statistic for time t is

Dt(p) = supp|Ft(p)−F(p)|. (3.12)

where supp denotes the supremacy of the set of distances between the
curves.

The probability of observing such a Dt under the null hypothesis is eval-
uated. We use the significance levels obtained from the K-S tests (it should
be noted that they are different from the p-values calculated in (3.10)) as an
indicator for anomaly scores. The significance levels can not be directly inter-
preted as anomaly scores since p-values will have very low values. Therefore,
we apply a score unification step to convert these values into probability esti-
mates by regularization, normalization and scaling steps. Following [37], we
use logarithmic inversion for regularization, a simple linear transformation for
normalization and Gaussian scaling to produce final scores. The advantages of
the unification of the scores is that it allows the comparison of different com-
binations of the framework and also makes it possible to create an ensemble of
them in the future. The overall procedure is shown in Alg. 1
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Algorithm 1: Final Scoring
Input : Nonconformity scores of the reference group AR;

Nonconformity score of the current sample at ;
test period u

Require: Current p-values P;
if P = /0 then . Generate p-values of the first reference
group

for ai ∈ AR do
pi← | j=1,...,|AR\ai|:a j≥ai|

|AR\ai| ;
P← P∪ pi;

end for
end if
pt ← | j=1,...,|AR|:a j≥at |

AR
; . Compute p-value of the test sample

xi

P← P∪ pt ;
σ ← KST EST (P,u);
st ←UNIFICAT ION(σ);
return st ;
Output : Anomaly score st at time t;
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4. JOINT HUMAN-MACHINE
LEARNING

In this chapter, we present the second layer (i.e., the joint machine learning) of
the meta-framework. The joint human-machine learning focuses on leveraging
the implicit or explicit involvement of domain experts to produce more effec-
tive and practical self-monitoring, which better serves the application context.
This layer comprises two components in which domain expertise is incorpo-
rated into the framework in the forms of feature knowledge and explicit expert
feedback (Figure 3.1).

4.1 Incorporating Feature Knowledge

Different domains have features that are not explicitly represented in the orig-
inal data. Domain-specific rules and feature knowledge help to capture the
relations among the substructures in the domain and generate important fea-
tures of the input data to provide a deeper understanding of the domain. In this
work, we leverage feature knowledge to represent relevant relations in district
heating data and generate new features that capture “the degree of abnormal-
ity”.

According to domain knowledge, a strong correlation is expected between
heat demand and outdoor temperature variables in district heating systems;
and therefore, we can use the relation between these two independent vari-
ables (heat power signature) to diagnose abnormal heat demand. The main
assumption is that the higher “degree of abnormality” can be observed on the
power signatures showing less linearity.

Existing methods are mostly based on detecting outliers in the power sig-
nature, either manually or statistically, by setting a threshold on the power
signature. However, setting a correct one is not always possible, since loose
thresholds often allow outliers to go undetected, while too tight thresholds tend
to cause too many false alarms [21; 52]. We demonstrate the difficulty of this
task in Fig. 4.1 and 4.2 by comparing two commonly used statistical thresh-
olding strategies.

We apply two strategies to compute outliers on the power signatures of
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(a) Abnormal building
(Ta)=45, (Tm)=77

(b) Abnormal building:
(Ta)=57, (Tm)= 72)

(c) Normal building:
(Ta)=27, (Tm)=30

Figure 4.1: Thresholds based on standard deviation of the residuals

(a) Abnormal building:
Ta=45 C, Tm=77 C

(b) Abnormal building:
Ta=57 C, Tm= 72 C)

(c) Normal building: Ta=27
C, Tm=30 C

Figure 4.2: Thresholds based on median absolute deviation of the residuals

three buildings estimated by linear regression. Two of the buildings are se-
lected as abnormal examples whose return temperatures are high, and one is
normal, having low return temperature measurements. In Figure 1, thresholds
are defined based on the standard deviation (σ ) of the residuals. The wider and
the tighter thresholds respectively correspond to 3σ and 2σ above and below
the regression line. The second strategy applies modified z-scores [42], which
are computed using the median absolute deviation of the residuals. The thresh-
old is set so that modified z-scores do not exceed 3.5 for the wider case, and
not exceed 2.5 for the tighter threshold.

The wider thresholds in both cases are able to identify outliers in the first
abnormal building, but they fail to detect the second building showing high
dispersion. Tighter thresholds are instead able to detect outliers in both the
anomalous building; however, they also mistakenly mark some of the data in
the normal building as outliers, which leads to a high false alarm rate.

Motivated by the examples above, we claim that the number of outliers it-
self is not enough to represent the degree of abnormality on heat power signa-
tures. Using both domain knowledge and the statistical knowledge, we assume
that high dispersion can be an indication of a problem and, therefore, must be
taken into account.

In this study, we use the coefficient of determination (R2) to measure dis-
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persion. R2 is a statistical metric that evaluates the scatter of the data points
around the fitted regression line. Since power signatures with lower R2 values
are more dispersed, we consider them as having higher “degree of abnormal-
ity”.

Finally, we propose a new approach combining both types of measures,
i.e., the number of outliers and dispersion. We refer to this approach as the
aggregated approach. We use The Borda Count method [16] as the aggregation
strategy to combine rankings produced by the previous two measures. Given a
particular ranking as a sorted list of elements, the method works by assigning
a score to each member of the list according to its relative position. Once the
method is applied to different rankings, the final aggregated ranking is a sorted
list based on the sum of scores of each element. This method can be seen as
equivalent to combining ranks by their mean [30].

4.2 Incorporating Expert Feedback

Real-life self-monitoring systems have two important challenges. The first one
is “empowering” the human, i.e., allowing domain experts to be interactively
involved during the self-monitoring process. The second challenge is to main-
tain lifetime learning in dynamic environments. Algorithms that model the
underlying data and processes must be able to cope with changes and adapt
the decisions accordingly.

When designing interactive algorithms, it is crucial to understand the set-
ting in which they will be used. Depending on the constraints, different ap-
proaches can be useful. In this work, we present two such modes of operation,
which appear quite similar at first glance. They both involve anomaly detection
with human feedback; however, they differ in important aspects.

The first setting assumes that there is a cost associated with making a query
to the expert. In a sense, the algorithm needs to decide whether it is sufficiently
confident in its knowledge to make a prediction, or whether it should instead
ask the human for help. The aim is to show improvement in the performance
based on the number of data instances that are queried. It has been applied
in many works concerning active learning for evaluation. It also shows the
trade-off between exploration and exploitation costs, since each query made is
supposed to bring the highest possible accuracy increase. We refer to this first
setting as “active learning”.

The second mode is more similar to the actual use of fault detection sys-
tems in the real world. They need to exhibit incremental learning with con-
tinuous model adaptation based on a continually arriving data stream. A self-
monitoring system is presented with a number of data instances corresponding
to the machine in which it supervises and, ultimately, needs to make predic-
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tions about all of them. However, over time, the real observations will either
confirm or contradict those predictions. In this way, the actual feedback will
be available for every decision the system makes— but only after the event.
We model this setting as a continuous, online learning process that is carried
out sequentially until the entire dataset is exhausted. The model continuously
learns with user-labeled data and updates itself while making a prediction for
each selected instance. We refer to this setting as “self-monitoring” setting.

As the baseline deviation detection method, we use COSMO (Consensus
Self-Organized Models) algorithm [50], an anomaly detection method based
on the “wisdom of the crowd” approach. In this method, the majority is used
to provide the reference group, or to describe normal behavior, together with
its expected variability over time. The method subsequently compares each ob-
servation or model against the reference group to find deviations from the con-
sensus by using “the distance to the most central object” as the non-conformity
measure.

In the beginning, we assume that we do not have any labeled instances, and
therefore our initial deviation detection is done in a purely unsupervised fash-
ion. However, over time, the system improves by identifying the most promis-
ing observations to learn in the dataset. The interactions between Interactive-
COSMO and the expert can follow two different modes, as explained above,
but the core algorithm is the same. In both cases, the algorithm exploits feed-
back in the form of ground-truth labels by adapting the model parameters.

The general method works as follows. COSMO assigns anomaly scores
to each data instance based on the observed data and, later on, on the labels
received from the expert. Those values are used to decide on the next instance
to select, either just for a query (in the “active learning” setting) or to make
a prediction (in the “self-monitoring” setting). After receiving the feedback,
COSMO updates its model parameters. The overall method is presented in
Alg. 2.
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Algorithm 2: Active-COSMO
Data: Unlabeled data U; query budget b
Result: Predicted labels all examples
Initialize threshold θ
L = ∅
while |L| ≤ b do

Calculate weights vector W based on U and L

p(U)← COSMO(U,W )
select xq according to query strategy
yield prediction about xq

get label {healthy|faulty} on xq

add xq to L

update COSMO parameters
end while
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5. SUMMARY OF PAPERS

5.1 Paper I: Ranking abnormal substations by power sig-
nature dispersion

The relation between heat demand and outdoor temperature (heat power signa-
ture) is a typical feature used to diagnose abnormal heat demand. Prior work
is mainly based on setting thresholds, either statistically or manually, in or-
der to identify outliers in the power signature. However, setting the correct
threshold is a difficult task since heat demand is unique for each building. Too
loose thresholds may allow outliers to go unspotted, while too tight thresh-
olds can cause too many false alarms. Moreover, just the number of outliers
does not reflect the dispersion level in the power signature. However, high
dispersion is often caused by fault or configuration problems and should be
considered while modeling abnormal heat demand. In this work, we present
a novel method for ranking substations by measuring both dispersion and out-
liers in the power signature. We use robust regression to estimate a linear
regression model. Observations that fall outside of the threshold in this model
are considered outliers. Dispersion is measured using the coefficient of deter-
mination R2, which is a statistical measure of how close the data are to the
fitted regression line. Our method first produces two different lists by rank-
ing substations using the number of outliers and dispersion separately. Then,
we merge the two lists into one using the Borda Count method. Substations
appearing on the top of the list should indicate a higher abnormality in heat
demand compared to the ones on the bottom. We have applied our model on
data from substations connected to two district heating networks in the south
of Sweden. Three different approaches, i.e., outlier-based, dispersion-based,
and aggregated methods, are compared against the rankings based on return
temperatures. The results show that our method significantly outperforms the
state-of-the-art outlier-based method.
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5.2 Paper II: A data-driven approach for discovering heat
load patterns in district heating

Understanding the heat usage of customers is crucial for effective district heat-
ing operations and management. Unfortunately, existing knowledge about cus-
tomers and their heat load behaviors is quite scarce. Most previous studies are
limited to small-scale analyses that are not representative enough to understand
the behavior of the overall network. In this work, we propose a data-driven ap-
proach that enables large-scale automatic analysis of heat load patterns in dis-
trict heating networks without requiring prior knowledge. Our method clusters
the customer profiles into different groups, extracts their representative pat-
terns, and detects unusual customers whose profiles deviate significantly from
the rest of their group. Using our approach, we present the first large-scale,
comprehensive analysis of the heat load patterns by conducting a case study
on many buildings in six different customer categories connected to two dis-
trict heating networks in the south of Sweden. The 1222 buildings had a total
floor space of 3.4 million square meters and used 1540 TJ heat during 2016.
The results show that the proposed method has a high potential to be deployed
and used in practice to analyze and understand customers’ heat-use habits.

5.3 Paper III: No Free Lunch But A Cheaper Supper: A
General Framework for Streaming Anomaly Detec-
tion

In recent years, there has been increased research interest in detecting anoma-
lies in temporal streaming data. A variety of algorithms have been developed
in the data mining community, which can be divided into two categories: gen-
eral and ad hoc. In most cases, general approaches assume the one-size-fits-all
solution model where a single anomaly detector can detect all anomalies in any
domain. To date, there exists no single general method that has been shown to
outperform the others across different anomaly types, use cases, and datasets.
On the other hand, ad hoc approaches that are designed for a specific applica-
tion lack flexibility. Adapting an existing algorithm is not straightforward if
the specific constraints or requirements for the existing task change. In this pa-
per, we propose SAFARI, a general framework formulated by abstracting and
unifying the fundamental tasks in streaming anomaly detection, which pro-
vides a flexible and extensible anomaly detection procedure. SAFARI helps to
facilitate more elaborate algorithm comparisons by allowing us to isolate the
effects of shared and unique characteristics of different algorithms on detection
performance. Using SAFARI, we have implemented various anomaly detec-
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tors and identified a research gap that motivates us to propose a novel learning
strategy in this work. We conducted an extensive evaluation study of 20 detec-
tors that are composed using SAFARI and compared their performances using
real-world benchmark datasets with different properties. The results indicate
that there is no single superior detector that works well for every case, proving
our hypothesis that “there is no free lunch” in the streaming anomaly detection
world. Finally, we discuss the benefits and drawbacks of each method in-depth
and draw a set of conclusions to guide future users of SAFARI.

5.4 Paper IV: Interactive-COSMO: Consensus Self-Organized
Models for Fault Detection with Expert Feedback

Diagnosing deviations and predicting faults is an important task, especially
given recent advances related to the Internet of Things. However, the ma-
jority of the efforts for diagnostics are still carried out by human experts in
a time-consuming and expensive manner. One promising approach towards
self-monitoring systems is based on the “wisdom of the crowd” idea, where
malfunctioning equipment is detected by understanding the similarities and
differences in the operation of several alike systems. A fully autonomous fault
detection, however, is not possible since not all deviations or anomalies corre-
spond to faulty behaviors; many can be explained by atypical usage or varying
external conditions. In this work, we propose a method that gradually incor-
porates expert-provided feedback for more accurate self-monitoring. Our idea
is to support model adaptation while allowing human feedback to persist over
changes in data distribution, such as concept drift.
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6. CONCLUSION

This thesis and appended papers tackle the problem of generating a real-world
self-monitoring system with emphasis on minimizing the need for the manual
human effort as well as maintaining relevant results throughout the lifetime
of the system. This thesis takes a step toward a semi-autonomous system for
continuous monitoring of machines and operations by developing algorithms
that can learn data streams and their relations over time and detect anomalies
using joint-human machine learning.

Throughout this thesis, we have described a number of different approaches,
each designed for the needs of a self-monitoring system and composed these
methods into a coherent framework. More specifically, we presented a two-
layer meta-framework with separate components that address the properties
and challenges of this problem as separate concerns. The first layer (i.e., self-
monitoring) has been concerned with automatically determining useful data
representations, capturing the norms in the structure of real-world data from
a large collection of diverse domains, and detecting anomalies and faults that
significantly deviate from the normal behavior. On the other hand, the second
layer (i.e., joint human-machine learning layer) aimed at actively exploiting
available expert knowledge and incorporating it into the first layer to achieve a
more effective self-monitoring process.

Furthermore, district heating was the primary application domain chosen
for this thesis with the goal of automatically detecting faults and anomalies
in DH systems by comparing heat demands among different groups of cus-
tomers. We applied and enriched different methods on this domain, which
then contributed to the development and improvement of the meta-framework.

Finally, the contributions that result from the studies included in this work
can be summarized into four categories: (1) exploring different data repre-
sentations that are suitable for the self-monitoring task based on data charac-
teristics and domain knowledge, (2) discovering patterns and groups in data
that describe normal behaviour of the monitored system/systems, (3) imple-
menting methods to successfully discriminate anomalies from the normal be-
haviour, and (4) incorporating domain knowledge and expert feedback into
self-monitoring.
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6.1 Future Work

The general goal of our solution is the continuous monitoring of systems us-
ing joint human-machine learning. This thesis mainly focuses on the self-
monitoring aspect of the problem, in which the major contributions of the the-
sis are made in the first layer of the framework. Therefore, our future work
will mainly aim to improve joint-human machine learning layer and target the
following objectives:

Feedback beyond labels: Incorporating expert knowledge into anomaly de-
tection is a challenging task in terms of formalizing interaction or feedback. In
this thesis, we have investigated active learning scenarios where the expert con-
tributes to the machine learning model by providing actual labels. However,
in many cases, labels do not become available instantly. Moreover, asking for
true labels of each point in the monitoring process is challenging, where the
model process a large number of new observations over time. It requires the
formulation of feedback in a way to contribute model most as well as bother-
ing experts less. In the future, we will investigate various strategies to elicit
human guidance in our framework.

Importance weighted anomaly scores: Most of the anomaly detection al-
gorithms produce either binary labels (healthy/unhealthy) or anomaly scores,
which give ratio for how likely instances, are anomalous. However, while a
data point may technically and statistically be an anomaly, it may not be an “in-
teresting” anomaly. The importance of anomalous behavior could vary based
on the context, frequency, duration, cause, and so on. For example, anomalies
showing lower deviation levels, however occurring multiple times may show
the early symptoms of a major failure in a system. Therefore, the importance
of the same anomalous behavior may change over time based on the number of
occurrences. In contrast, a pattern that has been observed for the first time and
previously unknown could be more interesting for the analyst because of its
novelty. We will accommodate importance-weighted anomaly scores, which
present potentially most interesting information to human analysts while fil-
tering out uninteresting patterns and noise. We will also apply this method as
a query strategy of the human interaction process in order to request feedback
from the user for only the most important instances.
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Abstract

District heating networks are commonly addressed in the literature as one of the most effective solutions for decreasing the 
greenhouse gas emissions from the building sector. These systems require high investments which are returned through the heat
sales. Due to the changed climate conditions and building renovation policies, heat demand in the future could decrease, 
prolonging the investment return period. 
The main scope of this paper is to assess the feasibility of using the heat demand – outdoor temperature function for heat demand 
forecast. The district of Alvalade, located in Lisbon (Portugal), was used as a case study. The district is consisted of 665 
buildings that vary in both construction period and typology. Three weather scenarios (low, medium, high) and three district 
renovation scenarios were developed (shallow, intermediate, deep). To estimate the error, obtained heat demand values were 
compared with results from a dynamic heat demand model, previously developed and validated by the authors.
The results showed that when only weather change is considered, the margin of error could be acceptable for some applications
(the error in annual demand was lower than 20% for all weather scenarios considered). However, after introducing renovation 
scenarios, the error value increased up to 59.5% (depending on the weather and renovation scenarios combination considered). 
The value of slope coefficient increased on average within the range of 3.8% up to 8% per decade, that corresponds to the 
decrease in the number of heating hours of 22-139h during the heating season (depending on the combination of weather and 
renovation scenarios considered). On the other hand, function intercept increased for 7.8-12.7% per decade (depending on the 
coupled scenarios). The values suggested could be used to modify the function parameters for the scenarios considered, and 
improve the accuracy of heat demand estimations.
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Abstract

The relation between heat demand and outdoor temperature (heat power signature) is a typical feature used to diagnose abnormal 
heat demand. Prior work is mainly based on setting thresholds, either statistically or manually, in order to identify outliers in the 
power signature. However, setting the correct threshold is a difficult task since heat demand is unique for each building. Too 
loose thresholds may allow outliers to go unspotted, while too tight thresholds can cause too many false alarms. 
Moreover, just the number of outliers does not reflect the dispersion level in the power signature. However, high dispersion is 
often caused by fault or configuration problems and should be considered while modeling abnormal heat demand. 
In this work, we present a novel method for ranking substations by measuring both dispersion and outliers in the power signature. 
We use robust regression to estimate a linear regression model. Observations that fall outside of the threshold in this model are 
considered outliers. Dispersion is measured using coefficient of determination R2, which is a statistical measure of how close the 
data are to the fitted regression line.
Our method first produces two different lists by ranking substations using number of outliers and dispersion separately. Then, we 
merge the two lists into one using the Borda Count method. Substations appearing on the top of the list should indicate higher 
abnormality in heat demand compared to the ones on the bottom. We have applied our model on data from substations connected 
to two district heating networks in the south of Sweden. Three different approaches i.e. outlier-based, dispersion-based and 
aggregated methods are compared against the rankings based on return temperatures. The results show that our method 
significantly outperforms the state-of-the-art outlier-based method.
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Moreover, just the number of outliers does not reflect the dispersion level in the power signature. However, high dispersion is 
often caused by fault or configuration problems and should be considered while modeling abnormal heat demand. 
In this work, we present a novel method for ranking substations by measuring both dispersion and outliers in the power signature. 
We use robust regression to estimate a linear regression model. Observations that fall outside of the threshold in this model are 
considered outliers. Dispersion is measured using coefficient of determination R2, which is a statistical measure of how close the 
data are to the fitted regression line.
Our method first produces two different lists by ranking substations using number of outliers and dispersion separately. Then, we 
merge the two lists into one using the Borda Count method. Substations appearing on the top of the list should indicate higher 
abnormality in heat demand compared to the ones on the bottom. We have applied our model on data from substations connected 
to two district heating networks in the south of Sweden. Three different approaches i.e. outlier-based, dispersion-based and 
aggregated methods are compared against the rankings based on return temperatures. The results show that our method 
significantly outperforms the state-of-the-art outlier-based method.
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1. Introduction

Decreasing distribution temperatures is one of the most important steps to increase efficiency in district heating 
(DH) systems and plays vital role for the integration of 100% renewable energy supply [1]. Current distribution 
setups have high supply and return temperatures which lead to large heat losses in the network and inefficient use of 
heat sources.

One of the factors contributing to this situation is abnormal heat demand caused by faults in customer heating 
systems and substations [2 - 4]. In many cases, such problems do not directly cause noticeable decrease in customer 
comfort; however, they influence the performance of the network as a whole, leading to higher return temperatures 
and flow rates. Low temperatures in district heating can only be achieved if such abnormal demands are detected and 
eliminated.

Heat power signature models estimate the heat consumption of a building as a function of external climate data. 
They are typically presented as plots of total heat demand versus ambient temperature, showcasing the unique 
characteristics of each building (both physical and related to the behavior of the occupants). Many previous studies 
have been analyzing heat power signatures to diagnose abnormal heat demand.

Most methods are based on detecting outliers in the power signature by, either manually or statistically, setting a 
threshold on the power signature. However, setting a correct one is not always possible, since loose thresholds often 
allow outliers to go undetected, while too tight thresholds tend to cause too many false alarms [3, 5].

On the other hand, outliers are not the only symptom for abnormality in the power signature. High dispersion is 
also an indication of a problem such as faults or poor control [4], therefore must be taken into account. Existing
methods that are based on counting outliers are not able to take dispersion into account. Combining both types of 
indicators requires a new approach.

In this work, we propose a novel method for ranking buildings by measuring both dispersion and outliers in their 
heat power signature and present large-scale analysis of district heating customers. Our method first produces two 
different lists by ranking substations using number of outliers and dispersion separately. Then, we merge the two 
lists into one using the Borda Count method.

Three different approaches, i.e., outlier-based, dispersion-based, and aggregated are evaluated against average and 
maximum return temperatures measured all the buildings in five different categories connected to two district 
heating networks in south of Sweden.

Based on those results, we conclude that outliers alone are not enough to identify abnormal heat demand in the 
buildings. The importance of also considering dispersion is clearly visible in analyzing high temperatures. The state-
of-the-art outlier-based approach does not perform well alone for ranking abnormal buildings and it is significantly 
outperformed by dispersion-based and aggregated methods.

2. Related Work

The energy signature (ES) is a well-known method for the analysis of building energy consumption. It has been 
widely used for characterizing energy or heat demand behaviors of buildings in various studies.

[6] used ES methods for weather correction which aims to normalize energy consumption so that it becomes the 
representative of a building’s expected long-term performance. In [7], a similar approach is applied to the entire DH 
network. Single heat power signature per year was plotted from heat load measurements of all the buildings 
connected to the network in order to compare different heat seasons.

ES based methods have also been applied for the estimation of the amount of heat losses due to transmission and 
ventilation by quantifying the buildings' total heat loss coefficient [8 - 14]. In addition, they have been investigated 
to correctly estimate balance temperature in order to separate demand from space heating and domestic hot water 
[15].   

ES methods provide useful information on buildings' energy performance in DH systems by analyzing correlation 
between the average heating power and outdoor temperature. Therefore, they have also been analyzed for the 
detection of anomalies or deviations in heat demand behaviors [4, 16]. Those approaches commonly implement 
outlier detection methods based on thresholding strategies to estimate errors in the energy signatures [3, 17-20].
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(a) Abnormal Building: Ta = 45ºC, Tm = 77ºC    (b) Abnormal Building: Ta = 57 ºC, Tm = 72 ºC     (c) Normal Building: Ta = 27 ºC, Tm = 30 ºC

Figure 1: Thresholds based on standard deviation of the residuals.

     (a) Abnormal Building: Ta = 45ºC, Tm = 77ºC     (b) Abnormal Building: Ta = 57 ºC, Tm = 72 ºC (c) Normal Building: Ta = 27 ºC, Tm = 30 ºC

Figure 2: Thresholds based on median absolute deviation of the residuals.

However, defining the correct threshold is a difficult task. Identifying thresholds manually requires extensive 
human effort and domain knowledge. It is extremely time-consuming considering the number of buildings in a DH 
network. On the other hand, automatic determination of thresholds using statistical models is also very challenging 
since it requires finding an optimum strategy which will maximize the outlier detection performance while limiting 
false alarms. We demonstrate the difficulty of this task in Figure 1 and 2 by comparing two commonly used 
statistical thresholding strategies.

Those strategies are applied to the power signatures of three buildings estimated by linear regression. Two of the 
buildings are selected as abnormal examples whose return temperatures are high, and one is normal having low 
return temperature measurements. In Figure 1, thresholds are defined based on standard deviation (𝜎𝜎𝜎𝜎 ) of the 
residuals. The wider and the tighter thresholds respectively correspond to 3𝜎𝜎𝜎𝜎 and  2𝜎𝜎𝜎𝜎 above and below the 
regression line. The second strategy applies modified z-scores [21] which are computed using median absolute 
deviation of the residuals. The threshold is set so that modified z-scores do not exceed 3.5 for the wider case, and 
not exceed 2.5 for the tighter threshold.

The wider thresholds in both cases are able to identify outliers in the first abnormal buildings, but they fail 
detecting the second building showing high dispersion. Tighter thresholds are instead able to detect outliers in both 
the anomalous building; however, they also mistakenly mark some of the data in normal building as outliers, which 
leads to a high false alarm rate.

3. Method

In our approach, we rank buildings by measuring the “degree of abnormality” on heat power signatures with 
three different methods, i.e., outlier-based, dispersion-based and aggregated ranking. Power signatures of the 
buildings are estimated using robust regression in order to eliminate the influence of the outliers on model 
estimation.
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3.1. Robust Regression

Ordinary Least Squares (OLS), a typical approach used to estimate energy signatures, is highly sensitive to 
outliers. Since parameter estimation is based on the minimization of squared error, even the presence of few outliers 
can have distorting influence and makes results of regression analysis including confidence intervals, prediction 
intervals, R2 values, t-statistics, p-values, etc. unreliable [21].

Robust regression methods try to overcome those issues by providing robust estimates when outliers are present 
in the data. In our work, we apply Random Sample Consensus (RANSAC) algorithm [22] to do robust estimation of 
model parameters of power signatures in the presence of outliers. RANSAC is an iterative approach which fits the 
regression line to subsets of data until the model with most inliers and the smallest residuals on the inliers is chosen. 
The process continues unless either user-defined fixed number of iterations or threshold for the minimum number of 
samples that would be accepted as inliers to generate a final model is reached.

RANSAC has been shown to be a very robust approach for parameter estimation, i.e., it can estimate the 
parameters with a high degree of accuracy even when a significant number of outliers are present in the data set 
[23].  However, there are several drawbacks that should be taken into account while applying this approach. For 
example, we do not have prior knowledge on the ratio of outliers in power signature for every building in our data 
set. Therefore, setting stopping criterion such as maximum number of iterations or inliers is not trivial. In our case, 
we set the ratio of outliers to 20% when fitting the regression line since having false positives does not wildly affect 
parameter estimation. We estimate the regression line and residuals with this method. However, we employed a 
different approach to compute the final number of outliers in order to avoid high number of false alarms produced 
by RANSAC and also computed R2 measures removing those outliers.

In order to demonstrate the benefits of using robust models in this problem, we conducted an experiment 
comparing goodness-of-fit of each power signature estimated by traditional OLS and RANSAC method.

First, OLS and RANSAC methods are separately fitted to each power signature. Then, we measure R2 scores of 
all the models estimated by OLS and RANSAC. In order to avoid influence of outliers, R2 scores are computed on 
observations excluding outliers determined by both OLS and the RANSAC. We use a statistical threshold on 
residuals to detect outliers which is explained in section 3.2 explicitly.

According to R2 results, RANSAC method has better goodness-of-fit score on 61% of the all power signatures. 
We also conduct Student's t-test [24] to conclude whether R2 scores are significantly lower in the models estimated 
by OLS in comparison to RANSAC algorithm.

The null hypothesis is H0: 𝜇𝜇𝜇𝜇1 −  𝜇𝜇𝜇𝜇2 ≥ 0, alternative hypothesis is Ha: 𝜇𝜇𝜇𝜇1 −  𝜇𝜇𝜇𝜇2 < 0 and significance level is 
𝛼𝛼𝛼𝛼 =  0.05. The t-statistics of single-tailed test is 𝑇𝑇𝑇𝑇 =  −2.349835 and 𝑝𝑝𝑝𝑝 =  0.00944. The p-value (0.00944) is 
lower than significance level (0.05). Therefore, at 5% level of significance, the test provides sufficient evidence that 
the power signatures estimated by OLS have lower goodness-of-fit than the ones estimated by RANSAC algorithm.

Furthermore, we demonstrate that the estimation of power signatures between those two methods differs 
significantly for a large portion of substations. Figure 3 shows an example substation where the two methods result 
in significantly different models. Crucially, in our dataset, there are 250 more buildings that have higher difference 
between R2 values from OLS and RANSAC than the example building represented in Figure 3. In other words, for 
almost 30% of the buildings, the importance of using robust regression is even more significant than for the 
example.

3.2. Outlier-based ranking

In the literature, a widely applied measure for determining the “degree of abnormality” in buildings is the 
“number of outliers” in the power signature.

“Number of outliers” is determined by setting a statistical threshold on the distribution of the residuals. Under the 
normality assumption, 95.45% and 99.73% of the values lie within two (2𝜎𝜎𝜎𝜎) and three (3𝜎𝜎𝜎𝜎) standard deviations of 
the mean, respectively. However, the presence of outliers and the effect of other factors on power signature lead to 
violation of the assumption of normally distributed residuals.
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                                                       a) OLS (b) RANSAC

Figure 3: Difference between OLS and RANSAC in the presence of outliers

For non-normally distributed data, only 75% of the distribution's values are guaranteed to lie within (2𝜎𝜎𝜎𝜎) of the 
mean and 89% within (3𝜎𝜎𝜎𝜎), according to Chebyshev's inequality [25]. Considering that, we set the threshold to (3𝜎𝜎𝜎𝜎)
around the mean of the residuals in order to ensure an upper-bound of approximately 11% on the false positive rate.

Given outdoor temperature 𝑥𝑥𝑥𝑥𝑖𝑖𝑖𝑖 in power signature, let 𝑦𝑦𝑦𝑦𝑖𝑖𝑖𝑖 be the actual heat load, 𝑦𝑦𝑦𝑦�𝑖𝑖𝑖𝑖 be the predicted heat load, 
𝑟𝑟𝑟𝑟𝑖𝑖𝑖𝑖 = 𝑦𝑦𝑦𝑦�𝑖𝑖𝑖𝑖 − 𝑦𝑦𝑦𝑦𝑖𝑖𝑖𝑖 be the residual and 𝜇𝜇𝜇𝜇 and  𝜎𝜎𝜎𝜎 , be the mean and standard deviation of the distribution of the 
residuals 𝐷𝐷𝐷𝐷(𝜇𝜇𝜇𝜇,𝜎𝜎𝜎𝜎). Then, the outliers are determined as follows:

𝑓𝑓𝑓𝑓(𝑥𝑥𝑥𝑥𝑖𝑖𝑖𝑖 ,𝑦𝑦𝑦𝑦𝑖𝑖𝑖𝑖) = �𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑟𝑟𝑟𝑟, 𝑜𝑜𝑜𝑜𝑓𝑓𝑓𝑓  𝑟𝑟𝑟𝑟𝑖𝑖𝑖𝑖 − 𝜇𝜇𝜇𝜇 ≥ 3𝜎𝜎𝜎𝜎
𝑜𝑜𝑜𝑜𝑖𝑖𝑖𝑖𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑟𝑟𝑟𝑟,             𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜ℎ𝑜𝑜𝑜𝑜𝑟𝑟𝑟𝑟𝑒𝑒𝑒𝑒𝑜𝑜𝑜𝑜𝑒𝑒𝑒𝑒𝑜𝑜𝑜𝑜       𝑟𝑟𝑟𝑟𝑖𝑖𝑖𝑖~𝐷𝐷𝐷𝐷(𝜇𝜇𝜇𝜇,𝜎𝜎𝜎𝜎) (1)

      
Finally, all the buildings are sorted based on “the number of outliers” in decreasing order so that buildings that have 
“higher degree of abnormality” are placed higher in the list.

3.3. Dispersion ranking

In the second approach, the dispersion in the heat power signature is used as "degree of abnormality". In order to 
measure it, we use coefficient of determination (R2). This is a statistical metric that evaluates the scatter of the data 
points around the fitted regression line. Since power signatures with lower R2 values are more dispersed, we 
therefore define them as having higher “degree of abnormality”.

As stated earlier, the outliers can also influence R2, in particular, they can lead to low scores although the 
linearity of the model is satisfied. We reduce the effect of such misleading examples by removing the outliers 
detected with the thresholding strategy before calculating the R2 scores. Then, the final ranking is produced by 
sorting all the buildings according to their R2 values.

3.4. Aggregated approach

The Borda Count method [26] is a traditional voting method that was developed in the 18th-century and broadly 
applied as aggregation strategy to combine rankings produced by different algorithms. 

Given a particular ranking as a sorted list of elements, the method works by assigning a score to each member of 
the list according to its relative position. Once the method is applied to different rankings, the final aggregated 
ranking is a sorted list based on the sum of scores of each element. This method can be seen as equivalent to 
combining ranks by their mean [27].
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4. Results

4.1. Data

     The dataset used in this study is comprised of smart meter readings from buildings connected to the district 
heating systems in Helsingborg and Ängelholm in the South-West of Sweden. The data set consists of hourly 
measurements of heat, flow, supply, and return temperatures on the primary side of the substations from the whole 
year 2016. In this study, we only use the heat measurements of the buildings in five customer categories: multi-
dwelling buildings, industrial demands, health-care social services, public administration buildings, and commercial 
buildings. The number of buildings is approximately 1700. 

Problems in smart meter devices can cause missing or erroneous readings in customer records. Therefore, we 
apply a data preprocessing step to deal with incorrect meter readings. Customers that have missing heat load or 
return temperature measurements for at least one consecutive day are excluded from the analysis. Shorter periods of 
missing values are filled using linear interpolation of surrounding values. Meter readings that have identical values 
for more than one day are also excluded. As a result, we include 896 buildings in this study. 

For the buildings with good quality of data, heat power signatures are extracted based on the daily average heat 
load and average daily outdoor temperatures. We only consider days when the average outdoor temperature is below 
10ºC. It has been shown that when the space heating is not the main source of the heat demand in a building, there is 
no strong correlation between outdoor temperature and the temperature difference between supply and return pipes. 
Instead of examining balance temperature for each signature, we simply set it to 10 ºC as stated in [3].

4.2. Evaluation

In this section, we conduct experiments to evaluate our novel method, which measures both dispersion and 
outliers by comparing with dispersion-based and outlier-based methods individually. Each method separately 
produces a ranking of the most anomalous buildings, and we evaluate those rankings using return temperature 
measurements of the buildings. For each building, we calculate average (denoted Ta) and maximum (denoted Tm)
return temperatures measured on the same dates as the heat loads in the power signatures. Clearly, both are relevant 
from the optimization of DH networks perspective, but they capture different aspects. While Ta values indicate long-
term return temperature behavior, the Tm captures the most extreme operation of a building.

We present two different strategies to evaluate that buildings which have high rankings are actually problematic. 
The first strategy, “accuracy at the top” shows the ratio of abnormal buildings, compared to normal ones, near the 
top of the ranking. We compute “accuracy of top N buildings” as (𝑁𝑁𝑁𝑁𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎/(𝑁𝑁𝑁𝑁𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 + 𝑁𝑁𝑁𝑁𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎)) where 
𝑁𝑁𝑁𝑁𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 and 𝑁𝑁𝑁𝑁𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 are number of normal and abnormal buildings, respectively, among the top N ranked 
buildings. Buildings that have Ta higher than 35ºC or Tm higher than 45ºC are considered to be abnormal in this 
strategy.

The second strategy, “average temperature at the top”, shows the average Ta and Tm values of top ranked
buildings. We compute average Ta (𝑇𝑇𝑇𝑇�𝑎𝑎𝑎𝑎) and average Tm (𝑇𝑇𝑇𝑇�𝑎𝑎𝑎𝑎) of top N buildings as follow:

𝑇𝑇𝑇𝑇�𝑎𝑎𝑎𝑎 =
∑ 𝑇𝑇𝑇𝑇𝑎𝑎𝑎𝑎𝑛𝑛𝑛𝑛
𝑁𝑁𝑁𝑁
𝑛𝑛𝑛𝑛=1
𝑁𝑁𝑁𝑁

                                                                                                                                                           (2)

𝑇𝑇𝑇𝑇�𝑎𝑎𝑎𝑎 =
∑ 𝑇𝑇𝑇𝑇𝑚𝑚𝑚𝑚𝑛𝑛𝑛𝑛
𝑁𝑁𝑁𝑁
𝑛𝑛𝑛𝑛=1
𝑁𝑁𝑁𝑁

                                                                                                                                                          (3)

Figure 4 shows accuracies at top N buildings according their Ta and Tm values. Dispersion-based method and 
aggregated method show very similar performance in Ta accuracy (cf. Figure 4(a)). However, aggregated method
converges at the level of 94% (red line), while dispersion-based method settles at 92% (blue line).  
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                             (a) Ta accuracies among top ranked buildings                               (b) Tm accuracies among top ranked buildings                               

Figure 4: Accuracies at the top 

There are minor differences along the way, but they are not significant. On the other hand, the outlier-based method 
achieves significantly lower accuracy of 83% (yellow line), and actually fails to detect the most severely abnormal 
building.

In terms of accuracy based on Tm, the aggregated approach significantly outperforms both dispersion-based and 
outlier-based methods. It perfectly identifies (achieving 100% accuracy) the top 27 abnormal buildings, and flattens 
at 94% similar (cf. red line in Figure 4b). Dispersion-based approach is hindered by several false positives near the 
top of the ranking, but its accuracy increases with the number of customers and reaches to 92% (blue line). The 
outlier-based approach, again, shows by far the worst performance, with final accuracy of only 66% (yellow line).

In Figure 5, the results of average temperatures at the top are shown. Dispersion-based (blue line) and aggregated 
(yellow line) methods start and get flattened at the same temperature in both cases (cf. Figure 5(a) and Figure 5(b)). 
Dispersion-based method shows slightly higher 𝑇𝑇𝑇𝑇�𝑎𝑎𝑎𝑎 until top 10 buildings (cf. blue line in Figure 5(a)), while 
aggregated method is almost constantly better at 𝑇𝑇𝑇𝑇�𝑎𝑎𝑎𝑎 until convergence (cf. red line in Figure 5(a)). Buildings that got 
higher rankings by the outlier-based approach show significantly lower return temperatures (cf. yellow line in Figure 
5(a) and Figure 5(b)).

We present two different results, since they capture different types of abnormality, both of which can be 
important. It is crucial to notice that our proposed method outperforms state-of-the-art in either case. In particular, 
the buildings that are experiencing long-term problems are likely to be characterized by large Ta, while abrupt 
failures will cause unusually high Tm; however, those latter ones may not affect Ta significantly if they are quickly 
fixed. An anomaly detection method needs to detect both kinds of problems -- and as shown in Figures 4 and 5, the 
proposed method exactly provides that.

                              (a) Average Ta of top ranked buildings                                    (b) Average Tm of the top ranked building

Figure 5: Average temperature at the top.
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5. Conclusion

In this work, we postulate that ranking abnormal buildings should be done based on power signatures estimated 
using robust regression and needs to include measuring both dispersion and outliers. We propose a novel method for 
doing that, based on combining building rankings to measure their “degree of abnormality”.

We've conducted experiments on large-scale data from substations connected to two district heating networks in 
south of Sweden. We have compared our method against the state-of-the-art outlier-based approach. Return 
temperatures of the buildings have been taken as reference for two different types of evaluation which we referred as 
“accuracy at the top” and “average temperature at the top”. The first one has shown the ratio of abnormal buildings 
ranked on the top, while the second one has shown average return temperatures of top abnormal buildings.

The results demonstrate that dispersion-based and aggregated methods significantly outperform the state-of-the-
art approach.
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H I G H L I G H T S

• A data-driven approach is proposed to discover heat load patterns in district heating.

• The first large-scale analysis of all the buildings in six different categories is presented.

• We showcase how typical and atypical behaviors look like in the entire network in Sweden.

• The results show that our method has a high potential to be deployed and used in practice.

A R T I C L E I N F O
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A B S T R A C T

Understanding the heat usage of customers is crucial for effective district heating operations and management.
Unfortunately, existing knowledge about customers and their heat load behaviors is quite scarce. Most previous
studies are limited to small-scale analyses that are not representative enough to understand the behavior of the
overall network. In this work, we propose a data-driven approach that enables large-scale automatic analysis of
heat load patterns in district heating networks without requiring prior knowledge. Our method clusters the
customer profiles into different groups, extracts their representative patterns, and detects unusual customers
whose profiles deviate significantly from the rest of their group. Using our approach, we present the first large-
scale, comprehensive analysis of the heat load patterns by conducting a case study on many buildings in six
different customer categories connected to two district heating networks in the south of Sweden. The 1222
buildings had a total floor space of 3.4 million square meters and used 1540 TJ heat during 2016. The results
show that the proposed method has a high potential to be deployed and used in practice to analyze and un-
derstand customers’ heat-use habits.

1. Introduction

Future energy systems are facing critical challenges such as the
steady growth of energy demand, energy resource depletion, and in-
creasing emissions of carbon dioxide (CO2) and other greenhouse gases.
District heating (DH) can play a vital role in the implementation of
future sustainable energy systems from the renewable [1], European
[2], national [3], enhancement [4], and heat recycling [5] perspectives.
Implementing these systems will contribute to a decrease in carbon
emissions. However, the present generation of district heating tech-
nologies must be improved to achieve the target of a 100% renewable
energy supply system. The concept of 4th generation district heating
[6] discusses how to design efficient and reliable networks and con-
siders environmentally friendly heat production units.

The most important factor in increasing the efficiency in such

systems is reducing distribution temperatures so that the quality be-
tween the energy supply and demand improves [7]. Achieving low
temperatures in the network requires intelligent control systems and
elaborated strategies for continuous identification of operation errors
causing high return temperatures. To design such strategies, it is crucial
to have in-depth knowledge of the customers and a better under-
standing of their heat use, as even a single substation can have a sig-
nificant impact on the global efficiency of the system.

Heat load patterns represent the most ”typical” behaviors in DH
networks and provide information on how different customer groups
use heat. Analyzing such patterns is quintessential for effective DH
operation and management [8]. This analysis can then be used by DH
companies to optimize their operations, to implement new control
strategies, and personalize demand management for specific customer
groups. Furthermore, this analysis can help decision makers to develop
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energy efficiency policies and roadmaps.
Another important aspect is the analysis of DH customers who ex-

hibit abnormal heat use. Even a single problematic customer can in-
fluence the overall performance of the network. Traditionally, DH
companies have accepted the inefficient heat use and tried to improve
operations on the production side. However, this approach is not going
to work in 4th generation DH. Up until now, there have been only a few
works focusing on the demand side, for example, aiming to reduce peak
loads. However, most of them have relied on naive approaches such as
using the total head demand or building age as a measure of in-
efficiency. The biggest challenge is the lack of knowledge about cus-
tomers and how they use heat since many factors can lead to abnormal
heat demand, including poor substation control, unsuitable control
strategies, faults, and so forth. Therefore, it is of great interest to
identify customers with abnormal heat load profiles or unsuitable
control strategies for further investigation.

Discovering typical and abnormal patterns is a complex task, espe-
cially for DH systems involving many customers with different char-
acteristics. Heat demand can be affected by several factors [9] such as
activities taking place in the buildings, outside temperatures, incident
solar radiation, socio-cultural factors, and so on. The knowledge dis-
covered in Sweden may not be directly applicable to, e.g., Italy [8].
Furthermore, inspecting the behaviors of all buildings in the entire
network is prohibitively time-consuming. All these reasons make data-
driven solutions a necessity for the large-scale analysis of district
heating systems. Automating the work allows for more customer per-
sonalization, accounts for more factors, and makes it possible to re-do
the analysis easily in different parts of the world to discover unique
patterns specific to each country or region.

In this work, we present a data-driven approach for automatic heat
load pattern discovery and perform the first large-scale analysis of the
heat load behaviors in two DH networks. Our contributions are:

1. Heat load pattern discovery: we develop a new method to discover
groups of buildings with similar heat load profiles automatically and
extract representative patterns showing the characteristics of each
group.

2. Customers of interest: we identify customers whose heat load pro-
files indicate potential problems and require further investigation.
In particular, we detect two types of customers, i.e., those deviating
significantly from their expected heat load patterns, and those with
control strategies determined to be unsuitable for their category.

3. Large-scale evaluation: we present a large-scale analysis of all the
buildings in six different customer categories, connected to two DH
networks in the south of Sweden. This is the first study analyzing
both individual and group behaviors of all the DH customers in an
entire system.

The rest of this paper is organized as follows. Section 2 surveys
briefly related work on heat load patterns, clustering, and clustering of
heat loads. Section 3 first introduces some important concepts and an
overview of the data-driven approach, then presents all the steps of the
proposed method in detail. Next, Section 4 describes the dataset used,
and Section 5 provides the comprehensive results from the analysis of
the real-life case study in Sweden. This is followed by a discussion of the
results in Section 6. Finally, we conclude in Section 7.

2. Related work

In this section, we present related work. First, we give an overview
of the related works in the domain of heat-load pattern analysis.
Second, we review the state-of-the art concepts related to cluster ana-
lysis, which we use in our data-driven approach. Third, a short over-
view is presented for five previous analyses of the clustering of heat
loads in DH systems.

2.1. Heat load patterns

Due to the unavailability of high-resolution, hourly, or sub-hourly
meter data before the installation of smart meters, the literature on
energy analytics in DH is still in its infancy. Therefore, there are not
many studies focusing on the analysis of heat load patterns in DH sys-
tems.

In [10–12], the heat load patterns were analysed in order to esti-
mate heat load capacities for billing purposes. An approach to separate
domestic hot water from space heating using existing heat meters is
proposed in [13]. Heat loads were monitored and evaluated in [14] to
increase energy efficiency in multi-dwelling buildings.

Energy signature (ES) methods have been used for characterizing
heat load behaviors of buildings in multiple studies for purposes ran-
ging from weather corrections [8], to the estimation of heat loss
[15–17], to identifying abnormal demands [18]. However, they only
reflect individual heat demand as a function of outside temperature
over the course of a year. ES methods do not allow profiling of the
buildings based on other aspects such as daily behavior, weekend
routines, and so forth.

More recent works have targeted applications in peak forecasting
[19] and peak shaving [20]. They concern mainly energy conservation
via reducing peaks in the daily patterns of load curves, which are 24-h
records of the heat loads. However, daily load curves depend heavily on
the effects of weather and mostly reflect temporary behaviors rather
than regular ones.

Our work is complementary to the studies by Werner and Gadd,
which presented a method to analyze heat load patterns manually in
[21] and a set of rules for identifying unsuitable behaviors of buildings
in [22]. We leverage those works as prior domain knowledge and in-
corporate some of the concepts that they introduced into the automatic
discovery of the heat load patterns. Furthermore, we formalize the in-
dividual heat load behavior and group behavior separately in this study,
while previous works have not made a clear distinction between these
concepts in heat load pattern perspectives.

2.2. Clustering

Clustering is the task of organizing data in such a way that similar
objects are placed into related or homogeneous groups without prior
knowledge of the groups’ definitions [23]. It is one of the most popular
methods in exploratory data analysis, as it identifies structures in an
unlabeled dataset by organizing data into groups that are objectively
similar [24]. Numerous techniques have been proposed in the literature
for finding clusters in different types of data. In this study, we are
concerned mostly with time-series clustering techniques since in-
dividual heat load behaviors are used to represent the DH customers as
a function of time.

Time-series clustering is a special case of cluster analysis that has
been used in many scientific areas to discover interesting patterns in
time-series datasets such as smart meter datasets. Many time-series
clustering algorithms have been proposed in the literature. There are
generally three different approaches to cluster time-series: the feature-
based, model-based, and shape-based approaches [23].

In the feature-based and model-based approaches, the raw time
series are either converted into a feature vector of lower dimension or
transformed into model parameters so that classical clustering methods
can be applied [25]. However, feature-based and model-based techni-
ques can lead to loss of information, and they present drawbacks such
as the application-dependence of the feature selection or problems as-
sociated with parametric modeling [26].

The shape-based approach takes mostly traditional clustering algo-
rithms and modifies the similarity measure to match the shapes of two
time series as well as possible. This approach has also been labeled as a
raw-data-based approach because it typically works directly with the
raw time series data, in contrast to the feature- and model-based
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approaches. Shape-based algorithms usually employ conventional
clustering methods which are compatible with static data, while their
distance/similarity measure has been modified with a measure appro-
priate for time series.

Shape-based methods are highly dependent on the similarity mea-
sure [27]. The most well-known distance measure in data mining lit-
erature is the Euclidean distance. While the Euclidean distance works
well in general for time series clustering tasks, it does not always pro-
duce accurate results if data are even shifted slightly along the timeline,
and it is very sensitive to noise.

On the other hand, the Dynamic Time Warping (DTW) [28] distance
measure and its variances are more suitable for most time series data
mining tasks due to its improved alignment based on shape [29].
However, these approaches are computationally expensive and in-
efficient for time-series averaging tasks. Further, the shape of the
cluster center does not represent the characteristics of sequences ac-
curately within the same cluster [30,31].

K-shape clustering [32] is a centroid-based clustering algorithm that
is quite similar to the well-known k-means algorithm. However, the k-
shape introduces two novel components: (1) shape-based distance
(SBD) for dissimilarity measurements, and (2) a time-series shape ex-
traction method for centroid computation that differs from that of k-
means. The first one allows the similarities of time-series sequences to
be measured based on their shape characteristics, while the second
component helps to extract the representative pattern that summarizes
the behavior of the cluster.

Extensive evaluation of 48 time series datasets has shown that the
SBD measure outperforms Euclidean distance (ED) [33] as well as other
state-of-the-art partitioned, hierarchical, and spectral clustering ap-
proaches significantly. It also achieves results similar to those of con-
strained Dynamic Time Warping (cDTW) [34], which is the best-per-
forming distance measure [35], without requiring any parameter
tuning and with a much faster performance.

2.3. Clustering of heat loads

Recently, five papers have been published about the clustering of
heat load patterns in DH systems. An overview concerning the main
features of these works is provided in Table 1.These analyses were
performed for buildings located in Trondheim [36], Aarhus [37] and
[38], Copenhagen [39], and Tianjin [40].

The cluster analyses consider mainly one specific customer cate-
gory, such as single-family houses or a group of specific service sector
buildings. The analysed time periods vary from just one month to up to
almost seven years. The magnitude of the analysed objects is not always
reported, but the most extensive study included 1.1 million square
meters and an annual heat demand of 360 TJ. The common denomi-
nator for all five analyses is that they focused on daily heat load pat-
terns. None of these analyses used weekly heat load patterns.

3. Methodology

This study aims to provide a data-driven approach, which enables
automatic extraction of novel, useful knowledge to better understand
the behaviors of complex district heating systems. In general, the pro-
blem that we are trying to solve can be seen as an instance of knowl-
edge discovery in databases (KDD) [41]. Specifically, our work is in-
spired by the nine-stages KDD process model described by Fayyad et al.
in [42].

The first stage of this model is developing an understanding of the
application domain and the relevant prior knowledge. We use previous
works presented in [21] and in [22] to define the key concepts of the
problem and specify the goals in the district-heating domain. Following
the rest of stages in the model, we formalize a data-driven method for
heat load pattern discovery that involves explicit participation of the
domain expert. In this chapter, we present the overall knowledge Ta
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discovery process by first introducing the key concepts that are iden-
tified using prior knowledge and then describing the details of the data-
driven approach.

3.1. Concepts

We introduce some important definitions for the problem of heat
load pattern discovery.

Definition 1 (Heat Load). Heat load is the quantity of heat per unit time
that must be supplied in order to meet the demand in a building.

Definition 2 (Heat Load Profile). A heat load profile is the average
hourly heat load of a single building as a function of time.

Given a building b and seasons =S s s s s, , ,1 2 3 4, let ∈ ∗Ms h w� be a
matrix of hourly heat measurements of b recorded by a single meter,
where h=24 * 7=168 is the number of hours in a week and w is the
number of weeks in season s. Heat load profile =P A A A A{ , , , }1 2 3 4 is
the set of vectors derived from the four seasons S, where
As= ⋯a a a[ , , , ]s s s

1 2 168 is a vector of averages of columns such that∑= ==a
w

M1
i
s

j

j w
ij
s

0

We define the four seasons in a calendar year as winter (12 weeks of
December, January and February), early spring and late autumn
(18 weeks of March, April, October and November), late spring and
early autumn (9 weeks of May and September) and summer (13 weeks
of June, July and August).

Intuitively, heat load profiles capture the recurrent behavior of a
building over the whole year with the hourly variations during the day,
the changes across weekdays and seasonal differences (Fig. 1).

In this work, our goal is to extract the most typical behaviors in a
DH network and represent them as a set of patterns. Clustering aims to
group similar objects, while cluster centroids correspond to the average
behavior in each group.

Let = ⋯N P P P{ , , , }P n1 2   be a set of heat load profiles in a DH network.
We divide NP into k different clusters such that C = (C1, C2, …, Ck),
where Ck⊂ NP and Ci ∩ Cj=∅. We define pi, a heat load pattern, as the
centroid of a cluster Ci.

Definition 3 (Heat Load Pattern). A heat load pattern is the
representation of the central behavior in a group of buildings.

Intuitively, clustering heat load profiles and extracting cluster cen-
troids provides a set of heat load patterns that capture the most typical
behaviors in a DH network.

3.2. Method overview

In this section, we describe the details of our data-driven approach.
This approach is outlined in Fig. 2, and it involves three major steps: (1)
data preprocessing, (2) clustering and pattern discovery, and (3) visual
exploration. In the first step, the data is cleaned, transformed, and
normalized. In the second step, k-shape clustering is performed to group
customers with similar heat load behaviors. Abnormal heat load pro-
files, which do not conform to the behavior exhibited by any group, are
detected and removed. Clusters are re-computed without the presence
of those buildings, and heat load patterns are extracted. Finally, in the
third step, heat load patterns are inspected visually and evaluated
qualitatively by the expert. Control strategies are assigned to clusters
according to the characteristics of their heat load patterns

Fig. 1. An example showing how to extract a heat load profile. In each week w in matrix Ms, there are 24 * 7 heat load measurements, {Mw1, Mw2,…, Mw168 }. The
average weekly heat loads of four seasons form the heat load profile. Then, the heat load profiles are concatenated to single sequence and z-normalized for clustering.
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3.3. Data preprocessing (step 1)

Starting on 1 January 2015, the Swedish government began re-
quiring DH companies to measure customer heat consumption and
charge them accordingly. Therefore, all substations in the Swedish DH
systems today are equipped with smart meter devices, which measure
the heat used by customers. In Sweden, the data from the meter devices
is collected automatically, not manually. The data delivered to a DH
company may deviate from the real values due to connection problems.
These errors in measurement appear quite frequently in data generated
for analysis and visualization purposes.

One of the typical measurement issues is a sudden jump in the heat
load. An error can occur if the meter device is not working accurately or
if it is replaced by a new device on which the consumption has not been
reset correctly. We use median absolute deviation (MAD)-based esti-
mation to detect such extreme values. Heat loads more than five MAD
away from the local median are identified as jumps. These values are
then corrected by linear interpolation.

Connection problems in the meter device often result in missing
values. Buildings with missing sensor readings for more than two
consecutive days or more than thirty days in total were excluded from
the analysis. Missing values in other cases are filled in the by linear
interpolation of surrounding values. Poorly functioning meter devices
can also cause repeated measurements. In those cases, meter readings
do not change over a certain period. We identified buildings whose
values were identical for two consecutive days and excluded them from
the study.

After data cleaning, we extract heat load profiles of the buildings to
model individual heat load behaviors in the network. Fig. 1 illustrates
the computation of each heat load profile, where {Mw1, Mw2,…, Mw168}
corresponds to one week of hourly (24 * 7) heat load measurements in
week w. Every heat load profile is first merged into a single unified
sequence to be used in the clustering process. After clustering, they are
converted back to their original format for better visualization.

The last step of the data prepossessing is normalization of the heat
load profiles, since the variation in the annual heat demands is high
among the customers. This process is essential for the clustering algo-
rithm. As a distance measure, the clustering algorithm uses a normal-
ized version of the cross-correlation measure to consider the shapes of
time series. This method is sensitive to scale and requires appropriate
normalization to achieve scale invariance. Therefore, all heat load
profiles are normalized by z-normalization = −( )z x μ

σ before the clus-
tering step.

3.4. Heat load pattern discovery (step 2)

After data preprocessing, we apply clustering analysis to group si-
milar heat load profiles and extract representative heat load patterns.
Heat load profiles reflect how heat is used in an individual building
over a year by containing information on changes during the day, dif-
ferences among weekdays, and seasonal variations. Therefore, it is es-
sential to consider the shape characteristics of these profiles, i.e., the
timing and magnitude of its peaks in the clustering process. For this

purpose, we apply the k-shape algorithm [32], which is a centroid-
based clustering algorithm that can capture the similarities in the
shapes of time-series sequences. The k-shape clustering algorithm
consists of two main components: (1) a shape-based distance measure,
and (2) a time series shape extraction method.

To capture the similarity in the shapes of time-series sequences, k-
shape uses SBD, which is based on a normalized cross correlation
(NCC). Considering two time series sequences → = ⋯x x x( , , )m1 and→ = ⋯y y y( , , )m1 , SBD can be calculated by finding the position w which
maximizes → →NCC x y( , )w when sliding →x over →y :→ → = − → →SBD x y max NCC x y( , ) 1 ( ( , ))w w (1)

Cross correlation is computed using Fast Fourier Transformation to
reduce the computational complexity of (1) and normalized using the
5th geometric mean of the autocorrelation of each individual heat load
profile.

As defined in Section 2.2, a heat load pattern represents a group of
heat load profiles and is defined as the cluster centroid. The second
component of k-shape clustering deals with computing cluster cen-
troids, where a centroid summarizes the average shape of its cluster.
The k-shape algorithm looks at the centroid computation task as a
Steiner sequence problem [43] where the objective is to find the
minimizer ⎯→⎯ ∗μk of the sum of squared distances to all other data points.

However, cross-correlation (NCC) which k-shape employs for SBD in
(1) measures similarities rather than dissimilarities (distances) of time-
series. Therefore, the optimization used to compute centroid⎯→⎯ ∗μk is for-
mulated by finding the maximizer of the sum of squared similarities to
all other heat load profiles:∑⎯→⎯ = → ⎯→⎯∗ ⎯ →⎯⎯ ⎯ →⎯⎯ ∊μ argmax NCC x μ( , )k μ

x p
c i k

2
k

k k (2)

where pk is the kth cluster and ⎯→⎯μk is the initial centroid for the kth
cluster.

K-shape is a centroid-based algorithm similar to k-means, which
means it is similarly sensitive to outliers. Heat load patterns and cluster
qualities can be affected by the presence of outliers, i.e., abnormal heat
load profiles. Therefore, after removing profiles that are detected as
abnormal, we apply the clustering process again to obtain final heat
load patterns.

3.5. Detecting abnormal heat load profiles

The classical assumption in unsupervised anomaly detection is that
anomalies are the sample points which deviate so much from the other
sample points as to arouse suspicions that a different mechanism gen-
erated them [44]. Based on this assumption, our method quantifies the
abnormality of a heat load profile based on its similarity to the cluster
to which it belongs. Therefore, we treat distances to the cluster cen-
troids as a measure of abnormality, which means that the more a profile
is dissimilar to its heat load pattern (centroid), the more likely it is to be
abnormal. In each cluster, we need to estimate a threshold to separate
abnormal heat load profiles from the regular ones. An abnormality
threshold for each cluster is set to be three standard deviations (3σ)
greater than the mean distance between the cluster members and the

Fig. 2. Overview of the three steps in the applied method: data preprocessing (Step 1), pattern discovery (Step 2), and visual exploration (Step 3).
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centroid. This threshold is derived from Cantelli’s inequality [45] with
an upper bound of 10% on the false positive rate.

For each i = 1,2,3,..,k, let Di be the vector of distances to centroids
in cluster Ci and µi and σi be mean and standard deviation of Di, then the
abnormal profiles are determined as follows:

= ⎧⎨⎩ ≥ ∀ ∊ ∊f x abnormal if η d a
nominal otherwise

x C d D( ) , ( , ) 0
,

,i
i

i i i i
(3)

where = − −η d a d μ aσ( , )i i and =a 3.
It is important to note that our general hypothesis is based on reg-

ular (normal) heat load profiles exhibiting clustering behavior, while
abnormal profiles do not conform well to those clusters. This method is
not suitable if heat load behaviors in a DH network are sparse and
cannot be grouped properly.

3.6. Visual inspection of identified clusters (step 3)

In this step, all extracted patterns and their profiles are visualized in
a fashion that can help the domain expert to examine them. The vi-
sualization should help the expert grasp the typical behavior of each
group quickly. Moreover, it should reflect the diversity of individual
behaviors within the group so that the cluster quality can be validated
quickly.

To this end, we will visualize clusters by plotting heat load patterns
with opaque colors and heat load profiles of the buildings with trans-
parency. With this type of visualization, it is also possible to observe the
variation among all cluster members and how densely they are popu-
lated.

At the final step of the visual inspection, the expert assigns control
strategies to the clusters. If the heat load pattern of a cluster reflects the
characteristics of one control strategy, the cluster and its members are
assigned to that strategy.

4. Dataset

The dataset used in this study is derived from smart meter readings
from buildings connected to the two DH systems in the Helsingborg and
Ängelholm municipalities in the south-west of Sweden. The two cities
are not separated in the analysis since they are located close to each
other and we did not expect them to generate different cluster groups.

In the beginning of 2016, heat was delivered to 13,766 delivery
points that decreases to 2804 if all single-family houses are excluded.
During the same year, the local DH provider (Öresundskraft) sold 3780
TJ heat in these two urban areas. This corresponds to a heated floor
space of 8.3 million square meters at a specific heat demand of 450MJ/
m2.

The data set included originally one year of hourly measurements of
heat, flow, supply, and return temperatures on the primary side of all
substations during 2016. In this study, we only use the heat measure-
ments of the buildings in six defined customer categories: multi-
dwelling buildings, commercial buildings, public administration
buildings, health and social service buildings, school buildings, and
industrial buildings. Hence, the large set of single-family houses has
been excluded from the analysis. The total number of buildings for
these categories was 2239. Hence, the dataset consisted initially of 19.6
million potential hourly measurements.

5. Results

5.1. Data preprocessing (step 1)

In the first data preprocessing stage, 854 buildings were excluded
since complete 12-month time series could not be obtained for these
buildings for 2016. The main reasons for these losses were explained
earlier in Section 3.3. The high rejection rate of 38 percent reveals that

the supply chain from heat meters to computers has not yet the relia-
bility to automatically supply high-resolution measurements from all
customers for data mining purposes. Hereby, 2239–854=1385 build-
ings remained as input for the clustering process.

5.2. Clustering of heat loads (step 2)

In this section, we present the results of the clustering process. To
determine the optimal number of clusters (k), we used silhouette ana-
lysis [46], which is an internal cluster validation technique that quan-
tifies the clustering quality. Silhouette coefficients range between −1
and 1, where a higher value indicates a better clustering quality. As
found by [47], an average silhouette between 0.5 and 0.7 suggests
reasonable partitioning of the data, while values higher than 0.7 shows
excellent separation between clusters.

In our analysis, we have computed average silhouette coefficients
with the number of clusters, k, varying between 2 and 30. The results
suggest that the maximum average silhouette score (0.61) is found
when k=15. After removing abnormal profiles, this average silhouette
coefficient increases from 0.61 to 0.69, which indicates high cluster
quality. In order to further validate the choice of k=15 for our data
set, we also employed visual model selection in which the clustering
qualities with different values of k are examined by the domain expert.
We have observed that choosing k lower than 15 leads to disappearance
of some of the novel patterns that we discovered while choosing higher
k leads to redundant patterns that look quite similar to each other.

The fifteen identified clusters contained together 1222 buildings
with 10.7 million hourly measurements of heat deliveries. The heat
load patterns for these clusters are presented in detail in Section 5.4.
The clustered buildings had a total annual heat delivery of 1540 TJ,
corresponding to 41 percent of all heat deliveries during 2016. This
total delivery is equivalent to a total floor space of 3.4 million square
meters.

Hence, 1385–1222= 163 buildings had heat load profiles that did
not fit into the fifteen identified clusters. These outliers with unusual
heat load patterns are labeled as abnormal heat load profiles, and some
examples of these profiles are presented in the next section.

5.3. Abnormal heat load profiles (step 2)

Heat can be used in many different ways inside a building de-
pending on customer behaviors and applied control strategies. The
profiles that are identified as abnormal by our method can be con-
sidered novel and rare individuals. The domain expert investigated all
these profiles and determined that they all have significantly different
characteristics from the 15 clusters presented later in Section 5.4 and
therefore arouse suspicions. The underlying reasons for showing a
“suspicious” profile can vary by building. In some cases, a strange
profile can be the symptom of an actual fault in the customer substation
that requires further root cause analysis. Fig. 3 presents four examples
of buildings with abnormal heat load profiles.

The first building (Fig. 3a) shows a strange trend in which demand
increases from Monday to Saturday. It also has inconsistent daily var-
iations in which some days have higher night loads while other days do
not. Further analysis revealed that this is a building containing a res-
taurant and nightclub. The nightclub is open on Fridays and Saturdays,
which explains the high heat demand on those days. The low heat loads
on Sundays also indicate that there are not many customers on that day.

The second building (Fig. 3b), on the other hand, has atypical be-
havior in terms of increased weekend loads in colder seasons. This
building belongs to a graphical design company. The reason behind the
high heat load during weekends and nights could be that the building is
heated partially by excess heat from machines during the daytime on
weekdays. Moreover, return temperature measurements of this building
are consistently high over the course of the year [22].

The third building (Fig. 3c) exhibits extremely sharp, irregular
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afternoon peaks five days of the week. This building contains some
locker rooms, as it is next to a football ground. The use of domestic hot
water for showers could explain the peaks. However, it is still difficult
to interpret why almost nobody takes a shower on Wednesdays and
Sundays.

The fourth building (Fig. 3d) is an example of seasonal abnormality
where the summer profile is exceptionally high. This building is re-
corded with unusual heat loads during June and July in 2016 because
of a fault occurred in the customer’s substation. However, it shows
regular behavior of TCO5 control in other seasons. It is important to
note that this faulty building would not be detected if we didn’t con-
sider summer measurements while profiling individual behaviors.

Those examples show that not all “abnormal” profiles indicate an
actual “anomaly” or “fault” in the system. In many other cases, these
profiles look much different just because activities and operations in

those buildings are rare or unique. Yet, all the 163 profiles with “ab-
normal” shapes are of special interest in terms of developing more in-
depth knowledge about the customers and a better understanding of
their heat use.

5.4. Identified control strategies (step 3)

Heat load patterns are affected primarily by the control strategies
that are applied in the substations for the buildings. Based on earlier
domain knowledge [21], we apply four different control strategies in
the identification of the fifteen clusters. These control strategies are
continuous operation control (COC), night setback control (NSB), time
clock operation during the five workdays (TCO5), and time clock op-
eration during all seven days in a week (TCO7).

In COC, the ventilation and radiator systems are running 24 h a day.

(c) Public administration building             

(a) Commercial building         (b) Industrial building

(d) Public admministration building 

Fig. 3. Example abnormal profiles that are selected among 163 profiles identified by our method.
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Fig. 4. Heat load patterns for the eight cluster groups associated with continuous operation control.

E. Calikus, et al. Applied Energy 252 (2019) 113409

8



Therefore, it is expected that hot water preparation will cause small
variations in the heat load during the day. The NSB lowers the set point
for the indoor temperature during the night, leading to lower heat loads
during nights, which are followed in the mornings by high peak loads
that vanish quite fast. In TCO7, the ventilation system is shut off during
the night, resulting in large differences between day and night. The
TCO5 operates in a similar fashion, but the ventilation is also com-
pletely shut off during weekends.

According to the expert validation of all clusters, eight of them show
the main characteristics of COC. They are presented in Fig. 4. The
differences in their heat load patterns points out interesting hetero-
geneity in the behaviors of the buildings controlled with the same
strategy.

Furthermore, the domain expert identified two clusters with NSB,
which are presented in Fig. 5. Both of them have reduced night loads,
which is a typical characteristic of NSB. However, the NSB-B pattern
clearly has larger morning peaks in comparison to NSB-A, which could
be attributed to a difference in how much the set points for the night
setback are reduced.

The remaining five clusters are identified as time clock operation
control systems with ventilation that turns on during the daytime and
off at night. Two TCO7 cluster groups are reported in Fig. 6, while three
TCO5 cluster groups are presented in Fig. 7. The clearest distinction
between the two TCO7 clusters is weekend behavior. TCO7-A shows the
typical features of TCO7, with similar peaks every day, while TCO7-B
has reduced peaks during weekends. This second pattern is probably a
mixture of TCO7 and TCO5 systems inside the buildings. Also, ac-
cording to a previous study [21], it is typical to observe that either there
is no significant activity during the weekend in the building or the

weekend behavior is similar to the rest of the week.
The three TCO5 variants show various magnitudes of weekday

peaks. These magnitudes should differ according the proportion of heat
distributed by the ventilation systems. Higher proportions will generate
higher peaks.

Concerning seasonal variations in the fifteen cluster groups, many
clusters have small differences between the summer and late spring/
early autumn seasons. This finding reveals that a higher proportion of
the internal heat gains cover a considerable part of the heat demands in
the late spring/early autumn season. Hence, more energy-efficient
buildings are reducing the length of the heating season. At least in the
Helsingborg and Ängelholm locations, May and September should be
part of the summer season, while April and October can be merged into
the spring/autumn season. Hence, only three different seasons should
be used in future cluster analyses.

One important conclusion from these four diagrams is that the
cluster analysis did not provide any new heat load patterns beyond the
four major control strategies that were defined previously in [21].

Control strategies also play an important role in effective demand-
side management and improving building energy performance. In order
to improve network governance, it is important to understand how the
existing customers operate and control their substations across the en-
tire network. DH companies mostly do not have information about the
control strategy that is employed in each building. Our method allows
domain experts to determine control strategies for the buildings by
exploring the heat load patterns visually on a screen instead of ex-
amining thousands of customer installations one-by-one.

NSB-A, low peaks, 31 buildings NSB-B, high peaks, 41 buildings 

Fig. 5. Heat load patterns for the two cluster groups associated with night setback control.

TCO7-A, regular, 47 buildings TCO7-B, reduced weekend heat loads, 68 buildings 

Fig. 6. Heat load patterns for the two cluster groups associated with time clock operation during seven days.
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5.5. Control strategies versus customer categories

In this section, the focus is on linking the content in the fifteen
cluster groups to the six different customer categories. These links are
presented in Fig. 8, while the final overview of the number buildings in
various steps of the cluster analysis is presented in Table 2.

COC is the most common control strategy, used on 68% of buildings
with 73% of the heat demand. Multi-family buildings dominate the COC

group since the final users have a continuous demand for ventilation
and heat in order to maintain a constant indoor temperature. Many
commercial buildings also use COC. It is also astonishing that 59% of all
industrial buildings use COC without any time clock operation at all.
Both these customer categories use either the COC-A variant with very
low variations or the COC-H variant with high night heat demands. The
latter strategy reveals that high daytime internal heat gains probably
come from machinery, lighting, or humans.

TCO5-A, 

TCO5-C, 

low peaks, 9

high peaks, 3

7 buildings 

8 buildings

TCO5-B, average peaks, 65 buildings 

Fig. 7. Heat load patterns for the three cluster groups associated with time clock operation during five days.

Fig. 8. Division of the 1222 clustered buildings with respect to the fifteen cluster groups and the six customer categories.
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NSB is the least common control strategy, with only 6% of the
buildings and 5% of the heat demand. Commercial buildings dominate
the NSB group, but it also includes some multi-family buildings that are
still using this old and outdated control strategy, originally introduced
for inefficient buildings with high heat demands. It was then easy to
reduce the indoor temperature quickly in order to reduce the heat de-
mand. This control method is unsuitable for modern and efficient
buildings with low heat demands since the indoor temperature cannot
be reduced quickly enough during the setback interval.

The TCO7 control strategy is also used primarily by commercial
buildings since the ventilation rates can be reduced during nights when
no activity occurs. Some multi-family buildings use also this control
strategy, especially the TCO7-A variant with its unreduced peaks during
weekends. It can be that buildings are labeled as multi-family buildings
when they actually are mixed residential and commercial.

The TCO5 control strategy is used for commercial, public adminis-
tration, and school buildings, especially buildings with no activity
during weekends. Concerning the schools, 73% of all school buildings
use TCO5, especially the TCO5-B variant. Hence, this customer category
has high compliance with a proper control strategy. However, some
schools still use COC, leaving some improvement potential in terms of
lower heat demands with TCO5.

A concluding remark is that 45% of all service sector and industrial
buildings still use COC as a control strategy. This is almost the same

proportion as that for the two TCO strategies (46%). An ambition can
be that most of these COC buildings can apply TCO7 or TCO5 in the
future. Switching control strategies would then provide more space for
replacing peak heat loads with daily thermal storage and heat genera-
tion during nights. However, one barrier for this improvement could be
lack of mechanical ventilation systems in these COC buildings.

5.6. Unsuitable control

As mentioned in the previous section, less appropriate control
strategies are applied in many buildings that are included in this cluster
analysis. According to domain knowledge [22], we consider the fol-
lowing rules to identify unsuitable control strategies:

• Multi-family dwellings that do not have continuous control

• Commercial and industrial buildings that do not have time clock
operation

• Any building with night setback control

These three rules are based on three simple conditions for the choice
of control strategy for a heated building. First, multi-family buildings
have residents that require continuous heat delivery according to the
outdoor temperature for maintaining comfortable air rates and indoor
temperatures. Second, commercial and industrial buildings should

Table 2
Total overview of the fifteen clusters, plus aggregated groups, buildings with unsuitable control, abnormal heat load profiles, and buildings rejected in the pre-
processing stage, with respect to the six customer categories. Information about the annual heat delivery is also provided for the fifteen cluster groups and some
aggregated groups.

Control
strategy

Multi-dwelling
buildings

Commercial
buildings

Public administration
buildings

Health and
social buildings

School
buildings

Industrial
buildings

Total
buildings

Annual heat
delivery, TJ

Time for
highest daily
peak

COC-A 50 63 18 13 3 13 160 253 8:00 AM
COC-B 159 7 3 0 1 0 170 234 7:00 PM
COC-C 109 1 1 0 0 0 111 181 7:00 PM
COC-D 67 14 2 4 0 0 87 96 8:00 AM
COC-E 61 5 1 0 0 0 67 70 7:00 PM
COC-F 17 16 2 1 1 1 38 25 8:00 AM
COC-G 90 11 4 1 2 1 109 188 6:00 PM
COC-H 6 67 7 1 1 11 93 73 7:00 AM
NSB-A 9 12 5 3 0 2 31 45 8:00 AM
NSB-B 7 25 5 3 0 1 41 27 8:00 AM
TCO7-A 20 22 5 0 0 0 47 35 9:00 AM
TCO7-B 8 34 14 3 7 2 68 96 8:00 AM
TCO5-A 4 63 14 2 9 5 97 125 8:00 AM
TCO5-B 2 18 12 2 26 5 65 74 8:00 AM
TCO5-C 1 13 15 1 5 3 38 19 8:00 AM
Total 610 371 108 34 55 44 1222 1540

Aggregated groups:
COC 559 184 38 20 8 26 835 1120 73%
NSB 16 37 10 6 0 3 72 71 5%
TCO7 28 56 19 3 7 2 115 131 9%
TCO5 7 94 41 5 40 13 200 218 14%
Total 610 371 108 34 55 44 1222 1540

Thereof unsuitable control:
COC 184 26 210
NSB 16 37 10 6 0 3 72
TCO7 28 28
TCO5 7 7
Total 51 221 10 6 0 29 317 304

Abnormal heat load profiles:
Total 51 67 24 3 2 16 163 179

Number of buildings for input to the clustering process:
Total 661 438 132 37 57 60 1385 1720

Number of buildings rejected in the data pre-processing stage
Total 411 253 112 17 9 52 854

Number of buildings in all six customer categories
Total 1072 691 244 54 66 112 2239
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Abstract In recent years, there has been increased research interest in detecting anomalies in temporal
streaming data. A variety of algorithms have been developed in the data mining community, which can be
divided into two categories (i.e., general and ad hoc). In most cases, general approaches assume the one-size-
fits-all solution model where a single anomaly detector can detect all anomalies in any domain. To date, there
exists no single general method that has been shown to outperform the others across different anomaly types,
use cases and datasets. On the other hand, ad hoc approaches that are designed for a specific application lack
flexibility. Adapting an existing algorithm is not straightforward if the specific constraints or requirements for
the existing task change. In this paper, we propose SAFARI, a general framework formulated by abstracting
and unifying the fundamental tasks in streaming anomaly detection, which provides a flexible and extensible
anomaly detection procedure. SAFARI helps to facilitate more elaborate algorithm comparisons by allowing
us to isolate the effects of shared and unique characteristics of different algorithms on detection performance.
Using SAFARI, we have implemented various anomaly detectors and identified a research gap that motivates
us to propose a novel learning strategy in this work. We conducted an extensive evaluation study of 20
detectors that are composed using SAFARI and compared their performances using real-world benchmark
datasets with different properties. The results indicate that there is no single superior detector that works
well for every case, proving our hypothesis that “there is no free lunch” in the streaming anomaly detection
world. Finally, we discuss the benefits and drawbacks of each method in-depth and draw a set of conclusions
to guide future users of SAFARI.
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1 Introduction

Anomaly detection is the problem of identifying data points or patterns that do not conform to the expected
behavior. Anomalies correspond to (often critical) actionable information in many real-world applications,
including condition monitoring, intrusion detection, fault prevention, fraud detection, and so on, across var-
ious domains such as production, finance, security, medicine, energy, and social media. In recent years,
technological advances have facilitated the ability to collect large volumes of data from streams that are pro-
duced by various sensors over time. Therefore, detecting anomalies in such continuously changing temporal
data has received increasing attention from both the industry and the scientific community.

However, anomaly detection in data streams is a difficult task, since it combines both the challenges as-
sociated with anomaly detection and those associated with learning from streaming data. For example, the
former includes challenges such as defining an exact notion of normal behavior, while the latter includes
the difficulty of learning the dynamic nature of normal behavior that evolves over time. Among the many
approaches currently proposed in the anomaly detection literature, one can distinguish two categories of
methods: general or ad hoc. The “general” approaches aspire to detect anomalies independently of the use
case and propose a single algorithm supposedly outperforming all previous ones in terms of detection ac-
curacy. However, anomaly detection is an inherently subjective task, in which the characteristics of data
and the notion of anomaly vary greatly across many applications. One algorithm may perfectly capture the
structure of normal behavior in one dataset but may not work at all in another dataset. Several studies show
that there is no single anomaly detector that is ultimately superior in all cases (Aggarwal and Sathe, 2017;
Campos et al., 2016; Emmott et al., 2015). Clearly, there is no free lunch for anomaly detection. This fact
motivates the need for developing a collection of algorithms instead of seeking for the “one” that is suitable
all the time.

Ad hoc approaches, on the other hand, are specifically tailored to their target application and are often
designed based on complex criteria that require deep domain expertise. Even within the same domain, how-
ever, there are often different situations and circumstances where the requirements for a particular task may
change. For example, carefully crafted features may become irrelevant, or the current metric to measure
deviations in a specific use case may not be suitable in a new scenario. In such cases, making the necessary
adaptations to the existing algorithm often amounts to redoing most of the work from scratch.

In this paper, we propose SAFARI, a meta-framework that makes it easy to create different unsuper-
vised anomaly detectors adapted to a particular time-evolving streaming data. The framework provides a
generalized procedure for streaming anomaly detection, with separate components that address the funda-
mental tasks of this problem as separate concerns. The proposed framework is flexible and extensible, since
new methods can be easily integrated into existing framework components, to then be mixed and matched
for building specific anomaly detectors. Furthermore, the “loosely coupled”, modularized structure offers a
higher degree of freedom for algorithm adaptations, as the properties of each component can be modified
separately without the need for updating the other parts of the framework.

Additionally, the existing evaluation strategies do not provide thorough understanding and comparison
of proposed algorithms. Most published experiments evaluate their algorithms by reporting performance
scores on application-specific case studies or synthetic datasets. They attempt to assess the effectiveness of
algorithms without characterizing the nature of the anomalies in the datasets, nor other factors that influence
the performance, such as noise or concept drift. Often the methods to be compared share common properties,
but it is challenging to analyze their effects on performance because those properties are hidden in the design
of the algorithm and are not trivial to isolate. It is not obvious how to interpret whether an algorithm performs
better because of, for example, a specific distance function, the sampling strategy, or the features that it uses.
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This makes it difficult to answer the question which anomaly detection algorithm should be chosen for a
specific scenario?

By unifying and separating key concepts in existing methods, our framework allows one to study com-
monalities and differences of the algorithms more thoroughly, leading to more elaborate algorithm compar-
isons. In this work, we integrate several different methods into the framework and evaluate their performance
under various circumstances. We present how the performances of different combinations vary depending
on characteristics of datasets. We also discuss the advantages and drawbacks of each method separately, to
guide readers on how to effectively combine building blocks for specific scenarios. In the end, we compare
the performances of our framework to those of existing state-of-the-art methods.

Finally, given the vast diversity of existing approaches, it is rarely easy to identify the gaps in the state
of the art, without having an overview of the actual properties of different algorithms. By formalizing state-
of-the-art anomaly detection approaches within the SAFARI framework, we have determined there is no
existing general approach to learning data streams for the case of anomaly detection. Therefore, we propose
a novel learning strategy by generalizing the weighted reservoir sampling schema considering the constraints
of the anomaly detection problem.

Our contributions can be summarized as follows:

• We conceptualize the four high-level fundamental tasks in streaming anomaly detection problem and
formulate a meta-framework that is built upon these essential concepts to provide general, flexible, and
adaptable detection procedure.

• By integrating different methods into the framework’s components, we implement 20 different anomaly
detectors, several of which are novel approaches that have not been tried before.

• With the help of the framework, we identify a gap in existing data stream learning strategies and propose
a novel anomaly-aware reservoir sampling scheme.

• We conduct an extensive comparison study on these approaches using two benchmarks (Numenta and
Yahoo) that contain various real-world and synthetic time-series datasets from different domains.

The remainder of this paper is organized as follows. In Section 2, we present fundamental concepts in
streaming anomaly detection and introduce our framework. We review existing work in Section 3 in the
light of concepts introduced in the previous section. In Section 4, we describe in detail the methods we have
integrated into the framework implementation. In Sections 5 and 6, we discuss our experiments and results,
respectively. We highlight the main observations and recommendations from the results in Section 7 and
conclude this study in Section 8.

2 Framework

In this section, we present our meta-framework SAFARI (Streaming Anomaly Detection Framework using
Reference Instances), which combines fundamental tasks abstracted from existing anomaly detection algo-
rithms into a united schema and provides a generic procedure for streaming anomaly detection. SAFARI is
essentially based on the concept of a reference group, which consists a set of instances that is assumed to
represent the current normal behavior of the data stream.



4 Ece Calikus, Sławomir Nowaczyk, Anita Sant’Anna, Onur Dikmen

Fig. 1: An overview of the SAFARI framework that shows the flow of data and the modeling steps leading
to the generation of final anomaly scores. The framework comprises four components along with a decision
process where tp represents the current time and tp is the time at which the probationary period is ended.

2.1 Overview of SAFARI

SAFARI consists of four main components: data representation (DR), learning strategy (LS), nonconformity
measure (NCM) and anomaly scoring (AS), as illustrated in 1. The first component, DR, is concerned with
automatically transforming raw input data into informative representations or features, so that it can be
effectively exploited in anomaly detection tasks. The second component, LS, deals with the selection of the
reference group from transformed data, aiming to extract a representative sample of normal behavior from
the stream over time. The third component, NCM, measures the nonconformity score of a single observation,
with the goal of quantifying the “strangeness” of this observation with respect to the reference group. The
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Algorithm 1: General Procedure for Streaming Anomaly Detection
Input : Stream S = s1,s2, ... at time t = 1,2, ...;

Probationary period p;
Data representations D1,D2, ...;
Learning strategies L1,L2, ...;
nonconformity measures A1,A2, ...;
Anomaly scorings F1,F2, ...

Output : Final anomaly scores for every si in S, where i > p
R←{} ; . Reference group

Â←{} ; . nonconformity scores

F̂ ←{} ; . Final anomaly scores
Pick a data representation D, where D ∈D1,D2, ...;
Pick a learning strategy L, where L ∈L1,L2, ...;
Pick a nonconformity measure A, where A ∈A1,A2, ...;
Pick an anomaly scoring F, where F ∈F1,F2, ...;
while st for time t is received do

xt ←D(st);
if t<p then

R←L(xt ,R)
else

if Â = /0 then
for xi ∈ R do

Â← Â∪A(xi,R\ xi) . Compute the first set of nonconformity scores with
the reference group R by leave-one-out fashion

end for
else

Â← Â∪A(xt ,R) ; . Compute the nonconformity score of xt

F̂ ← F̂ ∪F(Â) ; . Compute final anomaly score of xt
Rnew←Li(xt ,R) ; . Update reference group with xt

Â←{};
for xi ∈ R do

Â← Â∪A(xi,Rnew \ xi) ; . Update the nonconformity scores with Rnew
end for
R← Rnew

end if
end if

end while
return Φ ;

last component, AS, aggregates these individual outcomes into a final anomaly score for each observation,
so that the global context can be taken into account. These four components are explained in more detail in
the next section.

An overview of the generalized procedure of SAFARI is shown in Alg. 1. It can be seen that the overall
procedure is implemented with single-pass constraint — that is, the observations in the data stream are
processed one at a time without being stored. Furthermore, we define a probationary period, which is the
time that is required to initialize framework parameters, with the predictions starting afterward.

The SAFARI framework is designed based on the “separation of concerns” concept, where components
are self-contained, cohesive building blocks that serve different purposes in anomaly detection of data
streams. This allows one to easily integrate new methods into any of the components or modify the ex-
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isting components without the need for altering the rest of the framework. Implemented building blocks can
be combined in various ways to obtain different and novel detectors, as instantiations of SAFARI.

This setup also provides a basis to conduct more elaborate evaluation experiments. SAFARI allows us
to demonstrate, in Section 5 of this paper, the contribution of each building block separately and to con-
duct thorough algorithm comparisons by isolating effects of shared and unique characteristics of different
streaming anomaly detection algorithms. Even though some of the existing approaches may not include all
four components that we presented here or the reference group approach, most of the streaming anomaly
detection algorithms can be unified using SAFARI.

2.2 The fundamental tasks

Existing algorithms solve the anomaly detection problem using various approaches and based on different
assumptions. However, since the overall goal is to find the instances that do not conform to normal behavior
in streaming environments, there are fundamental sub-tasks that are shared among many detectors. We have
identified four core concepts that play critical roles in the unsupervised streaming anomaly detection problem
and can help in distinguishing the underlying principles of different approaches. Below we present the high-
level overviews of these general tasks, and in the next section, we review the state of the art from the
perspective of these tasks.

Data representation: Data representation, in general, is concerned with automatically transforming raw
input data into representations or features that can be effectively exploited in machine learning tasks. Useful
representations can capture important clues about the past and the current state of the stream as well as the
key characteristics of the object (e.g., the monitored system) that are relevant for anomaly detection. The
goal of this task is to provide a more vibrant representation of a stream of data consisting of one or more
time series that helps to better distinguish anomalies from normal data.

Definition 1. (Data representation) Let S = {s1,s2, ...,st} be an input stream where si ∈ Rd . A data rep-
resentation is a function D that takes an observation (or a set of observations) in the input stream and
transforms them into a feature vector xt = D(si, ...,st) such that si ∈ S, xt ∈ Rd .

Such features or representations can be obtained in many different ways, such as by extracting means, aver-
ages, correlations, or distributions, or by using linear/nonlinear functional relationships, domain knowledge,
and so on. There are endless possible model families and hierarchies of models of increasing complexity.

Learning strategy:
This task is concerned with how to effectively learn the reference group, making sure that it represents

the current normal behavior of the stream. A data stream has a continuous flow and the number of incoming
observations is unbounded. Unlike static anomaly detection, algorithms that need to learn normal behavior
in dynamic environments should have the ability to process new data and limit the number of processed data
points in the reference group. At the same time, the reference group should be continuously updated since
normal behavior in a dynamic environment changes over time. Therefore, the selection of this set is one of
the crucial tasks that differentiate anomaly detection in static and dynamic datasets. We refer to the task of
maintaining and updating the reference group, where all the observations are not available at once and arrive
sequentially, as the “learning strategy.”

Definition 2. (Learning strategy) Given that R0 = /0 and a learning strategy L is a function,

Rt = L(xt ,Rt−1)



No Free Lunch But A Cheaper Supper: A General Framework for Streaming Anomaly Detection 7

where xt is the current observed feature, Rt−1 is the reference group before observing xt , and Rt is the new
reference group at time t.

Various general windowing techniques (e.g., sliding window, damp window) or sampling algorithms (e.g.,
uniform sampling) can be given as examples of different learning strategies.

Nonconformity measure:
Essentially, identifying how well the samples conform to the normal behavior is a core step in all unsuper-

vised anomaly detection algorithms. In this task, the goal is to quantify how “strange” a single observation
is with a measure which we refer to “nonconformity measure”.

Definition 3. (Nonconformity measure) Given the reference group Rt and the sample xt , a nonconformity
measure A is a function,

at = A(xt ,Rt)

where at is the nonconformity score indicating how “strange” xt is with respect to Rt .

Various approaches with different “normality” assumptions can be used to measure nonconformity: for ex-
ample, measuring the average distances to nearest neighbors, the local density, the variance in the angles, the
likelihood fit to a generative model or the difference between actual and predicted (i.e., expected) values.

Anomaly scoring: The aim of most anomaly detectors is to output a score for each sample that indi-
cates how likely it is to be an anomaly. In some cases, the levels of “strangeness” that are measured in
the previous task do not directly correspond to the desired levels of “anomalousness.” The candidates with
the high nonconformity scores may not be statistically significant or semantically relevant for the particular
use-case. This stage is concerned with the post-processing of the nonconformity scores, which transforms
“strangeness” scores of individual observations into “anomaly” scores based on the global context.

Definition 4. (Anomaly scoring) Let A = {a1,a2, ...,at} be a set of nonconformity scores, an anomaly scor-
ing F is a function

ft = F(ai, ...,at)

that maps nonconformity scores to final anomaly scores such that ai ∈ A

For example, in an approach that is interested in collective anomalous behavior of the observations instead
of the individual level of “strangeness,” the final scoring method aggregates the nonconformity scores of the
samples in a way to produce anomaly scores at the collective level. In another approach that assumes faults
or anomalies do not occur suddenly and expects a certain level of temporal “continuity” when detecting
anomalies, the anomaly scoring method tracks nonconformity scores and gives higher scores to deviations
that persist over time.

3 Related Work

To the best of our knowledge, our work is the first attempt to formalize the common tasks and properties of
“streaming anomaly detection”. One similar work was proposed by Schubert et al. (2014), who discussed
similarities and differences in local outlier detection methods, focusing on the notion of “locality” and pro-
posed an algorithmic structure that unifies the existing methods. Here, we review the state of the art related
to each of the four concepts that we introduced in the previous section.



8 Ece Calikus, Sławomir Nowaczyk, Anita Sant’Anna, Onur Dikmen

3.1 Data Representation

A suitable choice of representation greatly affects the ease and efficiency of data mining tasks. Therefore,
there is a rich literature around this subject. In this study, we review the techniques that are introduced
primarily for temporal data but that are also suitable to be used in streaming fashion. The most popular
techniques widely used for time series representation include the discrete Fourier transform (DFT) (Faloutsos
et al., 1994), piecewise models (Geurts, 2001; Yi and Faloutsos, 2000), and singular value decomposition
(SVD) (Keogh et al., 2001b). Many of these techniques have already been extended to be applied in a
streaming fashion. For example, Zhu and Shasha (2002) proposed a streaming version of DFT for real-
time monitoring of thousands of streams. Lazaridis and Mehrotra (2003) implemented an online version of
piecewise constant approximation with little loss of accuracy. Other methods also aim to summarize data
streams using simple statistics (e.g., mean, standard deviation or sum) (Cohen and Strauss, 2003), wavelets
(Cormode et al., 2006; Gilbert et al., 2003) or histograms (Fan et al., 2015). Bulut and Singh (2003) applied
wavelets to represent data streams in a way to be biased toward more recent values.

Linear models are also widely used in many works to represent single or multiple data streams (Kargupta
et al., 2004; D’Silva, 2008). Kargupta et al. (2006) and Kargupta et al. (2010) used linear correlations to
monitor correlations of on-board signals for vehicles. Other studies, by contrast, incorporated methods to
capture non-linear relationships such as neural gas models (Vachkov, 2006) and reservoir computing models
(Chen et al., 2013; Quevedo et al., 2014). Echo state networks were applied by Fan et al. (2015) to represent
air compressor sensor data.

There are also more recent techniques that use autoencoders (Li et al., 2015) or neural networks (Chen
et al., 2013). For example, Rögnvaldsson et al. (2018) has formalized the “interestingness” concept to find
useful data representation and include different autoencoders and histograms as representations.

3.2 Learning strategy

The large volume of data streams poses unique space and time constraints on the computation process.
These challenges have led researchers to propose strategies to effectively approximate streams over time.
While some of these methods are general, in that they are applied to different data mining tasks (e.g., classi-
fication or clustering), the rest are developed with constraints to be used in specific problems. The common
windowing techniques that are broadly applied for different tasks can be categorized into four groups: land-
mark, sliding, damped and adaptive. For example, landmark windows were employed for clustering in Birch
(Zhang et al., 1996) and CluStream (Aggarwal et al., 2003) and for the frequent pattern mining (Manku and
Motwani, 2012; Jin and Agrawal, 2005; Li et al., 2015; Leung and Jiang, 2011). Subramaniam et al. (2006)
and Angiulli and Fassetti (2007) used sliding windows for outlier detection, while Yang et al. (2009) and
Rögnvaldsson et al. (2018) applied them for condition monitoring. Other methods (Cao et al., 2006; Leung
and Jiang, 2011) have incorporated damped windows, in which the old data points in the window get lower
weights than newer points. Adaptive windows are mostly concerned with change detection where the goal is
to adapt to the changes more quickly by changing the size of the window. Bifet and Gavalda (2007) proposed
ADWIN for maintaining a window of variable size which automatically grows when the data is stationary
and shrinks when change is taking place.

Different sampling algorithms have also been proposed or adopted for mining data streams. Many stream-
ing outlier detection methods exploit uniform sampling (Zimek et al., 2013; Liu et al., 2012; Sugiyama and
Borgwardt, 2013), which is a simple but effective technique. Some others proposed custom sampling tech-
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niques that are tailored for specific tasks or algorithms. Kollios et al. (2003) proposed a density-biased
sampling approach for clustering and outlier detection, in which the probability that a point is included
in the sample is determined by the point’s local density. Similarly, Zhang et al. (2018) proposed another
density-biased sampling for local outlier detection. While sampling sparser regions at higher sampling rates,
it also sampled at lower sampling rates to strengthen “outlierness” contrast.

The effectiveness of most of the general methods—for example, uniform sampling—on anomaly detec-
tion have not been well recognized and studied in the literature. On the other hand, it is difficult to identify
the benefits of the custom sampling algorithms for anomaly detection, since they cannot be applied outside
of the specific settings that they were designed for. For example, the density-biased sampling algorithm of
Kollios et al. (2003) is only applicable with the methods that use density. We have not come across any
learning strategy that is designed to consider the properties of the anomaly detection problem and is also
general so that it can be combined with any anomaly detector.

3.3 Nonconformity measure

There are many ways to measure nonconformity in anomaly detection problem and there is a huge body
of literature on this subject. We suggest several surveys on this topic: Aggarwal (2015), Chandola et al.
(2009),Gupta et al. (2013) and Zimek et al. (2012). Here, we review some common approaches, i.e., proba-
bilistic and statistical proximity-based and prediction-based models that are applied in the streaming setting.

In statistical-based approaches, the aim is to learn a statistical model for a normal behavior of a dataset
and determine the nonconformity of new observations by measuring their fit into that model. Yamanishi
and Takeuchi (2002) and Yamanishi et al. (2004) proposed SmartSifter, based on an online discounting
learning algorithm that incrementally learns the probabilistic mixture model and calculates deviation of the
incoming data from this model. Several other statistical methods (Kuncheva, 2011; Song et al., 2007) use
log-likelihood criteria in order to quantify nonconformity.

The idea in proximity-based methods is to measure nonconformity of data points based on their similarity
to or distance from the normal data. Angiulli and Fassetti (2007) and Kontaki et al. (2011) proposed efficient
computation of nearest neighbors and use sliding windows to detect global distance-based outliers in data
streams. Distance-based “local” outlier techniques that extend the local outlier factor (LOF) algorithm to the
case of streaming data have been discussed by Na et al. (2018), Pokrajac et al. (2007) and Salehi et al. (2016).
Many clustering-based methods use distance to the cluster centers as the measure of nonconformity, while
proposing varying clustering algorithms to effectively cluster data streams. Cao et al. (2006) used the concept
of micro-clusters to distinguish between normal data and outliers based on the distance to cluster centers.
AnyOut (Assent et al., 2012), an anytime algorithm, applied a specific tree structure that is suitable for
anytime clustering and computes the nonconformity score using the distance to the nearest cluster centroid.
Chenaghlou et al. (2017) has proposed a hyper-ellipsoidal clustering approach to model the normal behavior
of the system, where nonconformity is determined based on the distance to the cluster boundaries.

Prediction-based methods mostly employ regression-based forecasting models, and nonconformity scores
are calculated on the basis of deviations between actual observations and their expected (or forecasted) val-
ues. Some works used traditional regression methods such as autoregressive modeling (AR), autoregressive
moving average (ARMA), and autoregressive integrated moving average (ARIMA). Since the success of
the prediction process affects the accuracy of anomaly detection, most of the prediction-based methods con-
centrated on the prediction model rather than the anomaly detection itself. The work in Yahoo’s EGADS
framework (Laptev et al., 2015) has provided a set of regression methods that can be selected or integrated
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by the user. Another work by Ahmad et al. (2017) used hierarchical temporal memory (HTM) networks
as their prediction model and detected anomalies by tracking prediction error over-time. Hundman et al.
(2018) and Malhotra et al. (2015) have shown that recurrent neural networks (RNN) achieve high prediction
performance and perform effectively across a variety of domains. Many methods have also been focused
on speeding up the regression modeling in the context of a large number of data streams and real-time data
(Huang et al., 2007; Jiang et al., 2011; Yi et al., 2000).

3.4 Anomaly scoring

Final scoring has not been formalized as a stand-alone process in most of the methods, and therefore is much
more difficult to abstract from the existing approaches. In some works, it appears as a global normalization
step—for example Schubert et al. (2014), which transfers nonconformity scores to anomaly estimates to
satisfy a clear gap between the scores of anomalies and normal samples. Kriegel et al. (2011) and Gao and
Tan (2006) proposed generic scoring functions that can convert any set of the nonconformity scores into
probability estimates.

Laptev et al. (2015) discussed that the prediction error (i.e., nonconformity scores) would not be suitable
for time-series anomaly detection and computed relative errors in final scoring. An anomaly likelihood
function was proposed by Ahmad et al. (2017) to define how anomalous the current sample is based on
the prediction history of the model. A sliding window was maintained on nonconformity scores and the
anomaly likelihood of each window was defined as the final anomaly score. Maurus and Plant (2017) and
Rögnvaldsson et al. (2018) applied statistical tests on the nonconformity scores to produce final anomaly
scores that capture only deviations that persist over time. A probabilistic approach was proposed by Olsson
and Holst (2015) that aggregates point outliers into group (i.e., collective) anomalies. Several other methods
used martingales to convert nonconformity measures to change-point estimates (Ho, 2005; Ho and Wechsler,
2010; Volkhonskiy et al., 2017).

4 Methods

In this section, we present the details of the methods we have implemented as part of the publicly available
SAFARI framework software library1 and evaluate experimentally in the next section. In total, we inte-
grate 12 separate methods—namely, two data representations, five learning strategies, four nonconformity
measures, and one anomaly scoring method. These are selected so that we can build 20 different SAFARI
anomaly detectors using various combinations. Even though only one of these methods is new, many of the
combinations themselves produce new anomaly detectors that have not been tried before.

It is important to note that in this study we mainly focus on two out of the four tasks defined in the previous
section: learning strategy and nonconformity measure. In most of the existing solutions, the procedures
concerning these two essential tasks are entirely embedded in the overall solution, which makes it difficult to
study their individual contributions. Furthermore, no studies address the impacts of nonconformity measures
and learning strategies separately nor the impact of combining them into different anomaly detectors. On the
other hand, data representation is heavily investigated in the literature, and we do not believe we can offer

1 github link https://github.com/caisr-hh



No Free Lunch But A Cheaper Supper: A General Framework for Streaming Anomaly Detection 11

important contributions in that area. Therefore, we integrate diverse sets of methods into the components of
SAFARI dealing with the former tasks, while we implement only two data representation methods and one
method for anomaly scoring.

4.1 Data representations

The first data representation implemented in the SAFARI framework is a simple approach using mean and
standard deviation of the last N observations to represent a feature:

µt =
∑N−1

i=0 st−i

N
, (1)

σt =

√
∑N−1

i=0 st−i−µt

N
. (2)

where st is the observation at time t and xt = {µt ,σt} is the feature at time t.
The second representation method is based on the SAX (symbolic aggregate approximation) (Lin et al.,

2003) approach: that is, the discretization of the original data stream into symbolic strings. SAX performs
this discretization by dividing a z-normalized subsequence into w equal-sized segments. For each segment,
it computes a mean value (i.e., piecewise aggregate approximation (PAA) (Keogh et al., 2001a)) and maps it
to symbols according to a user-defined set of breakpoints dividing the distribution space into α equiprobable
regions, where α is the alphabet size specified by the user.

In this work, we apply SAX on overlapping subsequences in a single-pass streaming fashion. Given a data
stream S = {s1,s2, ...,st}, we generate a SAX word xt , which is the feature at time t, based on a subsequence
ŝ that comprises the last n observations: ŝ = {st−n−1,st−n..,st}.

4.2 Learning strategies

Here, we present five different learning strategies that are integrated into the framework. The first strategy,
fixed reference group (FR), maintains a static set of instances as a reference group—that is, it does not
change over time. Clearly, this strategy is not suitable for many streaming scenarios, especially ones with
concept drift. However, we include it as a benchmark and to be able to compare static and dynamic methods
showcasing how they perform under different combinations of the framework components.

The other three strategies (i.e., sliding window (SW), landmark window (LW), and uniform reservoir sam-
pling (URES)) are popular techniques that have been widely used in many streaming applications, including
classification and clustering tasks. However, the thorough analysis of these approaches in the anomaly de-
tection problem is still missing from the literature. By integrating them, we make it possible to study their
individual performances separately from the rest of the framework and identify their benefits or drawbacks
in various datasets.

Finally, we propose a new learning strategy, anomaly-aware sampling (ARES), which provides a generic
method that requires only anomaly scores as input and is specifically designed considering the research gap
in the anomaly detection problem.
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4.2.1 Fixed reference group

The fixed reference group method maintains a window that collects the observations arriving in probationary
period p. This learning strategy essentially provides a static reference group that does not change over time
after the probationary period is over (Fig. 2a).

Rt =

{
Rt−1, if t > p,
Rt−1 +{xt}, otherwise.

(3)

4.2.2 Sliding window

In the sliding window approach, the oldest sample in the window is discarded whenever a new sample is
observed (Fig. 2b). Given a window size w and the new observed sample xt , the reference group at time t is
updated as below:

Rt =

{
Rt−1−{xt−w}+{xt}, if t > w,
Rt−1 +{xt}, otherwise.

(4)

4.2.3 Landmark window

In this windowing technique, a fixed timestamp in the data stream is defined as a landmark, and processing
is done over data points between the landmark and the present time (Fig. 2c). Landmarks are usually defined
by the user where they can be chosen as the starting timestamp of the stream or a specific timestamp such as
the beginning of a year. In this study, we assume the landmark is the time when we observe the first sample
(t = 0).

The reference group at time t with landmark windowing is as follow:

Rt =

{
/0, if t ≤ l,
Rt−1 +{xt}, otherwise.

(5)

where l is the landmark time.
Note that learning continues by adding the new samples to the reference group unless either the query

is explicitly revoked or the stream is exhausted and no additional observations are entered into the system.
Therefore, the size of the reference group is not fixed over time.

4.2.4 Uniform Reservoir

The reservoir sampling algorithm (Vitter, 1985) is a classic method of sampling without replacement from a
stream in a single pass when the stream is of indeterminate or unbounded length. Assume that the size of the
desired sample is w. The algorithm proceeds by retaining the first w items of the stream and then sampling
each subsequent element with probability f (w, t) = w

t , where t is the current time and also gives the length
of the stream so far.

Given reservoir size w, the reference group with landmark at time Rt is computed as follows:



No Free Lunch But A Cheaper Supper: A General Framework for Streaming Anomaly Detection 13

Fig. 2: Illustrations of windowing techniques, where tc represents the current time and tp is the time where
the probationary period is ended.

Rt =





Rt−1 +{xt}, if t ≤ w,

Rt−1−{x∗}+{xt}, if t > w ∧U <
w
t
,

Rt−1 otherwise.

(6)

where x∗ is a uniformly chosen element from Rt−1.

4.2.5 Anomaly-aware reservoir

The large volume of data streams poses unique space and time constraints on the computation process. Most
of the learning strategies in the literature focus on providing accurate approximation of the stream while
processing large volumes of data efficiently. However, these algorithms, including the other learning strate-
gies integrated into SAFARI, are not designed considering the constraints of the anomaly detection problem
and do not guarantee the maintenance of a representative sample of the normal behavior over time. For
example, the underlying assumption in uniform sampling, which is that all points are of equal importance,
has a serious drawback when it is directly applied to this problem. Clearly, sampling the anomalies and
normal samples with equal probability can cause the contamination of the reference group and leads to the
phenomenon called “masking,” which results in the incoming anomalies going undetected.

To deal with this problem, we propose the anomaly-aware reservoir sampling by generalizing the
weighted reservoir sampling schema for anomaly detection problem. In our method, we extend the online
algorithm proposed by Efraimidis and Spirakis (2006) for the case in which data has a different anomaly
score distribution. The goal here is to ensure the samples in the reservoir are more biased toward the samples
with lower scores: that are, normal samples.

In a nutshell, the idea of the weighted sampling algorithm is to draw a sample of size k without replace-
ment where the probability of selecting each sample at time t is equal to the sample’s weight divided by
the total weights of samples that are not selected before time t. Similarly, our learning strategy generates
a weighted random sample in one pass over incoming streams and maintains a reservoir with a size N that
constitutes the reference group R.

The process starts with assigning a “priority” to each sample using a weight function w(). Let xt be the
sample at time t; we define the function w(xt) which assigns the weight of xt as follows:

w(xt) = exp(−λS(xt)). (7)
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where λ is the decay factor and S(xt) is the anomaly score of xt . The choices for the decay factor are
suggested as 0.96≤ λ ≤ 0.98 by Haykin (1996), and we use λ = 0.96 in this study.

The weight function is designed to give lower weights to instances with high anomaly scores to ensure
that anomalous points have lower probability of being represented in the reference group. Therefore, the
strategy aims to avoid learning new abnormal instances while forgetting the ones that are already present.
This aspect is especially important when the initial reference group is highly contaminated by anomalies.

The learning strategy generates the “priority” pt = u
1

w(xt ) for the sample xt , where w(xt) is the weight and
u is drawn randomly from [0,1]. In the original implementation, the samples with the highest N priorities are
always kept in the reservoir. In each iteration, the sample with the smallest priority is taken as a threshold T
and then is replaced by sample xt if pt is larger than T .

However, in the presence of a nonstationary distribution, the learning strategy must incorporate some
form of forgetting past and outdated information. Therefore, instead of removing the item with the lowest
priority, we determine the set of candidate samples that have priorities lower than xt and remove the oldest
one among the candidates.

The goal here is to continuously update the reservoir sample in such a way that the older items are
replaced consistently while still maintaining normal samples in the reference group. The details of the overall
procedure are shown in Alg. 2

Algorithm 2: Anomaly-aware reservoir sampling
Input : Reference group R;

Reservoir size w;
New sample (xt , t)

Output : Reference group R
priorities← /0;
st ← Collect anomaly score of xt ;

pt ← u
1

e−λ st ;
if t < w then

priorities← priorities∪ (pt , t);
R← R∪ (xt , t);

else
candidates← Collect samples where priorities are smaller than pt ;
if |candidates|> 0 then

i← argmin(candidates);
priorities← priorities/(pi, i)∪ (pt , t);
R← R/(xi, i)∪ (xt , t);

end if
end if
return R ;

4.3 Nonconformity measures

The four nonconformity measures that are incorporated into the framework are as follows: (i) near-
est neighbors-based (NN), (ii) density-based (DEN), (iii) clustering-based (CC) and (iv) frequency-based
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(FREQ). The first three approaches are based on the popular proximity-based models in which the noncon-
formity scores are determined by, respectively, the average k-nearest neighbor distance, local density value
and distance to closest cluster centroid. Even though these are very common approaches that have been
employed by many different anomaly detection algorithms, their streaming versions are not well-studied.

The fourth method is the frequency-based approach, which measures nonconformity by the number of
occurrences of the pattern, with low frequencies leading to higher nonconformity scores. We have integrated
this algorithm to increase the diversity in the framework and also to provide a choice that has a significantly
lower computational cost.

4.3.1 Nearest neighbors-based NCM

In this method, we use average distances to the k-nearest neighbors (KNN) as a measure of nonconformity.

at =
∑k

i=1 d(xt ,NNi(xt))

k
. (8)

where NNi(xt) ∈ Rt is ith nearest neighbour of xt .

4.3.2 Density-based NCM

This measure quantifies the nonconformity of the samples based on their local densities, under the assump-
tion that anomalies do not lie in dense regions. In this work, we use the LOF to estimate nonconformity
scores, since it adjusts for the variations in the local densities of different regions.

Given two points xi and x j ∈ R, the kth reachability distance of xi with respect to x j is

Rk(xi,x j) = max{d(xi,NNk(xi)),d(xi,x j)}, (9)

where d is the distance function and NNk(xi) is the kth neareast neighbor of xi.

Local reachability density, LRDk is given by

LRDk(xt) =

(
1
k

k

∑
i=1

Rk(xt ,NNi(xt))

)−1

, (10)

where NNk(xt) ∈ R is a set of the k-nearest neighbors of xt .
Finally, the nonconformity score of xt is equal to its local outlier factor, LOFk given by

at = LOFk(xt) =
1
k

k

∑
i=1

LRDk(xt)

LRDk(NNi(xt))
. (11)

In traditional LOF, the LOF scores of all data points should be updated whenever a new data point is
inserted or removed from the reference group Rt , which is computationally expensive. We use iLOF (Pokra-
jac et al., 2007), which selectively updates the scores of only the instances affected by the change in the
reference group.



16 Ece Calikus, Sławomir Nowaczyk, Anita Sant’Anna, Onur Dikmen

4.3.3 Clustering-based NCM

In clustering-based NCM, the distance from the nearest cluster centroid is used as a measure of nonconfor-
mity. Let Rt be the reference group and xt be the sample at time t, the nonconformity score of xt is computed
as follows:

at = min(d(xt ,C(Rt)). (12)

where d is the distance function and C(Rt) denotes all the cluster centers computed on Rt .
Here, the clustering algorithm used for partitioning the reference group into disjoint sets can be chosen

freely. We use the incremental version of k-means by Ordonez (2003) to compute clusters and centroids
since it can be easily adopted in the streaming scenario. In this method, every new example is added to the
cluster with the nearest centroid, and in every r steps a recomputation phase occurs, which updates both the
assignment of points to clusters and the centroids. Ordonez (2003) chooses r to be the square root of the
number of points seen so far, aiming to balance accuracy and computation time. However, in our case, we
update the cluster centroids at each time step based on the learning strategy in which the old samples can be
removed from the clusters as the new ones are added. Therefore, we follow Bifet and Gavalda (2006) for the
recomputation phase which suggests recomputing when an average point distance to centroids has changed
more than an ε factor, where the ε factor is user-specified.

4.3.4 Frequency-based NCM

This nonconformity measure is motivated by the assumption that anomalies are rare items in the behavior,
and samples that form infrequent patterns are more likely to be anomalous. Therefore, measuring nonconfor-
mity is directly related to measuring the surprisingness level of the sample, which is defined as the frequency
of its occurrence in normal behavior.

After applying the chosen data representation method, the frequency is measured by monitoring the num-
ber of occurrences of patterns in the reference group, where a “pattern” is a subset of the feature space at any
time. Together with this nonconformity measure, we specifically use SAX representation, which has been
shown to be a very powerful method to capture meaningful patterns in a data stream (Keogh et al., 2001b).
Nonconformity scores of the samples are determined by their “term” frequencies—that is, the number of
times they occurred in the reference group.

To track term frequencies dynamically, we create a hash table using SAX words encountered in the
reference group as the keys and their number of occurrences as hashed values. Given a reference group Rt , a
hash table H and the current sample xt that corresponds to a SAX word, the nonconformity score at of xt is
computed as

at =
|Rt |

f (xt)+1
. (13)

where |Rt | is the size of Rt , and f (xt) retrieves the frequency of xt from the hash table H. The hash table is
convenient data structure for this task since insert, update and lookup operations take O(1) and the space is
also bounded with O(N) where N is the size of the reference group Rt .
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4.4 Anomaly scoring

In this work, we incorporate only one method for final scoring. It is based on the statistics that has been used
in conformal prediction (Vovk et al., 2005). The procedure of anomaly scoring can be seen in Alg. 3. To
compute anomaly scores, we first estimate p-values for every new observations using nonconformity scores
where p-values correspond to confidence levels for each prediction:

pt =
|i = 1, ...,w : ai ≥ at |

w
. (14)

In this case, high p-values are consistent with the definition of an outlier by Hawkins (1980), where an
observation with a high p-value corresponds to the one that deviates so much from other observations as to
arouse suspicion that it was generated by a different mechanism. This definition considers an anomaly as an
extreme single point that occurs “individually” and “separately.”

In many streaming applications, the temporal continuity plays a critical role to the notion of abnormality,
since anomalies mostly occur as abnormal patterns rather than independent outlying observations, or they
lead to abrupt or gradual changes exhibiting a lack of continuity with their immediate or long-term history.
Furthermore, to be able to detect anomalies in the early stages, one cannot wait for the metric to be clearly
beyond the bounds (e.g., p-values) and the ability to detect subtle changes is needed.

We track p-values over time instead of reporting them directly as anomaly scores and apply statistical
hypothesis testing under the null hypothesis that the p-values should be uniformly distributed (based on
Theorem 1):

Theorem 1. (Vovk et al., 2005)
If the data samples {x1,x2, · · ·} satisfy the i.i.d. assumption, the p-values {p1, p2, · · ·} are independent

and uniformly distributed in [0,1].

Specifically, this hypothesis is tested using the Kolmogorov-Smirnov (K-S) one-sample test (Kolmogorov,
1933), where we compare the empirical cumulative distribution function of p-values with the cumulative dis-
tribution function of the uniform.

The empirical cumulative distribution function Ft(p) of the sequence of n p-values {pt−n+1, pt−n+2, · · · , pt}
is given by

Ft(p) =
1
n

t

∑
i=t−n+1

I(pi ≤ p), (15)

where I is an indicator function such that I equals 1 if pi ≤ p and 0 otherwise. Given F(p) is the cumulative
uniform distribution function, the one-sample Kolmogorov–Smirnov statistic for time t is

Dt(p) = supp|Ft(p)−F(p)|. (16)

where supp denotes the supremacy of the set of distances between the curves.
The probability of observing such a Dt under the null hypothesis is evaluated. We use the significance

levels obtained from the K-S tests (it should be noted that they are different than the p-values calculated in
(14)) as an indicator for anomaly scores. The significance levels can not be directly interpreted as anomaly
scores since p-values will have very low values. Therefore, we apply a score unification step to convert these
values into probability estimates by regularization, normalization and scaling steps. Following Kriegel et al.
(2011), we use logarithmic inversion for regularization, a simple linear transformation for normalization and
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Gaussian scaling to produce final scores (see supplementary material). The advantages of the unification of
the scores is that it allows the comparison of different combinations of the framework and also makes it
possible to create an ensemble of them in the future.

Algorithm 3: Anomaly Scoring
Input : Nonconformity scores of the reference group AR;

Nonconformity score of the current sample at ;
test period u

Require : Current p-values P;
if P = /0 then . Generate p-values of the first reference group

for ai ∈ AR do
pi← | j=1,...,|AR\ai|:a j≥ai|

|AR\ai| ;
P← P∪ pi;

end for
end if
pt ← | j=1,...,|AR|:a j≥at |

AR
; . Compute p-value of the test sample xi

P← P∪ pt ;
σ ← KST EST (P,u);
st ←UNIFICAT ION(σ);
return st ;
Output : Anomaly score st at time t;

5 Evaluation

In this section, we conduct in-depth evaluations for the anomaly detection algorithms within our frame-
work. We introduce the datasets and parameter configurations that we use in this study, and then report
our thorough evaluation methodology and results. Finally, we summarize our findings and provide intuitive
recommendations on selecting appropriate settings for different scenarios.

5.1 Datasets

In the following, we describe the two real-world benchmark datasets—Numenta Anomaly Benchmark
(NAB) and Yahoo S5 Webscope Benchmark—that were used in this work.

NAB provides a set of real-world and artificial datasets that are designed for research in streaming
anomaly detection. It is composed of 58 datasets containing labeled anomalous periods of behavior. The
majority of the NAB datasets are real-world from different domains and applications such as AWS server
metrics, Twitter volume, advertisement click metrics, real-time traffic data from Minnesota, temperature sen-
sor data, and so on. Each dataset exhibits different characteristics such as temporal noise, short and long-term
periodicities and concept drift.

Yahoo Webscope S5 benchmark is released by Yahoo Labs for the detection of unusual traffic on Yahoo
servers. It consists of 367 time-series datasets in four classes in which the ground truth anomaly information
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is available for all time series. In this study, we use A1 class, which consists of real datasets from Yahoo’s
computational services, while other classes contain synthetically generated data. A1 datasets comprise 67
time series with various seasonality, distinct change patterns, and diverse types of anomalies that are based
on real measurements from various Yahoo cloud services, such as Yahoo Membership Login (YML).

5.2 Evaluation metrics

In our experiments, we adopt two metrics (i.e., ROC-AUC and NAB scoring) to evaluate the detection
performances of SAFARI detectors.

The first metric, ROC-AUC, is the most popular measure for the evaluating unsupervised anomaly detec-
tion methods. It summarizes the ROC curve score with a single value that ranges between 0 and 1. According
to Aggarwal (2015) given a scoring of a set of points in order of their propensity to be anomalies, the ROC
AUC is equal to the probability that a randomly selected anomaly-nominal pair (a,n) is scored in a correct
order where an anomaly appears before a nominal.

ROC−AUC = meanaεA,nεN





1, if Score(a)> Score(n),
1/2, if Score(a) = Score(n),
0 if Score(a)< Score(n).

(17)

ROC-AUC is a useful measure to understand whether a method exhibits a high ratio of correctly detected
anomalies (i.e., true positive rate (TPR)) while providing few normal samples misidentified as anomalies
(i.e., false positive rate (FPR)). However, this metric only takes the ratio of detected anomalies to nominals
into account, ignoring the positions of the samples in the time series.

The second metric that we use in this study is NAB scoring which is a measure provided by NAB to assess
the quality of streaming anomaly detection algorithms. The key aspect of NAB scoring is that it is designed
to award early detection, which is a quite useful feature for many streaming applications. To incorporate the
knowledge of early or late detection into scoring, NAB Benchmark defines the concept of anomaly window,
which consists of a sequence of data points centered on one or more true anomalies in a dataset. In a nutshell,
NAB scoring considers detection within a window as true positives (TP), which gives positive values to the
NAB score such that a TP detected at the beginning of the window has a higher value. If there are multiple
detections within a particular anomaly window, the scoring considers only the earliest detection as a TP and
ignores all detections that come afterward. This means that an anomaly detector that detects only the first
point in the window as an anomaly will receive a higher score than a detector that detects as anomalies all
the points in the window except the first one.

Furthermore, detections made outside the window are considered false positives (FP) that make negative
contributions to the NAB score. The position of the detection is also taken into account for FPs. If an FP
occurs close to a window, it gets a less negative value than if it occurs farther away from the window. Missing
a window completely results in a false negative (FN) and makes a negative contribution to the score. More
details about the method can be found in (Lavin and Ahmad, 2015).

The maximum NAB score a detector can achieve in a dataset is equal to the number of anomaly windows
in that dataset. To be able to compare detection performances on different datasets, we normalize the NAB
scores using the number of windows such that the score of the perfect detector is 1, and the null detector is 0.
It is important to note that NAB scores are not lower-bounded, since the lowest score of a detector depends
on the number of FPs—that is, the number of normal samples in a dataset.



20 Ece Calikus, Sławomir Nowaczyk, Anita Sant’Anna, Onur Dikmen

The most important drawback of the NAB scoring is defining anomaly windows efficiently. Selecting
larger windows allows the rewarding of earlier detection of anomalies, but it can lead to actual FPs be
counted as TPs, thus rewarding inaccurate detection. The authors of the Numenta benchmark (Lavin and
Ahmad, 2015) recommend choosing the window size to be 10% of the number of instances in a dataset,
divided by the number of true anomalies in the given dataset. Following this, we generate anomaly windows
for each dataset in Yahoo Benchmark to be used for the evaluation with Numenta scoring.

Contrary to the ROC-AUC score, the NAB scoring requires a threshold value on anomaly scores to cutoff
between anomalies and normals. To limit the computational cost, we set a global threshold to 0.9 providing a
guaranteed %10 false positive rate for SAFARI detectors for all datasets, instead of optimizing the threshold
for each dataset separately.

5.3 Experimental setup

In our experiments, all requisite parameters of the integrated methods of data representations (i.e., mean-std
and SAX), nonconformity measures (i.e., NN, DEN, CC, and FREQ) and anomaly scoring (i.e. CAD) are
tuned to select the best parameter at which the given evaluation metric is optimized. Another parameter of
SAFARI, the probationary period, p, is chosen as the first 15% of the total time series for all the datasets
as was suggested by the Numenta Benchmark (Ahmad et al., 2017). Considering this, the window sizes, w,
required by the learning strategies—FR, SW, URES and ARES—are also set to w = p.

5.4 Evaluation on Benchmark Datasets

In this section we first evaluate the average detection performances of two building blocks, i.e., learning
strategy and nonconformity measure across all the datasets. Then, we showcase how the best performances
vary among the 20 SAFARI detectors.

Table 1 shows, for each learning strategy, the mean and standard error of the NAB and ROC-AUC
scores that are aggregated over all datasets combining four nonconformity measures. Our proposed strategy,
SAFARI-ARES, outperforms other methods in both ROC-AUC and NAB scores. SAFARI-FR, as expected,
results in the lowest performance.

Correspondingly, Table 2 shows the performance comparisons of different nonconformity measures, av-
eraged over all datasets and learning strategies. It can be seen that SAFARI-CC achieves the highest per-
formance in ROC-AUC, while SAFARI-FREQ outperforms the others in terms of NAB score. SAFARI-NN
consistently leads to the lowest performance.

To determine whether there is a significant difference between the performances of the different learning
strategies and nonconformity measures, we follow Demšar (2006). We first apply the Friedman test (Fried-
man, 1937) using the average ranks of the methods in Table 1 and Table 2 where the null hypothesis for
this test assumes that there is no significant difference between the methods. The Friedman tests for learning
strategies and nonconformity measures returned p-values of 2.580007E − 16 and 5.758827E − 12 respec-
tively. Therefore, we reject the null hypothesis in both cases and proceed with the Nemenyi post-hoc test
(Nemenyi, 1963) to compare methods pairwise and to identify the ones that differ significantly. This test
identifies performances of two algorithms to be significantly different if their average ranks differ by at least
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Learning Strategy SAFARI-FR SAFARI-LW SAFARI-SW SAFARI-URES SAFARI-ARES

ROC-AUC 0.781±0.15 0.810±0.13 0.828±0.12 0.790±0.14 0.835±0.12

NAB 0.390±0.37 0.637±0.31 0.629±0.30 0.559±0.34 0.660±0.28

Average Rank 3.71 2.85 2.70 3.16 2.56

Table 1: Detection performances of SAFARI’s learning strategies presented using three different metrics:
ROC-AUC, NAB and average rank. Results compare the average performances of each method reported as
the mean and the standard deviation of the scores taken from all datasets and nonconformity measures. The
best average scores across each row of strategies are shown in bold.

nonconformity SAFARI-NN SAFARI-DEN SAFARI-CC SAFARI-FREQ

ROC-AUC 0.767±0.15 0.820±0.13 0.827±0.13 0.822±0.13

NAB 0.484±0.36 0.530±0.34 0.623±0.32 0.663±0.29

Average Rank 3.10 2.53 2.13 2.22

Table 2: Detection performances of SAFARI’s nonconformity measures presented using three different met-
rics: ROC-AUC, NAB and average rank. Results compare the average performances of each method reported
as the mean and the standard deviation of the scores taken from all datasets and learning strategies. The best
average scores across each row of NCMs are shown in bold.

the “critical difference” (CD). Fig. 3 and 4 visually represent the results of the Nemenyi tests in critical dif-
ference diagrams where methods that are not connected by a bar have significantly different performances.

Fig. 3: Critical difference diagram showing the streaming anomaly detection performances of the five learn-
ing strategies. Methods that are not significantly different (at p ¡ 0.05) are connected with a bar.

For the case of learning strategies, comparing five methods combined with four nonconformity measures
on 125 datasets (i.e., 67 Yahoo, 58 Numenta) using two metrics (i.e., ROC-AUC and NAB) at significance
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Fig. 4: Critical difference diagram showing the streaming anomaly detection performances of the four non-
conformity measures. Methods that are not significantly different (at p ¡ 0.05) are connected with a bar.

level α = 0.05, the critical difference diagram is shown in Fig. 3. It can be seen that SAFARI-FR performs
significantly worse than other learning strategies, demonstrating that a fixed reference group is not a suitable
for most of the streaming environments. Furthermore, SAFARI-ARES performs significantly better than
SAFARI-FR, SAFARI-LW and SAFARI-URES while there is no significant difference between SAFARI-
ARES and SAFARI-SW.

Similarly, in Fig. 4 we can observe that SAFARI-NN performs significantly worse than the other methods,
while there is no significant difference between SAFARI-CC and SAFARI-FREQ.

In the following, we present how the best performances vary between different SAFARI detectors. Table
3 shows, for each combination, the number of datasets for which that combination gives the best result in
any of the performance metrics. It can be seen that all the combinations achieve the highest performance for
at least one dataset, except for SAFARI-FR-NN. Another important observation is that the superiority of a
method can be different in terms of average detection performance and the number of best performances.
For example, although there is no significant difference among the average performances of SAFARI-CC
and SAFARI-FREQ (Fig. 4), the number of best performances that SAFARI-FREQ reports is much higher.
In addition, the results show that even the worst methods of the two worlds—that is, SAFARI-NN as a
nonconformity measure and SAFARI-FR as a learning strategy—can lead to best results in many datasets,
when combined with other methods.

Combination SAFARI-NN SAFARI-DEN SAFARI-CC SAFARI-FREQ Total

SAFARI-FR 0 4 11 19 34

SAFARI-LW 4 11 5 25 45

SAFARI-SW 2 14 19 26 60

SAFARI-URES 2 7 12 12 33

SAFARI-ARES 2 11 17 31 61

Total 10 47 64 113 234

Table 3: Comparison of the SAFARI detectors based on the number of datasets for which each detector
is the winner—that is, outperforms all other detectors. According to results, SAFARI-FREQ-ARES is the
detector (combination) with the most wins, with 31 cases. In total, SAFARI-FREQ and SAFARI-ARES are
the methods with the highest number of best performances; their results are shown in bold.
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The results presented throughout this section show that none of the detectors is able to consistently per-
form better than all other detectors. This suggests that different combinations are appropriate for different
datasets or use cases, even though some of the methods work well more often than others. In the next
sections, we try to highlight which method is likely to be successful in which circumstances.

5.5 Comparison with dataset characterization

In this section, we discuss and compare the behavior of algorithms across a wide range of datasets with differ-
ent characteristics. Datasets’ characteristics are assessed based on four properties—namely, noise, concept
drift, anomaly type, and anomaly rate. We specifically analyze the individual performances of different non-
conformity measures and learning strategies with respect to these properties. The goal is to provide the future
users of SAFARI insights into why combining particular methods may be beneficial or which component is
more important for obtaining better results in specific conditions.

We first start by characterizing the datasets and evaluation metrics that are used in this study based on
the collective performances of all SAFARI detectors. For this analysis, we examine the collective perfor-
mances of all 20 SAFARI detectors and measure their “difficulty” and “diversity” levels. Following Zimek
et al. (2012), we define the notion of “difficulty” as the average of the scores of all anomalies in the dataset
calculated by all methods. Datasets with a low difficulty score contain anomalies that are relatively easy to
detect, while a high difficulty score indicates that the majority of methods have trouble in finding the anoma-
lies. On the other hand, “diversity” reflects the (lack of) agreement among the detectors on an individual
dataset. We define the diversity score of a dataset as the standard deviations of the scores reported by all 20
combinations. A high diversity score indicates a large disagreement among the detection performances.

Figs. 5a and 5b show the difficulty–diversity plots using different evaluation metrics. Results from two
different benchmarks are represented with different shapes. It can be seen that difficulty and diversity levels
can vary greatly between datasets and evaluation metrics. Therefore, making fair comparisons of nonequiv-
alent groups of datasets is not straightforward. For example, suppose we would like to assess the behavior
of a method (e.g., sliding window) on a property (e.g., concept drift) by comparing the performance of this
method on two groups of datasets: the first group includes “drifting” datasets, while the second group in-
cludes nondrifting ones. Directly comparing the absolute performances (i.e., the ROC-AUC and NAB score)
of the method on these two groups will not be a reliable way to analyze the impact of concept drift, since
there can be other factors affecting the performances; for example, one of the groups may be inherently more
difficult.

In this case, we try to mimic controlled experiments where the test group (e.g., drifting) and the control
group (e.g., non-drifting) have entirely different datasets and therefore, the number of independent variables
(factors that are different between two groups) is unknown. To achieve this, we introduce the concept of
“relative performance,” where the goal is to account for the impact of uncontrollable factors while comparing
algorithms performance on a specific property. The relative performance is computed by taking the average
difference between the absolute performance of the method and the absolute performances of all the other
methods.

It is assumed that the effects of uncontrollable factors also persist in the performance of the other methods,
and computing the relative difference between two groups instead of the absolute difference will reduce the
effect of this bias.

Given a dataset d, let S be the list of the actual scores of a method M, and Ŝ be the list of actual scores of
other methods. The relative performance score of M on d is
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(a) NAB scores (b) ROC-AUC scores

Fig. 5: Diversity versus difficulty of the datasets based on two metrics: NAB and ROC-AUC. Numenta
datasets are represented with orange shapes while Yahoo datasets are shown with blue shapes.

RelM
d =

1
|Sd | ∑

s∈Sd

∑ŝ∈Ŝd
s− ŝ

max(Sd ∪ Ŝd)−min(Sd ∪ Ŝd)
, (18)

Given two sets of datasets D1 (e.g., low-noise datasets) and D2 (e.g., high-noise datasets), the relative
performance difference of M between D1 and D2 is

∆ M =
∑di∈D1

RelM
di

|D1|
−

∑d j∈D2
RelM

d j

|D2|
. (19)

Table 4 reports relative performance scores of all SAFARI methods (i.e., five LS and four NCM) on
different dataset properties. Each column represents how a method behaves under certain properties, such as
noise, concept drift, and so on.

In the following, we discuss in detail how different properties affect different SAFARI methods. The
significant score differences are marked in bold.

The noise effect: To compare the effect of noise in the data on the performances of different learning
strategies and nonconformity measures, we divide benchmark datasets into two groups: low-noise and high-
noise. However, the benchmarks do not provide information regarding the noise level of datasets. Therefore,
we have determined this classification through visual analysis of each univariate time series in both Yahoo
and Numenta datasets (see supplementary material).

The relative performance difference (∆ ) scores in this setting reflect how the performance of a method
changes from high-noise data to low-noise data, in comparison to other methods.

The first column in Table 4 shows these scores that are obtained by different SAFARI methods. It can be
seen that the impact of noise is not significant in any of the given learning strategies. This result indicates
that the choice of the learning strategies is not critical when the level of noise in a dataset is high. On the
other hand, the performances of some of the nonconformity measures exhibit significant change under high
noise. SAFARI-FREQ has the lowest (∆ ) score, which reveals that its performance is the most negatively
affected by the increase of noise. On the other hand SAFARI-NN and SAFARI-DEN do not show signifi-
cant performance decreases between noisy and non-noisy datasets. SAFARI-CC is the most noise resilient
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method, achieving the highest ∆ score. Considering these finding, SAFARI-CC has clear advantage when
there is a clear sign of noise in a dataset, while SAFARI-FREQ should be avoided.

Drift effect: Similar to the previous case, the information about concept drift is missing, therefore we
determine it by visual analysis. Following (Gama et al., 2014), we consider a dataset as drifting qualitatively
if it has one of the drift types—that is, sudden, incremental, gradual, or reoccurring. The rest of the datasets
are considered as non-drifting (see supplementary material). In this setting, a ∆ score indicates how the
performance of a method changes from drifting data to non-drifting data in comparison to other methods.

According to Table 4, the drift effect is quite distinct among different learning strategies. ∆ scores show
that SAFARI-SW and SAFARI-ARES are better than other methods at dealing with concept drift. Both
of these methods have specific forgetting mechanisms, and clearly forgetting past observations is essential
when dealing with drift. The presence of drift affects SAFARI-FR the most, which is expected, considering
that it is a static learning strategy that cannot adapt to changes over time.

According to Table 4, most of the nonconformity measures do not show significant performance change
between drifting and non-drifting datasets. SAFARI-CC is an exception, exhibiting a clear decrease in per-
formance when datasets are drifting. The explanation of this behavior might be our SAFARI-CC implemen-
tation. We use an incremental k-means algorithm that updates clusters over time according to the learning
strategy. However, it still assigns a fixed number of clusters (k), and if a new concept emerges suddenly,
the clustering structure may not adapt well enough to the new concept. This issue can be overcome using a
different streaming clustering algorithm to measure nonconformity, one that can also change the number of
clusters over time.

Anomaly type effect: We study the effect of two types of anomalies: clustered (pattern) anomalies and
scattered anomalies (outliers). Clustered anomalies mostly occur when the same process generates anomalies
multiple times, while scattered anomalies are often generated by different processes. To assess the clustered-
ness/scatteredness level of anomalies in each dataset, we use the normalized clusteredness measure proposed
by Emmott et al. (2013). The normalized clusteredness nc is defined as log

(
σ2

n
σ2

a

)
, where σ2

n is the sample

variance of the candidate normal points and σ2
a is the sample variance of the candidate anomalies. Then, we

consider the anomaly type of a dataset as “scattered” if nc≤ 0 and “clustered” if nc > 0.
As reported in the third column of Table 4, the performances of the learning strategies do not show any

significant difference when the type of the anomaly changes. However, the detection capabilities of different
nonconformity measures can be influenced by anomaly type, since they mostly rely on different assumptions
of the normality. The results support this argument by showing that most of the nonconformity measures
integrated into SAFARI perform significantly differently on scattered and clustered anomalies. For example,
the performances of SAFARI-DEN and SAFARI-CC deteriorate significantly when anomalies are clustered.
Both of these methods assume that anomalies are located far away from the dense regions, and clustered
anomalies can fool these methods by creating dense regions in the space. On the other hand, SAFARI-FREQ
is clearly much better than the rest of the methods in handling clustered anomalies because it looks for the
occurrence of the “rare” patterns rather than outlying individuals.

Anomaly rate effect: Anomaly rate reflects the contamination level of a dataset and is defined by the frac-
tion of observations that are ground-truth anomalies. We divide the datasets into two groups as high and low
contamination by considering the average contamination rate in all 112 datasets as a threshold. The datasets
that have higher rates than the average are categorized as high, while the rest have low contamination.

It can be observed from Table 4 that the anomaly rate profoundly affects the behavior of most of the
learning strategies. The performances of SAFARI-LW, SAFARI-SW, and SAFARI-URES are significantly
worsened when the contamination is high. The likely reason is that these methods learn from data instances
without assessing whether they are actually normal observations. The greater the dataset contamination, the
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DETECTOR ∆noise ∆dri f t ∆type ∆contamination

SAFARI-FR 0.0169 −0.1815 −0.0081 0.01817

SAFARI-LW −0.01405 0.0178 0.0194 −0.0279

SAFARI-SW 0.0179 0.0977 −0.0189 −0.0184

SAFARI-URES −0.0221 0.0279 −0.0070 −0.0359

SAFARI-ARES 0.0012 0.0362 0.0176 0.0538

SAFARI-NN 0.0147 0.0129 0.0001 −0.0138

SAFARI-DEN 0.0172 0.0380 −0.0391 0.0176

SAFARI-CC 0.0216 −0.0624 −0.0237 0.0181

SAFARI-FREQ −0.0668 −0.0033 0.0570 −0.0219

Table 4: Comparison of the SAFARI methods using relative performance scores across datasets with different
characteristics: noise level, concept drift, anomaly type and anomaly rate (contamination).

more anomalous the behavior these strategies learn. However, our proposed strategy, SAFARI-ARES, is
designed to give lower probabilities not to learn from potentially anomalous samples. The results show that
it is clearly the best method to deal with datasets containing higher anomaly rates.

SAFARI-FR does not seem to be affected by the anomaly rate, which is understandable since it only
learns during the probationary periods, which are defined in each dataset to contain only normal instances
based on the ground truth. Still, we cannot support this strategy because the absolute performance scores of
SAFARI-FR are much lower than the rest of the methods in the case of both low and high anomaly rates (see
supplementary material).

Finally, no consistent performance change of nonconformity measures is observed between datasets with
low and high anomaly rates.

5.6 Comparison with the baseline algorithms

In this section, we compare SAFARI with the state-of-the algorithms that are reported by Numenta bench-
mark. Table 5 summarizes the scores of benchmark algorithms across all application profiles (see supple-
mentary material), including the three NAB competition winners (Ahmad et al., 2017). In addition to the
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various streaming anomaly detection algorithms , there are three control detectors in NAB. A “null” detec-
tor runs through the dataset passively, making no detections, accumulating all false negatives. A “perfect”
detector is an oracle that outputs detections that would maximize the NAB score; that is, it outputs only
true positives at the beginning of each window. The raw scores from these two detectors are used to scale
the score for all other algorithms between 0 and 100. The “random” detector outputs a random anomaly
probability for each data instance, which is then thresholded across the dataset for a range of random seeds.
The score from this detector offers some intuition for chance-level performance on NAB.

Detector Standard Profile Reward Low FP Reward Low FN

Perfect 100 100 100

SAFARI-Best 91.65 88.5 95.8

SAFARI-LW-CC 71.75 69.1 77.8

Numenta HTM 70.1 63.1 74.3

CAD-OSE 69.9 67 73.2

Numenta 64.6 58.8 69.6

KNN-CAD 58.0 43.4 64.8

SAFARI-Average 55.5 49.1 60.8

Relative Entropy 54.6 47.6 58.8

HTM PE 53.6 34.2 61.9

Random Cut Forest 51.7 38.4 59.7

Twitter ADVec 47.1 33.6 53.5

Etsy Skyline 35.7 27.1 44.5

Sliding Threshold 30.7 12.1 38.3

Bayesian Changepoint 17.7 3.2 32.2

EXPoSE 16.4 3.2 26.9

Random 11 1.2 19.5

Null 0 0 0

Table 5: Comparison of SAFARI with algorithms in NAB scoreboard

SAFARI-Best in Table 5 represents the best combination giving the highest NAB score in each dataset
while SAFARI-Average reports the average NAB score of all the combinations. We have also reported the
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best SAFARI detector across all NAB datasets, SAFARI-LW-CC, which combines distance to cluster cen-
troids as a nonconformity measure and landmark window as a learning strategy.

Overall we can observe that SAFARI-Best and SAFARI-LW-CC outperform all other algorithms, while
SAFARI-Average delivers competitive results. Numenta HTM, CAD-OSE, nab-comportex and KNN-CAD
are the other detectors that perform well

6 Main Observations and Recommendations

According to the above comprehensive evaluations covering different aspects of anomaly detection, we can
conclude that each approach has its own merits and weaknesses. In the following, we provide a summary of
our findings and recommend for future SAFARI users potential ways to combine building blocks for specific
cases.

First of all, SAFARI-ARES and SAFARI-SW as learning strategies and SAFARI-CC and SAFARI-FREQ
as nonconformity measures outperform their competitors when their average performances across all the
datasets are considered. SAFARI-FR is the significantly worst method, which confirms the prior assumption
that static learning is not suitable for streaming scenarios. On the other hand, it was unexpected to observe
that SAFARI-NN performed significantly worse than the other nonconformity measures, since the nearest
neighbor-based methods showed clear advantages in static datasets in the past (Aggarwal and Sathe, 2017).
It is important to note that our experiments do not reflect the parameter sensitivity of the methods. We
recommend users to refer to the studies by Aggarwal and Sathe (2017), Campos et al. (2016), and Goldstein
and Uchida (2016) if they would like to consider the stability of the algorithms across a wide range of
parameter choices.

From the perspective of different dataset properties, we observed that the choice of learning strategy
should be made carefully if datasets include concept drift or high anomaly rate. These properties can in-
fluence the performances of different learning strategies in different manners. While SAFARI-SW is the
best method under concept drift, which shows the importance of adapting to the newest behavior, SAFARI-
ARES also achieves competitive results. Furthermore, we recommend users choose SAFARI-ARES if the
datasets are highly contaminated with abnormal samples or if it is difficult to obtain normal samples to
initialize the models.

We have also found that the noise level and anomaly type of datasets have significant impacts on the
performances of nonconformity measures, while we did not observe their clear effect on learning strategies.
Specifically, SAFARI-CC is the most noise resilient method, while SAFARI-FREQ performs consistently
worse under high noise. Regarding different types of anomalies, we recommend users consider SAFARI-
CC and SAFARI-DEN for scattered anomalies and SAFARI-FREQ for anomalies that are more clustered.

7 Conclusion

In this paper, we introduced SAFARI, a framework for streaming anomaly detection based on building-
blocks derived from fundamental concepts of this problem. By combining SAFARI’s adaptive and extensible
components, we produced 20 different anomaly detectors, a number of which are novel variants that, to the
best of our knowledge, have never been tried before.
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We have conducted comprehensive evaluation studies on these detectors using real-world benchmark
datasets. We have discussed their merits and drawbacks thoroughly and drawn a set of interesting take-away
conclusions. We have discovered that learning strategies should be chosen carefully for the cases where
datasets are suspected of having concept drift or a high level of contamination. SAFARI-SW and SAFARI-
ARES are safer methods under concept drift, and SAFARI-ARES is the best option for highly contaminated
datasets. Similarly, the selection of nonconformity measures is more critical if datasets include noise or
different types of anomalies. Based on a detailed performance analysis, SAFARI-CC is recommended when
the dataset has a high level of noise and anomalies are scattered, while SAFARI-FREQ is a better option for
clustered anomalies.

The results have shown that there is no single superior detector that works well for every case and have
proven our initial hypothesis that “there is no free lunch” in the streaming anomaly detection world. Further-
more, we have also showcased how SAFARI could help to ease this problem by empowering us to easily
create use-case-specific detectors that are suitable for different scenarios instead of blindly relying on a
single method.

Finally, we have postulated the problem of generalization and abstraction of streaming anomaly detection
by considering similarities and differences in existing approaches. We believe that formally identifying core
tasks as building blocks will help in understanding existing or new methods from a unified perspective and
lead to identifying research gaps and unattended problems. With the help of SAFARI, we have discovered
such a gap and formulated a new learning strategy specifically designed to handle high contamination while
learning the normal group.
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ABSTRACT
Diagnosing deviations and predicting faults is an important task,
especially given recent advances related to Internet of Things. How-
ever, the majority of the efforts for diagnostics are still carried out
by human experts in a time-consuming and expensive manner. One
promising approach towards self-monitoring systems is based on
the “wisdom of the crowd” idea, where malfunctioning equipments
are detected by understanding the similarities and differences in
the operation of several alike systems.

A fully autonomous fault detection, however, is not possible,
since not all deviations or anomalies correspond to faulty behaviors;
many can be explained by atypical usage or varying external condi-
tions. In this work, we propose a method which gradually incorpo-
rates expert-provided feedback for more accurate self-monitoring.
Our idea is to support model adaptation while allowing human feed-
back to persist over changes in data distribution, such as concept
drift.
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1 INTRODUCTION
The ability to diagnose deviations and predict faults effectively is
an important task for various domains in the industry concerning
cost reduction and sustainability. After advances in the Internet of
Things (IoT), many modern industrial systems started to produce
and preserve a large amount of data from their operations. However,
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the majority of the efforts for diagnostics are still carried out by
human experts in a time-consuming and expensive manner.

There have been many studies about monitoring and diagnos-
tics for the industry, mostly related to anomaly detection[26]. One
approach towards self-monitoring systems, able to automatically
detect faults and deviations, is based on the “wisdom of the crowd”
idea, where malfunctions are detected by understanding the similar-
ities and differences in the group of systems that operates similarly.
Many issues can be recognized by identifying groups of such peers
and evaluating how well each of them conforms to its group.

It is, however, not realistic to imagine a fully autonomous fault
detection system that could operate without interactions with hu-
mans. The most important reason is that not all deviations or anom-
alies correspond to faulty behaviors. Atypical usages or external
conditions can explain many of them. Furthermore, most of the
anomalous instances are not interesting, and domain expertise is
required to separate the useful examples from the noise. It is crucial
to develop interactive approaches that allow humans to be a part
of the learning loop. People observing and interpreting the results
of self-monitoring, as well as providing feedback, is necessary for
building systems that can tackle many real-world problems[3].

A significant challenge in fault detection is adaptability. Moni-
tored processes often change due to variations in external inputs,
structural adaptations, maintenance, etc. Many existing interac-
tive learning methods are not designed to cope with such changes
without overloading the human.

Our contribution allows incorporating expert knowledge into
a self-monitoring method based on peer-group analysis, which
allows human feedback to persist over changes such as concept
drift. Consensus Self-OrganisingModels (COSMO)method[17] is an
effective method for identifying deviations even in non-stationary
environments. Its capability to detect changes in the characteristics
of signals or data streams has been shown in [7]. This work proposes
amethod that incorporates human expertise into COSMO algorithm
to adapt itself based on the user interactions for more accurate self-
monitoring.

We employ exploration-exploitation trade-off in an interactive
feedback process. In the beginning, the anomaly detection algo-
rithm is applied to an unlabeled dataset in a purely unsupervised
manner. As the interactive learner interacts with the experts and
obtains feedback for selected instances in the form of ground-truth
labels, the approach exploits those labels to update the model.
Whenever the model is updated, new anomaly scores are com-
puted, and instances are reclassified. Consequently, the method
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Figure 1: Illustration of the changes in the model over several iterations. Labeled observations are represented with red and
unlabeled observations with black. Circles are healthy samples while triangles are faulty.

gradually changes with expert feedback to separate more complex
differences between normal and abnormal. The process continues
until either all the data is exhausted, or the interactive learning
runs out of the query budget.

We demonstrate our approach in two different settings. In the
first setting, we measure how the accuracy of the model depends
on the number of queries presented to the expert. This is one of
the typical evaluation strategies in the active-learning community,
where the goal is to obtain the highest classification accuracy with
the least amount of human effort. The second setting, however,
is more realistic for self-monitoring applications. In this case, the
system is designed to perform continuous, online self-monitoring.
Here, all instances in the training set need to be labeled by the
system eventually. Over time, the correct classification of all of them
also gets known, as the objects are analyzed either experienced
failures or not.

2 RELATEDWORK
Active learning has received significant attention in recent years.
The learning algorithm can adaptively select training examples
based on previous data with active learning and this adaptivity
can lead to important improvements[2][24]. Iterative active learn-
ing approaches are often used to learn a classifier with minimal
supervision[19]. Therefore, many of the works are concerned with
the relative merits of different query criteria[12] such as uncer-
tainty sampling[14][23],query-by-committee[21][5], expected er-
ror reduction[18], expected model change[20], querying points that
are most certain[6].

Active learning has been applied to anomaly detection problem
using different query strategies [1, 6, 9, 10, 12]. A nearest-neighbor
method in active learning setting is proposed in [11]. Methods
applying different query strategies such as query-by-committee and
selective sampling in the context of outlier detection are discussed in
[1, 12]. Amethod has also been proposed in [25] which incorporates
analyst feedback for detecting malicious attacks on information
systems. It combines ensemble of unsupervised outlier detection
methods and a supervised learning algorithm.

Furthermore, outlier by example [28] method augments the user
provided examples by comparing the deviations of the objects with
user-provided examples. This method adds artificially generated
samples to the training data, in order to increase the number of
positive examples for the learning process.

[6] proposed an active learning approach using the unsuper-
vised Loda anomaly detection algorithm [15]. They apply a semi-
supervised extension of the accuracy-at-the-top [4] loss function
to select the most anomalous unlabeled example for labeling and
to update Loda’s ensemble weights based on the user’s feedback.
None of the approaches above deal with non-stationary streaming
environments.

3 METHODOLOGY
The majority of anomaly detection applications have to deal with
non-stationary data. Therefore, the model of normality needs to
be updated in the course of operation. Incorporation of new data
points and the removal of irrelevant ones can be efficiently done by
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using online algorithms. In this section, we describe our learning
strategies for online fault detection.

First, we initialize our method on the unlabeled examples. After
the first iteration, the model chooses a candidate xi using active
learning strategies and queries to the domain expert. The expert
provides feedback, and the model is updated consequently. Labeling
and re-training steps are repeated in two different settings.

In our interactive learning procedure, we request two types of
labels from the expert. Given a dataset D with n instances, D = x1,
. . . , xn , let ((x1, y1,z1),. . .,(xn , yn , zn )) be the training set where
x1 are the feature vectors representing the instances, yi ∈ {faulty ,
healthy} and zi ∈ {relative , absolute} which represents the position
of the instance. We have discussed how we incorporate different
types of feedback into the model further in this paper.

Figure 1 demonstrates a toy example how the model evolves after
several iterations. Whenever true labels of data points are received,
the model parameters are adapted to achieve better classification.
On the right image, themodel is updated to include labeled nominals
inside the decision border while discriminating labeled anomalies.

3.1 Interactive Self-Monitoring
We refer to a system that monitors its operation, learns typical
behaviors and data characteristics over time, detects abnormalities
and discovers faults as “self-monitoring”[17]. There are two impor-
tant challenges to achieve self-monitoring systems in real-life. The
first is “empowering” the human, i.e., allowing domain experts to be
interactively involved during self-monitoring process. The second
challenge is to maintain lifetime learning in dynamic environments.
Algorithms that model the underlying data and processes must be
able to cope with changes and adapt the decisions accordingly.

When designing interactive algorithms, it is crucial to under-
stand the setting in which they will be used. Depending on the
constraints, different approaches can be useful. In this work, we
present two such modes of operation, which appear quite similar
at first glance. They both involve anomaly detection with human
feedback, however, differ in important aspects.

The first setting assumes that there is a cost associated with
making a query to the expert. In a sense, the algorithm needs to
decide whether it’s sufficiently confident in its knowledge to make
a prediction, or whether it should instead ask the human for help.
The aim is to show improvement in the performance based on the
number of data instances that are queried. It has been applied in
many works about active learning for evaluation. It also shows the
trade-off between exploration and exploitation costs, since each
query made is supposed to bring the highest possible accuracy
increase. This first setting, which we refer to as “active learning”
one, is formalized in Algorithm 1.

The second mode is more similar to the actual use of fault de-
tection systems in real world. They need to exhibit incremental
learning with continuous model adaptation based on a constantly
arriving data stream. A self-monitoring system is presented with
some number of data instances, corresponding to the machine
that it supervises and needs to make predictions about all of them
ultimately. However, over time, the real observations will either
confirm or contradict those predictions. In this way, the actual feed-
back will be available for every decision the system makes – but

Algorithm 1: Active Learning Mode
Data: Unlabeled DataU, query budget b

1 L = �
2 while |L| ≤ b do
3 Select instance xq fromU
4 Query expert for the label on xq

5 Add xq to L
6 Update model
7 end
8 Compute accuracy of the resulting model (using unseen data)

only after the fact. We model this setting as a continuous, online
learning process which is carried out in a sequential manner until
the entire dataset is exhausted. The model continuously learns with
user labeled data and updates itself while making prediction for
each selected instance. In reality, the feedback about a system is
rarely available immediately, before the next decision needs to be
made – but at this stage, we believe it to be a justifiable simplifi-
cation. This second setting, which we refer to as “self-monitoring”
one, is formalized in Algorithm 2.

Algorithm 2: Self-Monitoring Mode
Data: Unlabeled DataU

1 L = �
2 while |L| ≤ |U| do
3 Select instance xq fromU
4 Make prediction about xq
5 Collect the label on xq from the expert
6 Add xq to L
7 Update model
8 end
9 Compute online accuracy of the process (over datasetU)

It is important to note that self-monitoring is about discovering
deviations or faults in units such as equipment, machines or other
objects. In general, such objects generate multiple data samples per
instance. Thus, in this work, we do not focus on marking individual
observations as faulty or healthy. Those samples inherit the charac-
teristics of individual objects, and it’s the objects that are tracked.
These samples and observations can be collected from an individual
at over time, as it performs different tasks under various conditions.
Studying the variability of these samples and comparing them with
individuals performing similar tasks under similar conditions are
important and useful to capture anomalies.

3.2 COSMO Method
As the baseline deviation detection method, we use COSMO (Con-
sensus Self-OrganizedModels) algorithm[17], an anomaly detection
method based on the "wisdom of the crowd" approach. It subse-
quently compares each observation or model against others to find
deviations from the consensus. In this way, the majority is used to
provide a standard, or to describe normal behavior, together with
its expected variability over time.
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The method allows data to be represented using different models
and then applies a consensus measure to estimate how different a
model is from its peers. In here, we use "the distance to the most
central object" as the consensus measure and Euclidean distance as
the distance measure for simplicity, but other representations and
metrics are compared in [7].

The input to the COSMO algorithm is a matrix of unlabeled data
pointsU and the corresponding weights vectorW . The first step is
to compute the center of the (weighted) data distribution, i.e., the
mean of all the observations when using Euclidean distance or peak
of the elliptic Gaussian when using a Mahalanobis distance[16].
This center is selected as the most central object (denoted by c):

c =
1
N
1TUWT , (1)

The COSMO algorithm then calculates the empirical distribution
of distances from c to all the data samples. The z-score for any test
sample i is the number of samples in the training set that lie further
away from the most central object (c) than i:

z(i) = |{i = 1, ...,N : dic > dmc }|
N

, (2)

The null hypothesis is that all observations are drawn from
the same distribution, in which case z-scores should be uniformly
distributed between zero and one [27]. This hypothesis is tested
using a Z-test, comparing the arithmetic mean of z-scores over a
certain number of observations n with the value expected from
a uniform distribution. The negative logarithm of the one-sided
p-value from this test is used as the deviation level for the instance
m:

p(m) = − log10

[
Φ

(
z̄ − 0.5
σn

)]
, (3)

where Φ(·) is the normal cumulative distribution function, z̄ is
the mean of the z-scores, σn = (12n)−1/2, and n is the number of
observations in the window that were used when computing z̄. The
logarithm transform is applied mainly for making p-values more
interpretable. The method is summarized as Algorithm 3.

Algorithm 3: COSMO
Data: Unlabeled dataU
Result: Deviation levels for all examples

1 Calculate the most central object c
2 for each windoww do
3 for every observations xi ∈ w do
4 calculate z(i)
5 end
6 calculate p(m)
7 end

Detection is carried out by comparing the deviation level with
threshold θ for instance xm :

f (xm ) =
{
faulty , if p(xm ) ≥ θ

healthy, otherwise
(4)

This approach is similar to centroid-based anomaly detection
methods[22], since themost central object can be treated as centroid
and the threshold is the radius which corresponds to a spherical
decision border. As an alternative to the idea presented here, expert
input can also be incorporated in COSMO in the representation
selection step[8].

3.3 Interactive Fault Discovery with COSMO
We assume that we do not have any labeled instances in the begin-
ning, and thus our initial deviation detection is done in a purely
unsupervised manner. However, over time, the system improves by
identifying the most promising observations in the dataset to learn.
The interactions between Active-COSMO and the expert can follow
two different modes, as explained earlier, but the core algorithm
is the same. In both cases, the algorithm exploits feedback in the
form of ground-truth labels by adapting the model parameters.

The general method works as follows. COSMO, based on the
observed data and, later on, labels received from the expert, assigns
anomaly scores to each data instance. Those values are used to
decide on the next instance to select, either just for a query (in
the “active learning” setting) or to make a prediction (in the “self-
monitoring” setting). After receiving the feedback, COSMO updates
its model by updating two parameters: threshold θ and the most
central object c .

Threshold parameter is a simple value which is independent of
the data, so it can be memorized and updated to classify observa-
tions as faulty or healthy based on current deviation levels. The
most central object, however, depends on both the feedback history
and the new data – if the new data appears in a different region of
the space than the previous one, this has to be taken into account.
Therefore, c is continuously recalculated after every iteration and
it affects the entire model where the z-scores of all instances will
be changed as well.

The overall method is presented in Algorithm 4.

Algorithm 4: Active-COSMO
Data: Unlabeled dataU; query budget b
Result: Predicted labels all examples

1 Initialize threshold θ
2 L = �
3 while |L| ≤ b do
4 Calculate weights vectorW based onU and L
5 p(U) ← COSMO(U,W )
6 select xq according to query strategy
7 yield prediction about xq
8 get label {healthy|faulty} on xq

9 add xq to L
10 update COSMO parameters
11 end

3.4 Query Strategies
In this paper we present two, diametrically opposite, query strate-
gies. In Section 4, we show their respective benefits in the two
settings, or modes, described above.
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Figure 2: Illustration for the displacement of different type of instances when themost central object changes. Instances which
have relative position are represented with red color while absolute positions are black. Green point shows the most central
object.

One of the most common query strategy applied in active learn-
ing is to ask the user to label the instances which are least likely
under the current model i.e., uncertainty sampling [14]. In our work,
we measure the informativeness of an instance with its closeness to
the threshold θ . Basically, the model achieves higher confidence on
instances farther from the decision border about their true classes.
Therefore, we employ query rule by sequentially choosing the in-
stance that is closest to the threshold θ . For each object, let p(x)
be the deviation level computed by the current model. Then, the
query instance xq will be:

xq = arg min
xϵ {x1, ...,xn }

| |p(xi ) − θ | | (5)

The idea is that, when there is a limited budget for querying,
each of them should be used to the highest potential. Information
gain is higher when revealing instances in which the model is less
confident. The query criteria based on uncertainty is, therefore,
favorable when the labeling effort is heavily penalized.

In contrast to the uncertainty approach, the second query criteria
consist of picking the examples in which the model is the most
confident. According to the assumption that the learner has higher
confidence when the point is far from the decision border, the
instances having the maximum gap between its score and threshold
6 gets selected to be presented to the human.

xq = arg max
xϵ {x1, ...,xn }

| |p(xi ) − θ | | (6)

The motivation behind this strategy is to start learning with
instances where the classifier less likely makes mistakes. Under
the assumption that all the data instances will have to be classified
eventually, this selection order leads to delaying as many mistakes
as possible. This greedy strategy aims at learning as much as pos-
sible before approaching the most “challenging” objects, i.e., the
ones that are close to the decision boundary.

3.5 Adaptive Threshold
Detecting faulty examples is a hard task even if the model is capable
of identifying deviations successfully since not every deviation or
outlier in the system corresponds to a fault. We evaluate different
strategies to determine a proper threshold to discriminate faulty
and healthy instances using active learning. In the first method,

the threshold θ̂ is obtained by computing the average of deviation
levels of all labeled objects, after receiving labels in every iteration.
This threshold adaptation has been employed using SVDD in [9]

θ̂ =




arg max
x ∈L

{p(x)}, if nh ≥ 0 ∧ nf = 0

arg min
x ∈L

{p(x)}, if nh = 0 ∧ nf ≥ 0

∑
p(x)

nh + nf
, if nh ≥ 0 ∧ nf ≥ 0

(7)

where nh and nf is the number of instances in L labeled as
healthy and faulty, respectively.

In the second approach, we only consider instances where their
expected labels and observed labels (given by the user) are different
with respect to their recent deviation levels and the current thresh-
old. Letmh is the number of healthy observations misclassified and
mf is the number of faulty observations misclassified by the recent
model. The new threshold function is defined as:

ˆth =
{
θ − δ , ifmf > mh

θ + δ , ifmf < mh
, (8)

δ =
1
vn

n∑
i=1
|p(xii ) − θ | (9)

where the difference between the deviation level of xi and the
threshold θ , shows how far away xi lies on the other side of the
threshold, n is the number of observations and v is the regulariza-
tion parameter.

The third approach is similar to the adaptation proposed in [9].
However, we also concern the class imbalance problem in this
threshold adaptation strategy. If the majority of the queried obser-
vations are healthy, the threshold is increased towards the average
of the queried faulty observation’s deviation levels. If the major-
ity of queried observations are faulty, the threshold is decreased
towards the average of the queried healthy observation’s deviation
levels. This approach is shown in the following equation:
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θ̂ =




arg max
x ∈L

{p(x)}, if nh ≥ 0 ∧ nf = 0

arg min
x ∈L

{p(x)}, if nh = 0 ∧ nf ≥ 0

1
2

( ∑
p(x)

nh + nf
+

∑
pf (x)
nf

)
, if nh ≥ nf

1
2

( ∑
p(x)

nh + nf
+

∑
ph (x)
nh

)
, if nh < nf

(10)

Where pf (x) corresponds to the deviation levels of the queried
faulty observations and ph (x) corresponds to the deviation levels of
the queried healthy observations. nf and nh correspond to the num-
ber of faulty observations and the number of healthy observations,
respectively.

3.6 Adapting the Most Central Object
To discriminate faulty examples efficiently, we aim to locate the
most central object in the center of healthy observations. However,
our first approximation – in the absence of any labeled data – places
it by computing the mean of the entire dataset. This location, then,
is contaminated by anomalies. Our goal is to progressively update
this state until it is obtained from purely normal data.

Therefore, whenever the user provides a new observation xi
q ,

at iteration i ∈ N , the learner’s most central object c is updated
respecting to the label of the new data point. When the system
receives a “faulty” label from the expert, it calculates the new c by
adding a negative weight to the xq instance, in effect pushing the
most central object away. If the label is healthy, xq is weighted with
a positive value. This, in turn, will move the most central object
closer to the xq object, making points in this area less likely to be
marked as deviations in the future. Figure 1 illustrates the change
of the most central object that can take place over several iterations.
The following equation summarizes the change:

ĉ =

(
1 − 1

n + 1

)
c +

(
w

n + 1

)
xq (11)

3.7 Absolute and Relative Positions
Many real-world applications applying fault detection and monitor-
ing are deployed in non-stationary environments[13]. Especially,
if data has been collected over a long period, it is likely that the
distribution changes over time. By proposing different adaptation
strategies, we aim for our model to remain robust over such changes.
Most of the time, the relative characteristics of a group of machines
remain same during lifetime, while their operation changes in the
absolute terms. In such cases, the feedback provided by the user in
the past should be updated according to the shift in the underlying
distribution. However, there are certain types of behaviors that are
always faulty, regardless of their relations to the rest of the group.
Therefore, we propose that an interactive learning method should
treat those cases separately.

The feedback provided by the expert includes not only the true
label of an example, but also the information whether the true class
of that example is based on the relative or the absolute position
in the feature space. If the feedback of an instance is marked as

Figure 3: Accuracy of applying different threshold adapta-
tion methods of mode 1. Uncertainty sampling strategy for
querying observations and bias weighting on queried obser-
vations are applied. The x-axis corresponds to the number
of unseen data sets.

“absolute position”, it never changes its location over time, even
if the overall data distribution drifts. This is useful for capturing
deviations which are independent of operational changes.

On the other hand, if the position feedback is marked as “relative”,
it shows that the deviation level of that observation is also relative
to its peer group. Therefore, when the most central object changes,
instances labeled as relative by the expert should shift accordingly
(Figure 2).

In the future, we will consider other methods to handle con-
cept drift such as global and local replacements, adaptive sliding
windows, forgetting mechanisms etc. by incorporating this type of
feedback.

4 RESULTS
The experiments in this work are based on two types of synthetic
data and are designed to demonstrate the performances between
different query strategies and model adaptations for the most cen-
tral object and the threshold. We introduce different distributions
representing the two groups of instances/examples i.e., the healthy
group and the faulty group.

The first type of synthetic data is stationary, i.e., streaming data
points of the two classes are generated from fixed distributions,
where the mean of the distribution does not change over time.
Healthy examples are generated from two-dimensional Gaussian
distribution where one of the Gaussian corresponds to the majority
of the group, i.e. performing the regular operation, and the other
corresponds to a small group of examples performing a special
type of operation (still healthy but centered at a different location).
Faulty examples are generated from one two-dimensional Gaussian
distribution:
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Figure 4: Accuracy of different querying strategies and bias
weighting of mode 1. Threshold adaptation method based
on equation 10 is applied.

Figure 5: Accuracy of applying different threshold adapta-
tion method of mode 2. Uncertainty sampling strategy for
querying observations and bias weighting on queried obser-
vations are applied.

µHealthy,Major ity ∼ N

(
µ =

[
0
0

]
, Σ =

[
0.5 0
0 0.5

] )
(12)

µHealthy,Special ∼ N

(
µ =

[
0
3

]
, Σ =

[
0.6 0
0 0.6

] )
(13)

µf aulty ∼ N

(
µ =

[
0
−3

]
, Σ =

[
0.3 0
0 0.3

] )
(14)

For each unit, 10 samples of that unit were generated from
N (µ, 0.02), where µ is drawn from µMajor ity , µSpecial or µFaulty .

Figure 6: Accuracy of different querying strategies and bias
weighting of mode 2. Threshold adaptation method based
on Equation 10 is applied here.

These samples can be considered as set of observations of a unit
performing operation at different time.

The second type of data synthetic data drifts overtime. Healthy
and Faulty examples were generated as follows:

µHealthy,Major ity ∼ N

(
µ =

[
0

0 + 10 · t
]
, Σ =

[
0.5 0
0 0.5

] )
(15)

µHealthy,Special ∼ N

(
µ =

[
0

3 + 10 · t
]
, Σ =

[
0.6 0
0 0.6

] )
(16)

µf aulty ∼ N

(
µ =

[
0

−3 + 10 · t
]
, Σ =

[
0.3 0
0 0.3

] )
(17)

The drifting data set demonstrates the differences of acquiring
two types of expert’s feedback.

We evaluate the performance of our approach using two different
scenarios, or modes, as explained in Section 3.1.

The first mode aims to measure how the accuracy changes based
on the number of queries as it is explained in Algorithm 1. It shows
the trade-off between the labeling effort and the desired perfor-
mance. The model is trained with different query budgets and then
evaluated on a separate, unseen dataset. It is important to employ
this setting in order to capture how the algorithm identifies the best
observations to label thereby producing the highest classification
accuracy with the least amount of human effort.

The second mode is designed to perform continuous, online self-
monitoring. In this setting, all instances in the initial dataset need
to be eventually classified (see Algorithm 2). After every decision
that Active-COSMO makes, it checks whether this decision was
correct according to the user feedback. The evaluation is the on-
line performance that is achieved while learning (see Algorithm 2).
This setting displays that it is possible to increase the online per-
formance of the learner with an effective query strategy and user
feedback. Although the model sequentially learns until the entire
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Figure 7: Accuracy of using different expert feedback and
queryingmethod of mode 1. Biasedweighting onqueried ob-
servations and threshold adaptation method based on equa-
tion 10 is applied here.

dataset is exhausted, it shows that applying active-learning with dif-
ferent sampling strategies can be beneficial to maintain sustainable
performance over time (Figure 6).

Experiments on Streaming Static Dataset
Figure 3 compares the accuracies of three different threshold

adaptation methods based on the first type of evaluation. The re-
sult shows that adapting threshold according to equation 10, i.e.,
balancing the size of two classes, achieves the best performance.

Figure 4 compares the accuracies of two different query strate-
gies, i.e., uncertainty sampling and most confident sampling, and
two different weighting methods on queried samples, i.e., unbiased
and with bias weights of 5, based on the first mode of evaluation.
The result shows that the method with uncertainty sampling and
biased weighting on queried samples achieves the best performance.
Methods with uncertainty sampling perform better than the ones
with the most confident sampling.

Figure 5 and 6 demonstrate the results from different methods
on static dataset, evaluated with the second mode. 5 shows that,
based on the second evaluation method, adapting the threshold
based on balancing the queried examples outperforms the other
twomethods, which agrees with the result shown in Figure 3. Figure
6 shows that methods with biased weighting perform better than
the ones without it. The method with uncertainty sampling and
biased weighting performs better than other methods, which also
agrees with the results from the first evaluation mode, shown in 4.

Experiments on Streaming Drifting Dataset
Figure 7 compares the performance of using different types of

expert feedback and query strategy. As is shown in the figure,
methods with relative position of queried observations as expert
feedback performs better than the ones with absolute position as
feedback type. However, figure 8 shows that all methods achieve
similar performance according the second type of evaluation.

Figure 8: Accuracy of using different expert feedback and
queryingmethod of mode 2. Biasedweighting onqueried ob-
servations and threshold adaptation method based on equa-
tion 10 is applied here.

5 CONCLUSIONS AND FUTUREWORK
Combining self-monitoring methods based on peer-group analysis
with interactive learning is an important and inspiring direction.
Our early experiments have shown that the overall concept is sound
and promising. This is only a single and quite simple experiment,
of course, but we believe that the idea we present here, once fully
developed, is going to prove very useful.

In this work, we propose several approaches combining fault
detection with interactive learning strategies. The results of this
work provide some indication that the overall concept towards
interactive, life-long self-monitoring is promising. In particular,

Even though the evaluation shown here is quite brief and in-
comprehensive, we believe that once the idea we present is fully
implemented, it will prove to be useful in practice.

In the future, we will extend our experiments with real data and
improve query strategies. Currently, the active learning step is not
followed by an optimization step. Although we update the model
concerning recently labeled data, there is no measure of how well
we are doing that. In the future, we will employ an optimization
process as well.

One of the important features of COSMO algorithm is to look
for the clues and interesting relationships among the signals and
to build appropriate models to capture such relationships. In this
paper, for simplicity of the presentation, we work directly in the
data space. In the future, we would like to incorporate subjective
interestingness, based on human feedback. It is especially important
in changing environments to eliminate virtual drifts. Finally, at the
moment all the feedback is stored verbatim, as a list of (example,
label) pairs. This can grow quite fast, so we are investigating ways
to aggregate this information, as well as to forget the irrelevant
information over time.
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