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Abstract—The ever increasing complexity of modern systems
and equipment make the task of monitoring their health quite
challenging. Traditional methods such as expert defined thresh-
olds, physics based models and process history based techniques
have certain drawbacks. Thresholds defined by experts require
deep knowledge about the system and are often too conservative.
Physics driven approaches are costly to develop and maintain.
Finally, process history based models require large amount of
data that may not be available at design time of a system. More-
over, the focus of these traditional approaches has been system
specific. Hence, when industrial systems are deployed on a large
scale, their monitoring becomes a new challenge. Under these
conditions, this paper demonstrates the use of a group-based self-
monitoring approach that learns over time from similar systems
subject to similar conditions. The approach is based on conformal
anomaly detection coupled with an exchangeability test that uses
martingales. This allows setting a threshold value based on sound
theoretical justification. A hypothesis test based on this threshold
is used to decide on if a system has deviated from its group. We
demonstrate the feasibility of this approach through a real case
study of monitoring a group of heat-pumps where it can detect a
faulty hot-water switch-valve and a broken outdoor temperature
sensor without previously observing these faults.

Keywords: group-based monitoring, nonconformity measure
(NCM), martingale test

I. INTRODUCTION

SYSTEM monitoring can have different types of applica-
tions: fault detection and diagnostics (FDD), prognostics,

change detection of operating conditions and efficiency of
control. The contemporary practice in many industrial setups
is the use of expert defined rules and thresholds on individual
signals and relationships between operational variables. Once
set, these rules and thresholds are rarely revisited. Moreover,
writing rules for all possible scenarios require considerable
knowledge about the system and its environment. According
to a study conducted in [15], application of such thresholds
and rules have resulted in a deluge of false alarms. Another
study [11] reported that building management systems at the
UC San Diego (USA) campus which primarily controlled and
managed its heating, ventilation and air-conditioning (HVAC)
systems generated around 10, 000 alarms per day resulting in
operator alert fatigue.

Many traditional monitoring approaches rely on physics
driven models that require an in-depth knowledge about the
system. Such models are highly accurate and a requirement
for mission-critical applications, especially those concerning
human safety. However, these models are costly and difficult
to build, manage and maintain. Since monitoring of industrial
equipment is not always mission-critical, the focus should
be on resource efficiency, human comfort and avoidance of
unanticipated stoppages.

Other state-of-the-art approaches such as those based on
process history of a system, require large amount of training
data. Moreover, change detection based on process history
cannot detect problems that are already present. Furthermore,
these methods are also effected by confounding factors, such
as external temperature, resulting in false alarms [11].

Additional challenges to monitoring come from the data
collection process. Most systems lack sensors that can measure
all the important states of their subcomponents. Introducing
new sensors can be expensive and may not scale well. The
quality of sensors and their sampling rate also plays a critical
role. Other than that, most of the measured data lack labels
to indicate if it is normal or abnormal, especially when a
context is also involved. Moreover, labeling of such data is
both expensive and time consuming. Hence, there is a need
for monitoring approaches that can make the best out of what
is available.

Group-based monitoring approaches [2, 13, 9, 6] have
been proposed as an alternative to overcome many of the
aforementioned shortcomings of traditional techniques. The
main intuition behind this approach is that in the absence
of dedicated human supervision, mechanistic model, large
amount of historical data, or context specific information,
monitoring can be centralized (in a local or global sense)
where a consensus can be formed among similar systems about
both what representations of data are interesting to monitor but
also to judge whether any systems are deviating from the norm.
Hence, a group-based monitoring approach is a step towards
self-monitoring.

In the heat-pump domain that we have been studying, one
major issue is that the sensor data of various subcomponents
are not being collected as a specific input to some target
model nor are they labeled. This renders the use of traditional
approaches problematic. However, these conditions provide
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an excellent opportunity to develop group-based monitoring
approaches. Hence, the focus of this paper is COnsensus
Self organized MOdels (COSMO) [13, 3, 4, 14], a group-
based monitoring approach that has been previously tested
on a fleet of Volvo buses [4, 14]. It relies on distance to
the most central pattern (MCP) and p-values based on it to
observe the behavior of each system relative to its group.
The MCP is basically the most central system of a group.
Under an Euclidean distance metric, an observation generated
by such a system has a minimum distance to the observations
generated by all other systems in a group. A comparative
study [12] with other p-value producing methods revealed that
the performance of each method depends on the underlying
distribution. Furthermore, this particular study also suggested
constructing better change detection methods for the p-value
distribution than the one used by the COSMO approach.

We conceptually formulate the COSMO approach under
conformal modeling framework [17, 10], thus allowing it
access to a wide range of NCMs. The MCP in this context
is just another NCM. Hence, this approach can now deal with
different distributions generated by a group of similar systems.
This is important since efficiency (informativeness) depends
on the choice of a NCM [17]. Moreover, previous work
[12, 4, 14] used a parametric approach (based on a Gaussian
distribution) to test the uniformity of p-value distribution of
systems (fleet of buses). In this paper, we instead test the
distribution of p-values under the exchangeability assumption
using the martingale approach [18]. Finally, we apply this
approach to real reported cases in the heat-pump domain
and demonstrate its ability to detect those heat-pumps whose
behavior was different relative to their group.

The paper is organized as follows. An overview of related
work is provided in the next section, followed by a description
of theoretical background on exchangeability, martingales and
NCMs. Section III describes group-based self-monitoring.
Moreover, the COSMO approach is defined under the con-
formal framework with a martingale based hypothesis test to
check for deviating systems, finally presenting it all in the
form of an algorithm. In Section IV, we apply this algorithm
on two reported cases in the heat-pump domain. Finally in
Section V, we summarize and discuss our findings.

II. RELATED WORK

Other than domain and system specific rule based tech-
niques [8], traditional approaches to monitoring are based on
physical or process history based models [16]. Depending on
if labels are associated with observations, the latter methods
can be further divided into supervised and unsupervised cate-
gories. Most operational data that is collected from systems is
unlabeled. In the absence of human supervision or a reference
baseline, dealing with unlabeled data can be problematic. Al-
ternative strategies include group-based monitoring. However,
this approach has not gathered much attention as of yet. Some
noteworthy related work in this area is based on peer-group
analysis (PGA) [2], clustering of similar systems operating
under similar conditions [9], the Strip, Bind and Search (SBS)

approach [6] and the Model, Cluster and Compare (MCC)
approach [11].

The PGA approach proposes creation of a peer-group for
each system, referred to as the target in the sense of k-nearest
neighbors (k-NN). An appropriate distance measure is defined
to track the target system from its peer-group. Each time
the distance of the target from its peer-group exceeds some
externally set threshold, it is flagged as an outlier.

An approach based on clustering similar systems was
presented in [9] where it was argued that in certain cases,
localized model for fault detection should be pursued when
a global model cannot be established. The local model is
assumed to have sufficient number of systems operating under
similar conditions.

The SBS approach is primarily based on de-trending, rela-
tionship discovery based on correlation and change detection
steps. SBS decomposes data into different frequency bands.
The "strip" step removes occupancy-induced trends and noise
from the signal. The "bind" step groups systems whose un-
derlying behavior is correlated at medium frequency bands.
The "search" step monitors relationship between similarly
grouped systems over time. The case example of this method
was monitoring electricity consumption of lighting and HVAC
systems in buildings.

The MCC approach was developed for the monitoring of a
HVAC system in a modern commercial building. For "model"
part of the approach, it was argued that the sensor space does
not provide good features for anomaly detection. Therefore,
it insisted on using the model space. Intuition behind the
"cluster" part of the approach was that in a large building,
there are a reasonable number of similar zones. For instance,
all kitchens in a building will probably have similar sensor
readings. Hence, a model for kitchen rooms will be different
from a model for basement rooms, etc. Therefore, if similar
zones are not clustered together, either deviations will be
missed or there will be false alarms. Finally, the intuition
behind "compare" part of the approach was that in-consort
events like Demand Response (DR) effect all zones. Therefore,
in such instances, zones should be compared against each other
before considering them as an outlier.

COSMO is a group-based monitoring approach where each
system is compared to a group of similar systems. This
approach has been evaluated on a fleet of Volvo buses in [4]
for predicting compressor faults. A comparison with different
methods that can generate p-values was performed in [12]. A
recent article [14] evaluates this approach in a longitudinal
multi-year study on a fleet of commercial buses where it
was shown to be an effective method to discover useful data
patterns for fault detection.

III. THEORETICAL BACKGROUND

A. Conformal Prediction (CP), Conformal Anomaly Detection
(CAD), and COnsensus Self organized MOdels (COSMO)

In a supervised machine learning setting, each observa-
tion zi consists of an object xi and its associated label
yi. Conformal prediction (CP) [17] provides valid measures
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of confidence under the exchangeability assumption for pre-
dicting the label yn+1 for xn+1 after observing a sequence
B = (z1, ..., zn, xn+1). The first step in CP requires a NCM
A(B, zn+1) that assigns a nonconformity score (also called
strangeness) αi to zi relative to B:

αi = A(B, zi), i = 1, ..., n+ 1. (1)

In general, A(·, ·) is a real-valued operator that can be de-
scribed by an algorithm [1].

The second step requires estimating the p-value of each
possible label y ∈ Y for the new observation zn+1 according
to:

py =
#{i = 1, ..., n+ 1 : αi ≥ αn+1}

n+ 1
, (2)

where # corresponds to cardinality of the set. Intuitively,
the smaller the p-value of an observation, the "stranger" it
is relative to other observations.

The third step is a decision to include y in the prediction set
Γηn+1 based on a significance level η. Therefore, the prediction
set Γηn+1 will consist of only those labels for which the p-value
is at least as large as η:

Γηn+1 = {y : y ∈ Y, py ≥ η}. (3)

Here, Γηn+1 is valid at (1− η) significance level.
CAD [10] is an unsupervised version of CP where a new

unlabeled observation zn+1, assumed to be a real number from
now on, is classified as normal or abnormal based on the
sequence B = (z1, ..., zn+1). The first step is to compute the
nonconformity score:

αi = A(B, zi), i = 1, ..., n+ 1. (4)

A simple choice for A(·, ·) can be:

A(B, zi) = |z̄ − zi|, i = 1, ..., n+ 1, (5)

where z̄ can be the median or mean of B. Another NCM can
be the distance to k-nearest neighbors (k-NN):

A(B, zi) = minj 6=i,j∈[1:k]d(zi, zj), (6)

where d(·, ·) is some distance measure. The advantage of k-
NN is that it is non-parametric in the sense that it does not
make any assumptions on the underlying data distribution.

The second step is to estimate the p-value pn+1 for zn+1

using:

pn+1 =
#{i = 1, ..., n+ 1 : αi ≥ αn+1}

n+ 1
. (7)

The third step is a decision to classify pn+1 as normal or
abnormal (anomaly). Hence, if pn+1 is below η, then zn+1 is
classified as abnormal. In this context, η is an upper bound of
the probability that zn+1 is classified as a conformal anomaly
[10].

COSMO is a group-based monitoring approach where for
Q = {1, ..., n} systems, the i-th element of the sequence B =
(z1, ..., zn) corresponds to the state of i-th system in Q at time
t. At each time step t, a distance measure αi referred to as
"strangeness" is computed for each system in Q relative to the

MCP of Q [4, 14]. A Gaussian distribution for the computed
α’s is assumed for all systems in the group. A p-value based
on the same principle as in CAD/CP is then computed for
each system in Q:

pi =
#{j = 1, ..., n : αj > αi}

n
, i = 1, ..., n, (8)

where αj is the distance between j-th system and the MCP.
COSMO refers to pi as a z-score. The null hypothesis is that
all α’s come from the same distribution. Hence, under this
hypothesis, repeated sampling of z-scores over a certain time
window of length w are uniformly distributed between 0 and
1. The average z-score p̄i of the i-th system over w is used
as a statistic to compute its one-sided p-value under a normal
distribution [4]:

p̄i ≈ N
(

1

2
,

√
1

12w

)
. (9)

This system is marked to have a different behavior if p̄i
under (9) has p-value below a specified significance level η.
Unfortunately, p̄i is not necessarily a p-value [19].

B. Exchangeability and martingale test

A standard assumption about random variable sequences
(data) in statistical and machine learning is that they are
generated by an independent and identically distributed (IID)
distribution. Under the exchangeability assumption, while ran-
dom variable sequence come from the same distribution, they
are not necessarily independent. However, if a random variable
sequence is IID, it is exchangeable.

Definition 1 (Exchangeability [1]). A sequence of random
variables Z = (z1, ..., zn) is exchangeable if for every measur-
able subset of Z, the joint distribution p(z1, ..., zn) is invariant
for every permutation π of set {1, ..., n}, i.e.,

p(z1, ..., zn) = p(zπ(1)
, ..., zπ(n)

). (10)

In most real world problems, the underlying distribution of
a process is unknown and non-trivial to estimate. A martingale
based approach to detect change in a data generating process
is well suited under these conditions. Under the martingale
approach, the decision on if the data generating process has
changed is based on testing a hypothesis about whether the
exchangeability assumption is violated.

Definition 2 (Martingale [1]). A sequence of random variables
Mi : 0 ≤ i <∞ is a martingale with respect to the sequence
of random variables zi : 0 ≤ i <∞ if, for all i ≥ 0, the
following conditions hold:

1) Mi is a measurable function of z0, z1, ..., zw,
2) E(|Mi|) <∞,
3) E(Mw+1|z0, ..., zw) = Mw.

Here, E(·) is the expectation operator, and M0 is some
constant. If E is the expected value with respect to any
exchangeable distribution, then Mw is an exchangeability
martingale [5].
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A martingale based approach to test for the exchangeability
assumption of observation sequences was first proposed in
[18] and later generalized in [5]. According to [18], if the ob-
servations z1, ..., zn are exchangeable, the p-values computed
through (8) are independent and uniformly distributed in [0, 1].

Remark. The p-values computed through (8) are obtained in
a deterministic way, see [18, Corollary 1].

By constructing an exchangeability martingale as functions
of the p-values, one can track the deviation of an observation
relative to other observations. In this study, we consider a
martingale of the form [18]:

Mw =
w∏
i=1

fi(pi), w = 1, 2, ... (11)

where f(p) is a nonnegative measurable betting function with
an initial value of 1, satisfying the constraint:∫ 1

0

fi(p)dp = 1, i = 1, 2, ... (12)

By introducing f(p) as a fixed betting function of the form:

∀i : fi(p) = εpε−1, (13)

where ε ∈ [0, 1], different martingales for some constant ε can
be constructed. Hence, we write:

M ε
w =

w∏
i=1

(εpε−1i ). (14)

The above martingale was introduced in [18] and is referred
to as a randomized power martingale.

Remark. If the p-values are generated deterministically, then
the martingale described in (14) is referred to as a deterministic
(super-)martingale [18].

Remark. The dependence on ε can be eliminated using

Mw =

∫ 1

0

M ε
wdε, (15)

referred to as a simple mixture of M ε
wdε [18].

Remark. Note that

M ε
w = εpε−1w−1M

ε
w−1. (16)

Hence, it is not necessary to store previous p-values [7].

Under the martingale approach, the decision on violation
of exchangeability can be made on the basis of hypothesis
testing. The null hypothesis H0: no change in the distribution
is tested against the alternative hypothesis H1: exchangeability
assumption is violated, as long as:

0 < M ε
w < λ. (17)

The null hypothesis is rejected when M ε
w ≥ λ. The basis

for martingale based hypothesis test is provided by Doob’s

maximal inequality [18, 7]: If {Mk : 0 ≤ k ≤ ∞} is a non-
negative martingale and λ > 0, then

λP
(

max
0≤k≤w

Mk ≥ λ
)
≤ E(Mw), 0 ≤ w ≤ ∞. (18)

Further, if E(Mw) = E(M0) = 1, then

P
(

max
0≤k≤w

Mk ≥ λ
)
≤ 1

λ
. (19)

The above inequality (19) provides an upper bound on the
false alarm rate.

IV. METHODOLOGY

In a group-based self-monitoring approach, there is a central
or locally central consensus node that collects information
from other systems. In this context, the group has a collective
intelligence but not necessarily an individual system. We refer
as self-monitoring to an approach that enables a system to
monitor its own operation, learn over time what the problems
are, how they are characterized, and how to automatically
detect them. Four steps have been identified as important for
an embodiment of such an approach:

1) selection of suitable representations based on the prop-
erties of the available data, the details of the task to be
solved, and other constraints of the domain.

2) selection of similar systems (peer-group) based on the
context, for e.g., the control mode of the systems or their
working environment.

3) selection of an approach for comparing an individual
system against other similar systems (peer-group), and
determining what is considered a deviation taking into
account reference information and context.

4) inclusion of a domain expert or reinforcement feedback
to further optimize the self-monitoring process.

The ability to autonomously define normal behavior and
discover the abnormal ones is a key aspect of any self-
monitoring system. Hence, the focus of this paper is on the
third step using the COSMO approach.

COSMO relies on computing strangeness measure based
on distance to the MCP which can be thought of as a NCM.
Intuitively, in a MCP scheme, the central/consensus node col-
lects information from other systems in the group to produce a
strangeness score. A strangeness score in this context describes
how different a system is compared to its group. Incorporating
exchangeability assumption and the concept of a NCM brings
COSMO under the umbrella of conformal methods. Moreover,
under certain choices of NCMs, such as those based on k-NN,
there may not be a single central/consensus node but many
such local nodes.

Given B = (z1, ..., zn) corresponding to each system in
Q = {1, ..., n}. Then, if the p-values for each system in Q
are estimated using (8) based on any NCM A(B, z), then [18,
Corollary 1] provides a basis for testing the exchangeability
assumption using the martingale approach. A decision on
whether the behavior of a system has changed compared to
its group is made on the basis of hypothesis testing driven by
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Doob’s maximal inequality (19). Further motivation for using
the martingale approach comes from earlier work related to
change detection [7].

Remark. Each zi ∈ B can be a vector of raw observations
from sensors or a representation, describing the state of the
i-th system over some time window t− s : t.

The entire process of group-based monitoring under a
NCM and exchangeability test using the martingale approach
is described in Algorithm 1. It is based on the algorithm
presented in [7]. The context here is that each observation
comes from a different system.

Remark. The fundamental concepts behind COSMO and
CAD are somewhat similar. They both are special cases of
CP and rely on estimating a strangeness measure and then
computing the p-values based on it. Similar to CAD, one
can use η to determine if a system is deviating relative to
its group. However, our primary interest is to observe change
in the behavior of a system over time (concept drift) rather
than detecting single instances of deviation. Hence, instead of
comparing p-value of a particular system against η, we test if
the distribution of its p-values is exchangeable.

Algorithm 1 COSMO with NCM and exchangeability test
using a martingale
Require: A sequence of n systems represented by their state

vectors (z1, ..., zn) computed over some time window
of length s, NCM A (for instance, using (5) or (6)),
time window of length w over which to compute the
deterministic martingale M ε

i,w for the i-th system, the ε
value, the deviation threshold λ:

1: for t← s to T do
2: B ← (z1, ..., zn)t−s:t
3: for i← 1 to n do
4: for j ← 1 to n do
5: αj ← A(B, zj)
6: end for
7: pi,t =

#{j=1,...,n:αj≥αi}
n

8: M ε
i,w =

∏t
l=t−w(εpε−1i,l )

9: if M ε
i,w ≥ λ then

10: exchangeability assumption violated.
11: end if
12: end for
13: end for

V. CASE STUDY

A. Data description

The data for heat-pumps was provided to us by a an
equipment monitoring company which collects sensor data
from heat-pumps located in different parts of Sweden. The
data mostly consists of temperature readings from various
subcomponents of a heat-pump, for instance, outdoor tempera-
ture, radiator forward temperature, evaporator temperature etc.
The data also includes on-off status of some subcomponents.

For instance, compressor and hot-water switch-valve on-off
status are reported with a binary 1 or 0, respectively. The
reporting resolution is every 15 minutes when the compressor
is off, otherwise every 5 minutes. We aggregated the data to
15 minutes before computing features on them.

Two reported cases are analyzed. The first case involves hot-
water switch-valve sensor. The evaluation period for this study
is from 2015-10-1 to 2015-12-31 based on 28 heat-pumps.
The second case involves an outdoor temperature sensor. The
evaluation for this study was done on data from 2017-09-
1 to 2017-12-18. Since geographical location was not made
available to us, we manually selected 18 heat-pumps with
similar outdoor temperature for this case.

For both cases, two features are computed using a sliding
window of length s = 6 hours: the absolute energy

a1 =
t−s:t∑
j=1

x2j , (20)

and the absolute sum of changes

a2 =

t−(s−1):t∑
j=1

|xj+1 − xj |. (21)

Hence, for each case, the state of i-th heat-pump at time t is
represented by a vector zi = [a1, a2].

B. Results

The martingale value of each heat-pump is computed using
Algorithm 1 with 1-NN as the NCM. A sliding window of
length w = 28 was used to compute the p-values. We set
ε = 0.95, which is within the range where a martingale value
is more sensitive to violation of the exchangeability condition
[18, 7]. For the martingale test, we chose λ = 20 which
implies a significance level of 0.05. Both cases are studied
using the aforementioned setting.

A heat-pump marked as HP-1 was introduced into the
database of the company in the mid of October 2015. On
November 15, 2015, its owner detected issues with the heat-
pump and reported the problem next day. Investigation re-
vealed a problem with hot-water switch-valve which was then
replaced on November 18, 2015. The switch-valve index,
computed as the sum of all sensor reported 1’s for each day, for
heat-pump HP-1 and the aggregated mean of 26 heat-pumps
(excluding HP-1 and HP-2) is shown in Fig. 1. The heat-pump
HP-2 is not a reported case and is discussed later. Indeed, one
can observe from Fig. 2 that Algorithm 1 was able to find that
HP-1 was behaving quite differently from the group since the
beginning of Nov 2015. Clearly, it was able to locate that there
was a problem with the hot-water switch-value, well before it
was detected by its owner.

Moreover, during the same period, we found another heat-
pump marked as HP-2, whose switch-valve behaved very
differently from others. This, however, is not a reported case.
Examination of its data revealed that the switch-valve index
for this heat-pump was much higher than that of the group
during the entire study period, see Fig. 1. While we are not
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able to verify if this was a faulty behavior, we can indeed make
certain observations. If the switch-valve of HP-2 was faulty,
then a process history based approach would have failed on
this heat-pump since there are not enough observations on its
normal behavior. On the contrary, if this heat-pump was faulty
or it just behaved differently, then it can be seen from Fig. 2
that Algorithm 1 was able detect it.

After observing Fig. 1, one may argue to use mean or
median of the switch-valve index as a base threshold. However,
the problem is to set an interval around these measures that
can be justified in some ways. The same can be said about any
expert defined thresholds and intervals. Without a theoretical
basis, it is more probable that either deviations will be missed
or there will be false alarms.

The second case involves a problem with the outdoor
temperature sensor of the heat-pump marked as HP-3. The
issue was reported on April 9, 2018. Fig. 3 shows the aggregate
mean outdoor temperature of 17 heat-pumps in the group along
with the outdoor temperature of heat-pump HP-3. We can
see from Fig. 4 that in this case as well, Algorithm 1 was
able to detect that HP-3 was behaving differently than other
heat-pumps in early November 2017 and also in December
2017 when condition of the sensor seemed to have further
deteriorated.

VI. SUMMARY AND DISCUSSION

We have presented the COSMO approach under the confor-
mal framework with an exchangeability test using a martingale
to detect deviating behavior of systems from their group.
While this is a general approach applicable to a wide range of
systems, here we have demonstrated its usefulness on certain
reported cases involving heat-pumps.

From the application perspective, most observational data
collected from large scale deployment of systems through
sensors is unlabeled. The true class of an observation, nor-
mal or abnormal, is typically context specific and usually
determined by a domain expert. However, practically labeling
large amount of data points with assistance from a domain
expert is a time consuming and costly task. Sometimes, even
the domain expert may not be able to conclude on if certain
observations are anomalies or not. Hence, there is a need to
devise methodologies for monitoring of systems that do not
extensively depend on human supervision. A step in this direc-
tion is to use a NCM to describe how different is the behavior
of a particular system compared to its group. Moreover, the
assumption that observational data generated by a group of
similar systems come from some unknown but exchangeable
distribution allows the construction of a martingale to track the
behavior of each system relative to its group. This allows for
hypothesis testing driven by Doob’s maximal inequality (19)
to decide on whether a system has deviated from its group.
Hence, using the COSMO approach under these criteria, one
can now reason on the system’s behavior relative to its group
in a theoretically justified manner.

According to [10], the classification performance of CAD is
dependent on how well a NCM discriminates between normal
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The date at which the owner of HP-1 noticed the problem is marked with a
dashed red line.

and abnormal classes. Previously, COSMO relied on distance
to the MCP. In the future, we will assess the performance of
different NCMs for group-based monitoring using the COSMO
approach.

Selection of appropriate features and representations are
important steps for any successful self-monitoring system.
This typically is a trial and error process. Knowledge about
the domain and understanding of the problem definition can
certainly help. But this again requires expert supervision.
Recent work in [14] demonstrated autonomous selection of
appropriate signals using the "interestingness" criterion. In
the future, we will pursue a similar direction for heat-pump
and other domains. Furthermore, during our study with heat-
pumps, we observed that there are certain grouping of behavior
within them depending on their geographical location, control
setting etc. We believe that the creation of peer-groups based
on these criteria as proposed in [2, 9] can lead to further
improvement in monitoring abilities of the COSMO approach.
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