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A B S T R A C T

The rapid digitization in the health care sector leads to an increase
of data. This routine collected data in the form of electronic health
records (EHR) is not only used by medical professionals but also has
a secondary purpose: health care research. It can be opportune to
use this EHR data for predictive modeling in order to support medi-
cal professionals in their decisions. However, using routine collected
data (RCD) often comes with subtle biases that might risk efficient
learning of predictive models. In this thesis the effects of RCD on the
prediction performance are reviewed.
In particular we thoroughly investigate and reason if the performance
of particular prediction models is consistent over a range of hand-
crafted sub-populations within the data.
Evidence is presented that the overall prediction score of the algo-
rithms trained by EHR significantly differ for some groups of patients
in the data. A method is presented to give more insight why these
groups of patients have different scores.
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1
I N T R O D U C T I O N

Since the invention of the computer and even long before that, people
are trying to predict or interpret different outcomes from data. This
also applies for the health care sector notwithstanding this sector is
extremely sensitive to errors because of varied reasons [16].

1.1 motivation

The digitization in modern health care it provides us with increas-
ingly amounts of data. Here is where machine learning becomes op-
portune. Data collected in hospital containing vitals, lab results, meta
data, etc. can be combined into individual records for every patient.
With machine learning techniques we are able to make use of all this
data. Using these algorithms we can predict various outcomes and
form recommendations to support medical professionals or do pre-
dictions regarding the patient’s health. For example, algorithms can
help assign medicines and treatments to patients, they can support
medical professionals in making diagnoses and present new origins
of certain diseases, the possibilities are endless. This knowledge can
also be used to act proactively on different issues. It is, for example
possible to set computerized alerts when specific thresholds are ex-
ceeded to prevent unwanted consequences.

However, clinical data stored in electronic health records (EHR)
brings complexity and different challenges for predictive algorithms
[28]. Constructing these desired predictive models requires extreme
caution because the predictive models may impact sensitive and crit-
ical decisions. One of the reasons for this caution is the possibility of
our algorithms being biased, which is detrimental for the credibility
of our models.

1.2 problem statement

Before getting into details concerning the problem statement it is suit-
able to clearly define the term bias. ’Bias’ is a widely used term with
different meanings across various sectors. To be clear throughout the
whole thesis the definition used in this thesis is as follows:

Bias - Bias occurs when certain examples are excluded from the hy-
pothesis space so their value to the model is ignored. When making
a hypothesis some examples are preferred over others and so found
more valuable [19].
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2 introduction

In this paragraph this definition is applied to the problem case we
encounter. When looking into predictive machine learning on critical
subjects we want our algorithms to give a reliable output. This out-
put and its reliability heavily depends on the examples that we offer
to train the model on. In this thesis Routine Collected Data (RCD)
is used to train our predictive models. Though these data is used
widely in the research sector, little or no research has been under-
taken regarding the potential consequences. It is desired to explore
the potential effects this data has on the predictive performance of
our models.

1.3 aim

The aim of this thesis is to review the possible pitfalls of working
with RCD. This will be shown by demonstrating fluctuations in the
performance scores of EHR driven models across different groups of
patients within the database. Four models will be used to look at their
differences in handling these biases. There will also be a review on
why these fluctuations in performance scores occur.

1.4 research question

What is the impact of biases on the performance of EHR driven
models?
The main focus of this thesis will be the practical demonstration of
potential biases formed by using EHR. The goal is to track down
changes in performance and determine if these changes are signifi-
cant.
Additional questions that are addressed include:

• Which models are influenced by this bias?

• How much is the change in performance score?

• Why is it the performance score fluctuating?

1.5 contribution and approach

Through observations and experiments, our hypothesis will be either
confirmed or rejected. As stated before, the main hypotheses is the
presence of bias in predictive models based upon EHR. The methods
presented in this thesis will provide a critical analysis of the data,
the choice of predictive models as well as experiments to test the
hypothesis.
Keeping the research question in mind, here we find an overview of
the contributions presented in this thesis.
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• Demonstrating the bias problem using subpopulations:
With the introduction of subpopulations we show that the per-
formance of the predictive algorithms we use tend to fluctuate
across these groups of patients. Subsequently, a method is pre-
sented to describe the difficulty of predicting a certain subpop-
ulation. Based upon a comparison with random fractions, a con-
clusion can be made whether a subpopulation is more difficult
or more easy to predict.

• Providing a method to better understand these difficulties:
A final step in this thesis is taking a closer look to the popu-
lations that are difficult to predict. A method is presented to
review the cause of these difficulties in prediction.

1.6 structure

Following this introduction is a more detailed description about EHR
as well as the possible sources of bias in Chapter 2. In Chapter 2 we
discuss the papers consulted to base our hypothesis on for this thesis
and to take a look at the research already been undertaken regarding
this subject. Thereafter Chapter 3 explains the method of predictive
modelling applied on our problem case. Chapter 4 presents the exper-
iments undertaken in this thesis. These experiments are used to form
the conclusion that can be found in Chapter 5. We conclude with a
discussion and some recommendations in Chapter 6.





2
B A C K G R O U N D

In the current area where ’big data’ is everywhere there are a lot of
sectors where databases are bulging and demanding novel applica-
tions. In the health care sector we find this expanse of data stored
as EHR. This chapter starts with providing more information regard-
ing EHR and then continues to give an impression of the possible
problems and deviations this kind of data can introduce.

2.1 electronic health records

Before starting to analyze the possible deviations it is important to
know first why the choice fell on EHR to work with in this project.
It is even more important to know the challenges this kind of data
brings.
EHR is a real time digital version of a patient’s clinical information
that makes it possible to provide dynamic clinical patient information
captured in structured records which can be consult at every moment
by medical professionals. A record contains a wide set of data going
from the patients history, medication, laboratory test results to future
treatment plans. This information can help professionals in their de-
cision regarding medicines or in a diagnosis of a possible illness. The
primary use of EHR is to improve health care by storing and sharing
information and to support professionals in their decisions [32].

2.1.1 MIMIC-III

An example of typical EHR is the Medical Information Mart for In-
tensive Care [31]. The data is obtained in a large tertiary care hospi-
tal more specifically, data of patients admitted to critical care units.
The MIMIC-III database is widely used for academic and industrial
research purposes [30]. The data flows out of several sources includ-
ing archives, the hospital database and social security administration
death master files. These sources provide the database with a wide
range of information going from lab tests to bedside monitoring. For
more details on the variety of information see Figure 1.
The data contains a whole range of features acquired in the hospi-
tal during routine hospital care. Between 2001 and 2012 there were
53,423 admissions recorded in the critical care units. On top of this
the data includes specifics for 7870 neonates admitted between 2001

and 2008. In this thesis we are interested in patients aged 16 years
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6 background

Figure 1: Overview of the MIMIC-III database

and above.

2.2 routine collected data

However this project focus on the the secondary use of the EHR. We
are going to use the data for research purposes. Important to con-
sider is the potential effects and consequences occur when working
with this kind of data. Because the records are collected for other pur-
poses than research and there was no intention of research prior to
the collection of it. In general this is called routine collected data [43].
Little is known about the effects of using this kind of data in machine
learning purposes in the health sector. For this reason a critical review
on the quality of the information in the database is desirable.
Naturally RCD does not only occur in medical applications, there are
some other cases where we can see the effects of their usage[22].

• A first example is the chat bot Microsoft launched in 2016 named
Tay. The bot was meant to tweet and sound like a young adult
girl, the more it interacted with humans, the more it would
learn and the more it would look like the bot was human. We
could say the data is routinely collected because the interac-
tions with people were random and collected in normal situa-
tions. Although after a less than a day the bot turned extremely
racist. The problem was caused by a subset of people deliver-
ing systematically inappropriate data. This shows how easily
algorithms can be influenced when offered data of low quality
[13].
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• In another study, this time handling in emotion recognition,
they used a large data-set consisting of data captured under
natural conditions with varying parameters [6]. When testing
algorithms on these routine collected data-set the recognition
rates for adults where far more high for children. This is be-
cause of the data-sets tend to have far more adults. Specialized
algorithms and data-sets where needed to balance the results a
bit more.

As demonstrated in previous examples there is need for a well-grounded
analysis of the effects of working with RCD [27]. Applied on the sub-
ject of our thesis we can tell apart different properties of RCD.

2.2.1 Advantages

• Due to the circumstances in which the data is collected it allows
us to capture metrics of a large population with a maximized
representativeness. It is possible for the machine learning al-
gorithms to make use of these big amounts of data. The big
amount of data will benefit their performance. Data sets can
contain a wide range of metrics and clinical events. It is also
possible to continuously update the data set which results in a
broader time window of a patients record. On top of this is the
nature of the data will be similar to the examples that will be
offered in a real life environment.

• RCD data can be obtained with minimum costs and efforts be-
cause the data is de-facto collected. This makes the data very
cost efficient.

Considering previous benefits one can say that there are sufficient
arguments in favor of working with EHR. This is the reason why the
popularity of using EHR as a base for predictions is high [53].

2.2.2 Drawbacks

Naturally working with RCD can also bring some challenges:

• Data can be influenced by the way it is collected. This depends
on hospital guidelines, the method of capturing or the person
collecting it. For example people with a lower social status will
visit hospitals where the quality of care may vary and so the
quality of the data can be poor or ineficient. This can happen in
the captation process or in due to the usage of different meth-
ods of obtaining the desired features. This has influence on the
representativeness of the data.
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• Insufficient examples can be a potential drawback. For example
when focusing on newly approved drugs, treatments or other
novelties it may be difficult to evaluate or review their impact
because they will be rare in the provided data [56]. Limited
data items within a patients record can also cause a patient to
be excluded by predictive algorithms. Data collected in chaotic
environments as hospitals sometimes have a lack of metadata.
This metadata is of great importance in research. Connected to
this is that EHR data tend to be messy due to a lack of standard-
ization [51].

The conclusion is that there are several challenges in working with
RCD. It’s our goal to map the consequences of working with this data,
try to track down their significance and their origin.

2.2.3 Cohort studies

If we consider RCD in health care the other side of the spectrum is
data coming out of cohort studies. An interesting remark to make is:
What if we use data other than EHR for predictive modelling?
Unlike RCD, data obtained by studies and surveys are more subject
to different categories of socially and health-patterned patients and
none respresented populations. On the other hand, one of the draw-
backs of EHR is the missing of meta data as there is for example risk
factors like smoking, BMI, etc. This meta data is important when per-
forming research on medical data [40].
To conclude, data coming out of cohort studies is high in quality and
can be very specific. But it is not possible to collected big sets of data
due to the high costs [23].

2.3 sources of bias

First of all "bias" is a widely used term that has various meanings
across different sectors. In Chapter 1 we clearly state the definition of
the meaning used in this project.

Subsequently a number of papers were consulted regarding predic-
tive machine learning using EHR. Paper [25] gave us a systematic
review about clinical prediction studies taking into account 107 pre-
viously done studies regarding this topic. This study concludes that
many of the studies do not address the possible biases or challenges
that come with EHR. Let alone there were practical tests included.
Studies that do address bias usually limit them self to missing data.
[18], [50]. An exception of this is paper [26] where this bias is not only
addressed, but also demonstrated for missing data of a patient.
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2.3.1 Missing data

When working with predictive models we want our data to represent
the real human population as best as possible. As seen before, EHR
is qualified for this case but there is need for extra caution towards
the challenges of RCD. One of these challenges is the appearance of
missing data in the data sets. Even if as many as possible important
specifics are included in the EHR’s it is highly possible not all neces-
sary data is included for every patient throughout every record. This
can be caused by various reasons.

Studies found that people with a lower socioeconomic status tend
to have fewer visits and therefore are tested and diagnosed far more
less [10]. Because they have limited access to health care their health
record will also be limited causing the possibility of not being rec-
ognized by the algorithm in an early, desired, stage of a potential
disease. Depending on the health care system or the availability of
health care, records can contain crucial secondary data. For example
relevant data on housing, transportation, insurance, ethnicity, spoken
language, etc. Some of this data can be crucial for proactive handling
or for improving care to a patient [42]. The procedure of capturing
metrics can vary through different countries, hospitals, health care
professionals, ways of treatment, etc. For example patients who are
insured will be more likely to go to other hospitals than patients who
are not. So it is possible the data of patients with similar conditions
is not alike in the end [52].

2.3.2 Measurement error

A second source of bias can occur when collecting the medical data.
The capturing of the data is subject to different events that can intro-
duce inaccuracies in the date [55]. These events depends on various
factors going from the hospital procedures for capturing data to the
extraction of the records for analysis [28]. An ICU is an environment
where the health state of the patient always has priority on the cap-
turing of the data, this can sometimes lead to chaos when capturing
the data. Which in turn can lead to messy data of a lower research
quality.
Another event can be the measurement device used on the patient in a
hospital. One hospital can have measurement devices with a lower er-
ror margin than others. To form a well founded opinion, valid record-
ing of data requires that the correct information is available and that
the correct values are entered. Naturally this causes our models to as-
sign different outcomes. Because the measurement errors are so close
to the source of capturing the data, it is difficult to review this source
on already captured data. A more closer collaboration between re-
search and practice is needed to properly address this problem.
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2.3.3 Sample Size

Another possible source of bias is the sample size of some groups
within the total population. As previously shown a main advantage
of EHR data is the big amount of data we can consult. But even with
all this data there will still be some groups of patients who are under-
represented. In one way or another bias that comes from sample, is
also missing data bias. An algorithm is trained on a particular train-
ing set of data. If a group of patients is underrepresented in this
training data the algorithm will have a hard time to interpret them
and assign these subjects to the right outcome. For instance sicker
patients tend to have more data in EHRs than normal patients. Thus
prediction models are likely to be biased towards the sicker popula-
tion [24].
The problem of underestimation may also occur when we train our
data on a population and then test it on a population with another
distribution (e.g. another hospital, health care system, etc.) [41]. The
representation of some groups can be different in both populations
and it is in our interest to see how predictive algorithms will handle
these differences.

2.4 machine learning models

Machine learning algorithms form the important link between the
predictor data and our desired targets. These functions will look for
example to certain patterns and learns to adapt itself to increase its
own performance.
In this thesis four different models will be tested. All four models
have a different approach on how they handle the predictor data and
come to the target values. With this variety of prediction models we
can review if models handle the RCD better or worse.

2.4.1 Supervised and unsupervised learning

When looking into machine learning models we can distinguish three
different kind of categories of learning [11]:

• Supervised learning: the most common approach to machine
learning. The data provided to train the machine learning al-
gorithm is labeled with the correct outcome. The goal of this
machine is to correctly classify new unseen examples [34].

• Unsupervised learning: in contrast to supervised learning is the
unsupervised method. The algorithms are trained on data that
is not labeled, and because of that, we don’t know the outcome
of. This type of machine learning is focusing on detecting and
finding patterns in data to form clusters or find similarities [20].
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• Reinforced learning: the last type of learning is based on inter-
actions with its task. Through a feedback system the machine
learning algorithm knows when it’s doing right or wrong [7].

It is clear that in our project we work with supervised learning algo-
rithms. The data we train on is equipped with associated labels.

2.4.2 Support Vector Machine

An SVM is a commonly used machine learning algorithm to per-
form classification [21]. A support vector machine must find the best
decision boundary separating two or more classes. The points are
mapped so that the examples with different outcomes are separated
by a margin as wide as possible. When the training of the algorithm is
completed it is possible to feed the model with new examples. Based
on training the model now maps the new examples in the same space
and predicts the outcome of the subject by determining on which side
of the margin they fall. An example of the vector space with the deci-
sion boundary is shown in Figure 2[4].

Figure 2: Example of a simple SVM

2.4.3 Logistic regression

LR focuses on the relationship between variables. Using the logistic
function or sigmoid we can map our subjects and form a threshold
that separates them. The function will map every subject into a value
between zero and one. This makes the model easy to train which is an
advantage for example when we want example to work with smaller
data sets [47] [1].
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Figure 3: Example of a simple LR

2.4.4 Random forest

A random forest is the result of a bagging ensemble method [12]. This
is a combination of classification or decision trees. Each tree is con-
structed from a different random subset of features. This will reduce
the risk of over fitting which can be important in our case. In Figure 4

we see an example of a random forest [3].

Figure 4: Example of a simple RF
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2.4.5 Neural network

One of the most prominent machine learning algorithms when it
comes to analyzing big sets of data are Neural Networks (NN). In-
spired by a biological neural network these algorithms use nodes and
connectors known as neurons. A network consists of multiple layers
of these neurons each one connected to one another with a set of acti-
vation functions [38]. In Figure 5 we see an example of a simple NN
[2].

Figure 5: Example of a simple NN





3
M E T H O D

A main aspect of this thesis is the practical implementation of ma-
chine learning algorithms to do predictive modelling. Before the start
of this implementation there is need for a thorough analysis of what
we want to achieve and how we will realize these goals. In this chap-
ter we will discuss the three main components of predictive mod-
elling:

• Predictor data: Data we offer our ML model from which it will
make predictions. As cited in Chapter 2 our data will be EHR,
but in this there are still a lot of considerations to take into
account.

• Target: Also referred to as outcome data contains information
about what we want to predict.

• Machine learning model: An algorithm that forms the relation
between the predictor data and the target data. In this project
we will use four different types of models.

3.1 predictor data

The core of this thesis is to research if the RCD is fit to be used in
predictive machine learning. In this project the source of the EHR data
is the MIMIC-III database described in Chapter 2. We will provide
the algorithms with a feature vector from which it has to predict the
target variable.

3.1.1 Data representation

When implementing predictive modelling, feature selection is an im-
portant part of building ML models that needs sufficient attention.
The extraction of the right set of features will be of great impor-
tance for the performance. The features selected will form the base
on which our ML algorithm will do predictions.

The data provided will contain information about the admissions
of all patients in the hospital. This information is needed to come to
our desired target, more information about this matter will be given
further in this chapter.

15
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Figure 6: Feature vector

Every single admission in the database is represented by one fea-
ture vector. This feature vector consists of three important categories
of features Figure 6:

• Admission specific: admission specific features like Length Of
Stay (LOS), visit type, etc.

• Demographics: Provide us more info about the patients profile.
For example: age, gender, ethnicity, etc.

• Chart events: Contains information about the clinical aspects of
the visit. For example vitals, labs, medication, etc.

It can be of great value to have a field expert decide which features
to extract based on the desired outcomes. Because of the use of EHR
data the possible number of predictors can be very high. Where fea-
ture selection is not part of the core business this thesis handles in,
there is decided to only select limited number of predictors based on
studies regarding the subject of feature engineering. Taking into ac-
count all this information 17 features (Table 5)were selected to repre-
sent one admission. The features were selected based on accumulated
knowledge and with the help of papers [54], [9], [15], [44], [14] and
[48].
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Type Feature Description

Admission specific Admitted time Time a patient stayed in the ICU.

Stay sequence
The tracking of the number of visits of

a patient.

Admission type

There are three different types of admissions

in this database. EMERGENCY/URGENT

indicate unplanned visits where emergency

visits are slightly more pressing. The last

type is ELECTIVE this indicates a

previously planned hospital admission.

Demographic Gender

Demographic information about the patient.
Insurance

Ethnicity

Age

Marital_status

Combined score SOFA
Sequential Organ Failure Assesment is a

severity score [49].

SAPSII
Simplified Acute Physiology Score is a

severity score [8].

Elixhauser
Elixhauser is a comorbidity score that

makes use of ICD-9 codes [35].

Chart event Heartrate_mean

First day metrics of a patient containing

both lab results and vitals.

Resprate_mean

Sysbp_min

Tempc_mean

Platelet_min

Albumin_min

Table 1: Admission vector features

Some important notes to make to argue the choice of this selection:

• When extracting these features the LACE index has been taken
into account [57]. LACE refers to: Lenght of stay (LOS), Acuity
of the admission (Admission type), Co-morbidity’s (Elixhauser
score) and the past Emergency unit visits (Stay sequence).

• Severity and co-morbidity scores have a period of 180 days
where they look into the past to consider previous illnesses and
similar data [15], [44].
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• All the chart event metrics are acquired in the first 24 hours after
admission. This is to ensure their usefulness with the prediction
window in mind.

3.2 target data

The target data contains information about the outcome we want to
predict. Considering EHR some clinical outcomes of interest could be
readmission, mortality, etc. In this project we consider the in hospital
mortality rate. In other words our algorithms will try to predict using
the feature vector discussed earlier if an admitted patient is likely to
die in the hospital or not. If a patient dies within the hospital he gets
a ’1’ label, if he is dismissed he will get a ’0’ label.

Figure 7: Observation and prediction window of single visit

For some of the features used in the input vector we need to be
able to look at previously made visits. This means when working
with EHR, the data available can change over time. Because of this
it is important to clearly define a time window (Figure 7) so that the
period prior to the prediction stays realistic. We define two different
windows:

• Observation window: Starting from the day of admission we
have a period of 180 prior to this date. This period is taken into
account for calculating the scores in Table 5. The window is
extended by another 24 hours after the patient is admitted to
the hospital for the measurements of chart events at arrival.

• Prediction window: This window starts 24 hours after the pa-
tient is admitted in the hospital and stops when a patient is
dismissed from the hospital or until the death of this patient.

3.3 evaluation criteria

To measure the performance of our models the AUC-ROC score is
used [5]. It gives us more information about how much a model is ca-
pable of distinguishing between classes. So the better the AUC score
is the better the model is at predicting the right outcomes [36].
Models with an higher AUC will have a better distinguishing between
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patients who are likely to die within the hospital and patients that
will be dismissed. An excellent model has AUC near to the 1, this
means it has good measure of separability. When the AUC is 0.5, it
means the model has no class separation capacity whatsoever.

3.4 model implementation

To benefit the reproducibility of this thesis there will be a descrip-
tion of how the predictive models were implemented in this section.
Prior to the start of the implementation we need to make sure we
have access to the MIMIC-III database. A CITI certificate on "Human
Research - Data or Specimens Only Research" was achieved to gain
access to the database.

3.4.1 Environment

The experiments in this thesis are executed on a MacBook Pro equipped
with 16GB memory and a 2,2 GHz Intel Core i7 processor. To connect
to the downloaded database PostgreSQL was used. The implemen-
tation of the models and all other operations needed for the tests
is done in Python. More specifically the Anaconda distribution with
Jupyter Notebooks as environment.

3.4.2 Feature extraction and encoding

In this chapter there is a detailed description of the features the mod-
els will use to predict mortality. Some of these features ask for extra
attention.

• There is need for a distinction in metrics that were captured
and examined within the first 24 hours and everything after
that. This is required to make sure we respect the observation
window.

• SOFA and SAPSII scores are generated with the help of SQL
scripts. We consult data of vitals (e.g Heart rate, systolic blood
pressure, ...), flags (e.g. ventilation/cpap), input output (e.g. urine)
and labs (e.g. blood urea nitrogen, WBC, potassium, ...). All this
data is collected within the first 24 hours of arrival.

• Elixhausser score is calculated based on ICD-9 codes with re-
spect to the observation window.

Many of these scores and concepts can be obtained by consulting
the MIMIC Code Repository. It is shared for the research commu-
nity to increase reproducibility in medical studies using the MIMIC
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database [29]. This repository contains code to load the data into a re-
lational structure, create extractions of the data, and reproduce entire
analysis plans including research studies.

Demographic features in the feature vector (e.g. gender, ethnicity,
insurance, marital status) contain categorical information. This means
the features don’t have an ordering or a scale. Because there is no ordi-
nal relationships one can not encode these values to integers. Because
of this reason one-hot encoding is used where each categorical value
is represented by a binary variable. A categorical feature like gender
with ’male’ and ’female’ as categories will then look as followed:

Patient Insurance_Private Insurance_Medicare Insurance_Government

1 0 1 0

2 1 0 0

3 0 0 1

Table 2: One-hot encoding

In this example we have one female patient (1) and two male pa-
tients (2,3).

The ordinal features in the input vector are scaled for a better un-
derstanding by the machine learning models. StandardScaler is used
[46], this will transform the data such that its distribution will have a
mean value 0 and standard deviation of 1. Given the distribution of
the data, each value in the dataset will have the sample mean value
subtracted, and then divided by the standard deviation of the whole
dataset.

3.4.3 Build and train models

After preparing the data the next step is the training of the different
machine learning models. In this project 4 models need to be imple-
mented, this has been done with the help of the scikit-learn package
[46]. This machine learning library for Python is flexible and easy to
use. We used the scikit-learn library to implement SVM, LR and RF.
The package also contains helpful supporting functions. For exam-
ple, train test split to extract the training and testset from the whole
dataset.

The parameter optimization for every model explained in following
sections is done on the trainingset and not on the testset.

3.4.3.1 SVM

An SVM using the sklearn package has various hyper parameters that
can be tuned:
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• C: a user-defined parameter trading off margin maximization
against slack variable minimization. For example, a high value
of C means that margin errors incur a high penalty, while a low
value permits more margin errors (possibly including misclassi-
fications) in order to achieve a large margin. If we allow more
margin errors we need fewer support vectors, hence C controls
to some extent the ’complexity’ of the SVM and hence is often
referred to as the complexity parameter.

• Kernel: The choice of the kernel is important when building an
SVM. This determines the approach of how the SVM will cal-
culate the used vectors in the feature space. The most common
kernels are ’linear’ and ’rbf’

• Gamma: defines how much influence a single training example
has. This parameter is not available for the ’linear’ kernel.

To tune these different parameters we use cross validation, this is
the process of training learners using one set of data and testing it
using a different set. With the ’GridSearch’ package in sklearn [46],
multiple combinations of the parameters listed above can be tested
and reviewed.
Considering this the optimal parameters for the SVM in this thesis
are ’C’: 95.0, ’kernel’: rbf and ’gamma’: 0.0001.

3.4.3.2 LR

The hyper parameters to take into account when using the sklearn
LR package are:

• C: equal to SVM the C is the complexity parameter.

• Solver: The solver uses a coordinate descent algorithm that solves
optimization problems by successively performing approximate
minimization along coordinate directions or coordinate hyper-
planes (e.g. newton-cgâ, âlbfgsâ, âliblinearâ, âsagâ, âsagaâ)

• Max iter: maximum number of iterations taken for the solvers
to converge.

Also here we use the ’GridSearch’ package of sklearn to compare
different combination of parameters using cross validation. The most
optimal paramters are ’C’: 25.4, ’solver’: newton-cg and ’maxiter’:
1000.

3.4.3.3 RF

To implement a random forest we need to define the number of trees
in the forest worked with. Once again ’GridSearch’ is used to find the
optimal number of trees which in our case is 102.
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3.4.3.4 NN

The fourth model we implemented was a Neural Network. The pos-
sibilities with NN’s seem endless, however in this project the choice
went to a simple NN. The implementation happened with the help of
the "Keras" package [17].
Through trial and error on the trainingset we came up with the fol-
lowing architecture:

• Input layer with activation function ’relu’ and the input size as
big as the number of features in the feature vector.

• Two hidden layers with the same activation function ’relu’.

• Output layer activated by function ’softmax’ this gives a chance
for each class as output.

The optimizer used to compile the model is the ’Adam’ optimizer
[33].

3.4.4 Test models

Later in this chapter we will introduce two different kind of test sets.
The model uses these sets to predict the most likely outcome for each
example in the sets. After we have this information we can compare
the predicted values with the actual values and as cited, to calculate
the AUC score.

3.5 approach

An important part in this thesis was to come up with ideas and meth-
ods to demonstrate the presence of irregularities. Subsequently an
idea needs to be formed on the possible causes of these irregularities.
Because the novelty of the project and the lack of similar studies a
lot of effort was put in trying out hypotheses and interpreting them.
Some time consuming procedures proved to be less helpful but are
nevertheless worth mentioning. In this section an overview is given
about the techniques used in this thesis after which the useful tech-
niques are discussed thoroughly.

• Define subpopulations: at the beginning of this thesis research
has been performed to distinguish meaningful groups of pa-
tients. The findings of this research can be found in Section 3.7.1.

• Test for differences: it was opportune to know if there are even
differences across the meaningful subpopulations (Section 3.7.2).

• These differences needed to be put in perspective. A method
is presented demonstrating the significance of the performance
score fluctuations in Section 3.7.3.
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• After demonstrating and validating the irregularities the next
step was to come up with a explanation for this. First we looked
into the distribution of the training set. Naturally some mean-
ingful subpopulations were more represented than others.

The experiment performed consisted out of equalizing these
proportions so the algorithm was offered as many examples
of each group of patients divided by the same feature. For ex-
ample, just as much examples of ethnicity ’White’, ’Asian’ and
’Black/African American’. Distribution 33/33/33 instead
of 72/2/7.5.
No changes were found in the performance score that could
indicate the distribution of these subpopoulations in the train-
ingset are relevant to the bias problem.

• Another method was tested where we looked for correlation
between the class balance of a certain group of patients and their
performance score. Looking for correlations between a higher
positive class and a higher performance score resulted in a dead
end.

• The last experiment tested the performance score progression
when training the algorithm on more and more training exam-
ples of one particular group of patients. Some intresting results
and conclusions were found presented in Section 3.8 and Sec-
tion 4.2.

In the continuation we discuss the methods proved to be useful.

3.6 define concepts

In the last part of this chapter two methods will be proposed to
demonstrate the effect of EHR driven predictive models. The method
explained in Section 3.7 will demonstrate the fluctuations in perfor-
mance score and validate their significance. In Section 3.8 a method
is proposed to look deeper into the origin of these fluctuations.

To help explain the different tests more clearly some terms will
be introduced. Given our complete data set of admissions W with
distribution D we consider

WD,N D distributed data set of size N

wtrain, wtest ∈ W training and test set, distribution D

Mw ← wtrain model trained on W, distribution D

Where model Mw is trained on wtrain a fraction of 0.7 of the complete
data set. Subsequently we want to test this model on different sub-
populations within W.
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The goal is to detect if there are significant differences between the
performance of the model on the whole data set and the performance
on subpopulations. Therefore we define

Sxtest, ∈ wtest test set where x defines subpopulation

This test set has of course a different distribution than the whole data
set of admissions W. From wtest we draw a new test set based on a
single feature. The next step is then to test model Mw using Sxtest.
When consulting the following cross table the interest of this thesis is
situated in the performance of model M trained by Wtrain and tested
on the subpopulation Sx.

M W_train Sx_train

W_test

Sx_test X

Table 3: Cross table

3.7 demonstrating and validating auc fluctuations

The first practical test and also the first novelty of this thesis is to
distinguish subpopulations and test them on a model trained on the
whole data set.

3.7.1 Define subpopulations

In Chapter 2 we cited some features on which we can define possible
subpopulations. These were taken into account when the feature vec-
tor was build. We selected the following:

Feature Possible subpopulation

Gender Female/Male

Ethnicity White/Asian/African American/...

Insurance Medicare/Private/Government/...

Age group 10-20/20-30/30-40/...

Admission type Emergency/Urgent/Elective

Marital status Married/Single/Divorced/...

Table 4: Potential subpopulations

These subpopulations are based on accumulated knowledge by con-
sulting multiple papers that handle in EHR bias [24], [37] and [55].
Naturally there is a possibility of other subpopulations formed that
are not covered in this thesis. The focus in this thesis is not to detect
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all the potential subpopulations but rather prove EHR can cause ab-
normalities in the prediction performance.
To ensure the choice of subpopulations is not only based on assump-
tions we performed a statistical test. Using the CHI2-test we checked
the dependency of the features with the outcome.

Feature Dependency (p-value)

Gender Independent (0.091)

Ethnicity Dependent (4.2e-14)

Insurance Dependent (1.8e-19)

Age group Dependent (1.3e-25)

Admission type Dependent (3.8e-26)

Marital status Independent (0.183)

Table 5: CHI2-test subpopulation features and outcome

The H0 hypotheses of the CHI2-test state that the 2 tested variables are
independent from each other. We reject this hypotheses if the p-value
of the test is below the threshold (resp. 0,01). We can conclude that
the variables defining Ethnicity, Insurance, Age group and Admission
type can help the models to predict the outcome. Gender and Marital
status are not strongly correlated to the outcome and will therefore
provide less significant subpopulations.
An important remark considering these features is their presence
in the complete data set. Naturally not every group is represented
equally in the whole population. In Figure 8 we see the different dis-
tributions per group.

Knowing these distribution will be helpful in a later stage of the
project where we want to validate the differences in prediction scores
between populations.
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Figure 8: Distribution of subpopulations

3.7.2 Test on subpopulations

These features will now be used to construct our Sxtest sets. Where
x will be our subpopulation (e.g. White, Medicare, Emergency, ...).
These sets will only contain examples with this particular feature.
When we use these sets to test on our model Mw we can form a better
idea which subpopulation tend to perform better or which perform
worse.

3.7.3 Validate differences

When testing on subpopulations it is possible there will be some
groups who’s scores were significantly lower. What comes next is
a method to check and confirm these decreases are sufficiently differ-
ent to be reckoned. Models are trained on 0.7/1.0 of the population
W. In Figure 9 we see an overview of the steps to go through.

1. Determine subpopulation to check, considering the first test
that has been done. The percentage of the total nubmer of ex-
amples in Sxtest is checked and compared to the whole test set,
this is the fraction of the subpopulation.

2. Select 50 random samples of with an equal fraction as Sxtest

in the same testset. We select these samples with replacement.
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These samples are tested on the same model Mw used before to
test Sxtest . Keep track of the AUC values.

3. For further test it is opportune to know the distributions of
these scores. The random samples needs to be normally dis-
tributed. So the scores of the random samples are kept in a list
and tested for normality by plotting them and using the statis-
tical normal test.

4. After confirming that we have a normal distribution we can
compose the confidence interval (e.g. 0.95 and 0.99). This will
be used in the comparison step to put the subpopulation perfor-
mance score in perspective.

5. With this acquired knowledge we now compare the AUC of
the subpopulation obtained by testing Sxtest with the confidence
interval.

6. The final step is to form a conclusion, taking into account the
threshold we can determine the significance of a AUC drop. If
a subpopulations is situated in the lowest 0.01 or 0.05 of the
distribution of the random fractions it is safe to say the perfor-
mance of the algorithm for this particular group of patients is
significantly lower.

Figure 9: Method to validate decreases in AUC

In summary we compare the AUC score of a certain group of pa-
tients with the scores of randomly selected subpopulations with the
same fraction within the dataset. That’s how one can decide the sig-
nificance of an increase or decrease in performance score.

3.8 determine origin of prediction difficulties

In this section we are going to propose some possible conclusions
regarding the origin of the difficulty in prediction for some groups
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of patients. Our hypothesis is that this difficulty is due to limited
samples of certain subpopulations. We will test this by introducing a
method to test subpopulations. What follows is a description of the
method and a review of the possible results we can obtain.

The goal of the following workflow is to increase the number of
samples of the training set used to train our model. We keep our test
set fixed and are then able to observe how the AUC changes when
more training samples are at hand.

The first step is to randomly divide our whole data set W in two
equal parts. This data set W is the same as used in previous experi-
ments. We now obtain two new data sets with the same distribution
and number of samples defined by Q and R both with the same dis-
tribution D. Data set R will be used as a supplementary training set.
From set Q we now obtain

QD,N D distributed data set of size N

Qtrain, Qtest ∈ Q training and test set, distribution D

Mq ← Qtrain model trained on Q, distribution D

Qxtest ∈ Qtest test set where x defines subpopulation

In the course of this method we will keep Qtest fixed throughout the
whole process. Only Qxtrain will undergo changes. This because of the
suplementation of the training set.

RD,N D distributed data set of size N

Rxtrain ∈ R training set where x defines subpopulation

The Rxtrain set only contains examples that have feature x in common.
This data set will provide extra examples to Qtrain. Consulting the pro-
cedure of this test as seen in Figure 10 we can distinguish following
working method.

1. As mentioned before, first, the dataset is randomly being split
in two equal parts with the same distribution. Out Q sets Qtrain,
0.7/1 of the dataset used to train the model, and Qtest, 0.3/1

of the dataset used to test the model, are formed. R is being
filtered to only contain examples of the desired subpopulation
x, resulting in Rx.

2. When these preparations are done we start with first testing on
model Mq trained by Qtrain. We train with test set Qtest.

3. While keeping Qtest fixed, we add 10% of the proportion of Rx
to Qtrain. So Qtrain will contain 10% more examples of the sub
population we are testing on. We retrain and retest the model.
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4. We repeat previous step until the training Qtrain set is increased
by 100%. Throughout this while process we keep track of the
AUC scores we obtain.

The process described above is repeated 30 times with always an
other random split of dataset W. This results in an array where the
AUC’s are listed and their changes throughout the whole process. The
mean of these changes is calculated and a graph is plotted to obtain
a better overview.

Figure 10: Procedure

When executing this method there are three possible scenario’s in
the behaviour of the AUC score. For each scenario there is a different
conclusion to make regarding this group of patients.
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3.8.1 Ascending AUC

The AUC might increase, this indicates that the subpopulation we are
taking a closer look at, has a reduced performance score due to a lack
of data. This is because the model is performing better when more
training samples are available.

Figure 11: Ascending AUC

3.8.2 Descending AUC

If a descent in the AUC scores is observed the extra training samples
added to the training set are confusing the algorithm. This may also
indicate overfitting.

Figure 12: Decreasing AUC
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3.8.3 Stagnating AUC

A last trend that can be noticed in the AUC flow is a stagnation,
the scores stay more or less the same. When noticing a stagnating
AUC score their are several scenarios possible explaining why this
happens.

• When the test is performed on a group of patient with a per-
formance score under the average this might indicate that this
group tested is inherently more difficult to predict. The exam-
ples we have of this subpopulation are not suitable enough to
provide a definitive prediction of the outcome.

• This might also be due to a lack of data, not a lack in the quan-
tity but in quality of the data. The examples offered to the mod-
els are not suitable to found appropriate predictions on.

Figure 13: Stagnating AUC
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E X P E R I M E N T S A N D R E S U LT S

The core of this thesis consists out of a series of experiments to track
down possible formed bias. In this chapter there will be a detailed ex-
planation of these experiments and the results provided in this thesis.
Important to know here is what we want to realize with these experi-
ments and how we expect our algorithms will behave. A description
of the methods used in these experiments can be found in Section 3.7
and Section 3.8.

4.1 demonstrating and validating auc fluctuations

To demonstrate the differences in performance scores across groups
of patients we make use of method Section 3.7. In this section features
that will cause potential meaningful subpopulations are listed. The
next step is to perform a practical test to affirm this in practice.

4.1.1 Test on subpopulations

In Figure 14 more insights are provided regarding the usefulness of
some features in dividing subpopulations and regarding the differ-
ences in performance score. Before analyzing the results a few re-
marks are made to explain what is done.

• The scores presented in Figure 14 are obtained by testing the
models trained on the 0.7 of the whole dataset and then tested
on a group of patients defined by a relevant common feature.
These groups of patients are defined in Section 3.7.1. In the fig-
ure we see these formed subpopulations in this order: Female,
Male, White, Asian, Medicare, Medicaid, Private, 10-20, 30-40,
50-60, 70-80, Emergency Urgent, Elective.

• Training set and test set are divided 30 different times indepen-
dent from each other. Each time the score for the whole pop-
ulation is calculated and the scores for the subpopulations. In
Figure 14 you see the mean score of all these different tests.

• The orange line represents the all round performance score of
that particular model. In other words, this is the score when
tested on the whole population.

33
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Figure 14: Overview performance score selected sub populations

• There are more ’Ethnicity’ and ’Insurance’ based groups than
shown in the table. The choice for this three subpopulations is
based on their accumulated share in the number of examples.
Ethnicity 0.81 and Insurance 0.96 of the total population.

When performing these tests their are already some conclusions
that can be made.

• Differences across the groups of patients can be distinguished.
A next step is to see if these differences are significant (Sec-
tion 4.1.2).

• The NN is constantly under performing comparing to the other
models. But the performance scores across the various groups
of patients lean closer to the overall score.

• What is remarkable, is the behaviour of most models is more or
less the same for each subpopulations (with the NN as excep-
tion). This points out the bias does not depend on the learning
algorithm but the data provided to this algorithm.
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The following experiments done in this thesis will handle in: ’Eth-
nicity’ Asian, ’Insurance’ Medicare, ’Age group’ 70-80 and ’Admis-
sion type’ Urgent. These populations are interesting because the AUC
score is significantly lower than the score tested on the whole popu-
lation. If we look back at Figure 8 we see that a collection of patients
insured with ’Medicare’ are represented by 0.54 of data set W. Other
groups as ’Asian’ or ’Urgent’ are underrepresented (resp. 0.015 and
0.026). Therefore in the the continuation of this project we want to
confirm this populations’ significant decrease and come up with the
origin of this tendency.

4.1.2 Validate AUC fluctuations

The method proposed in Section 3.7.3 was applied to the selected
populations for further tests (Ethnicity ’Asian’, Insurance ’Medicare’,
Age group ’70-80’ and Admission type ’Urgent’). The work flow was
ran through for every different model, in Table 6 we see the results of
the random forest for each investigated subpopulation.
In the ’Distribution random sample’ column we visualize the distri-
bution of the performance scores of the 50 random samples with the
same fraction we tested on the algorithm. This is a distribution of
the AUC scores when taking a random sample that is as big as the
sample of the concerned subpopulation.

Feature

(name + fraction/ AUC)
Distribution random sample Confidence interval

Asian 2% (0.856) [0.8673, 0.8932]

Medicare 54% (0.844) [0.8697, 0.8738]

70-80 41% (0.834) [0.8684, 0.8741]

Urgent 2.6% (0.855) [0.8644, 0.8872]

Table 6: Random forest, test on random samples - Results
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After obtaining these results we can interpret them as followed: if
a certain group of patients is not within the confidence interval of
the AUC scores of the random samples of equal size we can say this
subpopulation performance score is significantly different.

An important remark to make with these results is that the choice
of the confidence interval is in all the cases a 0.99 interval. Analyzing
these results one can say that every subpopulations selected is not
part of these intervals. The AUC scores for the subpopulations are
lower than the lowest 1% of AUC’s from random samples with the
same fraction.
Similar results were obtained when applying this method to the other
models (SVM, LR, NN). With the exception of the Admission type
’Urgent’ in the neural net model.

Feature

(name + fraction/ AUC)
Distribution random sample Confidence interval

Urgent 2.6% (0.7733) [0.77262, 0.80020]

Table 7: Neural network, test on random samples - Result ’Urgent’

We notice that the AUC score of patients with the admission type
’Urgent’ falls within the 0.99 confidence interval. When using the
same method to calculate the 0.95 confidence interval we obtain fol-
lowing interval: [0.77607, 0.79675]. Resulting that for the neural net-
work this subpopulation AUC belongs to the 5% lowest scoring sam-
ples which is still very low.

With this knowledge in mind there is a new perspective in interpret-
ing performance scores. If we keep in mind the broader and compare
the changes AUC to the whole population we can make following
conclusions.

• Scores of subpopulations that are significantly higher then the
AUC of the whole population indicate a group of patients that
are relatively easier to predict.

• On the other hand groups of patients that have a significantly
lower score can be categorized as more difficult to predict.

Using the previously discussed methods to determine if a group of
patients is significantly different a strongly founded assumption can
be made about a subpopulation.
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4.1.3 Model comparison

This work-flow of testing the significance can be applied to the 15

preselected populations selected in Section 3.7.1. If performed on ev-
ery model, assumptions can be made regarding how the model copes
with the bias.

Models SVM LR RF NN

Significant

Differences
8 9 10 6

Table 8: Number of significant different subpopulations

Analyzing Table 8 all models seem to score fairly similar. The only
exception is the NN, assumptions can be made that this model is han-
dling the RCD better than the other three. Because of the complexity
of the NN with a large number of adjustable parameters it is hard to
track down this more stable performance.

4.2 determine origin of prediction difficulties

Now the falls in performance scores are proved to be significant for
some groups of patients, the next step is to track down the source
of these fluctuations. Using the method described in Section 3.8 the
performance score is being monitored while increasing the training
samples of the predictive models.

In table Table 9 the results of previous described test is given for
the Logistic regression model. The results in the table are the mean
results after performing the work flow 30 times as described in Sec-
tion 3.8.
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Feature AUC flow Trend

Asian Stagnating

Medicare Stagnating

70-80 Stagnating

Urgent Increasing

Table 9: Logistic regression, test AUC change - Results

Three out of four subpopulations are inherently hard to predict.
While the significant lower score of Admission type ’Urgent’ can be
caused by a lack of data for this group of patients.

Similar results can be found when tested on the implemented Ran-
dom Forest.
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Feature AUC flow Trend

Asian Stagnating

Medicare Stagnating

70-80 Stagnating

Urgent Increasing

Table 10: Random Forest, test AUC change - Results

Also here we note three populations are inherently hard to predict.
Admission type ’Urgent’ also in this model has the problem of a lack
of data. We find similar resutls of Table 9 and Table 10 when we do
the same test on the SVM model.

The only model that deviates from this behaviour is the NN. In Ta-
ble 11 we can clearly see that the AUC score progression is more un-
stable in comparison with the other models. We also remark that for
the subpopulation Insurance ’Medicare’ the AUC has a downward
trend.
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Feature AUC flow Trend

Asian Stagnating (unstable)

Medicare Decreasing

70-80 Stagnating

Urgent Slightly increasing (unstable)

Table 11: Neural Network, test AUC change - Results

Looking into possible explanations for this divergent behaviour the
nature of the model itself needs to be taken into account. As discussed
in Chapter 2 a NN is the most complex model we use. Due to the
many hyper parameters that can be modified the model may react
different when the training set is modified.

Another remark we can make looking to Table 11 is the fall in AUC
score for the Insurance ’Medicare’ subpopulation. This may indicate
a confusion of the algorithm. When more training samples are pro-
vided to the algorithm of this certain population, the model finds
the prediction of this particular group of patients more difficult. This
drop in performance score is due to the confusing of the NN.
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C O N C L U S I O N S

During the elaboration of the presented tests and methods in this
thesis we discovered several novelties and conclusions. In this chapter
an overview follows these conclusions.

5.1 demonstrating and validating auc fluctuations

A first goal of this thesis was to practically demonstrate potential
differences. These differences could indicate the training of a biased
algorithm. When testing a model trained on the MIMIC-III dataset
on various subpopulations, there were clear differences across the
groups of patients.
Interesting to see is that the magnitude of these variations fluctuate
across different models. Some models appear to be more stable than
others when tested on various subpopulations for example the NN
as seen in Section 4.1.3.

5.1.1 Measure of prediction difficulty

In Section 3.7 a test was introduced to determine whether the differ-
ence between the performance of a model on a sub population was
significant than the performance on the whole population. With this
knowledge the following conclusions can be made:

• If there is no significant difference in performance scores, we
can conclude that the level of difficulty to predict the outcome
for this group of patients is equal to the level of difficulty of the
whole population.

• Is there is a significant increase of the performance score, it is
safe to say this group of patients is simpler to predict and is un-
likely to have any consequences of a potential biased algorithm.
For example patients in their 20’s or 30’s.

• When a significant decrease in the performance score is ob-
served, this sub population is more difficult to predict by the
algorithm. Consequently, this group of patients are more sensi-
tive to the negative effects of a biased model. In this thesis we
demonstrate insurance ’Medicare’, ethnicity ’Asian, age group
’70-80’ an admission type ’Urgent’ are hard to predict.

The significance of the differences can be tested by performing the
method presented in Section 4.1.2.

41
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When certain sub population tends to be more difficult, further anal-
ysis is needed to track down what causes these difficulties.

5.1.2 Comparing models

Interesting is the fact that the SVM, the LR and the RF model deliver
quite similar performance scores across the same meaningful subpop-
ulations. This indicates the bias does not depend on the predictive
learning algorithm but rather on the data we offer to this algorithm.

The NN is an exception, the model is consistently under perform-
ing compared to the other models like SVM, LR and RF. But the NN
is more stable when it comes to differences across the chosen subpop-
ulations.

5.2 determine origin of prediction difficulties

Section 4.2 helps to place these difficulties stated above in perspec-
tive. If training samples are added to the model and the test set is
kept fixed, fluctuations or the absence of fluctuations can show us
possible causes of the reduction of the performance score. This is
possible by keeping track of the AUC during the process of adding
training samples. With the help of the proposed method there are
three conclusions to make:

1. If the AUC value is increasing during the process then the
source of bias (or low prediction score) could be the lack of data.
If there is insufficient data to train on, a model can ignore this
information when making a prediction. For example patients
with admission type ’Urgent’ have this in all tested models.

2. When a decrease in AUC is noticed, it is most likely the predic-
tive model is confused by the extra training data available. In
our experiments we demonstrate that the patients with insur-
ance ’Medicare’ are sensitive to this for the model NN.

3. An AUC that stays more or less the same is the most difficult to
interpret. We can say that the examples for this particular sub-
population is inherently more difficult to predict. Further anal-
ysis on subpopulations such as this can be desired. Another
explanation can be a lack of data quality where the provided
samples are sufficient in number but insufficient to found re-
liable predictions on. In our tests ethnicity ’Asian’, insurance
’Medicare’ and age group ’70-80’ are in this situation.
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Figure 15: AUC movement





6
D I S C U S S I O N A N D R E C O M M E N D AT I O N S

With the new insights gathered in the course of this thesis some
points of discussion came up. Some of the conclusions made in this
thesis give us the possibility to form some recommendations for fu-
ture research on similar topics.

6.1 discussion

Listed below are some important notes to make with this project.

• The use of prediction machine learning models in health care is
a sensitive matter. When prediction outcomes are as critical as
they are for health applications caution is always needed when
using these prediction outcomes. As we see the evolution of
machine learning in health care as it is today we advocate for a
purely supportive role for the predictive algorithms. The mod-
els can support professionals in making decisions, but an impor-
tant note we make than, is that information regarding perfor-
mance for more difficult groups of patients should be provided.
In this way professionals can take into account the sensitivity of
subpopulations that are hard to predict.

• The second point of discussion that comes up is connected to
the first. The ultimate goal of predictive learning in health care
is to form a general model to provide predictions. In light of
the conclusions of this thesis determine that this goal will come
with many challenges when we want to achieve this with EHR
data. There is need for tests on different populations with differ-
ent distributions. Models need to be tested on various hospitals
and health care systems.

• The conclusions made in this thesis can be generalized on simi-
lar cases where RCD sets are used as input for predictive algo-
rithms [39], [27].
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6.2 recommendations

Seeing the conclusions we made in Chapter 5 recommendations can
be formulated for future work.

• We propose future work to take into account a new way of
formulating performance scores.
In light of the results gathered it can be opportune to revise the
way of formulating performance scores if we work with RCD.
Instead of just using the mean score and his standard deviation
a better notation could be:

meanAUC, +/− [AUCdifficult ; AUCeasy]

With AUCdifficult the most difficult distinguished subpopulations
and AUCeasy the most easy group of patients.

An important remark to make with this recommendation is that
the most difficult and the most simple subpopulation is one of
the meaningful subpopulations chosen in this thesis.

• A second recommendation to research the possibilities of con-
formal machine learning prediction. As stated in the discussion
this can help professionals to determine how certain a machine
is about the prediction made [45].

• A final recommendation is to build a separate prediction model
for each sub population that is difficult to predict. In this way
we can optimize the model for this particular group of patients
in order to provide a credible outcome. It might be beneficial for
some populations to include extra data coming out of studies.

6.2.1 Future work

In this thesis the subpopulations were hand picked based on litera-
ture about EHR bias. In the future it can be opportune to come up
with a method to automatically detect these subpopulations.
Even more important for future research is the analysis of groups
of patients declared are difficult to predict. When the real source for
these decreases in performance can be discovered, the next and final
step is to come up with a solution for these populations.

If these future goals are reached and combined with the knowledge
acquired in this thesis a work flow can be created to detect subpopu-
lations that are difficult to predict, tackle the sources of these difficul-
ties and come to an all round prediction score. For now a notation as
mentioned in Section 6.2 is more correct.
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