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Abstract 

Abstract 

The world of industrial manufacturing has changed a lot during the past decades. It has gone from a 

labour-intensive process of manual control of machines to a fully connected and automated process. 

The next big leap in industrial manufacturing is known as industry 4.0 or smart manufacturing. With 

industry 4.0 comes increased integration between IT systems and the factory floor. This change has 

proven challenging to implement into existing factories many with the intended lifespan of several 

decades. One of the single most important parameters to measure is the operating hours of each 

machine. This information can help companies better utilize their resources and save huge amounts of 

money.  The goal is to develop a solution which can track the operating hours of the machines using 

image analysis and the signal lights already mounted on the machines. Using methods commonly used 

for traffic light recognition in autonomous cars, a system with an accuracy of over 99% during the 

specified conditions, has been developed. It is believed that if more diverse video data becomes 

available a system, with high reliability that generalizes well, could be developed using similar 

methodology. 

 

Sammanfattning 

Industriell tillverkning har förändrats mycket under de senaste decennierna. Det har gått från en 

process som krävt mycket manuellt arbete till en process som är nästan helt uppkopplad och 

automatiserad. Nästa stora steg inom industriell tillverkning går under benämningen industri 4.0 eller 

smart tillverkning. Med industri 4.0 kommer en ökad integration mellan IT-system och fabriksgolvet. 

Denna förändring har visat sig vara särskilt svår att implementera i redan existerande fabriker som kan 

ha en förväntad livstid på flera årtionden. En av de viktigaste parametrarna att mäta inom industriell 

tillverkning är varje maskins operativa timmar. Denna information kan hjälpa företag att bättre 

utnyttja tillgängliga resurser och därigenom spara stora summor pengar. Målet är att utveckla en 

lösning som, med hjälp av bildanalys och de signalljus som maskinerna kommer utrustade med, kan 

mäta maskinernas operativa timmar. Med hjälp av metoder som vanligen används för 

trafikljusigenkänning i autonoma fordon har ett system med en träffsäkerhet på över 99% under de 

förutsättningar som presenteras i rapporten utvecklats. Om mer video med större variation blir 

tillgänglig är det mycket troligt att det går att utveckla ett system som har hög pålitlighet i de flesta 

produktionsmiljöer. 
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Glossary 

 

Anchor box = Anchor boxes are a set of predefined bounding boxes. During detection, the predefined 

anchor boxes are tiled across the image. The boxes are sized to capture specific objects. 

Bounding box = Coordinates of an imaginary rectangular border that fully encloses an object or ROI. 

Epoch = The full pass of the training algorithm over the entire training dataset. 

Generalization = The ability of a network to perform well on data different from the training data. 

Hyperparameter = Is a parameter whose value is set before the learning process begins. As opposed 

to the values of other parameters that are derived via training. 

IoU = Intersection over union. 

Loss function = Function to measure detection and/ or classification error. 

Mini-batch = A subset of the training data. 

Mini-batch size = Total number of training examples present in a single batch. 

NMS = Non-maximal suppression. 

Network parameters = weights and biases of a network. Determining how the network behaves. 

ROI = Region of interest. 

Scene = The environment containing the ROIs/ the entire image. 

SGDM = Stochastic gradient descent with momentum. 
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1. Introduction 
1.1. Purpose 

The current trend in industrial manufacturing is commonly referred to as Industry 4.0 

or smart manufacturing. In Industry 4.0, the factory floor is increasingly integrated 

with IT systems to enable full integration from the customer order to the delivery of 

the final product. It involves interconnecting the different stages of the manufacturing 

process with IT systems to allow for the measuring, processing and the storing of 

large amounts of process data. Smart manufacturing has a wide range of benefits like 

early detection of machine failures, streamlined logistics, real-time adaptations of the 

production process and individually customized products, to name a few. 

Implementing Industry 4.0 into existing factories and integrate machines which lack 

connectivity with IT systems is a great challenge. A challenge that must be met, 

especially when considering that the lifetime of a factory can be up to 30 years. 

 

An important parameter in manufacturing is the operating hours of the machines. 

If the time a machine spends in different states e.g. operating or maintenance/re-

configuration can be measured and visualized the process can be streamlined. On 

older machines, that lack connectivity, the operating state is typically indicated by a 

so-called stack light or industrial signal light, like the one shown in Figure 1. Green 

indicates running, red indicates an error and yellow/amber indicates that the machine 

is in some kind of idle state.  

  

Figure 1: An example of a stack light. 
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1.2. Goal 

Existing solutions for tracking the operational state of machines are relying on cables 

being drawn to the machines. This is both costly and cumbersome and might not even 

be an option as older machines might lack the interfaces needed. But it is very likely 

that they are equipped with signal lights as they serve the purpose of alerting the 

factory workers when the machines need their attention. 

The goal is to develop a system which has no need for cables or additional hardware/ 

software upgrades to the machines themselves. This is to be done by applying image 

analysis to a video feed from the factory floor, the system shall first locate and then 

interpret the signal lights belonging to every machine in the video. 

This way the information about the operational state of a machine could be collected 

the same way humans do without having to impact the rest of the factory 

infrastructure. 

It is not known if image analysis has been used on its own for this particular purpose 

before. The task, therefore, becomes to explore if and how such a system could be 

designed to be accurate enough. 

The proposed solution will act as a suggestion as to how this type of problem could 

be solved using image analysis and as a test to see if a neural network could produce 

the required accuracy in a production environment. 

 

1.3. Requirements 

The system is developed to meet the following requirements:  

 

• The system should be able to 

o Locate all lights located in the image. 

o Read the status of each light. 

o Detect if a light is occluded. 

o Detect if a light is removed. 

o Detect if a light is added. 
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1.4. Delimitations 

The main limiting factor has been time. For that reason, some boundaries had to be 

set. Parallels will be drawn to research on detection and classification of traffic lights 

for autonomous vehicles. A Traffic light recognition software potentially involves 

more complexity than the system proposed in this thesis. The proposed system won’t 

have the same requirements for speed, accuracy, and robustness. 

The camera, machines and lights are all assumed to be static and the production is 

assumed to be located indoors. Assumptions that might not be completely accurate in 

the real world. Machines are becoming increasingly mobile and for some industries 

like paper processing, and processing industries in general, production outside might 

occur.  

There will be movement in the image in the form of people and machines that roam 

the factory floor causing occlusions and there might be some variations in 

illumination.  

No video or imagery has been collected prior to the project. This meant that a dataset 

first had to be collected. Due to time restrictions, the recorded video was limited to 

one production line, featuring five machines, captured from one angle. This greatly 

reduced the possibility to evaluate the result in a more general sense.  

The author has close to no previous experience in image analysis or deep learning. 

The project will, therefore, focus solely on developing a functioning detection 

software. Consequently, there are no plans to integrate the resulting software into any 

specific hardware installation. The software will run on a regular PC laptop with an 

external web camera. 

 

1.5. Development and research process 

The project has been split into two parts, a learning phase and a development phase. 

Due to the author's lack of experience in image analysis and deep learning prior to the 

project, a learning phase was required where the author got to associate himself with 

concepts and the tools involved. A large portion was being spent in the MATLAB 

documentation and the online training environment. Scientific work related to 

computer vision, deep learning and traffic light recognition was studied into detail. 

Traffic light recognition, in particular, was chosen due to the similarities between 

stack lights and traffic lights. During the learning phase, some knowledge gaps were 

closed and some areas that were of importance for the work to follow were identified. 

The second phase consisted of development and testing. Different network structures 

were studied in detail and then subjected to empirical tests to see which structure has 

the best performance for this particular application. The papers related to each 

network are referenced in the text below. 
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2. Background 
2.1. Related work 

There is a lot of research done on the subject of image analysis. But, despite being a 

relevant issue, the literature on industrial signal light detection or classification is very 

scarce. A search in the major sources of publications in engineering (IEEE Xplore, 

ScienceDirect and SpringerLink) only results in one hit [1]. Here, regions of interest 

are produced using image colour information. Regions are then combined according 

to some spatial constraints to eliminate false positives. The process is complemented 

by a 2D laser scanner that provides depth information, which is necessary since the 

solution is evaluated in the context of moving machines and cameras unlike the case 

presented in this report where both the camera and machines are stationary. But the 

task at hand shares many similarities with the task of recognising traffic lights in 

autonomous cars. 

Traffic light recognition can be done in a variety of ways including LIDAR and/or the 

broadcasting of signalling information over radio waves but many of them rely solely 

on video cameras and image processing, which is beneficial as it does not require any 

additional hardware being installed on the machines. A handful of those will be 

presented below. 

Nowadays the majority of all research made tend to use machine learning, deep 

learning and neural networks. Meanwhile, some older articles from around ten plus 

years ago propose different solutions. 

In the report “Traffic Light Recognition using Image Processing Compared to 

Learning Processes” [2] a method consisting of three steps is suggested. 

The first step being Spot Light Detection, regularly referred to as SLD, to detect 

where in the image the traffic light is located. The source image is in greyscale and an 

algorithm identifies the bright areas and then by applying shape filtering only keep 

the areas that have the same shape and proportions as a lens on a traffic light. 

In the second and third step, the algorithm tries to identify three characteristics of a 

traffic light surrounding the spots. The three identifiers are the housing and pole 

which are both the shape of a rectangle in a 2D space as well as the bright spot 

identified in the previous step. The shapes are then evaluated in terms of size, 

proportions and placement in relation to each other to validate that it is a traffic light 

that has been identified. 

And lastly identify the state of the stop light by utilizing the fact that the lights are 

arranged in a specific order red, yellow, green, from top to bottom. The green light is 

located towards the bottom of the rectangle representing the housing, if the light is 

red it should be located towards the top and a yellow light would be at the centre. 

In “Real Time Light Recognition Systems for Color Vision Deficiencies” [3] the 

authors take a different approach. Here the colour is determined by running colour 

segmentation, thresholding algorithms and thereby filtering a colour adjusted version 

of the source image. Only the top part of the frame is analysed. The red, yellow and 
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green planes are put through a thresholding algorithm which outputs a binary image 

representing the segmentation. If a pixel's intensity is above the threshold it is set to 

white in the output otherwise it is set to black. By analysing the intensity in the output 

images the colour of the light can be derived. Under the conditions presented in the 

article, this solution has a lower alleged accuracy in comparison to the method 

previously mentioned 90% versus 97%. 

As mentioned above, deep learning has gained increasing popularity within the 

subject of vision-based object recognition. In “An Efficient Color Space for Deep-

Learning Based Traffic Light Recognition” [4] different network models are tested 

together with different colour spaces. Six different colours spaces (e.g. RGB, YCbCr) 

are tested together with three types of network models of deep learning (based on 

Faster R-CNN and R-FCN). The article suggests that a combination of RGB and 

Faster R-CNN with Inception-Resnet-v2 yields the best result for this type of object 

recognition. 

However, there is a great variety of suggested solutions that involve deep learning 

and far from all involve R-CNNs. In [5][6] more classical methods like colour 

segmentation and filtering are used to extract regions of interest and the resulting 

regions are then fed through a neural network for classification. 

The last network model considered was YOLO which stands for “You Only Look 

Once”. There are examples where YOLO has been used for traffic light recognition 

both on its own [7] and in conjunction with a smaller classification network to 

improve accuracy in classification [8]. YOLO has the advantage of being much faster 

than R-CNNs but still having similar accuracy.  

By looking at scientific reports and development from the past few years it becomes 

evident that the future in image analysis lays within the realm of artificial intelligence 

and deep learning. Network structures such as CNNs, R-CNNs and YOLO will be 

studied in greater detail later in the report. 

 

2.2. Languages and libraries 

A number of languages are suited for and have libraries for image analysis. 

OpenCV (Open Source Computer Vision Library) is one of the most common 

libraries for computer vision and machine learning used extensively by researchers 

and companies worldwide. OpenCV has interfaces for C/C++, Python, Java and 

MATLAB and support for most common OSs. It leans mostly towards real-time 

vision applications [9]. 

TensorFlow-Keras is a library developed by Google. Originally created to perform 

heavy computational tasks it has become widely used for deep learning applications. 

It features a Python API and is based on data flow graphs. [10] 

For Python, there is also the option of using Scikit which also is a library for machine 

learning and image analysis amongst other things. It is built on NumPy and SciPy 
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which are libraries for matrix calculations and scientific computing. Scikit is used by 

companies like J.P Morgan and Spotify who are listed on their website [11]. 

The fourth and final option presented here is using MATLAB and its many toolboxes 

both for deep learning and image processing/analysis [12]. It features the possibility 

to import Caffe models, TensorFlow models and as mentioned above it is also 

supported by OpenCV. 

For this thesis, all code will be written in MATLAB. Training, evaluation and 

labelling of data will all be done in the MATLAB environment.  As the project 

focuses entirely on software MATLAB is the most suitable environment. It is well 

documented and has a large community. It also becomes the most versatile as it has 

support for OpenCV, TensorFlow and the Caffe model zoo. This allows for easy 

implementation of a large set of pre-trained networks.  

2.3. Privacy concerns 

Camera surveillance and personal data are defined differently in different parts of the 

world. Some practises involving cameras may, from a legal standpoint, be considered 

to be surveillance even if the true purpose is something entirely different. 

The Swedish definition of surveillance and personal data is governed by 

Kamerabevakningslagen (2018:1200) [13] and GDPR [14] with the addition of the 

Swedish complementary law (2018:218) [15]. This section is split into two parts. One 

describing precautions made during the development phase and one describing the 

final software. 

 

2.3.1. Development 

Video from the production floor during operating hours was needed for the purpose 

of developing the detection algorithm. The video was acquired by mounting a camera 

inside the factory and capturing 95 minutes of video during one occasion as the 

machines where running. This inevitably resulted in workers operating the machines 

ending up in the video. 

Under Swedish law, video surveillance is defined as: 

Using a camera or other comparable equipment in such a way that it imposes 

surveillance of people, repeatedly or during an extended period of time without being 

monitored on site. [13] 

And as filming only took place once, during a couple of hours, with someone present 

for the full duration of the recording these criteria were not met. 

GDPR defines personal data as: 

 “... any information relating to an identified or identifiable natural person (‘data 

subject’); an identifiable natural person is one who can be identified, directly or 

indirectly…” 



8 

 

The resulting video contains personal data as the workers captured in the video are 

identifiable. Due to this, the video has to be registered and treated according to the 

regulations imposed by GDPR [14][15]. The video sequences will be deleted when 

they no longer are needed. 

2.3.2. Software 

The final system is exempt from both laws as surveillance of people won’t be possible 

using the software. No functions for recording or displaying video exist within the 

software. Also, no data that would be used to identify individual employees are 

collected or stored in any way. The systems record and stores the states of the 

individual machines and nothing more.  
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3. Theory 
3.1. Transfer learning 

The idea of transfer learning is to take knowledge a network has learnt from one task 

and apply that knowledge to a different task. An example would be to take a network 

that is trained to recognize objects like “Cat” and “Dog” and then use that knowledge, 

or parts of that knowledge to help better recognize a different type of object like 

traffic lights. 

 

 

 

Transfer learning is explained in detail below. Figure 2 is a graphic illustration of the 

transfer learning process. 

An image classification network is trained on (X, Y1) pairs where X are images and 

Y1 are classes, e.g. cat, dog, car. This network is trained in object recognition but for 

other types of objects different from the intended ones. By replacing the last layers 

and weights with new layers for classification and randomly initialized weights the 

network could be retrained to recognize different objects, using the knowledge it 

gained from the first dataset. This is because the initial layers of a network usually 

learn generic features (e.g. edges, corners) that are useful to recognize many different 

objects. By only replacing the last layers, the network utilizes the generic features 

learned previously, only requiring fine-tuning to our intended object types. This is 

usually more efficient than training the network from scratch, allowing not only better 

accuracy, but also faster convergence.  

The modified network is now trained (fine-tuned) using a new dataset (X, Y2) where 

X are the images and Y2 are the different states of a traffic light, red, yellow, and 

green. 

This way of training is particularly useful when the second dataset isn’t large enough 

to train a network from scratch. Instead, the larger data set, that might not contain the 

desired object, could be used to train the weights in the first parts of the network and 

then those weights are used to initialize the training of the final network. 

Figure 2: By replacing the last layers and the weights feeding into those layers, a pre-trained network, 

could be retrained on a much smaller dataset than if it were trained from scratch. 
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The initial training with the larger dataset is often referred to as pre-training and the 

following training with the smaller dataset with the classes of interest is called fine-

tuning.   

 

3.2. R-CNN 

Region-CNN (R-CNN) is one of the state-of-the-art CNN-based deep learning object 

detection approaches. It both detects and classifies objects in an image. Firstly, it 

detects regions in an image that might contain an object. These regions of interest are 

then fed through a regular convolutional neural network (CNN) like Inception-

Resnet-v2 or AlexNet for classification [16]. Figure 3 shows the R-CNN pipeline. 

 

 

Unfortunately, R-CNN isn’t very useful in a real-time scenario as it may take close to 

a minute to analyse a single frame and in some test scenarios performed in the 

learning phase of this project, it took much longer than that. 

One drawback of R-CNN is that each detected ROI is sent through for classification 

separately. Meaning that classifications could be run thousands of times on a single 

image. This affects performance negatively especially if it is run on less powerful 

hardware.  

Since the creation of R-CNN, both Fast and Faster R-CNN has been developed. Both 

build on R-CNN but handle the region extractions a bit differently. A Faster R-CNN, 

like the ones used in [4] may reach speeds of 17 fps on modern hardware. The 

benchmarks where these speeds were measured were performed on IBM Cloud’s 

SoftLayer infrastructure [17]. On the hardware used during this thesis however, one 

detection could take several seconds. 

 

For more technical detail the original Faster R-CNN paper is referred [17]. 

  

Figure 3: System overview of an R-CNN from the original report [17]. Results from the second step are 

fed into the CNN which then outputs classifications for each region. 
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3.3. YOLO 

YOLO, in contrast to R-CNNs, is a single neural network which both predicts 

bounding boxes and the classification of the objects therein. 

 

 

 

The image is split into a S x S grid where each grid cell is responsible for detecting N 

different bounding boxes. See Figure 4. Each box is associated with a probability of 

the box containing a specific object. Most boxes have a very low probability and can 

be discarded. Boxes with the highest probability are kept. This way all objects in the 

image are classified during one single sweep in contrast to R-CNN where each 

extracted region is classified separately.  

 

This all-in-one structure is very efficient. YOLO models are capable of processing 

images at 45 fps, using an Nvidia Titan X GPU, and in certain cases even faster than 

that, still with a high prediction accuracy in most cases [18].  

 

But the speed comes at a cost. YOLO networks tend to struggle to detect and classify 

smaller objects especially when many small objects are grouped together as each cell 

is limited to detect only one object [18]. 

 

YOLO predicts multiple bounding boxes for the same objects. To calculate the loss 

function only the strongest bounding box is used (i.e. the most accurate box). For this 

purpose, the strongest box is chosen as the box with the highest IoU with the 

annotations in the training data. This forces the network to learn the aspect ratio and 

size of the objects it is trying to detect which in turn leads to better predictions. 

 

Figure 4: Taken from the original report [18]. The image is split into a S x S grid where each grid cell 

is responsible for detecting N different bounding boxes. Each box is associated with a probability of 

the box containing an object. Boxes with the highest probability is kept. 
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YOLO calculates the loss function as the sum of the: 

 

• Classification loss (what is in the image?)  

• Localization loss (the difference between annotated and predicted bounding 

boxes)  

• Confidence loss (how certain is the prediction?)  

 

 

The total classification loss is calculated as the sum of the loss for each cell. Which in 

turn is calculated as the squared error of the class conditional probability for each 

class if an object is appearing in the cell. See equation 3.1. 

 

 

 

 
𝐿𝑐𝑙𝑎𝑠𝑠 =  ∑ 𝟙𝑖

𝑜𝑏𝑗

𝑆2

𝑖 = 0

∑ (𝑝𝑖(𝑐) − �̂�𝑖(𝑐))
2

 

𝑐∈𝑐𝑙𝑎𝑠𝑠𝑒𝑠

 

(3.1) 

  

𝟙i
obj  = 1 if an object is present in cell i, if not = 0. 

p̂i(c) = the conditional class probability of class c in box i. 

 

Localization loss measures the error in the position and size of the predicted box in 

comparison to the box in the training data. As mentioned before only the strongest 

predicted box for each object is used. See equation 3.2. 

 

 

𝐿𝑙𝑜𝑐 =  𝜆𝑐𝑜𝑜𝑟𝑑 ∑ ∑ 𝟙𝑖𝑗
𝑜𝑏𝑗[(𝑥𝑖  −  �̂�𝑖)2 + (𝑦𝑖  − �̂�𝑖)2]

𝐵

𝑗=0

𝑆2

𝑖=0

+ 𝜆𝑐𝑜𝑜𝑟𝑑 ∑ ∑ 𝟙𝑖𝑗
𝑜𝑏𝑗

[(√𝑤𝑖  −  √�̂�𝑖)
2

 +  (√ℎ𝑖  − √ℎ̂𝑖)

2

]

𝐵

𝑗=0

 

𝑆2

𝑖=0

 

(3.2) 

 

 

𝟙ij
obj  = 1 if box j is the box responsible for the detection in cell i, if not = 0. 

λcoord = constant to weight the localization loss more in comparison to the other loss 

functions. (By default = 5) 

[x, y, w, h] = [x-coordinate, y-coordinate, width, height] 

 

The errors of the width and height are calculated as the square root to diminish the 

effects of errors increasing as boxes grow. A 3-pixel error is not as bad in a large box 

as it is in a small box.  

 

Confidence loss is split into two categories, object detected, and object not detected. 

 

If an object is detected in the box its confidence loss is calculated as shown in 

equation 3.3, if not then it is calculated as in 3.4. 
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𝐿𝑐𝑜𝑛𝑓1 =  ∑ ∑ 𝟙𝑖𝑗

𝑜𝑏𝑗
(𝐶𝑖 −  �̂�𝑖)

2
𝐵

𝑗=0

𝑆2

𝑖=0

 

(3.3) 

 

𝟙ij
obj  = 1 if the jth boundary box in cell i is the box responsible for the detection, if 

not = 0. 

Ĉi = The box confidence score for box j in cell i. 

 

If an object is not detected in the box its confidence loss is calculated as: 

 

 

 

 
𝐿𝑐𝑜𝑛𝑓2 =  ∑ ∑ 𝟙𝑖𝑗

𝑛𝑜𝑜𝑏𝑗
(𝐶𝑖 −  �̂�𝑖)

2
𝐵

𝑗=0

𝑆2

𝑖=0

 

(3.4) 

 

𝟙ij
obj  = 1 if the jth boundary box in cell i is the box responsible for the detection, if 

not = 0. 

Ĉi = The box confidence score for box j in cell i. 

λnoobj = weights down the loss when background is detected. (By default = 0.5) 

 

The network will inevitably be trained more on the background than the desired 

objects. To adjust for this imbalance the confidence loss is weighted down when no 

object is detected by a factor of λnoobj. 

 

The total loss function of a YOLO network then is the sum of the three losses as 

shown below in equation 3.5 [18].  

 

 

𝐿𝑡𝑜𝑡𝑎𝑙 =  𝐿𝑙𝑜𝑐  + 𝐿𝑐𝑜𝑛𝑓1 +  𝐿𝑐𝑜𝑛𝑓2 + 𝐿𝑐𝑙𝑎𝑠𝑠

=  𝜆𝑐𝑜𝑜𝑟𝑑 ∑ ∑ 𝟙𝑖𝑗
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3.4. YOLOv2 

Version 2 of YOLO improves accuracy and speed. It does this by several changes to 

network structure and training. 

The first version of YOLO makes arbitrary guesses on the initial bounding boxes. 

This makes the training unstable and susceptible to oscillating performance. Real 

objects don’t have arbitrary sizes. They will have some range of sizes and 

proportions. Training will be more stable if the initial boxes are diverse guesses based 

upon the training data. Hence the introduction of bounding boxes. The network can 

learn to adjust the boxes but if better anchor boxes are chosen from the start it 

becomes easier for the network to make better predictions. Instead of choosing the 

boxes manually, suiting boxes can be picked by running some kind of clustering 

algorithm on the boxes from the training data. Clustering is explored in further detail 

in the following section. 

Another perk that comes with anchor boxes is that instead of being limited to one 

object detection per cell the limit has changed to one detection per anchor box per 

cell. Meaning that a network trained with five anchor boxes can detect five objects 

per cell. 

Predictions are made by predicting offsets between the objects and the anchor boxes 

with the highest IoU. Equations 3.6 – 3.10 show how the offsets are calculated, and it 

is visualized in Figure 6.  

 𝑏𝑥  =  𝜎(𝑡𝑥) + 𝑐𝑥 (3.6) 

 𝑏𝑦  =  𝜎(𝑡𝑦) +  𝑐𝑦 (3.7) 

 𝑏𝑤  =  𝑝𝑤𝑒𝑡𝑤 (3.8) 

 𝑏ℎ  =  𝑝ℎ𝑒𝑡ℎ (3.9) 

 Pr(𝑜𝑏𝑗𝑒𝑐𝑡) ∗  𝐼𝑂𝑈(𝑏, 𝑜𝑏𝑗𝑒𝑐𝑡) =  𝜎(𝑡0) (3.10) 

 

The predictions are tx, ty, tw, th, and to. The top left corner of the cell is located at (cx, 

cy). The width and height of the anchor box are denoted as pw and ph. Sigma denotes a 

sigmoid function purposed with constraining the anchor boxes to the corresponding 

cell [19]. Without it, large predictions of tx or ty could lead to the anchor boxes ending 

up on the opposite part of the images.  Resulting in the same problems as with the 

arbitrarily guessed boxes used in regular YOLO. The sigmoid function, see Figure 5, 

limits the offset between zero and one. Where one is equal to one cell width or cell 

height.  
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The introduction of anchor boxes changes the network architecture. The last layers 

that previously predicted the bounding boxes are no longer needed. Input resolution is 

set to but not limited to 416 x 416 pixels which due to the network downsampling 

leads to a 13 x 13 cell grid. This leads to a single grid cell occupying the centre of the 

image which is beneficial as objects tend to be located in the centre of the frame and 

thereby won't be split among four different cells. Any resolution divisible by 32, 

which is the downsampling factor, is possible as the network doesn’t have any fully 

connected layers because of the introduction of the anchor boxes [19]. 

 

Figure 5: A sigmoid function has the domain of all real numbers. It is monotonically increasing, 

either between 0 to 1 or -1 to 1, depending on convention. It is characterised by its s-shape. This 

particular curve serves only as an example an is not related to the one used for the predictions. 

Figure 6: Image taken from the original YOLOv2 paper [19]. The black dotted box is the anchor box. 

The blue box is the offset prediction. The prediction centre (blue dot) is constrained by the cell it 

belongs to. 
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3.5. K-medoids clustering 

Both YOLOv2 and R-CNNs use anchor boxes for object detection. Anchor boxes are 

a set of bounding boxes with a predetermined height and width. They are defined to 

match the size and aspect ratio of the objects the network is trying to detect. 

Typically, the size and proportions are determined by the bounding boxes in the 

training dataset. 

The number of anchor boxes affects the performance of the network. Generally 

speaking, a larger number of boxes may improve accuracy, but it also results in a 

slower network. Therefore, the number of boxes needs to be limited. 

Clustering is one way to calculate suiting anchor boxes from a large number of 

bounding boxes. K-mean and K-medoids are examples of methods used to perform 

clustering or grouping data together into closely related groups. K-mean uses the 

mean of the cluster as a reference point. As a result, the algorithm becomes sensitive 

to outliers since objects with extremely large values in relation to the dataset may 

distort the distribution of the data. 

K-medoids, on the other hand, uses the medoid as the reference point. A medoid is 

the most centrally located object in a cluster. 

The classical algorithm used to perform K-medoids clustering is Partitioning Around 

Medoids, PAM for short [20]. 

PAM executes as follows (written as pseudo code): 

Selected K points as the initial medoids. 

Do{ 

Assign every point to the cluster with the closest medoid. 

for each cluster do 

for each point do 

if  The sum of the within-cluster distances decreases 

then assign the point as the new medoid 

end if 

end for 

end for 

}while  (A medoid or cluster changed during the previous iteration) 

 

Initially, points are selected as the medoids, the algorithm then searches over all 

possible swaps between medoids and non-medoids to see if the sum of the in-cluster 

distance decreases. If so the medoid and non-medoid are swapped. This is done until 
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no more swaps can be made to decrease the distance or another specified criterion 

have been met. 

 

The distance metric used in this case is not linked to PAM, any type of distance 

metric can be used. In this case, the distance d is calculated using the intersection 

over union as shown in equation 3.11 and Figure 7. 

 𝑑 =  1 −  𝐼𝑜𝑈 (3.11) 

 

 

Placing the upper left corner of each box at the origin and using the intersection over 

union as the base makes the distance invariant to box size. Using other distance 

metrics like the Euclidean distance may result in errors getting larger as the box sizes 

increase. 

This approach leads to boxes with similar aspect ratio and surface area being 

clustered together. 

The medoid of each cluster can then be used as the anchor boxes for the network. 

 

3.6. Gradient descent optimization algorithms 

The goal when training a deep neural network is to minimize the networks loss 

function. Network loss is a measurement of error which can be calculated differently 

depending on the network. The purpose of gradient descent (GD) algorithms is to find 

the minimum of the network loss function. Different types of gradient descent 

algorithms have different performances depending on the type of network and the 

type of data analysed. Consequently, the choice of GD algorithm is a hyperparameter 

that has to be set before training starts.     

There are three types of gradient descent. Batch gradient descent, Stochastic gradient 

descent and Mini-batch gradient descent. The last two are commonly both referred to 

as stochastic gradient descent (SGD). The way they differ is in the amount of data 

they use to calculate the gradient of the cost function and perform the parameter 

updates. 

Figure 7: The distance is calculated using the intersection over 

union between the boxes. 
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The first uses the whole training data set, the second performs a parameter update for 

each XY training pair and the last one updates the parameters for each iteration of n 

number of XY pairs [21]. From here on focus will be put on the latter. 

The gradient descent algorithms update the parameters to minimize the loss function 

by taking small steps in the direction of most negative gradient of the cost function. 

Mini-batch gradient updates the parameters as shown in 3.12. 

 𝜃 =  𝜃 − 𝜂 ∗ 𝛻𝜃𝐽(; 𝑥(𝑖:𝑖+𝑛); 𝑦(𝑖:𝑖+𝑛)) (3.12) 

 

 

Where η > 0 is the learning rate, θ is the parameter vector, J(θ) is the cost function of 

a particular network, and ∇J(θ;x(i:i+n);y(i:i+n)) is the gradient of the cost function 

calculated using one mini-batch of XY pairs. 

Gradient descent using mini-batches are also stochastic as they are a noisy estimate of 

what the parameter update would have been if the full training dataset had been used. 

SGD algorithms tend to struggle when navigating areas where the cost function 

curves much more steeply in one dimension than in the other [21]. In these areas, 

which are common around local optima, SGD risk overshooting leading to an 

oscillation between the two sides of the local extreme value, see Figure 8. 

 

SGD with momentum (SGDM) adds a fraction 𝜸 of the update vector of the previous 

step to the current update vector. This dampens the oscillation and helps accelerate 

the SGD in the desired direction. 

 𝜈𝑡 = 𝛾𝜈𝑡−1 + 𝜂 ∗ ∇𝜃𝐽(; 𝑥(𝑖:𝑖+𝑛); 𝑦(𝑖:𝑖+𝑛)) 
(3.13) 

 𝜃 = 𝜃 − 𝑣𝑡 (3.14) 

 

Sebastian Ruder uses the analogy of a ball rolling down a hill to describe SGDM 

[21]. The ball accumulates momentum as it rolls down the hill, going faster and faster 

until it reaches terminal velocity caused by the resistance 𝜸 < 1. The same thing 

applies to the parameter updates. The momentum term increases for the dimensions 

where the gradient point in the same direction and reduces updates in the dimensions 

where the gradient changes direction. This leads to faster convergence and reduced 

oscillation. 

Figure 8 Momentum help the SGD accelerate in the right 

direction and it also dampens the oscillation. 

SGD without momentum SGD with momentum 
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An alternative to stochastic gradient descent algorithms is adaptive methods like 

RMSProp and Adam. Adaptive methods, instead of updating all parameters at once, 

compute adaptive learning rates for each parameter. Adam, in particular, has reached 

immense popularity in machine learning settings as it has been thought of as needing 

close to no tuning and reaching convergence more quickly with better results than GD 

algorithms. 

A recent paper, however, contradicts this [22]. It shows that adaptive methods indeed 

do perform better in training than standard SGD algorithms. But the networks are 

more prone to overfitting to the data and generalize worse, often significantly so. This 

is in spite of the adaptive methods having better training performance. This means 

that a network trained using an adaptive method may have lower accuracy on data it 

has not seen before compared to a network trained with SGD. The paper also showed 

that a similar amount of tuning was required for all methods, including the adaptive 

methods. 

This stands in contrast with the previous conventional wisdom that they need less 

tuning and have better performance. It also shows that more research is needed before 

one can comfortably say which is better than the other. And that it stands down to 

empirical analysis to tell which type of algorithm is best for a particular task. 
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4. Method 

This section starts off with a walkthrough of the data used for the training of the networks. 

After that, the training process is described in 4.2. And lastly, an overview of the purposed 

system is presented in 4.3. 

4.1. Datasets 
4.1.1. Traffic light dataset 

Data from three different sources have been used in the training process. 

In the initial stage, a network was trained on classifying traffic lights into three 

categories. This was done to reduce the amount of data needed for the stack light 

classification datasets, see transfer learning section 3.1. 

 

Several large traffic light datasets are publicly available for educational and research 

purposes. For the purposes of this thesis, a dataset consisting of lights cropped from 

the LISA Traffic Light Dataset [23][24] and Bosch Small Traffic Lights Dataset 

(BSTLD) [8] was used. The lights are cropped with a margin of some pixels to enable 

some sort of context awareness. 

 

 

Yellow is severely underrepresented in both datasets, as shown in Table 1 above. This 

could result in the network trained on the data having some trouble in accurately 

classifying objects into the Yellow category. To make up for the uneven distribution 

the Yellow lights were cropped several times, but each side was cropped with a 

random offset of ± 5 pixels in relation to the original bounding box. 

Figure 9 shows one example of this in 

action. The resulting dataset consists 

of 61 712 images where the three 

different categories are of about equal 

size. 

Images in each category are evenly 

distributed in size between 3 x 7 up to 70 x 120 pixels. 

  

Table 1: Displays the distribution of traffic lights between the different categories. As shown the two 

base datasets are heavily skewed towards green and red lights. 

Figure 9: The same light cropped seven times but with 

slightly different proportions. 
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4.1.2. Annotated video 

For the purposes of training and 

evaluation, 95 minutes of video 

has been recorded. An overview is 

presented in Table 2. 

 

The video is captured in QHD 

resolution 

(2560 x 1440) at 30 frames/s. It 

was recorded using a Logitech 

BRIO webcam on a regular laptop 

(Intel Core i7-8550U CPU, 8 GB ram). 

 

During the recording, the frame rate decreased slightly due to the hardware heating 

up. With lower frame capture speeds as a result. The true average frame rate was ≈ 22 

frames/s resulting in 125 613 frames in total. 

 

The video features five machines and their associated signal lights. Four of the light 

are tricoloured (green, yellow and red). The last one has two colours (green and 

white). 

 

Each light has been annotated with a bounding box and one of 9 labels. The labels 

and the number of occurrences in the video sequences are listed in Table 3. 

In total 628 095 lights within the 125 613 frames have been annotated where Green 

and Green + Yellow are by far the most common. 

 

The lights do not move which meant that the same five boxes could be used for every 

frame, but the huge number of annotations made it impossible to label them manually 

within the timeframe of the project. The labelling of the boxes was therefore 

Table 2: An overview of the stats of the recorded video. 

Table 3: Number of occurrences of each light combination in the 

video sequences. 
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automated by training a stand-alone network on a small number of images of stack 

lights and running it several times over the data with manual control in between each 

pass over the data. This means that the integrity of the label data cannot be 

guaranteed as some labels might be wrong. 

4.1.3. Stack light classification dataset 

The classification dataset consists of 11 037 images cropped from the video dataset 

described in the previous section. Every image has been controlled manually to 

guarantee that they are correctly labelled. The images range in size from 25 x 86 to 57 

x 123 pixels. The dataset contains images from five separate lights of four different 

form factors (two identical but separate lights occur). Out of the four different 

models, three are tricoloured, green, yellow, and red, and the last one has the colours 

green, and white. 

The types are presented in Figure 10 below. 

 

The lights are split into 9 + 1 categories according to the light combinations shown in 

Table 3. Categories GreenWhite and GreenYellowRed only contain images of type 3 

and 4 respectively. The remaining categories contain images from all relevant types. 

The 10th category is Nothing, it contains images randomly cropped from the scene. 

The images are cropped randomly with a background ranging from 0-20 pixels on 

each side. This was done to introduce some context and to increase diversity. To 

further increase the variation within the dataset the clippings have been taken from 

images with various levels of exposure. 

On the following page Table 4, displays the distribution within the dataset. The 

category Nothing has deliberately been made larger due to the increased complexity 

in this category. Here empirical analysis comes into play again. Ideally one would 

want to train the network on everything that isn’t a light but that is impossible. The 

category was of the same size as the others initially, but images were added during 

training to minimize misclassifications. Variations of objects that were erroneously 

classified as lights were added to the dataset. 

See Figure 11 below for a selection of images belonging to the category Nothing. 

Figure 10: The four different types of lights featured in the 

dataset. 
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Figure 11: A selection of images from the category “Nothing”. 

Table 4: Stack light classification dataset. Number of 

images in each category used to train and evaluate the 

classification network. Ten categories with a total of  

11 037 images. 
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4.2. Training 
4.2.1. The detector 

A YOLOv2 network trained on the image database ImageNet is chosen as the base 

for the stack light detector. Some initial tests showed that YOLO had the best 

performance for this task. Initially, Faster R-CNN and SegNet were considered as 

well. Faster R-CNN despite being faster than regular R-CNN was to slow to be used 

on the available hardware in a real-time scenario. SegNet, on the other hand, failed to 

find the lights reliably.  

Before training can begin a set of hyperparameters has to be set. Hyperparameters 

are, in machine learning and deep learning, parameters whose value has to be set 

before the training process begins. As opposed to the values of other parameters that 

are derived through training. Hyperparameters, in general, are derived from empirical 

testing as it is impossible to know in advance which settings will give the best 

performance in a given scenario. 

The input size is set as 416 x 416 in accordance with the original YOLOv2 paper 

[19]. It gave a good trade-off between being detailed enough and putting minimal 

strain on the hardware. A higher resolution would be possible as long as the input 

resolution is a multiple of 32 due to the downsampling that occurs within the 

network. The resolution directly affects network performance. Higher resolutions 

than 416 might improve accuracy while it lowers the frame rate [19]. 

Secondly, the number and sizes of the anchor boxes are chosen. Suiting anchor boxes 

are chosen using k-medoids clustering and more specifically the PAM algorithm 

which is described closer in section 3.4 

Due to the stationary nature of the scene, the number of different bounding boxes 

appearing in the training data is very small in relation to the size of the dataset. A 

total of 16 different bounding boxes appear in the ground truth data. The distribution 

is displayed in Figure 12. 

 

 

Figure 12: Graph displaying the distribution of the 

bounding boxes in the dataset in respect to aspect 

ratio and area. 

Figure 13: Displaying the mean IoU in the 

clusters for a given  number of boxes/clusters 
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Boxes mostly differ in size while they have more or less the same aspect ratio. 

Deciding upon the number of anchor boxes to use partly comes down to empirical 

analysis to achieve satisfying accuracy with a reasonable detection speed. 

The estimated anchor boxes should have an IoU with the objects they are supposed to 

detect of at least 0.5 to ensure that the objects fit. If the overlap ratio is less than 0.5 a 

larger portion of the object is outside the box than inside it, resulting in poor 

performance. 

Two anchor boxes give the mean IoU 0.7. The IoU then rapidly increases until about 

seven anchor boxes, after which there is only a slight improvement between each 

additional box, see Figure 13. This means that the number with the best performance 

is somewhere between two and seven. Too many anchor boxes may, except for 

slower detection speeds, result in the network overfitting to the training data making 

its accuracy poor. 

Several networks with between two to seven anchor boxes were trained and evaluated 

to see which produce the best. 

Two boxes were determined to the number best suited for this application. Two boxes 

gave very good accuracy and kept detection times at a minimum. In this instance 

adding additional anchor boxes only resulted in improvement in accuracy in the order 

of 10-4 per cent. Displayed below in Figure 14 and Table 5 are the anchor box 

dimensions and the clusters. 

 

 

 

 

 

 

 

The network was trained on 4840 frames from the captured video described in 4.1.2. 

As the input size is 416 x 416 the frames have been split up into smaller images sized 

416x416 to avoid downsampling of the input images.  

 

Figure 14: The two clusters colour coded into the previous graph. 

Dimensions of the medoids in pixels. 

Table 5: Pixel dimensions of 

each medoid. 
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Figure 15: One frame from the recorded video described in 4.1.2. During training, the images were 

cropped as shown by the yellow rectangles and scaled to 1248 x 832 and then fed into the network in 416 

x 416 segments.  

To increase the variability in the training data the images have been cropped as 

shown in Figure 15 and resized to 1248 x 832 pixels and then fed into the network in 

416 x 416 segments, as it would in the final software. The training algorithm, by 

design, only uses images containing lights when training. This resulted in a total of 

48 400 training images sized 416 x 416 from the original 4840 frames.  

The images are very similar. Differences occur in the form of the lights flashing and 

people walking on the factory floor. Therefore, the network has only been trained for 

2 epochs. More training was not needed. Similar results could probably be achieved 

by using fewer images and increase the number of epochs as the images in the dataset 

are very similar.  

The training progress is plotted below as the loss, and the root-mean-square-error 

(RMSE). See Figures 16 and 17. The graphs coincide with what one would expect 

from the relatively small dataset. The loss starts high and decreases to around 5 × 10-2 

and the same goes for the RMSE which converges towards 1.5 × 10-1. 
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Figure 16: The loss plotted over time. It starts of high and then quickly converges towards 

5 × 10-2. The result is what could be expected from a small dataset. 

 

   

Figure 17: The root-mean-square error plotted over time. It starts of high and then quickly 

converges towards 1.5 × 10-1. The result is what could be expected from a small dataset. 
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4.2.2. The classification network 

The original network used as a base was AlexNet trained on the image database 

ImageNet. AlexNet is one of the shallowest network structures out there. It is only 8 

layers deep. Due to the low levels of complexity among the target objects a shallow 

network is beneficial as it is faster and the added feature extracting that comes with 

deeper networks is not needed. 

This network was first fine-tuned into classifying the lights green, yellow and red 

using the traffic light dataset described under the dataset section 4.1.1. Eighty per 

cent of the images in the dataset was used for training and the remaining twenty per 

cent was reserved for validation. No testing data was needed as this was only one step 

in the fine-tuning process. 

The resulting network was then fine-tuned further using the stack light dataset 

described in 4.1.3. And trained to recognise ten classes. One for each possible light 

combination plus one additional class for when the light is occluded. It is displayed in 

Table 4. The dataset was split 60/20/20. Where 60% was used for training, 20% for 

validation and 20% for testing.  

Different versions of the network have been trained using both Adam and SGDM as 

the optimization algorithms with similar results. Optimization algorithms are 

described in greater detail in section 3.5. By tuning the training options, it is possible 

to reach a striking resemblance between the two optimization algorithms in training 

behaviour. See Figure 18.  

 

 

The three parameters that were changed were the initial learning rate, the factor for 

dropping the learning rate and the number of epochs between the drops. Comparing 

the final training run with SGDM to one of the first ones below (Figure 19), one can 

see the difference it makes. The graph below shows the stochasticity of SGDM much 

more clearly as both loss and accuracy oscillate all the way to the end. The oscillation 

is an example of the overshooting discussed in section 3.5.  

  

Figure 18: The two graphs plot the training progress of the network. The one to the left is trained using 

Adam and the one to the right is trained using SDGM. As can be seen it is hard to tell them apart. Both 

graphs are available in larger formats as appendices at the end. 
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4.3. System overview 

It consists of a three-step process: 

1. Pre-processing 

2. Detection 

3. Classification 

This partitioning not only allows the user to adjust the rates of classifications and 

detections independently to accommodate the hardware. It also opens up for the 

possibility to plug in custom detectors or classifiers into the pipeline without affecting 

the core functionality.  This could be for example detector trained for a very niche 

environment with specific demands. Figure 20 depicts the pipeline.     

 

Detecting stack lights present several challenges. Lights often appear small in the 

input image, lights come in several different form factors and the colours can appear 

whitish when they are on. 

The detector is a YOLOv2 network. It has an input size of 416 x 416 [19]. Although 

training a network on images with a higher resolution is possible, both training and 

running the network would be unreasonably slow and require a large amount of GPU 

processing power and memory. 

Feeding the entire image through at once would result in loss of vital information as 

the image would be resized to 416 pixels within the network. Furthermore, YOLO 

Figure 19: The training progress of the network trained using 

SGDM with little tuning of the training parameters. As can be seen 

the accuracy and loss oscillates heavily throughout the entire 

training session. Available at a larger scale as an appendix. 

Figure 20: System overview 
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has a reputation for having poor performance when detecting smaller objects 

especially when they are grouped together. Consequently, some pre-processing is 

needed before the image can be fed through to keep enough detail in the image to 

make accurate predictions of small objects possible. 

The system works on a frame by frame basis. The input images are downsized to a 

resolution of 1248 x 832 pixels. This resolution is detailed enough for the networks to 

make accurate predictions and evenly divisible by 416 on both axes. The downsized 

image also appears sharper. Hopefully, this makes it easier to distinguish between 

objects and background. The downsized image is split into six sub-images 416 x 416 

pixels. Each sub-image is then sent through the detection network. 

The detection network outputs bounding boxes, some of which may overlap each 

other due to multiple detections caused by the image being split. 

To handle this non-maximal suppression is performed on the detection output. NMS 

works as follows: 

1. Find bounding boxes with an overlap greater than 0.5. 

2. Bounding boxes with the highest prediction score are chosen as the candidate 

boxes. 

3. Discard redundant boxes. 

 

 

Figure 21: The overlap O is calculated as the area of overlap divided by the smallest of the areas 

 A and B. 

 

The remaining bounding boxes are then passed on for classification to the CNN. 

For classification, a small network is used. It is a modified version of AlexNet which 

is 8 layers deep. The objects to be classified have low levels of complexity and 

therefore does not require a deeper network architecture. A shallower network 

generally results in faster classification speeds. 

The increased accuracy that comes with a deeper network architecture simply is not 

needed. 

Detection and classification are deliberately kept separate. Detections are more costly 

in terms of processing power in comparison to classifications with the systems 

employed here (YOLO and AlexNet). Lights won’t move around in the scene, for that 

reason it can be assumed that detections won’t have to be done as frequently as 

classifications. The intervals at which detection and classification are performed can 

(4.1) 
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be configured by simply changing a variable. This also allows adaptations to more 

adverse environments (e.g. relative motion between camera and lights, or severe light 

changes) by just improving the detector and plugging it into the pipeline. 

As stated earlier although the lights are stationary occlusions caused by humans and 

other machinery traversing the scene. To account for this the network has been trained 

on images containing lights and some background information to add context. ROIs 

passed from the detector are also inflated before they are passed on.  

The added context in combination with the training data having a class not containing 

lights results in the network being able to identify occluded lights and erroneous 

bounding boxes until the next detection is performed where the bounding box 

hopefully is removed.    
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5. Results 

The evaluation has been performed using data which the networks haven’t seen before. It was 

performed in three parts. The detection and the classification networks have been tested 

independently and together where the detection network fed its detections into the classification 

network. 

5.1. The detection network 

The detection network was evaluated 

using 5120 frames it hadn’t been 

subjected too previously from the dataset 

described in 4.1.2. As displayed in the 

precision-recall diagram to the right, 

Figure 22, it performs really well on the 

available data. 

In the ideal scenario, the blue line would 

have followed the edges of the graph to 

the point [1.0,1.0] and it is pretty close. 

Precision and recall are calculated as 

follows: 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 

=
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

(𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 +  𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠)
 (5.1) 

𝑅𝑒𝑐𝑎𝑙𝑙 =  
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

(𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 +  𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠)
 (5.2) 

 

There were 25 387 true positives, 213 false 

negatives and 2 false positives. This means 

that 99.2 % of all lights are detected with a 

<0.1 % chance of a false detection. 

The software was tested using an Nvidia 

GeForce 970 graphics card. Detections on 

the entire images take about 0,40 seconds 

(2.5 fps). Running the system without a 

graphics card would be significantly 

slower. 

  

Figure 22: A precision-recall curve displaying the 

detection network performance. Average detection 

precision is 99%. The X-axis displays recall and the 

Y-axis precision.  

Figure 23: Explanation of true/false 

positives/negatives 
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5.2. The classification network 

The classification network was trained using two different optimization algorithms. 

When trained using Adam the network scored an accuracy of 99.4 % and when 

trained using SGDM it scored 99.9 % which is a difference of about 10 predictions. 

The test data consisted of 20% of the images from the stack light dataset (4.1.3).  

Some erroneous classifications occur when lights are in the process of turning on or 

off. The lights fade in and out and the labelling in those moments suffer from 

inconsistency which leads to the network classifying the light as off when it’s on or 

the other way around, see Figure 24. These situations should not pose a problem in a 

real-world scenario. The light is in the process of turning on or off and then the 

network will correctly classify the light when it gets bright or dim enough. One could 

also decide a threshold for what constitutes on versus off. And in the end, it doesn't 

matter as the only result is the timestamp for the switch being shifted a fraction of a 

second. 

Oscillations in the output could be avoided by averaging the result of the 

classifications across N consecutive frames. 

 

 

Another source of misclassifications are images from the “Nothing” category 

containing bright lights from objects that are not stack lights. These have been 

included on purpose and some of them are wrongfully classified as stack lights. The 

one in Figure 25, for example, was classified as green. 

Figure 24: The four images represents the same light in different stages of the 

green light turning on. There are some inconsistencies in the labelled data where 

lights are turning on and off, causing problems during evaluation. 

Figure 25: Some images containing bright lights 

have been included into the nothing category. 

These are sometimes classified as stack lights. 
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Figure 26 below shows how accuracy is affected by the size of the light.  

To test this the images in the test set used for the original evaluation was shrunk. The 

image editing tool used bicubic interpolation and antialiasing when performing the 

resizing. 

All images in the test set were resized to 20 x 45, 8 x 15, 7 x 13, 6 x 12, and so on. 

The accuracy was them measured separately for each size. Results are displayed in 

figure 25. 

Accuracy starts to drop at lights sized 8 x 15 pixels and decreases faster after 6 x 11 

pixels. At the size 3 x 6 pixels, the accuracy has decreased to ≈ 57 %. At this size, the 

colours start to be indistinguishable from each other. Sizes larger than 20 x 45 haven’t 

been tested into depth as the network won't be sensitive to lights being too large. All 

images input to the network are resized to 227 x 227 pixels before classification. This 

is determined by the network input size. This means that images that are larger will 

be scaled down resulting in a sharper image. Images that are smaller, however, will 

be scaled up resulting in an image which is more blurry. All lights in the training and 

test datasets are smaller than 227 pixels on both axes (i.e. all of them are scaled up). 

Stack lights aren’t squared in reality but images are stretched when they are resized to 

fit the input resolution of the network.  

The conclusions then are that lights down to 7 x 13 pixels can be classified reliably 

with an accuracy of ≈ 97%. After this accuracy decrease rapidly and at a resolution of 

3 x 6 accuracy is a mere ≈ 58%. As can be seen, both networks have about the same 

accuracy. The results from some additional tests can be found in Appendix II.  

Figure 26: Table showing classification accuracy for different sizes of lights. 

Dimensions are Width x Height. 
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5.3. Combined performance 

To test the two networks together a live test was performed where the output of the 

network was compared to reality. The test was 15 minutes long. The combined 

performance mirrors the performance reported above. Detections were run every third 

second and classification five times a second. The bounding boxes outputted by the 

detection network are applied to several frames. Meaning each classification is run on 

separate frames using the same bounding boxes over one detection cycle. The 

classification network manages to read the lights accurately.  

Ten deliberate occlusions were performed. Five where the lights were completely 

covered and five where they were partially covered. When covered the classification 

network manages to accurately classify the areas as not containing a light until the 

next detection cycle where the bounding box is removed.  When the lights are 

uncovered there is a gap of a few seconds until the next detection cycle after which 

the light is read with the same accuracy as before.  

For the last test, the background behind each light was covered. This was to test if the 

networks had learnt to identify the lights themselves or if the network had by mistake 

learnt to identify features surrounding the lights instead. Here four out of five lights 

remained unaffected, the fifth, however, was dropped from time to time by the 

detection network. Classification run on this particular light remained accurate when 

it was detected.  
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6. Discussion 
6.1. Accuracy 

Combined accuracy is not reported in numbers as it will be affected by how the 

system is set up. In this particular instance, detections were run three seconds apart 

meaning that a light that reappears after it has been covered won't be registered for 

some seconds affecting accuracy negatively. And ultimately it comes down to 

hardware how often detections can be run.   

Under the circumstances presented in the thesis, the system works well. But it is 

unclear exactly how well the networks can generalize i.e. how the network would 

perform in different factory setting than the one used here. The combined test shows 

that when the background was changed one light was affected. Meaning that it 

probably won’t generalize well. Deploying this system to a different set up would 

demand additional fine-tuning. 

Measures to augment the data have been taken to try to circumvent issues like these 

but it is clear that it was not enough. To produce a more robust network more data is 

needed. And not in the form of more video from the same scene but video and images 

from many different locations and video angles. Unfortunately, it was not possible 

within this thesis due to restrictions to capture more data in the factory. Concerns 

regarding privacy and personal data have limited video collection from the production 

floor. Ideally, more video would have been captured from different angles and 

featuring a wider variety of machines. 

6.2. Speed 

Detections speeds are another factor that could be discussed. The classification 

network is less heavy to run for the hardware in comparison to the detection network. 

Hence the split into one classification and one detection network. The YOLO network 

which acts as a detector could theoretically be trained to perform classifications as 

well. But that would require more powerful hardware (i.e. a state-of-the-art) GPU. 

The divide allowed the software to be run on a regular CPU and the rates of 

classification and detection could be adjusted to optimize framerate versus detection 

rate. This would allow using the proposed system in setups with limited computing 

resources. Modern detection and classification networks require powerful hardware 

which can be a limitation in certain situations. The YOLO papers [18][19] uses an 

Nvidia Titan X GPU when they are performing their benchmarks. The same goes for 

R-CNNs [17] and other types of networks like RefineNet [25] which is a 

segmentation network tested during the development phase of the report. But it did 

not perform well under the circumstances and was therefore excluded from the report.    
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7. Conclusion 

The presented solution performs well under the pre-described circumstances with both a detection 

and classification accuracy of ≈ 99%. However, as previously stated, the test set up only contains 

images from a single location. This makes it hard to predict how well it performs in a more 

general sense. But if given more training data it is likely that the system will perform well within 

a general production environment. 

In the end, it comes down to the amount of available data that can be used for training. Although a 

large number of frames could be collected, all of them picture the same scene from the same 

environment. In order to produce a solution that could generalize to other environments, a larger 

more diverse dataset would have to be collected to be used as training and evaluation data. Only 

then a more accurate representation could be produced.  

Looking at more recent related work in the field of traffic light recognition. Detection accuracy 

around 95 % are achieved with current networks and these are produced using more diverse 

datasets. There is no doubt that a stack light detection system having similar or higher accuracy 

could be developed using available technology if relevant data becomes available. 

Stack light detection networks created using the methodology of traffic light recognition systems 

should be more accurate than the corresponding traffic light recognition systems. The focus on 

performance could be shifted from speed to accuracy as stack light recognition do not have the 

same requirements for speed. And a factory environment is much more controlled than driving in 

an open street, the layout does not change drastically, and the positioning of physical elements are 

usually controlled. The achieved results are aligned with this conclusion.  

Image analysis has probably not been applied to this exact problem before. To continue 

development of a system similar to this one, more video from a more diverse set of scenes needs 

to be collected. Without it, it will be hard if not impossible to develop a solution that generalizes 

well. 
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Appendix I: Training progress 
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Appendix II: Additional tests 

Down below are the results from some additional tests performed on the classification network. In 

total, eight tests split into four categories were performed on the seven size groups. The tests were 

performed using the test portion of stack light dataset (4.1.3) which had been augmented in one out of 

four ways. Tests were performed both using images which had been moderately and severely 

augmented.  

I. Gaussian Blur 

The networks have a performance of 83.3% and 85.0% respectively on the moderately 

augmented dataset. As images become smaller or increasingly blurry the accuracy decreases 

fast and converges towards an accuracy of 15%. As accuracy decreases, more and more of the 

images are classified into the “Nothing” category. For the moderate blur, a standard deviation 

of 1.5 was used and a standard deviation of 3 for the severe blur. Both use a low-pass 

Gaussian filter. 
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II. Motion blur 

Results performed on images augmented with motion blur resemble the results from 

the images augmented with gaussian blur, but slightly better results are recorded. On 

the moderately augmented dataset, it performs 92.5% (SGDM) and 93.2% (ADAM). 

Moderate motion blur is defined as 10 pixels in the horizontal plane and severe 

motion blur as 20 pixels in the horizontal plane. 
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III. Gamma Correction 

Varying lighting conditions are modelled by applying gamma correction via: 

𝑦 = (
𝑥

255
)

1
𝛶

 

Bright and very bright images were simulated with gamma values of 0.5 and 0.25 

respectively. Dark and very dark images were simulated with values of 1.5 and 2.5. 

Generally, the network performs better on darker images than brighter ones. This is 

likely due to the bright images having lower contrast between lights and the 

background than the dark images do. 

 

IV. Conclusion 

The networks had not been subjected to any images with these augmentations during 

training. The accuracy would most likely have been higher if it had. The network 

fares well with the moderately perturbated images. When images become 

increasingly blurry in combination with decreasing size more and more images are 

classified as containing nothing. This, in some sense, shows that the category 

“Nothing” works as intended. When images are augmented with severe gaussian or 

motion blur, lights become almost indistinguishable from the background and should, 

therefore, logically, be classified as not containing anything.   
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