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Abstract 
Today’s embedded systems require more and more performance but they are still required 

to meet power constraints. Single processor systems can deliver high performance but this 

leads to high power consumption. One solution to this problem is to use a multiprocessor 

system instead which is able to provide high performance and at the same time meet the 

power constraints. The reason that such a system can meet the power constraints is that it 

can have a lower clock frequency than a similar single processor system. The focus of the 

project is to explore possibilities when developing new multiprocessor systems. The project 

makes a comparison of asymmetric multiprocessing (AMP) systems and symmetric 

multiprocessing (SMP) systems in terms of task management and communication between 

the processors. A comparison is made between the Advanced High-performance Bus (AHB) 

interface and the Advanced eXtensible Interface (AXI). The fixed priority and round-robin 

arbitration algorithms is also compared. The project also contains a practical part where a 

demo is developed to show that an inter-processor communication using exclusive access is 

possible to implement. The theoretical part of the project containing the comparisons result 

in good comparisons that can be used to get an overview of what to use when developing 

new Multiprocessor System on Chip (MPSoC) designs. The demo developed in this project 

failed to meet the requirement of having a fully functional spinlock. This problem can be 

solved in the future if new hardware is developed. 

Sammanfattning 
Dagens inbyggda system kräver mer och mer prestanda men de måste fortfarande klara av 

kraven kring strömförbrukning. System med en processor kan leverera hög prestanda men 

detta leder till hög strömförbrukning. En lösning till detta problem är att använda ett 

multiprocessorsystem istället som klarar av att leverera hög prestanda och samtidigt klara 

av kraven kring strömförbrukning. Anledningen till att denna typ av system klarar av kraven 

kring strömförbrukning är att de kan använda en lägre klockfrekvens än ett system med en 

processor. Fokuset på detta projektet ligger på att utforska möjligheterna som finns när nya 

multiprocessorsystem ska utvecklas. Projektet gör en jämförelse mellan asymmetriska och 

symmetriska multiprocessorsystem i termer av uppgiftshantering och kommunikation 

mellan processorerna. En jämförelse har gjorts mellan Advanced High-Performance Bus 

(AHB) gränssnittet och Advanced eXtensible Interface (AXI) gränssnittet. Fixed priority och 

round-robin algoritmerna för hantering av krockar mellan processorerna har också jämförts. 

Det finns även en praktisk del i projektet där en demo har utvecklats för att visa en 

fungerande kommunikation mellan processorer som använder funktionaliteten för exklusiv 

åtkomst till den gemensamma bussen. Den teoretiska delen av projektet som innehåller 

jämförelserna resulterar i bra jämförelser som kan användas när nya multiprocessorsystem 

utvecklas. Demon som har utvecklats i detta projekt misslyckades med att klara av kravet 

kring att ha ett fullt fungerande lås. Detta problemet kan lösas i framtiden ifall ny hårdvara 

utvecklas. 
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Abbreviations 
AHB – Advanced High-performance Bus 

AMBA – Advanced Microcontroller Bus Architecture 

AMP – Asymmetric Multiprocessing 

APB – Advanced Peripheral Bus 

AXI – Advanced eXtensible Interface 

BRAM – Block Random Access Memory 

CPU – Central Processing Unit 

FPGA – Field Programmable Gate Array 

ISA – Instruction Set Architecture 

MPSoC – Multiprocessor System on Chip 

OS – Operating System 

OVP – Open Virtual Platform 

SAMD – Shared Address bus and Multiple Data bus 

SDK – Software Development Kit 

SMP – Symmetric Multiprocessing 

XOR – eXclusive OR  
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1 Introduction 
Embedded systems are used more and more as society becomes more digitalized. The 

embedded systems can be used in many different areas which have different requirements 

and this creates a challenge when developing embedded systems. As the technology 

becomes more and more advanced the embedded systems have to be able to run more 

advanced applications which is required to be reliable and stable. The systems have to be 

able to meet power related constraints [1] as the system can have limited access to power 

depending on where it is used. Embedded systems can be used in safety-related systems 

where it has to be able to meet real-time constraints as it can lead to major consequences if 

it fails. The anti-lock braking system in a car is an example of this. If too much time has 

passed before the sensor gets needed processor-time the data is not valid anymore and the 

wheel may have already stopped turning. 

In order to meet these constraints, the performance of the processor has to be increased 

and this can be done in different ways. In a uniprocessor system there are two ways to 

increase the performance which is to increase the speed of the processor or increase the 

parallelism. If the speed of the processor is increased it automatically leads to a higher 

power consumption which means that the power constraints of the system might not be 

met. Caching and deep pipelining are two other approaches that can be used to increase the 

speed of a single processor. If caching is used, it will be very hard to estimate the worst-case 

execution time of an application which is needed in order to guarantee real-time 

constraints. If deep pipelining is used instead it will not be very effective as a large number 

of pipeline flushes will be the reaction from the system to an asynchronous event. 

Parallelism in a single processor can be improved by exploiting parallelism at the instruction 

level but this will require larger silicon areas and increase the code size [2]. 

Another approach to increase the performance of an embedded system is to use some sort 

of multiprocessor architecture. This allows the parallelism of the system to be improved 

without the need of using caching or deep pipelining. A multiprocessor system can also be 

used to decrease the power consumption which is needed in systems that have limited 

access to power. Another benefit of reducing power consumption is that the heat 

dissipation reduces which is desirable in some embedded systems [3]. The implementation 

of a multiprocessor system can be done in various ways depending on what the goal is to 

achieve with the specific system. Even if a multiprocessor system increases the performance 

of the system it introduces new challenges in the software that will run on the system. A 

multiprocessor system can also be used to guarantee critical tasks to be executed. A critical 

task can be a network related task for example that needs to be executed before a deadline 

in order to maintain a network connection. If one processor is blocked by some heavy 

computations the critical task can run on a different processor and by doing that it can be 

executed before its deadline. 

 1.2 Problem statement 
HMS currently runs their Operating System (OS) on a single processor but want to increase 

the overall performance of the system and to do this they want to introduce a dual-CPU 

architecture that the HMS OS can run on. The project can be divided into two major parts 
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where one is a theoretical part which is supposed to investigate how this can be 

implemented. The other part is to implement a small demo that show that it is possible to 

run the OS on a dual-CPU architecture. The theoretical part should include some 

comparison of symmetric multiprocessing (SMP) systems and asymmetric multiprocessing 

(AMP) systems, a comparison of the AHB bus interface and AXI bus interface as well as a 

comparison between the fixed priority and round-robin arbitration algorithms. The demo is 

supposed to show that it is possible to use the exclusive access feature of the AXI interface 

to create an inter-processor communication that can be used in the HMS OS. The 

implementation has the requirements that the system should include two MicroBlaze [7] 

processors connected via a shared bus using the AXI interface to a shared Block Random 

Access Memory (BRAM). Each of the processors should run their own instance of the OS 

which means that they should have their own set of tasks to execute. The demo is required 

to have a spinlock that can be used to control access to areas in the shared memory. The 

processors are also required to have some interrupts supported that can be triggered by the 

other processor and they should also use the existing semaphores in order to include the 

solution in the OS.  

1.3 Requirements 

The requirements of the solutions to the problems formulated in the problem section can 

be summarized into the following: 

Theoretical: 

• Make a comparison between SMP systems and AMP systems 

• Make a comparison between the AHB bus interface and AXI bus interface 

• Make a comparison between the fixed priority and round-robin arbitration 

algorithms 

• Explore what system requirements are needed in order to create a heterogeneous 

system 

Implementation: 

• The processors should run their own instance of the OS without disturbing each 

other 

• Create an inter-processor communication using a shared memory 

• Create a spinlock to control the access to the shared memory 

• Handle interrupts trigged by the other processor unit 

• A task should be able to use a semaphore to wait for a message from the other 

processor 

1.4 Limitations 
Limitations have been set in this project and one of these is the choice of processor. In this 

project the only processor that will be used is the MicroBlaze processor.  The reason for this 

is that the main focus of the project is the inter-processor communication and not the 

actual processor itself. The number of processors is also limited to only using two. This is 

because HMS want to run the OS on a dual-CPU architecture as mentioned in section 1.2 of 
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this report. The project is also limited to only comparing the AXI interface and the AHB 

interface as these are the interfaces that HMS has shown interest in. This project only 

compares the fixed priority and round-robin arbitration algorithms as these are the ones 

used in Xilinx’s AXI Interconnect. The implementation done in the project will not cover any 

hardware and will only focus on the software related parts. The project is also limited in 

terms of memory as the memory used in the implementation is the BRAM inside the Field 

Programmable Gate Array (FPGA) and not any external memory. 

1.5 Purpose 

The purpose of this project is to investigate what should be considered when designing a 

Multiprocessor System on Chip (MPSoC) system that can run the HMS OS. The purpose is 

also to implement a demo that can show that it is possible to run the HMS OS on a dual-CPU 

architecture where the processors can communicate with each other. The demo will have to 

handle interrupts between the processors as well as the access to the shared memory. The 

demo should use some sort of semaphores so that it can use some of the functionality 

already existing in the HMS OS. The goal is that the demo should use the SMP architecture 

with two MicroBlaze processors that is connected to a shared BRAM using a shared bus with 

the AXI interface. 

  



4 
 

  



5 
 

2 Background and theory 
This chapter describes the different methods that can be used to solve the problem. This 

part of the report includes the theoretical part of the project. This chapter also describes 

when an option is preferred over the other when developing a MPSoC system. 

2.1 Related work 
As the computational speed increases in today's systems the speed is not the problem but 

instead the communication efficiency has become the bottleneck. Because of this, there is a 

big interest in optimizing the communication in such systems which also means that there is 

a lot of research going on in this area. In the article “Design of AXI bus based MPSoC on 

FPGA” [4] the authors connect four NIOS-II processors to five memory slaves with a shared 

bus using the Advanced eXtensible Interface (AXI). The performance of the system is then 

evaluated and analyzed. The authors run the system at 100 MHz and they use matrix 

operations to benchmark the performance. The result shows that the AXI interface has the 

highest speedup when performing matrix multiplication compared to a 2-D mesh Network 

on Chip and Hierarchy Shared-Bus. These results show that the AXI interface is relevant if 

there are performance related requirements in the system. 

The authors of the paper “Performance Exploration of AMBA AXI4 Bus Protocols for 

Wireless Sensor Networks” [5] discuss the different protocols of the AXI interface and makes 

a comparison of what protocol suites which type of system. The authors do a theoretical 

comparison of the protocols but they also implement the different protocols on a Zynq-7000 

FPGA from Xilinx and measure the performance. The authors use different pragmas such as 

array partitioning, dataflow and loop pipelining and compare the results in execution time 

and area occupation for the different protocols both with and without pragmas. These 

results can be used as a help when deciding what AXI protocol that should be used in a 

particular system. 

In the article “A high-performance on-chip bus (MSBUS) design and verification” [6] the 

authors create their own bus interface called Master-Slave Bus and they compare this to 

both the AHB interface and the AXI interface. The interfaces are implemented on a Virtex-5 

FPGA and the clock frequency is set to 100 MHz when measuring the performance of the 

different interfaces. The authors compare the power consumption, transfer time 

consumption, wire efficiency, valid data bandwidth, energy consumption and dynamic 

energy efficiency. The result of the tests is that the bus interface developed has the best 

performance but this paper can also be used to compare the AHB interface with the AXI 

interface. 

The works presented in this section of the report presents different comparisons related to 

the performance of bus interfaces. The project described in this report also presents a 

comparison between the AHB interface and the AXI interface. The comparison presented in 

this report focus on the functionality of the interfaces instead of the performance. All the 

works presented in this section contains the AXI interface which is used in the demo of this 

project. The paper “Performance Exploration of AMBA AXI4 Bus Protocols for Wireless 

Sensor Networks” is comparing the different protocols within the AXI interface and these 
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protocols is presented in section 2.4 in this report. All the articles and papers in this section 

makes comparisons related to performance of the bus interfaces. 

2.2 Architecture 
There are two main architectures that should be considered when developing new MPSoC 

systems. One is the SMP architecture and the other is AMP architecture. The difference 

between these two is that all processors in the system are treated equally in the SMP 

architecture while the AMP architecture has a master and slave relationship between the 

processors. A drawback with the master and slave relationship is that one processor is 

needed to handle the scheduling of tasks and is unable to execute any actual tasks itself. A 

positive thing is that the slaves can be optimized for certain types of tasks and by doing that 

the overall performance of the system can be increased [8]. In the SMP architecture all the 

processors have to be general as all the processors have the same probability to execute a 

certain task [9]. The SMP architecture introduces more complexity than the AMP 

architecture as the slaves in an AMP system only can communicate to the master while all 

processors have access to some shared memory in an SMP system. It is important to isolate 

the memory access in an SMP system to avoid inconsistency in the memory and this can 

become a bottleneck if multiple processors want to access the same memory at the same 

time. 

2.3 Debugging 
There are two ways that the testing during the development of the OS can be done in. 

Either software can be used to simulate the platform with the dual-CPU architecture and 

later move on to hardware or only hardware can be used from start to end. If software is 

going to be used it is possible to use Open Virtual Platform (OVP) [10, 11] which is a 

simulation tool for multiprocessing systems. The tool supports many different processors 

including MicroBlaze that will be used in this project. An advantage of using software is that 

no hardware is needed at the beginning of the development and that hardware errors can 

be excluded. 

When debugging the Software Development Kit (SDK) for the MicroBlaze processor 

provided by Xilinx can be used [12]. The SDK supports the functionality to debug a system 

containing multiple processors using a single J-Tag. Both processors can be viewed in the 

SDK and it is possible to pause one of the processors while running the other. Breakpoints 

can also be set in both processors individually if the processor should stop at a particular 

place in the code. 

2.4 AXI 
The AXI interface is defined in the Advanced Microcontroller Bus Architecture (AMBA) 

specification created by ARM. The AXI interface was first introduced in the third version of 

the AMBA specification that was released in 2003 as AXI3. Then in 2010 the fourth version 

of the AMBA specification was released which contains the AXI4. The AXI interface consists 

of 5 channels as shown in figure 1. The read/write address channel is used by the master to 

send the address where the read or write will take place and also control information that 

describes the data used in the transaction. The read data channel is used by the slave to 
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send the data requested by the master. The write data channel is used by the master to 

send the data that the master wants to write. The write response channel is used by the 

slave to tell the master if the write operation was successful or not. Each channel has a two-

way handshake mechanism that is used to agree between the master and slave that both 

parties are ready to send or receive data [4]. Both the VALID signal from the master and the 

READY signal from the slave must be high in order to perform the transaction. The two-way 

handshake is shown in figure 2. The AXI interface is also backward compatible with the AHB 

interface. The AXI interface have two separate phases called the address phase and the data 

phase. During the address phase the address where the transaction should take place and 

some control information about the transaction is sent to the slave. During the data phase 

the actual data involved in the transaction is sent [13]. 

    

                    Figure 1. The channels of the AXI interface.                Figure 2. The two-way handshake. 

There are three different protocols defined in AXI and these will be referred to as AXI-Burst, 

AXI-Lite and AXI-Stream in this report. 

2.4.1 AXI-Burst 

AXI-Burst uses bursts of data to communicate between the master and slave. It is possible to 

do a single transaction but this will be treated as a burst with only one transaction by the 

interface. In AXI3 the maximum burst length was limited to 16 beats while it was increased 

in AXI4 to 256. This allows 256 transfers using only a single address phase in AXI4 [5]. AXI-

Burst support transfers with unaligned data by using byte strobes which determines what 

bytes in the bus that is relevant [13]. A write burst operation can be seen in figure 3. 
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Figure 3. A write burst operation in the AXI interface. 

There is also support for exclusive access in the AXI-Burst protocol that can be used to 

ensure that an operation is protected from other bus masters in the system. A simple 

explanation of how the exclusive access is performed is that a master in the system does an 

exclusive read from an arbitrary address. When doing this read it also provides an ARID 

which is a specific ID for that particular master. At a later time the master wants to finish the 

exclusive operation by doing an exclusive write on the same address as the exclusive read. 

In this exclusive write it also provides an AWID which should be the same as the ARID used 

in the exclusive read. Between the exclusive read and the exclusive write it is allowed that 

other masters do non-exclusive operations on the same address. If a different master has 

done a non-exclusive write on the address before the master doing the exclusive operation 

has been able to do the exclusive write then the response will be that the exclusive 

operation failed. There are some restrictions to the exclusive access which includes that the 

number of bytes that can be transferred must be a power of two and not exceed 128 bytes. 

The length of the burst is also limited to a maximum of 16 beats. The slaves that will be 

accessed using exclusive access must support exclusive access and contain a monitor. The 

monitor must be able to monitor the accesses to the addresses otherwise the interface will 

return OKAY. The interface is supposed to respond with EXOKAY to determine that an 

exclusive access was successful [13]. 

2.4.2 AXI-Lite 

AXI-Lite is a more lightweight version of the AXI-Burst that targets low-performance 

peripherals that does not require the full functionality of the AXI interface. In AXI-Lite the 

burst length is fixed and equal to 1 beat which means that each transfer must have a 

separate address phase [5]. The bus width is allowed to be either 32-bit or 64-bit and the 

full bus width must be used which means that no byte strobes can be used to allow 

unaligned data. The exclusive access feature available in AXI-Burst is not supported in AXI-

Lite [13]. 
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2.4.3 AXI-Stream 

AXI-Stream is suitable to use when no address is required but there is still a need of sending 

or receiving data. The main difference from the other protocols is that it does not have 

support to send the data to a specific address and that the burst length is unlimited [14]. 

2.5 AHB 
The AHB interface was introduced in the second version of the AMBA specification released 

in 1999. The interface contains all necessary features required for high-performance 

communication operating at a high clock frequency. If slower peripherals are used that 

require lower bandwidth the Advanced Peripheral Bus (APB) interface can be used and 

connected to the AHB with a bridge that acts as an AHB slave. The interface supports bus 

widths of 8, 16, 32, 64, 128, 256, 512 and 1024 bits [15]. 

Transactions in the AHB interface have separate address and data phases. The address 

phase occurs at the same time as the data phase of the previous transaction. In the address 

phase the master sends the address where the transaction will take place and some 

information about what type of transfer that will take place. All slaves connected to the AHB 

interface must be ready to receive this data during the address phase as they cannot 

request to extend this phase. However the slaves can request to extend the data phase by 

setting the signal HREADY to low. If this happens then the address phase of the next transfer 

will also be extended. This can be seen in figure 4. The AHB interface supports bursts of data 

but these can only be of length 1, 4, 8 and 16 beats. However there is also support for 

incrementing bursts of undefined length [15]. 

 

Figure 4. The extension of the data phase. 

Since version 5 of the AHB interface it also have support for exclusive access. When an 

exclusive access is done in the AHB interface it starts by doing an exclusive read transfer on 

an arbitrary address. Later the exclusive access is finished by doing an exclusive write 

transfer at the same address as the exclusive read transfer. Between the exclusive read 

transfer and the exclusive write transfer there can be non-exclusive transfers and if there 

has occurred a non-exclusive then the interface will return that the exclusive access failed. 

When using exclusive access in the AHB interface an Exclusive Access Monitor must be used 

and it is not specified where this should be located but it must have visibility of the 

addresses used in the exclusive accesses. The exclusive access has some restrictions which 

includes that it is only allowed to have a single data transfer which also means that the only 

burst types allowed to use is SINGLE and INCR. It is also not allowed to include a BUSY 

transfer [15]. 
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2.6 Comparison between AXI and AHB 
One main difference between the AXI and AHB interfaces is that AXI supports simultaneous 

read and write operations while the AHB interface only can do one at a time. The AHB 

interface is transfer-oriented which means that for each transfer there will be an address 

and a single data item will be read or written on that location. AXI is transaction-oriented 

which means that for each transaction there will be an address, data and response transfer 

on the different channels associated with each. Both interfaces have an address phase and a 

data phase but the AXI interface only need a single address phase for all burst lengths while 

the AHB interface needs an address phase for each transfer in the burst. This means that a 

burst with length 8 only need a single address phase in the AXI interface but 8 address 

phases in the AHB interface [16]. Another main difference is that the AXI interface supports 

two-way handshake on each channel to make sure that both the master and slave are ready 

before a transfer but this is not something that the AHB interface supports. The 

corresponding functionality in the AHB interface is that the slave can stall the master during 

the data phase but this is not possible in the address phase of the transfer. 

Both interfaces support the same bus widths which is 8, 16, 32, 64, 128, 256, 512 and 1024 

bits. The two interfaces also support functionality to choose which bytes in the bus that is 

relevant in a transfer. The AHB interface and the AXI interface both support burst transfers 

but the burst lengths supported differs a bit. The AHB interface supports 1, 4, 8 and 16 beat 

burst or incrementing burst of undetermined size. The AXI4 interface supports 1-16 beat 

burst with the exception of incrementing burst that can be 1-256 beats. Another feature 

that the interfaces have in common is that exclusive access is supported. This feature is very 

similar in both interfaces but there is a transaction ID used in the AXI interface that the AHB 

interface does not support. Both interfaces require some sort of monitor but the placement 

of this monitor is not defined in the AHB interface while the AXI interface specifies that it 

must be placed on the slave side of the interface. The AXI interface allows exclusive 

transactions of up to 128 bytes and a burst length of up to 16 beats while the AHB interface 

only support a single data transfer when using exclusive access. 

2.7 Interconnect 

The interconnect block establishes connections between multiple master and slave devices. 

This block is used to control that the data is sent to the right device and that only one 

master is accessing a slave at once. 

2.7.1 Multilayer AHB 

Multiple masters can be connected to an AHB bus but only one master can access the bus at 

a time even if multiple slaves are connected. This means that if two masters try to access 

different slaves at a time one has to wait for the other to be completed, this is where 

multilayer AHB is used. The scheme was introduced in 2003 to support multiple parallel 

transfers. In figure 5 an example of a simple multilayer AHB interconnect is shown. Each 

master has its own AHB layer that is connected to each slave’s arbiter and the decoders job 

is to select which slave is included in a transfer. If multiple transfers occur at the same time 

to different slaves they will be performed in parallel. However if multiple transfers occur at 

the same time to the same slave the arbiter associated to that slave decides which transfer 
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to prioritize first [17]. This increases the performance of the system compared to a system 

where all masters and slaves are connected to a shared bus. 

 

 

Figure 5. An example of multilayer AHB. 

 

2.7.2 AXI Interconnect 

When connecting one or more masters to one or more slaves using the AXI interface an 

interconnect can be used. This can be set up in many different ways depending on the 

application. When multiple masters want to access the same slave an architecture of Shared 

Address bus and Multiple Data bus (SAMD) is well suited because it provides a good balance 

between system performance and interconnection complexity [4]. This architecture uses the 

address phase of a transaction to control which one that should be prioritized. The arbiter 

tells what address the multiplexer should pass, the multiplexer also makes sure only one 

address passes at a time. The decoders purpose is the same as in AHB multilayer, it is 

selecting which slaves are included in the transfer. As seen in figure 6 the arbiter, 

multiplexer and decoder are duplicated for both write address channel and read address 

channel to support read and write transfers simultaneously [4]. 
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Figure 6. A connection between a master and a slave in the SAMD interconnect. 

2.8 Bus arbitration 
When multiple masters in a system share resources like a bus for example there must be 

some sort of control of this resource to avoid collisions. An arbiter can be used to control 

the resource and avoid that multiple masters can access the resource at the same time. The 

arbiter uses some sort of arbitration algorithm. This is defined by the designer of the system 

to control which master that should get access to the resource when multiple masters 

requests access at the same time. In this report the fixed priority and round-robin 

algorithms will be discussed as these are the arbitration algorithms supported in Xilinx’s AXI 

Interconnect that is used in the demo. 

The fixed priority arbitration algorithm assigns a priority to each master connected to the 

arbiter. If multiple master requests access a shared resource at the same time the master 

with the highest priority will win the arbitration and get access to the shared resource. The 

disadvantage of using this algorithm is that low priority masters might not get access to the 

shared resource. This can happen if high priority masters request access to the resource 

frequently which results in starvation for the low priority masters. The advantage on the 

other hand is that it is easy to implement and does not use much resources [18, 19]. 

The round-robin arbitration algorithm uses slots that are time slices of a certain length. If 

this length is limited the algorithm ensures that fairness is guaranteed between the masters 

connected to the arbiter. When the algorithm is supposed to change the master that have 

access to the shared resource it moves to the next slot and if there is a master there that 

requests the shared resource it will get access. If the slot does not contain any master that 

requests the shared resource then the algorithm just moves to the next slot. This prevents 

giving access to masters that does not request the shared resource. The round-robin 



13 
 

algorithm also allows masters to give access to the next master in the round-robin order if 

the transfer is done before the time allocated to the slot runs out. As long as the time 

allocated for each slot is limited the algorithm will contain no starvation but on the other 

hand it does not support any priority among the masters [18, 19, 20]. 

2.9 Background conclusion 
The theory presented in this chapter can be used when developing new MPSoC systems. 

Depending on what functionality that is desired in the system multiple combinations of the 

presented options can be combined. An example of a system that can be used is the one 

used in the practical part of this project. The system uses the SMP architecture, the AXI 

interface, the SAMD interconnect along with the round-robin arbitration algorithm to create 

a system where the different parts cooperate in a good way. The SMP architecture uses 

shared memory to be able to communicate between the different processors and this 

shared memory must be controlled in order to avoid collisions. Because of this it is good to 

use the exclusive access feature that is supported in the AXI interface and the AHB interface. 

The advantage with the exclusive access in the AXI interface is that it contains a master ID to 

keep track of which master a transaction belongs to. The AXI interface also provides good 

bandwidth as it supports simultaneous read and write transactions. The SMP architecture 

treats all the processors in the system equally which means that the round-robin arbitration 

algorithm is a good choice as it does not prioritize any processor in the system. Another 

example of a good combination is the AMP architecture along with the fixed priority 

arbitration algorithm as this can give the master processor higher priority than the slave 

processors in the system.  
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3 Method 
This part describes what architecture from the theoretical part of the project is going to be 

used in the demo. This chapter also describes the tests created to validate the requirements 

stated in the introduction part of this report as well as the development of the demo. 

3.1 Architecture 
The chosen architecture that will be used in this project is the SMP architecture. There are 

three reasons to why this architecture was chosen and not the AMP architecture. The main 

reason is that the project is specified to statically select what processor a specific task will 

run on. This is not possible with the AMP architecture as the master in such architecture 

delegates work to the slaves. Another reason is that if the master slave relationship in the 

AMP architecture is used correctly then the master should only delegate work and present 

the result of the slaves work and not execute any tasks itself. If that architecture was to be 

used in this project, then we would only have a single processor that is able to execute 

tasks. An advantage with the SMP architecture from a software point of view is that it is 

easy to reuse existing code. This includes a tasks structure and semaphores that is written 

for a single processor without adapting it. The SMP architecture that will be used in this 

project will run one instance of the OS on each processor. Because of this it is possible to 

use the core functionalities of the OS without changing anything from the single processor 

implementation [21]. The only thing that differs is the inter-processor communication and 

this will be taken care of by the OS kernel. 

3.2 Bus interface 

In the requirements of the implementation it is specified that the system should have a 

spinlock to control the access to the shared memory. In order to implement a fully 

functional spinlock the bus interface must support the exclusive access feature. This is 

supported in both the AHB interface and the AXI interface. The demo is supposed to show a 

fully functional inter-processor communication using a shared memory. By using the AXI 

interface it is possible to show that this communication will work with simultaneous read 

and write transactions which is not possible with the AHB interface. Another reason to why 

the AXI interface was chosen was that both the processors and the memory controller used 

in this project support the AXI interface. 

The AXI interface contains three different protocols which is called AXI-Burst, AXI-Lite and 

AXI-Stream in this report. The shared memory is address based which means that the AXI-

Stream protocol is not preferred as it does not operate on addresses. The AXI-Lite is not a 

good choice either as the exclusive access feature is required to create a fully functional 

spinlock. 

3.3 Arbitration 
As both processors in the system is connected to the same bus it is required to use an 

arbitration algorithm. The demo implemented should only show a fully functional inter-

processor communication which means that no priority between the processors is required. 

If priority would be introduced to the processors it could create a starvation problem where 

one processor is unable to access the shared memory. If a processor is unable to access the 
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shared memory the inter-processor communication would not be fully functional as only 

one processor would be able to send messages. To avoid the starvation problem the round-

robin arbitration algorithm was chosen as this algorithm divide the access time to the bus 

equally between all masters in the system. 

3.4 OVP 
The hardware is supposed to be fully functional at the beginning of this project which means 

that this is not something that will be developed in parallel with the software development. 

It is good to simulate the system in OVP when the hardware is developed in parallel with the 

software. This is because the software can be tested on the simulated hardware instead of 

the actual hardware which means that the software does not need to wait for the hardware. 

In this project however there is no need to simulate as the hardware is supposed to be 

finished when the software development starts. The simulation will take time to set up and 

since it is not necessary to use it a better option is to test directly on the hardware. 

3.5 Read and write test 

This test validates the read and write functionality between one processor and the shared 

memory without using the exclusive access feature. The test is divided into two parts, single 

write and multiple read. The first part tries to store unique data to the shared memory. To 

check this a breakpoint is set right after the store operation is completed. In this breakpoint 

the user should control that the data in the shared memory is the same as in the store 

operation. This is done using the debug environment. 

The second part of the test is an automated test that builds on the write functionality to test 

that writing and reading to the shared memory works when the processor is running at full 

speed. A counter is used that increments every time the test function is called. The counters 

value is stored to the shared memory and then read and compared to the counters value. If 

this comparison fail it means that the value in the shared memory was either not updated 

correctly or the read transfer was corrupted. 

3.6 Message test 
The message test was divided into two parts. Part one is a single transfer from one 

processor to the other where the first processor store a given value to the shared memory 

and the other processor reads the value and store it in its local memory. This first part of the 

test is made so the second processor should wait in debug mode until processor one has 

completed the store instruction. A breakpoint should be set after the read instruction is 

done and the user should manually check that the value in processor two’s local memory is 

correct. The test succeeds if the two values matches. If the test fails it means that one 

processor gets reservation of the bus and the other processor will not be able to access the 

shared memory. 

Part two of this test is a starvation test where processor one increments a counter in a 

forever loop and store this value to the shared memory. Processor two will read the counter 

value from the shared memory repeatedly and increment a local counter after each read. By 

pausing both processors in the debug environment processor twos counter can be checked 

to verify that the local value is updated from the shared memory. Both counters should be 
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close to each other, otherwise the system have a starvation problem. Processor two’s local 

value that is updated from the shared memory should at max differ by one, otherwise the 

test has failed. 

3.7 Interrupt test 
To trigger an interrupt in one processor from the other a bit is set in the memory address 

connected to the interrupt controller. This will make the processor that is trigged to get a 

fatal error if no interrupt handler is created. This was used to validate that each processor 

had their interrupt controller correctly set up. To see which processors that was triggered by 

an interrupt a breakpoint in the code for fatal errors was used and the processor that was 

trigged would be the one to break here. If the interrupt controller was set up wrongly the 

processor would either trigger an interrupt in itself or no interrupt would be triggered at all. 

The next part of the test was to connect an interrupt handler to the given interrupt. This 

interrupt handler used a counter that incremented every time the handler was called. The 

counter was manually controlled in the debug environment that it only got trigged one time 

on each interrupt and that every interrupt was taken care of. 

3.8 Spinlock test 

To evaluate the spinlocks functionality a stress test was created where all masters in a 

system tries to acquire the same lock and make a transaction to their shared memory and 

afterwards releasing the lock. This procedure is repeated until the user decided to stop the 

test. 

Each master has four counters to find related multiprocessing problems. The counters are 

private to each master to find if the problems are related to a specific master. 

FAILCOUNTER is used to find how many times the shared memory was corrupted. This 

counter is critical for the system even if it only happens one time.  

SUCCESSCOUNTER is counting how many times each processor acquired the lock. This 

counter will detect starvation related problems. If one masters SUCESSCOUNTER would be 

higher than any other masters after a test run it would mean that the other masters was 

denied access to the shared resources more times. If those counters would be significantly 

different from each other it means the system have a starvation problem. 

DEADLOCK is trigged if two or more masters wait for each other to release the lock before 

acquiring it. This is a result if a race condition occurs. This is a fatal error and will lock the 

whole system. 

The transaction to the shared memory was divided into the five following steps: 

1. Read shared memory and write it to the local memory 

2. Exclusive or (XOR) local data with unique bits 

3. Save result to shared memory 

4. Check that shared memory is equal to the unique data, else add to FAILCOUNTER 

5. Reset the shared memory to zero 
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It is critical that the no other master had access to the shared memory between step (1) and 

(4) otherwise the data will be corrupted. This will be detected in step (4), if the shared 

memory is not equal to the processors own unique data another master has accessed it at 

the same time. 

Each master should be given unique bits that differs from other master’s unique bits, 

otherwise FAILCOUNTER will not be trigged when a race condition occurs. 

3.9 Development 
The first step was to gain intermediate knowledge about how the kernel of the HMS OS is 

operating. More specifically how it handles different tasks, memory access and critical 

sections in the execution of the applications. How the OS handles different tasks is a 

relevant part of the OS to look into as each processor in the dual-CPU architecture need to 

handle the tasks correctly. The demo is supposed to use a shared memory in the inter-

processor communication which means that it is relevant to see how the current OS is 

accessing the memory. The critical sections is interesting to look into as it can give some 

inspiration about how the processors should access the shared memory. The processors in 

the demo is not supposed to collide when accessing the shared resource and to avoid this 

some sort of critical section is required between the processors. There was also a need to 

gain knowledge about the MicroBlaze processor as this will be used in the demo. The 

relevant knowledge about the processor is what bus interface it supports but also what 

Instruction Set Architecture (ISA) it is using. There will be some operations that will need to 

use specific instructions to the MicroBlaze processors which means that the ISA is necessary 

to look into. 

When the development of the demo started, HMS provided a hardware containing the 

FPGA which the system was implemented in. The FPGA used in this project was a Zynq-7020 

created by Xilinx. The system used in the demo consists of two MicroBlaze processors 

connected via a shared bus with the AXI interface to a shared BRAM. The two MicroBlaze 

processors in the system used a clock frequency of 100 MHz. Each processor was also 

connected to private BRAM and they also had an interrupt controller to handle the 

interrupts. The interrupt controllers have a connection between each other that can be used 

to send interrupts between the processors. Each processor uses an address in the memory 

where each bit corresponds to an interrupt. There are 8 interrupts available that is triggered 

by setting the corresponding bit in the memory. This is a useful function of the system as it 

can be used by a processor to notify the other processor. The software development was 

done in a version of Eclipse which was a part of the SDK for the MicroBlaze processor 

provided by Xilinx. 

The development of the demo started by loading an instance of the OS created for a single 

processor on each processor in the new system. The reason behind this step was to check 

that the processors could work in parallel without disturbing each other. In this step the 

shared memory was not used at all. By using breakpoints it was possible to see what tasks 

that was running on each processor. This was done to see that the behavior of the OS did 

not change when running on the new platform. 
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When this was done the next step was to start using the shared memory. To test the access 

to the shared memory the read and write test was developed and used. In the first part of 

the test it was discovered that the system crashed when writing to the first address of the 

shared memory. It was not possible to read from the shared memory when looking at the 

memory monitor of the SDK. Because of this the processors could no longer read the 

opcodes which meant that the processors were unable to continue the execution. When 

testing to write on an address in the middle of the shared memory it was possible to look at 

the data using the memory monitor of the SDK without the system crashing. The address in 

the middle of the shared memory was used in the rest of the project. It was also discovered 

in the first part of the test that the data written in the shared memory was incorrect. The 

data written had some bits that were flipped and this meant that the hardware was not fully 

functional. The solution was to lower the clock frequency of the processors in the system to 

50 MHz instead of 100 MHz that was used originally. 

After it was verified that all parts of the system worked individually the development 

continued with the connection of all parts. This part includes the development of the inter-

processor communication. The first step in creating the inter-processor communication was 

to trigger an interrupt in the other processor that could be used as a notification. The 

interrupt test was developed and used in order to verify the functionality of the interrupt. 

The processors communicate with each other using the shared memory and to avoid 

collisions some sort of control of the shared memory had to be developed. The control 

mechanism of this demo is a spinlock that can be used to lock certain memory areas of the 

shared memory. The spinlock developed in this project uses a memory location in the 

shared memory. The lock is taken by a processor in the system if the value one is written to 

the memory and when the lock is free the value of the memory location is zero. When a 

processor wants to acquire the lock it reads the memory location to see if it is taken or not. 

If it is taken by the other processor it will get stuck in a loop where it reads the memory 

location until the lock is released by the other processor. The spinlock was implemented 

using the lwx and swx instructions from the ISA found in the MicroBlaze. The lwx and swx 

instructions uses the exclusive access feature in the AXI interface to protect the MicroBlaze 

from other masters when performing an operation on the bus. The lwx and swx also allows 

the processor to read data from an address in the shared memory, manipulate the data and 

then write it back again without interference from other masters during this time. This is a 

crucial part of the lock in order to avoid race conditions when acquiring the lock. If this part 

of the lock is not working correctly it will be possible for the other processor to acquire the 

lock between the lwx and swx instructions resulting in a race condition. If this happens it 

would mean that both processors would acquire the lock at the same time which is the 

problem that it tries to counteract. The function to acquire a spinlock can be seen in figure 

7. 
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Figure 7. The function to acquire a spinlock. 

The shared bus in the system was using the AXI4-Lite interface as performance was not 

prioritized as the system should only show a working inter-processor communication. When 

the spinlock was implemented it became obvious that the AXI4-Lite interface had to be 

changed to AXI4-Burst as AXI4-Lite does not support the exclusive access feature. When this 

was changed it was possible to develop the spinlock test and then use it to test the if the 

spinlock was fully functional. After the test was completed a semaphore was connected to 

the interrupt handler associated with the interrupt triggered by the other processor. By 

doing this a task was able to wait for a message sent by the other processor. By adding this 

functionality the inter-processor communication became a part of the OS as it was able to 

control the execution of tasks. 

To measure the time it takes to acquire a spinlock, a counter that incremented for each 

clock cycle in the MicroBlaze was used. The counters value was read before the function to 

acquire a spinlock was called and right after the spinlock was acquired. The first value was 

subtracted from the latter to get the time it took to acquire the spinlock.  

  



21 
 

4 Result 
This chapter presents the result of the project. This part is divided into two parts where one 

describes the results from the theoretical part while the other describes the results from the 

implementation. 

4.1 Theoretical results 

4.1.1 Architecture 

The architecture of a MPSoC system can either be SMP or AMP and they have their 

advantages and disadvantages. The AMP architecture should have at least three processors 

to run effectively as the master should only delegate work to the slaves in the system. The 

AMP architecture has the advantage that there is no shared memory which means that 

there is no need to control the memory accesses and the processors can be selected to 

perform different kind of tasks. The SMP requires that all processors are the same but it can 

be used effectively in a system with only two processors. A drawback of the SMP 

architecture is that it uses a shared memory which means that the memory accesses to this 

memory must be controlled. This is needed to control that two processors do not access the 

same memory at the same time. 

4.1.2 Bus interfaces 

Both bus interfaces presented in this project provides similar functionality as they support 

burst transfers as well as exclusive access for example. The major things to take into 

consideration when selecting either the AHB interface or the AXI interface is if the 

bandwidth of the bus is important and if the complexity of the interface is important. The 

AXI interface provides good bandwidth as it support simultaneous read and write transfers 

but this also add complexity as the interface include more signals as well as more channels. 

The AHB interface however is a bit simpler as it has fewer signals as well as fewer channels 

but it cannot provide the same bandwidth as it does not support simultaneous read and 

writes. The slaves that the interface will be connected to is also an important aspect to take 

into consideration as the different interfaces handles the slaves differently. When it comes 

to the slaves the AXI interface have a two-way handshake mechanism used to make sure 

that the slave is ready to receive or provide data. In the AHB interface the slaves must 

always be ready to receive an address and control data because the interface does not 

check if the slave is ready or not. The slave can pause the data phase but this is the only way 

a slave can control an operation on the bus in the AHB interface. 

4.1.3 Bus arbitration 

There are two arbiter algorithms presented in this report and these have two different 

major advantages depending on what behavior the system should have. The fixed priority 

algorithm is good if the masters should have different priority in the system. The 

disadvantage of this algorithm is that it can create starvation for masters with low priority if 

the masters with high priority want to access the shared resource often. The round-robin 

algorithm solves the starvation problem by giving all masters requesting the shared 

resource access to it. The problem with the round-robin algorithm is that all masters have 

the same priority which means that if a master must access the shared resource within a 

given time frame it is not certain that it will get access to the resource within that time 
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frame. Another advantage of the round-robin algorithm compared to the fixed priority 

algorithm is that the worst-case time to access the shared resource can be calculated if the 

time slots are not infinite but this is not possible in the fixed priority algorithm. 

4.2 Read and write test 
The read and write test described in the method section of this report was supposed to 

show if a processor could read and write to the shared memory. The test was supposed to 

succeed as the hardware were supposed to be fully functional. However the test failed 

when using it the first time and this happened in the first part of the test which meant that 

the processor was unable to write correct data to the shared memory. The data in the 

shared memory had some bits flipped compared to the data that was written by the 

processor. To solve this error the hardware was changed so that the clock frequency of the 

processors was reduced to 50 MHz instead of 100 MHz that was used originally. Another 

error that was also discovered was that the whole system crashed when the data was read 

in the memory monitor of the SDK. The reason that the system crashed was because no 

memory could be read by the processor including the opcodes which meant that the 

processor was unable to continue the execution. To check if this was the case for the whole 

shared memory the test was reattempted. This time the test took place on an address in the 

middle of the shared memory instead of the first address and this resulted in a successful 

test. 

4.3 Message test 
When the message test described in the method section of this report was used it was 

expected to succeed. The test resulted in a successful result which means that a processor 

does not gain some sort of reservation of an address in the shared memory when writing to 

it. Both the test using breakpoints and the test that run in full speed was successfully 

sending data from one of the processors to the other. This validates that the processors are 

able to communicate with each other by using the shared memory. 

4.4 Interrupt test 
To test the functionality of the interrupts between the processors the interrupt test 

described in section 3.7 in this report was used. The interrupts were expected to work 

correctly and thereby pass the test. The test succeeded as both parts of the test passed 

without any errors. When the first test was used the correct processor was getting a fatal 

error which indicate that the correct processor was triggered by the interrupt. The second 

part was also resulting in a successful result as the counter used was only incrementing with 

one for each interrupt triggered. This verifies that the interrupt is only triggered once when 

the corresponding bit is set in the memory which is the expected behavior of the system. 

4.5 Spinlock test 

When the spinlock test developed in this project was used it was expected to pass in order 

to verify the functionality of the spinlock. The test resulted in a failure as the DEADLOCK 

counter in the test was incremented. This result show that a race condition has occurred 

and that the system is locked in a deadlock. This means that the exclusive access feature of 

the AXI interface was not working as expected. When looking at the other counters in the 
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test it is indicated that the data written to the shared memory is not corrupted and that 

there is no starvation problem related to the lock. This means that except for the deadlock 

created by a race condition the spinlock was fully functional. 

4.6 Implementation results 
In this project a system consisting of two MicroBlaze processors connected via a shared bus 

using the AXI interface to a shared BRAM has been used to implement a demo on. The 

processors is connected to a private BRAM as well and the clock frequency used is 50 MHz. 

Each processor is connected to an interrupt controller that is used to handle the interrupts. 

The interrupt controllers is also connected to each other in order to allow interrupts 

between the processors. The system uses the SMP architecture which means that the 

processors is treated equally and have the same priority. The AXI interconnect is a SAMD 

interconnect that uses the round-robin arbitration algorithm. It is not possible to measure 

the clock cycles to acquire a lock by using the exclusive access feature as this was not 

working properly. Instead the clock cycle measurement is done on an acquire function 

where the lwx and swx instructions are replaced by regular lw and sw instructions to read 

and write. The way the clock cycles is measured is described in the method part of this 

report and it results in 1,66 µs to acquire the lock. The structure of the demo can be seen in 

figure 8. 

 

Figure 8. The architecture of the demo. 
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5 Discussion 
This chapter discuss and analyze the project. The chapter is divided into three parts. The 

first part discusses the method of the project and how the demo was developed, the second 

part discuss and analyze the result and the third part discuss the social requirements. 

5.1 Method 
When developing the hardware all debugging was done on the hardware platform. The 
hardware had some problems in the beginning of the project that resulted in bit flipping in 
the shared memory. This meant that the messages sent between the processors was 
incorrect. Another problem that was discovered was that the processor could no longer 
read any memory when the memory was checked in the memory monitor of the SDK. The 
problem is suspected to be that the SDK tries to read memory outside the boundaries 
defined in the processor which makes the processor stop reading any memory. This problem 
was not present when an address in the middle of the shared memory was checked in the 
memory monitor. This support the theory of the reason behind the problem. This error 
caused the processor to stop reading the opcodes which resulted in a crash as the processor 
could not continue the execution. These problems resulted in delay of the hardware which 
meant that the testing of the demo was delayed. This could have been avoided if the system 
would have been simulated in OVP as a first step to test it. If that would have been used the 
system could be tested at the same time as the debugging of the hardware which would 
have reduced the development time [11].  
When the hardware was working as expected the development of the software could start. 
This included the inter-processor communication and the tests related to it. A problem 
during this phase of the development was that most of the testing was performed at the 
end of the project. This led to the problems not being discovered until the end of the 
project. One thing that was not tested was the exclusive access feature of the AXI interface 
as this was supposed to work according to the interpretation of the documentation for 
the MicroBlaze processor [22]. It became obvious in the end that this function was not 
working properly and if this would have been discovered earlier it would have been possible 
to come up with another solution and implement that instead.  

5.2 Result  

In the requirements section of this report it is stated that the project should compare the 
AMP and SMP architecture, the AHB interface and the AXI interface and also a comparison 
of the fixed priority and round-robin arbitration algorithms. These requirements are fulfilled 
in the theoretical analysis of this report as it is described when the different architectures 
and interfaces should be used. However one thing that could have been interesting in the 
comparison of the AHB interface and the AXI interface is some sort of performance 
comparison. This performance comparison is done in the article “A high-performance on-
chip bus (MSBUS) design and verification” [6] but it would have been interesting to see that 
kind of comparison in the system developed in this project. The performance of the bus 
interface depends on a number of factors that include the arbitration algorithm used, clock 
frequency and interconnect to name a few. This means that the results from the article “A 
high-performance on-chip bus (MSBUS) design and verification” [6] might not be the same 
as if the performance would have been tested in the demo developed in this project. This 
was not possible to do as the implementation did not have a fully functional spinlock. 
Despite this there was a measurement done in this project on an acquire method without 
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using the exclusive access feature. This does not show the performance of the system with 
the exclusive access feature. However it can give a hint about the performance of a 
successful exclusive access transaction. 
The demo was supposed to implement a fully functional inter-processor communication in 
the HMS OS by using the exclusive access feature of the AXI interface. This was not achieved 
as implementation did not fulfill the requirement to have a fully functioning spinlock. It is 
possible to trigger an interrupt in the other processor and it was also possible to use a 
semaphore to let a task wait for a message from the other processor. Despite all this it is not 
possible to use the implementation fully as collisions when the two processors want to 
access the same memory at the same time was not resolved correctly. This problem can 
create a race condition when both processors wants to acquire a spinlock which results in 
the scenario when both processors believes they possess the lock. The reason that this 
collision was not resolved correctly is that the exclusive access feature in the AXI interface 
does not function as intended. The first interpretation of the MicroBlaze documentation 
[22] made in this project was that the exclusive access feature would be fully functioning if it 
was set in the interconnect. At the end of the project when the demo was tested it became 
obvious that the exclusive access feature did not work as intended. When analyzing the 
documentation of Xilinx’s implementation of the AXI interface it was discovered that the 
interconnect block created by Xilinx does not implement the exclusive access feature. The 
interconnect block let the signals related to the exclusive access pass through but it does 
not handle the signals and provide an exclusive access. The exclusive access feature is 
instead specified to be done by the slave on the slave side of the interface. The BRAM 
controller used in this project does not currently support exclusive access and only send the 
signal OKAY when this operation is requested instead of the signal EXOKAY. This results in a 
data bus error exception when using either the lwx or swx instruction in the MicroBlaze as 
it expects the response EXOKAY and not OKAY. 

5.3 Social requirements 

When using a multiprocessor system instead of a single processor system it is possible to 

achieve the same performance but use less power. The reason for this is that a 

multiprocessor system can achieve the same performance as a single processor system but 

use a lower clock frequency [3]. This reduces the costs of electricity when the system is used 

compared to a single processor system. This can also be an advantage for the environment 

depending on how the electricity used by the system is created. 

The system developed in this project is using the SMP architecture which treats all the 

processors equally. Each processor in the system is running its own instance of an OS which 

means that the core functionality of an OS designed for a single processor system can be 

reused [21]. This is an economic advantage of the system as the development time will be 

reduced compared to a system where the whole OS would have to be changed. 

  



27 
 

6 Conclusion 
The result of this project can be divided into two parts where one is a theoretical part and 

the other is a practical part. The theoretical part contains a comparison between AMP and 

SMP but also a comparison between the AHB interface and the AXI interface. The 

theoretical part also presents a comparison between two different arbitration algorithms. 

These comparisons can be used when designing new MPSoC systems as they present the 

advantages and disadvantages and when it is preferred to use one over the other. 

The practical part resulted in a demo that fulfilled most of the requirements but it does not 

have a fully functioning spinlock. The reason for the failure is that Xilinx does not currently 

support exclusive access in their AXI interconnect blocks. The interconnect blocks let the 

signals associated with the exclusive access feature pass through but there is no logic that 

send the correct signals. The hardware used in the demo does not contain the logic for the 

exclusive access feature. This can be added on the slave side of the AXI interface in future 

hardware implementations to create a fully functional spinlock. Another thing that can be 

created in the future is an implementation of a similar system but instead of using a 

homogenous architecture it could be a heterogeneous as this can be interesting in some 

type of systems. 

  



28 
 

 

  



29 
 

References 
[1] Trevor Mudge, Power: A First-Class Architectural Design Constraint, Computer. 

34(4):52-58 Apr, 2001 

[2] Paolo Gai, Luca Abeni, Giorgio Buttazzo, Multiprocessor DSP scheduling in system-on-

a-chip architectures, Proceedings 14th Euromicro Conference on Real-Time Systems. 

Euromicro RTS 2002 Real time systems Real-Time Systems, 2002. Proceedings. 14th 

Euromicro Conference on. :231-238 2002 

[3] Steve Furber. 2017, Microprocessors: the engines of the digital age., Proc. R. Soc. A 

473: 20160893. 

[4] Fu-ming Xiao, Dong-sheng Li, Gao-ming Du, Yu-kun Song, Duo-li Zhang and Ming-lun 

Gao, Design of AXI bus based MPSoC on FPGA, 2009 3rd International Conference on 

Anti-counterfeiting, Security, and Identification in Communication, Hong Kong, 2009, 

pp. 560-564. 

[5] Mariem Makni, Mouna Baklouti, Smail Niar and Mohamed Abid, Performance 

Exploration of AMBA AXI4 Bus Protocols for Wireless Sensor Networks, 2017 

IEEE/ACS 14th International Conference on Computer Systems and Applications 

(AICCSA), Hammamet, 2017, pp. 1163-1169. 

[6] Xiaokun Yang and Jean H. Andrian, A high-performance on-chip bus (MSBUS) design 

and verification IEEE Transactions on Very Large Scale Integration (VLSI) Systems 23.7 

(2015): 1350-1354. 

[7] MicroBlaze, https://www.xilinx.com/products/intellectual-

property/microblazecore.html [28/01/2019] 

[8] Olivier Beaumont, Arnaud Legrand and Yves Robert, The master-slave paradigm with 

heterogeneous processors in IEEE Transactions on Parallel and Distributed Systems, 

vol. 14, no. 9, pp. 897-908, Sept. 2003. 

[9] Muhammad Ilyas, Qaisar Javaid and Munam Ali Shah, Use of Symmetric 

Multiprocessor Architecture to achieve high performance computing, 2016 22nd 

International Conference on Automation and Computing (ICAC), Colchester, 2016, 

pp. 42-47. 

[10] OVPsim, http://www.ovpworld.org/technology_ovpsim [29/01/2019] 

[11] Wijdene Rekik, Mouna Ben Said, Nader Ben Amor, Mohamed Abid, Virtual 

prototyping of multiprocessor architectures using the Open Virtual Platform,  2013 

International Conference on Computer Applications Technology (ICCAT) 

[12] Xilinx SDK, https://www.xilinx.com/products/design-tools/embedded-

software/sdk.html [31/01/2019] 

[13] AMBA 4 Specification, https://developer.arm.com/architectures/system-

architectures/amba/amba-4 [27/04/2019] 

[14] AMBA AXI4-Stream Specification, http://infocenter.arm.com/help/index.jsp 

[02/05/2019] 

[15] AMBA 5 Specification, https://developer.arm.com/architectures/system-

architectures/amba/amba-5 [27/04/2019] 



30 
 

[16] Priyanka Gandhani and Charu Patel, Moving from AMBA AHB to AXI Bus in SoC 

Designs: A Comparative Study, International Journal of Computer Science & 

Emerging Technologies (IJCSET) 2.4 (2011): 476-479. 

[17] Juan Jose Rodriguez Andina, Eduardo De la Torre Arnanz and Maria Dolores Valdés 

Peña. FPGAs: Fundamentals, Advanced Features, and Applications in Industrial 

Electronics. CRC Press, 2017. 

[18] Anurag Shrivastava and Sudhir Kumar Sharma, Various arbitration algorithm for on-

chip (AMBA) shared bus multi-processor SoC. 2016 IEEE Students' Conference on 

Electrical, Electronics and Computer Science (SCEECS). IEEE, 2016. 

[19] Jagrati Gupta and Nidhi Goel, Efficient bus arbitration protocol for SoC design, 2015 

International Conference on Smart Technologies and Management for Computing, 

Communication, Controls, Energy and Materials (ICSTM). IEEE, 2015. 

[20] Maroua Ben Slimane, Imene Ben Hafaiedh and Riadh Robbana, Formal-based design 

and verification of SoC arbitration protocols: A comparative analysis of TDMA and 

round-robin, IEEE Design & Test 34.5 (2017): 54-62. 

[21] Masaki Gondo, Blending asymmetric and symmetric multiprocessing with a single OS 

on ARM11 MPCore, Information Quarterly, 2006, 5.4: 38-43. 

[22] MicroBlaze Documentation, 

https://www.xilinx.com/support/documentation/sw_manuals/xilinx2014_2/ug984-

vivado-microblaze-ref.pdf [05/04/2019] 

 



PO Box 823,  SE-301 18 Halmstad
Phone: +35 46 16 71 00
E-mail: registrator@hh.se
www.hh.se

Simon Cederbom
Computer Engineer

Filip Kågesson
Computer Engineer


