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A B S T R A C T

Recent advancements in Artificial Intelligence has prompted a shear
explosion of new research initiatives and applications, improving not
only existing technologies, but also opening up opportunities for new
and exiting applications. One field that has seen a serge in activity
in recent years is the health care sector, where Artificial Intelligence
promises data driven decision support, efficiency gains and improved
health outcomes for patients through individually customized treat-
ment. One problem commonly encountered in health care and espe-
cially in the Intensive Care Unit (ICU) is overtreatment or mistreat-
ment of the patients resulting in increased morbidity and mortality.
This thesis explores the MIMIC-III intensive care unit database and
conducts experiment on an interpretable feature space based on sever-
ity scores, defining a patient health state, commonly used to predict
mortality in an ICU setting. Patient health state trajectories are clus-
tered and correlated with administered medication and performed
procedures to get a better understanding on the potential usefulness
to evaluate treatments on their effect on said health state, where com-
monalities and deviations in treatment can be understood. Clustering
of administered medications and procedures context based on a se-
mantic representation has been performed to find commonalities in
treatment among patients. Furthermore, medication and procedure
classification is carried out to explore their predictability using the
severity sub-score feature space.
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"Signals always point to something. In this sense,
a signal is not a thing but a relationship.

Data becomes useful knowledge of something
that matters when it builds a bridge

between a question and an answer.
This connection is the signal."

— Stephen Few [1]
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1
I N T R O D U C T I O N

Medical errors, defined as "The failure of a planned action to be
completed as intended or the use of a wrong plan to achieve an
aim" [5] occur frequently in the ICU, leading to increased mortality
and morbidity. T. Kohn et al. drew attention to patient safety, gar-
nering much attention from the medical community. Unfortunately,
there exists only sparse evidence that the situation has improved
significantly[6], with medication errors being relatively common in
the ICU (1 to 96.5 per 1000 patient days) having often severe con-
sequences for the patients[7]. Polypharmacy is common in the ICU Polypharmacy: The

use of multiple
medications
concurrently by
patients.

setting where medications are prescribed to which patients have not
been exposed previously and conciliation of those prescriptions and
other high risks substances might not be prioritized[7]. Further, pro-
cedures intended to improve the patients survival often lead to ad-
verse effects or interventions which would help the patients are sim-
ply not executed correctly, leaving the patient in a more severe condi-
tion, which requires additional treatment to coup with. Much to the
detriment of retrospective analysis and treatment management, near
misses are rarely or not reported at all, substantially reducing the
probability that interventions are modified or reconsidered, leading
to avoidable mistakes potentially jeopardizing patient health [8]. In
light of this problem one might ask the question: What can be done
to better understand and improve the situation? Recent advances in
Artificial Intelligence (AI), Big Data and rapid digitalization of infor-
mation and collection of Electronic Health Records (EHR) in hospi-
tals might provide new insights into treatment patterns and anoma-
lies helping to identify and elevate the problem of medication error,
providing decision support, treatment optimization to promote im-
proved patient outcomes, well being and reduced costs of hospitaliza-
tion.

EHR are a systematic consolidation of longitudinal health care data
including the complete medical history of a patient, and are widely
used in the contemporary healthcare system to improve medical treat-
ment, reduce costs and avoid human medical error were possible. EHR

contain a wide range of heterogeneous data including but not limited
to, prescribed medications, laboratory test results, vital signs, age and
weight, medical diagnosis and history, billing information, performed
procedures and demographics[9].

It is estimated that about one billion patient visits per year may
be documented in the USA alone, leading to copious amounts of
data collected, which could be effectively utilized to improve our

1



2 introduction

understanding of biology, disease discovery and treatment[10]. Fur-
thermore, EHR are increasingly utilized in secondary clinical research,
assessing study feasibility, facilitate recruitment of suitable patients
and streamline data collection[11]. Using EHR from a Big Data per-
spective faces several challenges. Medical records are collected pri-
marily to aid patient care, rather than for research, therefore they may
not provide the necessary information for secondary usage and often
contain missing or inaccurate data[12]. Further, EHR-data extremely
complex, high dimensional, noisy, sparse and contains unstructured
data from text notes making analysis and predictive modelling es-
pecially challenging[13, 12]. Due to the sensitive nature of the infor-
mation contained in EHR systems, tracing patients over time might
become impossible if the issue of entity resolution is not addressed
appropriately[13]. Nonetheless, these challenges are addressed oneEntity resolution

refers to the process
of finding mentions

of the same entity in
the data through

linking or grouping

by one and interesting applications using medical data are conceived
and put into practice at an ever increasing rate. For example: Im-
proved mortality predictions1, accurate prediction of heart disease
and lung cancer 2 and Pathology to diagnose diseases based on lab
measurements 3.

Using the information gained provides additional and potentially
novel insights into practical treatment patterns, expose errors in treat-
ment practice and judge treatment efficacy and/or effectiveness.

1.1 goal and approach

This thesis focuses on the issue of treatment efficacy in the ICU, using
the freely available database Medical Information Mart for Intensive
Care (MIMIC)[2]. The goal is the proposal of a method to investigate
patient health state trajectories and how the change in health state
might help in judging efficacy of procedures and medications com-
monly applied on critically ill patients in the ICU with predominately
cardiovascular diseases.

To answer this question, one has to first define what efficacy means
in the broader context of a patients health. Many of the randomized
control trails to assess the efficacy of, for example, a particular drug,
focus on surrogate outcomes, such as lowering cholesterol, but do not
address the arguably more relevant patient oriented outcomes, such
as improved quality of life, nor do they aim to. One of the patient
oriented outcomes that can be easily measured is in hospital mortal-
ity, which also highly relevant in the ICU setting, where the primarily
goal of treatment is to ensure the survival of the patient[14].

1 https://spectrum.ieee.org/the-human-os/biomedical/diagnostics/stanfords-

ai-predicts-death-for-better-end-of-life-care (14/5/2018)
2 https://futurism.com/ai-diagnose-heart-disease-lung-cancer-more-

accurately-doctors/(14/5/2018)
3 https://www.techemergence.com/machine-learning-medical-diagnostics-4-

current-applications/ (14/5/2018)

https://spectrum.ieee.org/the-human-os/biomedical/diagnostics/stanfords-ai-predicts-death-for-better-end-of-life-care
https://spectrum.ieee.org/the-human-os/biomedical/diagnostics/stanfords-ai-predicts-death-for-better-end-of-life-care
https://futurism.com/ai-diagnose-heart-disease-lung-cancer-more-accurately-doctors/
https://futurism.com/ai-diagnose-heart-disease-lung-cancer-more-accurately-doctors/
https://www.techemergence.com/machine-learning-medical-diagnostics-4-current-applications/
https://www.techemergence.com/machine-learning-medical-diagnostics-4-current-applications/


1.1 goal and approach 3

The overall topic that is addressed in this thesis is to:

Propose a method to investigate how to represent a patients health state and
evaluate the effectiveness of interventions based on the health trajectory of
patients in the ICU setting.

more specifically, two research questions are addressed:

• Can a patients health state and health trajectory be represented in a
manner which allows drawing conclusions about the efficacy of partic-
ular interventions regarding said health state? And as a sub-point:

– Can a patients health state representation be interpretable in
regards to severity of illness to allow for simpler analysis by
medical administrators and decision makers?

• How can commonalities and deviations in treatments be automatically
identified and their effect on the health state classified using AI tech-
niques?

To address these questions effectively, several term need to be de-
fined beforehand.

efficacy of interventions The efficacy of medical interventions
performed on a patient, will be measured on their potential to
improve the probability of survival of said patient. More con-
cretely, particular treatments performed on patients in the ICU
are assumed to effect the overall health state of the patient in a
positive or negative way depending on an objective measure of
probability of mortality. This thesis utilized established models
for mortality prediction commonly used in an ICU setting to
assess probability of mortality. It has to be noted that establish-
ing causality between treatment and change in health state is a
nontrivial task and may require a more thorough investigation
outside the scope of this thesis. As mentioned earlier, in this
thesis, it causality is assumed.

health state representation and interpretability What
does interpretability of the health state in the context of severity
of illness mean? There are several ways to go about defining
interpretability. Here we consider a health state representation
to be interpretable if it places a patient in a particular context
of severity of illness allowing to draw conclusions about said
health state given an objective measure of severity of illness.
More concretely, we utilize the sub-components of established
severity of illness scoring systems to represent a patients health
state. This allows the placement of patients in context of severity
of illness, utilizing expert knowledge, based on those objective
measures.



4 introduction

commonalities and deviations in treatment Commonalities
and deviations in treatment will be assessed based on measures
of treatment context and treatment similarity. More specifically,
treatments (procedures and medications) are compared based
on word-embedding techniques describing the context in which
a particular drug is used or procedure is performed based on
other drugs and procedures that are often utilized in a similar
fashion.

1.2 contribution

Most of the previous works concerting patient health state and trajec-
tory have focused on modeling time series data based on EHR ,where
the patients health state is represented as the latent states or hidden
representation of latent variable or deep learning models.

To the authors knowledge, very little investigation has been per-
formed on using sub-scores of common severity of illness measures
to describe the patients health state on a static or temporal level.

The thesis’ contribution is the investigation of the sub-score feature
space of severity of illness scores, SAPS-III[4] and OASIS[15], to repre-
sent a patients health state in an interpretable manner, utilizing expert
knowledge, as defined in this thesis. There exists many more servery
of illness scores to assess a patients severity of illness. SAPS-III and
OASIS have been chosen, since they cover a wide range of measurable
physiological and neurological variables allowing a comprehensive
representation of the patients health state.

The efficacy of common procedures performed and medications
administered are investigated on a population level based on health
trajectories evaluated using established models for probability of mor-
tality prediction.

Finally, procedure and medication classification is performed using
the first two day severity sub-scores to evaluate the usefulness of the
sub-score feature space in identifying, if a particular procedure has
been performed or medication type prescribed. Knowing that specific
treatments have an predictable effect on the health state or are corre-
lated with it, may help in optimizing treatment and help medical
administrators and doctors to make better decisions.

1.3 thesis outline

Chapter 2 describes the existing work that has been done related to
Datamining in the ICU and associated challenges in such a setting. Pre-
diction of mortality as of the state of the art using scoring systems and
machine-learning approaches are discussed. Futher, patient trajecto-
ries prediction and modelling as well as representation techniques us-
ing statistical, word-embedding and deep learning architectures and
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frameworks are reviewed. Chapter 3 describes the structure and the
data that constitutes the MIMIC-III database and the patient cohort
under investigation in more detail. The applied methodology, data
transformations, clustering and classification models are described
in Chapter 4. Results are illustrated in discussed in Chapter 5 and
Chapter 6 concludes the thesis and discusses opportunities for future
work.





2
R E L AT E D W O R K

2.1 ehr and patient representations

EHR-data is high dimensional, noisy, sparse and contains unstruc-
tured data from text notes making analysis and predictive modelling
especially challenging[13, 12]. Finding a suitable patient representa-
tion from the available EHR-data is crucial when predicting patient
health outcomes.

Choi et al. proposed a two layer neural network for learning a lower
dimensional representation, Med2Vec, for medical concepts. Their ar-
chitecture incorporates both code co-occurence information and visit
sequence information, demonstrating state-of-the-art performance on
predictive task, e.g. Predicting future medical codes. Furthermore
they provided a clinical interpretation of their representation.

In another study, the same author applied a Recurrent Neural Net-
work (RNN) to extract a condensed patient representation from longi-
tudinal EHR and predict future events of patients. Interestingly, they
showed also that knowledge gained from one hospital can be trans-
ferred to other hospitals without loosing significant accuracy in the
predictions, demonstrating that their system can learn a patient rep-
resentation which exhibits generalizeable characteristics[17].

Various embedding methods have been developed to learn concept
representations directly from data. The Word2Vec Skip-gram algo-
rithm from the field of natural language processing has been used
on a combination of temporally aligned diagnoses, medications and
procedures to extract related concept vectors, exhibiting closeness in
high dimensional vector space. They showed that co-occurrence pat-
terns can be effectively modeled by Skip-gram and demonstrate their
usefulness in predicting heart failure[18].

A recently submitted paper expanded the concept of embedding
to the patient’s entire medical history. Minimal preprocessing of the
data was performed to evaluate the performance of word embedding
techniques, distributed bag of words using hierarchical softmax and
negative sampling in particular, were effective preprocessing would
require expert knowledge. The patients representations were evalu-
ated using a simple elastic net and gradient boosting trees, showing
that embeddings can capture the notion of patient similarity and dis-
ease trajectory, but may loose information where high dimensional
complex representation can outperform embedding approaches[19].

A more recent study applied unsupervised deep-learning through
the used of Stacked Denoising Auto-Encoder (SDA) on EHR-data, cap-

7
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turing hierarchical regularities and dependencies and learning an ab-
stract patient representation. Additionally they transformed clinical
notes, made by nurses and clinicians, into learnable features using
Latent Dirichlet Allocation. They used the learned representation to
predict patients health states by assessing the probability of a patient
to develop a specific disease. According to the findings, using their
approach for patient representation yields state-of-the-art predictive
performance with various diseases, especially cancer, diabetes and
schizophrenia[20].

Authors of the Deepr framework use a simple word embedding
layer to feed into a custom Convolutional Neural Network (CNN) ar-
chitecture. The network transforms a record into a sequence of ele-
ments which are separated by time stamps followed by a word vector
embedding which is then fed through a convolutional layer to extract
motifs. This modifs are transformed by a RNN and the transforma-
tion send through a linear classifier to make predictions. They tested
their architecture on predicting readmissions, achieving an auc-score
of 0.756 for their best model[21].

2.2 datamining in the intensive care unit

The ICU provides, mostly short term, care for patients with severe
and life-threatening illnesses, which require constant monitoring by
highly trained nurses and clinicians to ensure normal bodily func-
tions. Intensive care is usually required after an episode of single/-
multiple organ failure, sepsis, acute respiratory distress, severe trauma
or emergency surgeries, including organ replacement surgery after
life threatening accidents.

ICU patients are particular susceptible to procedural complications
due to severity of their illness or volatility of their health state and
doctors often deem them to require a more "high risk" approach in
diagnosis and treatment [22]. Many of the developed guidelines that
underlie the decisions made in critical care rely on a solid evidence
base which is comparatively sparse considering the volume of data
collected in the ICU. A 2008 study systematically reviewed multicen-
ter randomized control trials to evaluate mortality in intensive care,
finding that only seven studies demonstrated benefit. Other studies
either found no measurable improvement or were harmful for pa-
tient health[23]. This disparity can be partly explained by the com-
plicated environment, variations in local, rational or irrational beliefs
and practices, as well as missing evidence for the problems that need
to be addressed. In light of this observations, the traditional approach
in evidence creation needs to be rethought in the medical commu-
nity, which may allow doctors, nurses and health care professionals
to take advantage of current technological advances in, for example,
Big Data[24].
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The ever increasing amount of routinely collected electronic health
records presents us with the opportunity to understand procedures
and treatments in more practical terms, were commonalities in treat-
ment among similarly ill patients can be identified, and deviations
from the norm understood. Several commercial and non-commercial
intensive care databases have been developed over the years, con-
taining diverse patient and admission specific information including:
Severity of illness scores, disease information, demographics(age, sex,
ethnicity, etc.), process and quality indications(like readmission, treat-
ment, length of stay and mortality). For example, the Danish Intensive
Care Database includes almost all ICU admissions in Denmark since
2005 with 335,564 ICU admissions between 2005-2015[25]. One notable
database developed over the last decade, as a collaboration between
Beth Israel Deaconess Medical Center, Philips Health care and Mas-
sachusetts Institute of Technology, supported by National Institute of
Biomedical Imaging and Bioinformatics, is the MIMIC database[2]. The
database contains clinical data and waveform data from over 46000

patients which visited the ICU-unit of the Beth Israel Deaconess Med-
ical Center. MIMIC was meticulously deidentified, allowing public ac-
cess to researchers world wide. An active research community has
gathered around the database, providing tools and solutions for eas-
ier data access, information retrieval and data preprocessing for re-
search and predictive tasks. The database provides information with
high time resolution, like administered drugs or conducted proce-
dures, which allows modeling of individual patient responses and
health trajectories[2].

2.3 patient outcome prediction using severity scores

Previous research focused primarily on in-hospital/out-hospital mor-
tality, readmission or length of stay prediction in the ICU. This is
hardly a surprise, since ICU admissions are rather costly and carry ad-
ditional health risks for patients like infections[26, 27] and increased
risk of long-term mortality after hospital discharge[28]. Methods and
tools have been developed to assess the necessity of a patient to
receive intensive care. Some of the more frequently used mortality
prediction models in an ICU setting include: Acute Physiology and
Chronic Health Evaluation IV (APACHE IV)[29], Simplified Acute Phys-
iology Score II (SAPS-II)[30] and Sequential Organ Failure Assessment
(SOFA)[31]. All score achieve reasonable performance in mortality pre-
diction with AUC-scores of 0.88, 0.88 and 0.9, respectively[32]. One
particular disadvantage of these scores is their calibration issue on
ICU data that is different from data they were developed on, leading
to overestimation or underestimation of mortality. Especially SAPS-II

suffers from poor calibration and efforts have been made to expand
the score to better fit the ICU data it is used on[33]. It has to be noted,
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that the decision process to admit a patient to the ICU much more
complex than computing severity scores, that might not even apply
to individual patients or be relevant in an acute setting[34].

2.4 utilization of time series data

Most of the severity assessment score use patient data that is collected
over a short period of time, usually the first 24-96 hours after pa-
tient admission, insufficiently capturing the evolution of the patients
health state, instead relying on static multivariate statistics, overlook-
ing the usefulness of health trends in the ICU setting[35]. Numerous
studies have been conducted to incorporate time-series data for out-
come prediction in a variety of settings. More notable results are:

Ghassemi et al. use a switching state space model to predict inter-
vention onset of five interventions: ventilation, vasopressor adminis-
tration and three transfusion, 1,2,4 and 8 hours ahead. They gener-
ate an unsupervised patient representation, using an hidden Markov
model with autoregressive emissions and train separate logistic re-
gression classifiers on the forward-looking belief sequence (contain-
ing the probabilities that each state is used) for each intervention.
There model learns physiological states of the patients which can
be applied in many different scenarios. There results are competitive
with earlier works[36].

McMillan et al. predict ICU mortality using time series motifs, which
are statistically over or under-represented in ICU time series. Their
approach includes three steps, discretizing the time series into sym-
bols, searching for sub-sequences related to ICU mortality and the in-
formation gained incorporated into models that assess new patients.
There approach outperformed existing clinical scores such as SAPS-II,
SOFA and APACHE II[37].

A study from 2015 use a Bayesian Network model to perform real-
time prediction of mortality, remaining days of hospitalization and
readmission utilizing EHR from 32634 patients admitted via the emer-
gency department of a Sydney metropolitan hospital. Their model is
updated each time new pathology test results became available. The
best prediction results are achieved for mortality prediction with a
daily AUROC score of 0.84. Further, trajectories were identified in-
dicating expected discharge, expected continuing hospitalization, ex-
pected death and expected readmission[38].

One study uses episodes of SOFA scores and to predict hospital
mortality. Their method discovers temporal patterns of organ failure
scores and compare mortality prediction performance over several
days of stay. Including the episodes of organ failure scores resulted
in improved prediction performance compared to using static SAPS-II

scores alone[39]. Their approach still used aggregate scores not look-
ing into temporal patterns of sub-scores.
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Since longitudinal EHR typically exhibits variations in length within
and between features, an appropriate transformation of such data is
required if standard machine learning algorithms are to be applied.
Zhao et al. proposed a sub-sequence based method using symbolic
representation of time series, encoding temporal and sequential in-
formation into a tubular form. Their representation outperformed a
single representation based method in detecting adverse drug events,
used in a previous study[40].

2.5 summary

Copious amounts of data are collected each day in hospitals around
the world in the form of Electronic Health Records (EHR). Several
commercial and non-commercial health care databases have been de-
veloped over the years, containing diverse patient and admission spe-
cific information. One of the more notable databases that arose from
a collaboration of data scientists and medical doctors is the freely
available MIMIC intensive care database.

The analysis of data contained in such databases has proven to
be extremely challenging due to EHR being high dimensional, noisy
and containing structured and unstructured data in the form of hand-
written clinical notes. Many AI-researchers have applied various tech-
niques from standard multivariate statistical analysis to time series
modeling and deep learning approaches to untangle and consolidate
the information contained in modern medical databases. The research
has focused primarily on outcome predictions, such as mortality or
readmission, disease diagnosis and development as well as patient
representations suitable for predictive task and risk assessment.
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M I M I C - I I I I N T E N S I V E C A R E D ATA B A S E

3.1 database structure and statistics

The MIMIC database is a freely available database containing infor-
mation of patients admitted to the critical care unit at Beth Israel
Deaconess Medical Center in Boston, Massachusetts.[2] The data that
is included is very diverse ranging from vital signs, medications and
laboratory measurements to procedure codes, diagnostic codes, billing
information and survival data. An extension to the database also in-
cludes wave form data from EEG and ECG measurements at the bed-
side.

A schematic overview of the database and data extraction process
can be seen in Figure 3.1. The patient records are deidentified in ac-
cordance with the standards of the Health Insurance Portability and
Accountability Act (HIPAA), which requires the removal of identify-
ing characteristics such age, name, telephone number, address and
specific dates. To ensure the preservation of intervals, the dates are
shifted to be between the years 2100 and 2200. This exact shift for
each patient is chosen randomly, but the time of day, day of the week
and approximate seasonality were conserved. The interested reader
is referred [2] for the exact process.
The Database contains data from patients that where admitted to six
different wards with a total of 61,532 ICU stays and 46,476 unique
patients, where 56,1% are male. Exact number and % of total stays
shown in parentheses.% of patients that died in-hospital in brackets:

1. Medical Intensive Care Unit (MICU). 21,088 (34.3%)[15.6%]

2. Surgical Intensive Care Unit (SICU). 8,891 (14.4%)[10.4%]

3. Coronary Care Unit (CCU). 7,726 (12.5%)[5.31%]

4. Cardiac Surgery Recovery Unit (CSRU). 9,312 (15.1%)[12.4%]

5. Neonatal Intensive Care Unit (NICU). 8,100 (13.2%)[9.38%]

6. Trauma Surgical Intensive Care Unit (TSICU). 6,415 (10.4%)[.998%]

Table 3.1 list the top then most frequent ICD-9 diagnoses, median and
average LOS, with a median LOS for all ICU stays of 2.1 days. The top
ten most frequent ICD-9 procedures and their descriptions are listed
in Table 3.2.

13
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Figure 3.1: Schematic overview of the MIMIC-III intensive care database. Pa-
tient data is deindentified to preserve the privacy of the patients.
From [2].

3.2 data classes

The data contained in MIMIC-III can be categorized into several classes
of data, described below(reproduced from [2]).

billing information Coded data for billing and administrative
purposes. Includes Current Procedural Terminology (CPT) codes,
Diagnosis-Related Group (DRG) codes, and International Classi-
fication of Diseases (ICD) codes.

descriptive data Demographic information(language, religion, mar-
ital status, ethnicity, etc.), admission and discharge times. Date
of death.

dictionaries Look-up tables for cross referencing concept identi-
fiers (for example, ICD codes) with associated labels.

interventions Contains procedures such as dialysis, imaging stud-
ies, and placement of arterial lines.

laboratory measurements Blood chemistry, hematology, urine
analysis, and microbiology test results.

medications Administration records of intravenous medications
and medication orders.
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Table 3.1: Top ten ICD-9 diagnosis codes, median and average LOS in MIMIC-
III over all wards.

# of patients icd-9 code median los average los

17595 4019 2.15 3.92

10772 41401 2.18 3.68

10265 42731 2.69 4.93

9838 4280 2.58 4.60

7686 5849 2.49 4.52

7461 2724 2.03 3.45

7363 25000 2.28 4.32

6717 51881 3.35 6.21

5777 5990 2.70 5.06

5773 V053 0.36 7.76

clinical notes Free text notes such as provider progress notes
and hospital discharge summaries.

physiological measurement Nurse-verified vital signs, approx-
imately hourly (e.g., heart rate, blood pressure, respiratory rate).

reports Free text reports of electrocardiogram and imaging studies.

3.3 data for severity score computations

This sections describes in more detail, what types of data are included
in the severity score computations required to patients health state
representation and trajectory analysis. Both severity scores are com-
puted on data collected within the first 24 hours of hospital stay. In
this thesis, the scores are computed daily. The exact computation of
each score is described in more detail in Section 4.5.

3.3.1 Simplified Acute Physiology Score III (SAPS-III)

The data that is required to compute the SAPS-III score includes: Urine
output, vital signs, flags for ventilation and chronic dialysis, lab re-
sults and Glasgow Coma Scale (GCS) scores. More specifically:

urine output The urine output is measures in cc, recorded in Care-
Vue and Metavision with different IDs, depending on the mode
of collection, e.g. suprapubic catheter, urethral stent, condom
catheter, etc.

vital signs Includes heart rate[bpm], mean blood pressure[mmHg],
temperature [◦F or ◦C] and respiration rate [breaths per minute].
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Table 3.2: Top 10 ICD-9 procedure codes in MIMIC-III over all wards.

# of procedures icd-9 code description

14731 3893

Venous catheterization, not

elsewhere classified

10333 9604 Insertion of endotracheal tube

9300 966

Enteral infusion of concentrated

nutritional substances

9100 9671

Continuous invasive mechanical

ventilation for less than <96

7244 9904 Transfusion of packed cells

6838 3961

Extracorporeal circulation

auxiliary to open heart surgery

6048 9672

Continuous invasive mechanical

ventilation for >96

5842 9955

Prophylactic administration

of vaccine against other diseases

5337 8856

Coronary arteriography

using two catheters

4737 3891 Arterial catheterization

flags for ventilation/chronic dialysis This flags indicate
if a patient received mechanical ventilation or is on chronic dial-
ysis.

lab results Includes measurements of PaO2[mmHg], A-aDO2[mmHg],
hematocrit[Vol%], WBC [1/mcL], creatinine[mg/dL], blood urea
nitrogen[mg/dL], sodium [mEq/L], albumin [g/dL], bilirubin
[mg/dL], glucose [mg/dL], pH, pCO2 [mmHg].

gcs score The conscious state of the patient is rated using the GCS.
The scores are stored in both Metavision and CareVue.

3.3.2 Oxford Acute Severity of Illness Score (OASIS)

The data used for the OASIS score includes urine output, vital signs,
flags for ventilation and elective surgery, Pre-ICU in-hospital length
of stay, age and GCS scores. More specifically:

urine output Identical to SAPS-III
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vital signs Includes heart rate[bpm], mean blood pressure[mmHg],
temperature [◦F or ◦C] and respiration rate [breaths per minute]

flags for ventilation/elective surgery This flags indicate
if a patients received mechanical ventilation or receive elective
surgery, like replacement of aortic valve with tissue graft or
coronary bypass of coronary arteries.

pre-icu in-hospital length of stay The number of days in hos-
pital before admission to the ICU.

gcs score Identical to SAPS-III

3.4 patient cohorts under investigation

The severity sub-scores are computed for all patients for each day in
the ICU. This corresponds to 26.216 patients with valid severity scores
and a total of 114.146 in-ICU stays for all patients. The final number of
patients constituting the data after cleaning, described in Section 4.6,
is 19.836 with a total of 84.224 days of in-ICU stays. Patients from all
ICUs are considered, potentially ignoring apriori knowledge about
patients in specific ICUs in favor of a more general analysis. Further,
patients under the age of 16 are not considered, effectively excluding
neonates in the NICU. This is done since the severity scores are not
calibrated for very young patients, leading to potentially misleading
results.

The investigation will be carried out using patients irrespective of
diagnosis, referred to as all-patient cohort, and a cohort of patients with
a Congestive Heart Failure (CHF) diagnosis, referred to as CHF-patient
cohort, at admission to the ICU.

all-patient cohort For sub-score feature space exploration, all
patients are included, irrespective of diagnosis. For trajectory
analysis, the number of patients is reduced to 11777, correspond-
ing to patients with an in-ICU LOS of 2 days or longer. 8901

patients (about 44.9%) have an in-ICU length of stay of one day
or less and are therefore excluded for trajectory analysis.

chf-patient cohort The investigation on the CHF-patient cohort
will be carried out similarly to the all-patient cohort. The num-
ber of patients included in this cohort amounts to 4.454 with a
total of 21.544 ICU-stays. Of those patients, 1.919 (about 43.1%)
have a length of stay less or equal to one day and are excluded
in the trajectory analysis. The final number of patients in the
CHF-patient cohort amounts to 2535 with a length of stay of 2

days or longer.
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T O O L S A N D M E T H O D S F O R D ATA A N A LY S I S

4.1 dimensionality reduction

Several linear and nonlinear dimensionality reduction techniques were
applied on the severity of illness sub-score data to visualize the struc-
ture of the data and to get a more intuitive understanding about the
patient population. The applied techniques are described in more de-
tail in the following paragraphs.

principal component analysis PCA for short. Principal com-
ponent analysis is one of most widely used unsupervised statis-
tical methods for dimensionality reduction of high dimensional
data. PCA aims to find an linear orthogonal transformation of
correlated variables into linearly uncorrelated so called princi-
pal components. The dimensionality the principal component
space is equal or smaller than the original data dimensionality
and the principal componentas are (usually) ordered in such a
way that the first principal component models the part of the
data with the highest variance[41].

multidimensional scaling Multidimensional Scaling (MDS) is
a form of non-linear dimensionality reduction used to visualize
information contained in a distance or similarity matrix. The
embedding is computed in such a way that the distances be-
tween objects are preserved as much as possible. There exists
several variations of MDS with metric and non-metric MDS be-
ing the most widely used.

The embedding is computed by minimization of a loss-function,
so called "Stress" which measures the lack of fit between dissim-
ilarites Di,j and fitted distances ||xi − xj||. The Stress is then a
residual sum of squares, illustrated in Equation 4.1[42]:

StressD(x1, ..., xN) =

√ ∑
i 6=j=1..N

(Di,j − ||xi − xj||)2 (4.1)

The difference between metric scaling and nonmetric scaling
lies in how the dissimilarites are used. Metric scaling uses the
values of the dissimilarites directly while nonmetric scaling ef-
fectively uses only the ranks of the dissimilarites[42]. In this
thesis, metric MDS is used primarily, if not specified otherwise.
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t-distributed stochastic neighbor embedding One of the
most popular non-linear dimensionality reduction techniques
widely applied in recent years for visualization of high dimen-
sional data is the so called t-distributed Stochastic Neighbor Em-
bedding (t-SNE)[43].

The algorithm has two stages. First, t-SNE computes probabili-
ties pij. This probabilities are proportional to the similarities of
samples xi and xj:

pj|i =
exp(−||xi − xj||

2/2σ2i )∑
k6=i exp(−||xi − xk||2/2σ

2
i )

(4.2)

Secondly, t-SNE learns a d-dimensional map y1, ...yN where yi ∈
IRd. This map approximates the similarities pij as good as pos-
sible. This is done by measuring the similarities qij between
samples in the map yi and yj:

qij =
(1+ ||yi − yj||

2)−1∑
k6=i(1+ ||yi − yk||2)−1

(4.3)

Here comes the Student-t distribution into play, which allows
dissimilar low-dimensional points to be modeled far apart. The
locations of the low dimensional points are computed minimiz-
ing the non-symmetric Kollback-Leiber divergence of distribu-
tions Q and P:

KL(P||Q) =
∑
i 6=j

pijlog
pij

qij
(4.4)

4.2 clustering methods

Several clustering methods will be applied to cluster patient trajecto-
ries, procedures and medications to carry out the goals of the thesis.
Used clustering algorithms are described in more detail in the follow-
ing paragraphs.

kmeans clustering One of the simplest and most widely used
clustering techniques is the kMeans algorithm[44]. KMeans be-
longs to the methods of vector quantization , partitioning a setvector quantization:

A classical
quatization

technique for
modelling

probability density
function by
distributed

prototype vectors

of observations n int k clusters. The k clusters are distributed
among the observation in such a way, that the observations ni

belongs to the cluster ki with the nearest mean, partitioning
the data into so called Voronoi cells, minimizing the within



4.2 clustering methods 21

cluster variance. More formally, given a set of observational d-
dimensional vectors (x1, ...xn), the algorithms finds a partition
of the observations that splits the data into sets S = {S1, ...Sk}
with k 6 n, minimizing:

arg min
S

k∑
i=1

∑
x∈Si

1

||x− µi||
2

(4.5)

where µi is the mean of observations in Si.

gaussian mixture The Gaussian Mixture Model (GMM) belongs
to the class of probabilistic hierarchical models which are used
to discover, or more accurately: represent, subpopulation within
a larger population. A GMM can be represented in mathematical
terms as follows:

1. K, the number of mixture components

2. N, the number of observations(samples)

3. Θi=1...K distribution parameter associated with mixture com-
ponent i, for Gaussian distributions: {µi=1...Kσ

2
i=1...K}, with

{µi=1...K as the mean of component i and σ2i=1...K} as the
variance of component i

4. φi=1...K, mixture weight

5. φ, vector with dimension K including each φi=1...K, nor-
malized to sum to 1

6. zi=1...N ∼ Categorical(φ), component of observation i

7. xi=1...N ∼ N(µzi ,σ
2
zi
), observation(sample) i

The parameters of the model are typically estimated via Expectation
Maximization (EM), where the number of mixture components
are set prior training. For a detailed explanation of the algo-
rithm the reader is referred to [45].

time series cluster kernel We employ a powerful kernel tech-
nique named the TSCK, which is capable of handling multivari-
ate time series and is robust against missing data.[46] TSCK com-
putes a similarity matrix from multivariate time series employ-
ing an ensemble learning approach using GMM augmented with
informative prior distributions. Each GMM is trained on a sub-
sample of data, attributes and time segments to ensure diversity
among them. The posterior distribution from each mixture com-
ponent are combined by an inner product and summed to build
the TSCK kernel matrix.

density-based spatial clustering of applications with noise

DBSCAN is a density-based clustering algorithm, widely used for
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its computational efficiency and its ability to find clusters of ar-
bitrary shape and size[47]. The basic concept of the algorithm is
quite simple, but powerful. Each data point(sample) can be one
of three categories:

1. Core point. A point is a core point if it has at least minPts
points as neighbours (within distance ε).

2. Density-reachable point. A point is density-reachable if it
is not a core point but can be reach from a core point.

3. Noise point. This points are neither core points nor density-
reachable.

On a high level, the algorithm works as follows[48]:

1. find the neighbours of each point within a distance ε and
identify core points with more neighbours than minPts

2. on the neighbor graph, find the connected components of
core points only.

3. Assign each non-core point to a cluster if the cluster is
within distance ε, if not, assign non-core point to noise.

spectral clustering This clustering technique uses the eigenval-
ues of the pairwise symmetric similarity matrix A, between the
(high-dimensional) points of the dataset. In a broader sense,
spectral clustering (usually) utilizes standard clustering meth-
ods, such as kMeans, to perform clustering on the relevant eigen-
vectors (spectrum) of the Laplacian matrix of A, i.e performs
dimensionality reduction before clustering[49].

4.3 classification models

Using the severity sub-scores for each patient, different supervised
machine learning models will be trained. Some of them will be dis-
cussed here in more detail.

support vector machine One of the more popular classifiers is
the Support Vector Machine (SVM). SVMs are binary non-probabilistic
classifiers classifying examples in either of two categories. SVMsSVM can be used in

a probabilistic
setting through

Platt scaling
described in [50]

construct a linear hyperplane in n-dimensional space depend-
ing on the kernel function. In general, given a training set of n
points of the form:

(X1,y1), . . . , (Xn,yn) (4.6)

where yn is either -1 or 1 depending on class of each example
and Xn is a p−dimensional real vector. Since most real word
data is noisy in nature, as is data in the medical domain, using
a soft margin is a more reasonable choice to avoid overfitting.
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A soft margin relaxes the strict requirement of the algorithm
to achieve perfect classification. Computing the soft margin is
done by minimizing: Vapnik provides an

excellent and
detailed
mathematical
derivation on
solving Equation 4.7

[
1

n

n∑
i=1

max(0, 1− yi(w · xi − b))

]
+ λ‖w‖2 (4.7)

where max(0, 1 − yi(wi − b)) is the hinge-loss and λ is slack-
variable, which is a tuning parameter, regulating the trade-off
between margin-size and ensuring correct classification.

random forests Random Forest (RF)s are a type of ensemble learn-
ing algorithm which combine many weak decision trees to gen-
erate a strong classifier. In general, RFs apply so called bootstrap
aggregation, or simply bagging, to tree learners by sampling ex-
amples from the training data at random and fit decision trees
to the individual batch of samples. After training, a prediction
on an (un-)seen example x̂ can be made by averaging the re-
sponses of each tree in the ensemble:

ŷ =
1

T

T∑
t=1

ft(x̂) (4.8)

Random forests have been applied to many problems with great
success, due to their predictive accuracy, fast training and nat-
ural ranking of features to extract, although biased, feature im-
portance.

logistic regression Logistic Regression is a popular statistical
model used in a variety of fields including medicine, social sci-
ences, machine learning and business. Assuming a Gaussian
distribution of the two classes and equal covariance matrices,
we have for the probability of class c corresponding to the pre-
dictors in the vector X:

p(c|X) =
1

1+ e−w0−wTX
(4.9)

where −w0 −wTX are found by maximum likelihood estima-
tion. Logistic regression weights each predictor, which allows a
natural interpretations of the influence of each feature on the
outcome variable.

multilayer perceptron This type of artificial neural network uses
only one hidden layer to approximate any continuous function.
Indeed as shown by Cybenko, a MLP with enough neurons in
the hidden layer are universal function approximators.
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Figure 4.1: A basic MLP with one hidden layer and one output neuron.

An illustration of the general architecture of a simple MLP can be
seen in figure 4.1. All layers are usually fully connected, where
every neuron in layer connects to the following layer with a
certain weight wij where each input is summed and an appro-
priate activation function applied to the summation. More for-
mally:

ỹj = gj

(
1

n

n∑
i=1

wijxij

)
(4.10)

where the activation function gj(vj) is commonly a sigmoid, i.e.
(1+ e−wj)−1. n is the number of inputs to the neuron, wij the
weight associated with the specific input and xij the input itself.
the subscript j refers to a specific neuron in a given layer.

This types of networks are efficiently trained using the back-
propagation algorithm[53].

4.4 representing patient trajectories , medication and

procedures

As discussed earlier, several representation techniques will be used
to to transform the raw data into a form adequate for further analy-
sis. The methods used are described in more detail in the following
paragraphs.

word2vec A collection of popular word embedding model archi-
tectures developed initially for natural language processing ap-
plications. The power of these embedding is the fact, that they
effectively capture the context of a giving word in a sentence.
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Words that are used in a similar context will have a similar word
embedding, allowing a concept of similarity beyond mere char-
acters.

This useful property can be applied to medical data, since each
patient can be placed in a context surrounding his/her health.
Two architectures have been proposed: The continuous bag of Choi et al. has

applied this
technique to predict
heart failure and
discover patient
similarity based on
treatment, disease
and medication
context

words(CBOW) architecture takes a sentence (series of tokens)
as an input and predicts the current word by its surrounding
words, while the continuous skip-gram architecture does the
opposite: Predict the surrounding words given the input word.
The order of the context words does not matter in the case of
CBOW, where as skip-gram weights context words less the far-
ther away they are to the input word. A basic illustration can
seen in figure 4.2.

Figure 4.2: CBOW and Skip-gram architectures. CBOW(left) predicts the
word based on the context, while Skip-gram(right) predicts sur-
rounding words given the current word. Reproduced from [3].

patient health state trajectories Patient health state trajec-
tories will be investigated on data that includes attributes for
vital signs recorded at the bedside, daily lab measurements, age
at admission, whether elective surgery and mechanical ventila-
tion were performed, and information about the conscious state
of a patients categorized by the GCS[54]. Simplified Acute Physi-
ology Score III (SAPS-III)[4] and Oxford Acute Severity of Illness
Score (OASIS)[15] rates each of the aforementioned attributes
and computes a final overall score by simple summation of all
sub-scores. The magnitude of each sub-score depends on how
severely the measurements deviate from a "healthy" state. More
details on how these scores are exactly computed and what vari-
ables are included can be found in Section 4.5. The raw sub-
scores will be used to represent each patients health state and
carry out experiments in this thesis.
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Figure 4.3: SAPS-III scoring for vital signs and laboratory abnormalities. Reproduced from [4].
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4.5 saps-iii and oasis sub-scores

A GitHub1 repository is provided by the MIMIC-team, containing code
for easier data extraction[55]. It also contains complete queries to com-
pute the severity scores used in this thesis. Since the scores are com-
puted only for the first day of stay, the code has been modified to
compute the scores for each day in the ICU. The modified queries can
be found on a separate GitHub repository2

saps-iii Each variable considered in the score computation is rated
based on how much it deviates from a normal or healthy state.
The exact computation are for vital signs and laboratory abnor-
malities can be seen in Figure 4.3. The final score is computed by
simple summation of all sub-scores. Missing scores are imputed
with value 0. Scores for acid base disturbances, pH and pCO2 in
particular, are shown in Figure 4.4. The GCS Scores contained in
MIMIC-III are used as auxiliary variables to compute sub-scores
for SAPS-III. Figure 4.5 and Figure 4.6 show the sub-score assign-
ment as described in [4] for neurologic abnormalities according
to presence or absence of eye opening, respectively.

oasis Similar to SAPS-III, OASIS assigns sub-scores to physiological,
neurological and procedural variables, in particular: Previous
in-hospital length of stay, age at admission, GCS scores, heart
rate, mean blood pressure, respiratory rate, temperature and
urine output. Further, scores are given, if the patient has been
mechanically ventilated or received elective surgery. The final
oasis score is computed by simple summation of all sub-scores.
As with SAPS-III, missing values are imputed by value 0.

probability of mortality Both scores were initially conceived
to improve upon existing mortality prediction models. The mor-
tality prediction models for SAPS-III and OASIS use a simple logis-
tic regression model using the final accumulative severity scores.
For SAPS-III the model used is defined as (from [56]):

POMSAPSIII =
1

1+ exp(−(4.4360+ 0.04726 ∗ (SAPSIII)))
(4.11)

and the OASIS model is defined as (from [15]):

POMOASIS =
1

1+ exp(−(6.1746+ 0.1275 ∗ (OASIS)))
(4.12)

1 https://github.com/MIT-LCP/mimic-code

2 https://github.com/Alegalo/Thesis-severity-score-queries-/tree/master

https://github.com/MIT-LCP/mimic-code
https://github.com/Alegalo/Thesis-severity-score-queries-/tree/master
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Figure 4.4: SAPS-III scoring for acid-base disturbances. Reproduced from
[4].

with POM as the probability of mortality, OASIS and SAPSIII
being the accumulative severity scores of SAPS-III and OASIS re-
spectively.

The final probability of mortality is computed by equal-weight
averaging of both models’ probability of mortality prediction,
not favoring the prediction of either model, since both models
have very similar predictive performance (SAPS-III AUC 0.848

vs. OASIS AUC 0.88). It would also be reasonable to favor a pes-
simistic or optimistic predictions choosing the highest/lowest
probability. Choosing such an approach would inherently bias
the prediction towards either model in an unpredictable man-
ner. Further, knowledge about the optimal weighting, or favor-
ing one models prediction over the other under certain circum-
stances, would require more detailed analysis, not conducted in
this thesis.

4.6 patient cohort selection process

The sub-score feature space representing the patients health state will
be explored using the data of all patients irrespective of actual diag-
nosis, as well as only considering patients with a Congestive Heart
Failure (CHF) diagnosis at admission to the ICU. Since laboratory mea-
surements are ordered by medical staff as needed and are not done
for every patient, only patients with complete data for the severity
score computations are considered. Figure 4.8 illustrated the patient
filtering process to define the patient cohorts for sub-score feature
space exploration and trajectory analysis and their respective num-
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Figure 4.5: SAPS-III scoring for neurologic abnormalities according to pres-
ence of eye opening. Shaded areas with scores are extrapolated
values, since these events are unusual and unlikely clinical com-
binations. Reproduced from [4].

Figure 4.6: SAPS-III scoring for neurologic abnormalities according to ab-
sence of eye opening. Shaded areas with scores similar to Fig-
ure 4.5. Shaded areas without scores lacked enough data to ex-
trapolate. Reproduced from [4].
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Figure 4.7: Oasis score computation for physiological, neurological and pro-
cedural variables.

bers. As mentioned in Chapter 3, patients from all wards are grouped
together, to allow for a more general analysis at the expense of apri-
ori information and to increase the number of patients available for
analysis.
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Figure 4.8: Cohort selection process for sub-score exploration and trajectory
analysis. Patients under the age of 16 at admission are excluded.





5
R E S U LT S

The author would like to give a brief overview about the contents of
this chapter, and provide the possibility to jump to the section at the
readers discretion.

1. Section 5.1 deals with a brief exploration of the severity sub-
score feature space using PCA.

2. Section 5.2 shows results of basic statistical analysis correlating
changes in patient health state with probability of mortality.

3. In Section 5.3 patient trajectories are clustered using the Time
Series Cluster Kernel (TSCK).

4. In Section 5.4 diverging patient trajectories in 2-D principal com-
ponent space are explored and differences in medications and
procedures among a patient sub-group are investigated.

5. In Section 5.5 patient two-day health state deltas are clustered
starting out with similar probability of mortality and medica-
tion and procedure clustering on the all-patient and CHF-patient
cohorts is investigated.

6. Section 5.6 shows classification results of common medications
types and procedures using the severity sub-score from the first
two days of ICU-stay.

5.1 visualization of the severity sub-score feature space

The sub-score feature space has been visualized using linear on non-
linear transformations. For simplicity the embedding using standard
PCA is shown as an example, to get a better understanding about
the structure of the data. The severity score data is complex, multi-
dimensional and exhibits highly non-linear correlations, due to the
sub-score computations and inter-dependencies among scores(for ex-
ample, the respiratory rate score depends on mechanical ventilation
in a nonlinear fashion). Thus, the first two principal components only
explain about 30% of the variance in the data and an additional 17

components would be required to achieve 95% of explained variance.
Nonetheless, the first two components are enough to discover in-

formative ordering among the patients, as can be seen in Figure 5.1a,
where patients with a higher probability of mortality (as computed by
using the averaged results of mortality prediction models describe in
Chapter 4) are located at high values for both principal components.

33
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(a) All-patient cohort first two principal components of the SAPS-III

and OASIS sub-scores, with probability of mortality color coded.
The mortality probability has been discretized into equally sized
bins.

(b) Corresponding real all-patient cohort in-ICU, last day of stay, rel-
ative distributions of mortality using kernel density estimations
with Gaussian kernel(red: died, blue: alive).

Figure 5.1: Visualization of the sub-score feature space and in-ICU mortality
using PCA for the all-patient cohort.
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(a) CHF-patient cohort first two principal components of the SAPS-III

and OASIS sub-scores, with probability of mortality color coded.

(b) Corresponding real CHF-patient cohort in-ICU, last day of stay,
relative distributions of mortality using kernel density estima-
tions with Gaussian kernel(red: died, blue: alive).

Figure 5.2: Visualization of the sub-score feature space and in-ICU mortality
using PCA for the CHF-patient cohort.



36 results

Figure 5.1b illustrates the relative density distributions of patients
who died or survived on their last day of ICU stay. The probability of
mortality computation and actual mortality seem to be in relatively
good agreement, with different densities of patients in semi-distinct
locations in PCA-space.

Turning to the CHF-patient cohort, we see a similar dispersion pat-
tern among the patients in first two principal components shown in
Figure 5.2a. The same can be said about relative density distribution
of in-ICU mortality illustrated in Figure 5.2b. The distributions over-
lap significantly, but also exhibit a local increase in density where
higher number of mortality cases reside. The significant overlap is
not necessarily surprising and can be attributed to only using the
first two principal components for visualization. Even this simple and
straight forward structure analysis of the sub-score feature space, il-
lustrates its usefulness in predicting in-ICU mortality and potentially
explains why mortality prediction models derived from this feature
space work well. These results prompted further investigations into
using the sub-score to represent a patient health state and how treat-
ment might change those sub-scores, which is explored next.

5.2 patient health state trajectories and probability

of mortality

Patient health state trajectories are explored with the purpose of as-
sessing treatment similarities and efficacy among the all-patient and
CHF-patient cohort. Several approaches have been investigated and
the results are shown in the following subsections. The TSCK is used
first to cluster two-day sub-score trajectories. Before going deeper

Table 5.1: Contingency table of probability of mortality trajectory and actual
mortality of all patients. Dependency statistically significant at p
< 0.00001.

mortality worse better total

Died 318 231 549

Alive 1487 2961 4448

total 1805 3192 4997

into patient trajectories, using two day trajectories gives us the op-
portunity to investigate, if an increase in probability of mortality on
the second day, correlates with actual mortality, in other words: If a
patients health state worsens, can we recognize this in an increase
of actual mortality? We can frame this problem as a simple signif-
icance test on contingency tables, with the null-hypothesis that no
association between change in probability of mortality and actually
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Table 5.2: Contingency table of probability of mortality trajectory and actual
mortality of CHF-patients with top five CHF-diagnosis. Depen-
dency statistically significant at p < 0.00001.

mortality worse better total

Died 64 43 107

Alive 420 825 1245

total 484 868 1352

Table 5.3: Contingency table of probability of mortality trajectory and actual
mortality of CHF-patients with primary CHF-diagnosis. Depen-
dency statistically significant at p = 0.2347.

mortality worse better total

Died 10 12 22

Alive 74 160 234

total 84 172 256

mortality exists. Fining a dependency would increase the confidence
in using probability of mortality to evaluate patient trajectories in
conjunction with procedures, since worsening and betterment (po-
tentially, to some extent, irrespective of admission conditions) of a
patient would correlate with in-ICU mortality. The investigation is
conducted on the all patients with a length of stay of two days, di-
vided into tree groups: All patients (all-patient cohort), patients with
CHF as the primary diagnosis and patients with CHF in the top five
diagnoses (CHF-patient cohort). The contingency tables can be seen
in Table 5.1, Table 5.2 and Table 5.3.

As can be seen, the dependency between change in probability of
mortality and actual mortality for all patients and patients with CHF
in the top five diagnosis is significant at p <0.00001. This can not be
observed in patients with CHF as their primary diagnosis. The corre-
lation for those patients is significant at p < 0.25(p = 0.2347), witch
suggests no significant correlation between change in mortality and
actual mortality. The resolution of the health state the sub-scores pro-
vide may not have been high enough to represent the condition those
patients adequately. The mean, median, standard deviation of prob-
abilities of mortality for primary CHF-patients who died on the last
day of stay are 33.8% , 31.8% and 18.6% respectively, with a popu-
lation mean, median, standard deviation of 15.0%, 12.5% and 9.97%
respectively. The split between better and worse trajectories of pa-
tients who survived is close to 30/70 showing a slight bias towards
trajectories with a reduction in probability of mortality.
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Looking at the CHF-patient (as primary diagnosis) population that
died, we find that patients that got worse on the second day had
a mean probability of mortality on the first day with median and
standard deviation of 24.4%, 25.7% and 8.73%, while patients that
got better, but died, had mean, median and standard deviation of
31.1%, 33.3% and 11.6%. Those means are almost one standard de-
viation above the population mean for those patients that got worse
and above 1.5 standard deviations for the patients that got better but
died anyway. This shows that patients that died, already had a lower
chance of survival on the first day compared to patients who survived.
An improvement in probability of mortality might not necessarily
mean that the patient’s health outcomes is positive. Patient with lower
probability of mortality (improved health state) on the second day but
died anyway, had a mean probability of mortality on the second day
of 23.7% while patients who got worse had a mean of 45.9%. Both
of this values are above the population mean and above the mean of
patient who survived (mean:13.5%, median: 11.9%, std:7.76%). This
shows, that even though the health state of patients who died im-
proved on the second day according to the mortality models, their
probability of mortality was still well above the population mean.

5.3 trajectory clustering using the time series cluster

kernel

Trajectory embedding is performed using TSCK described in Section 4.2.
The first two-day trajectories of the all-patient cohort were investi-
gated. This includes patients with stays longer than two days and
only the first two days of stay for those patients is considered. The
results can be seen in Figure 5.3a and Figure 5.3b respectively, using
metric MDS and t-distributed Stochastic Neighbor Embedding (t-SNE)
for visualization.

What is immediately apparent is the fact that the embedding was
somewhat successful in finding similar patient trajectories with an ac-
cumulation of patients having trajectories which are associated with
a higher rate of mortality. This is particularly interesting, since this
points to a common health trajectory among the all-patient cohort
that has a particular set of characteristics leading to an increase in
mortality in patients the sub-group. The CHF-patient cohort is inves-
tigated using the same procedure. Since patients with longer length of
stay might suffer from more serious illnesses, patients with only two
days of stay are embedded using TSCK. This provides a patient group
that is potentially more similar in severity of illness and medical cir-
cumstance of their admission. Additionally, constraining the popula-
tion in such a manner has the potential to simplify the analysis of
treatments, similarities and deviations in health state and trajectory.
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(a) First two day embedding of patients sub-score trajec-
tories using the TSCK. In-ICU mortality shown (1:died,
0:alive). Visualized using metric MDS.

(b) First two day embedding of patients sub-score trajec-
tories using the TSCK. In-ICU mortality shown (1:died,
0:alive). Visualized using t-SNE.

Figure 5.3: Visualization of TSCK embedding of two-day trajectories of all-
patient cohort.

Figure 5.4 illustrates the Spectral Clustering results using MDS for
visualization of the high dimensional embedding. The TSCK was suc-
cessful in finding an embedding exhibiting separable clusters of sim-
ilar two-day only trajectories.

Considering patient mortality, shown in Figure 5.5a, there seems
to be no clear separation between patients who died and survived,
as we have seen to some extent when considering all patients with
at least two days of stay. The same observation can be made when
looking at the two-day trajectories illustrated in Figure 5.5b, were no
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Figure 5.4: Clustering of the TSCK embedding using Spectral Clustering with
five clusters. Visualized using MDS.

clear separation can be observed between patients that have increased
probability of mortality ("worse") and reduced probability of mortal-
ity ("better") after the first day of stay. This suggests that clustering
was not primarily achieved via those measures, but an underlying
dominant factor, or factors, potentially caused the apparent separa-
tion.

To investigates what this factor or factors might be, the two clus-
ters marked as "G1" and "G2" in Figure 5.5b are examined further.
The most significant differences in first-day sub-scores relative dis-
tributions between the two marked clusters are shown in Figure 5.6,
including an example (heart rate score) with quite similar score dis-
tribution. There might be some evidence to suggest that the spatial
separation between groups G1 and G2, and other clusters for that
matter, can be partially attributed to the fact that no patient in G1

underwent any kind of surgery, while almost all patients in G2 did.
This is indicated by the difference in elective surgery score shown
in Figure 5.6b where a score of 0 indicates that some form of elec-
tive surgery has been performed, while 6 indicates that no surgery
has been performed(see Figure 4.7 for score computations). Further,
the time patients spend in the hospital before they were admitted to
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(a) Patients who died are shown in red and survived in blue. No
clear separation regarding mortality can be observed.

(b) Patient with worse two-day trajectories are shown in red, better
trajectories in blue and no change in green. The two clusters, G1

and G2, are investigated further.

Figure 5.5: Visualization of TSCK clustering. CHF-patients with a length of
stay of two-days only.

the ICU (Pre-ICU LOS) is also significantly different between those
groups with non-overlapping distributions.

The hypothesis was tested to show that the clustering was primar-
ily based on the difference in aforementioned factors, or more pre-
cisely: The clustering was performed on scores that do not change
over time, such as age score, pre-ICU LOS score, elective surgery
score, mechanical ventilation, etc. Manual features selection was per-
formed, were features with the highest variance are chosen for train-
ing the TSCK. The reasoning behind this approach is quite simple:
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(a) Age score (b) Elective surgery score

(c) Pre-ICU LOS score (d) Heart rate score

Figure 5.6: Relative frequencies of age-score , elective surgery score and
Pre-ICU-LOS score show the largest differences, while heart rate
score is the most similar.

Since low variance features are assumed to caused clusters in the first
place, removing them should yield an embedding that is quite dif-
ferent from the initial one. eleven sub-scores (out of the original 25)
have been selected to create a new feature space. The eleven features
retrained are:

• Urine output score (SAPS-III & OASIS)

• Mean blood pressure score (SAPS-III & OASIS)

• Heart rate score (SAPS-III & OASIS)

• Creatinine score

• WBC score

• Respiratory score ((SAPS-III & OASIS)

• PaO2 score

The embedding using TSCK in the new feature space can be seen in fig-
ure 5.7. The separation between trajectories where the patients died
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(a) CHF patients who died are shown in red and survived in blue. Clearer
separation regarding mortality can be observed after feature selection.

(b) Patient with worse two-day trajectories are shown in red, better trajecto-
ries in blue and no change in green. No pattern can be observed regard-
ing positive or negative health state change.

Figure 5.7: TSCK trajectory embedding after feature selection.

and survived can now be identified more clearly. Additionally, the
two-day trajectories of a significant portion of the patients that died
during their ICU-stay are quite close together. This might indicate the
existence of a common trajectory among patients with rapidly deteri-
orating health state. Looking at the patients who got worse or better
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Figure 5.8: An example of 23 CHF-patients that start out with similar proba-
bility of death, corresponding to "moderate" severity (first day in
black, second day in gray), but diverge on the second day of stay
(red lines "get worse", blue lines "get better"), with probability of
mortality color-coded to indicate "better" or "worse" areas (based
on the full-population health status).

regarding their health state, we still see no appreciable separation
between them.

This preliminary analysis shows the potential drawbacks in using
the TSCK for trajectory embedding without considering the influence
of low-variance features on the result. Clustering might be primarily
based on those features, instead of actual temporal patterns found in
time-series data.

5.4 diverging patient trajectories in 2d-principal com-
ponent space

Given the previous results, it is of interest to analyze patients who
have similar probability of mortality on their admission to ICU (first
day of stay), but diverge by the second day. This variability in the tra-
jectory may indicate complications during treatment, or differences
in treatment due to individual factors not captured by SAPS-III or
OASIS scores. As shown earlier, worsening of patient health can be
indicated by increasing values of the first two sub-score principal
components(see Figure 5.1a). Therefore, it seems reasonable to cat-
egorize patients with trajectories towards higher PC-values as “wors-
ening” and patients with trajectories towards lower values as “get-
ting better”, with regard to their health state. This simplistic view
does ignore some inaccuracies regarding particularities of the pa-
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Figure 5.9: The difference between patient group trajectories: drugs pre-
scribed on the first day of stay.

tients’ health state, due to the lossy PCA projection, assuming patients
to be similar in health state with similar first two principal compo-
nents.

Figure 5.8 shows a sub-sample of CHF-patients categorized as men-
tioned earlier. Here we do not use probability of mortality as an in-
dicator for worseing or betterment of the health state, yet. All CHF-
patients with their first day of stay located in a small region of the
PC-space with modest severity are considered. 23 patients are in- the small region is

within the boundary
0.75 < PC1 < 1 and
0.25 < PC2 < .5

cluded in the sub sample with almost equal number of patients in
each category (11 "worse" vs 12 "better"). Relative frequencies of pre-
scribed drug types and top procedures performed can be seen in fig-
ure 5.9 and 5.10, respectively. The drugs are grouped by six drug
types: ACEs, Beta blockers, ARNIs/ARBs, Aldosterone Antagonists,
Diuretics and Hydralazine & Isosorbide Dinitrate (Vasodilator & An-
tihypertensive) commonly used to treat patients with heart failure1.
Here the first two letters of the ICD-9 procedures are shown, which
define the group a particular procedure belongs to. Here we see that
ACEs and beta blockers used slightly more frequently in patients
with the "worse" trajectories. Those patients also receive the combina-
tion drug Hydralazine & Isosorbide Dinitrate, which is is primarily
used to treat African Americans with congestive heart failure. Look-
ing at the performed procedures, which include the top five proce-
dures for each patient, it is clear that heart surgery (ICD-9 codes 35-
39) was performed more often on patients with “worse” trajectories.
Interestingly, patients with better trajectories receive more nonoper-
ative intubation and irrigation (ICD-9 code 96), which corresponds
to more mechanical ventilation for patients with a “better” trajectory.

1 http://www.heart.org/HEARTORG/Conditions/HeartAttack/

PreventionandTreatmentofHeartAttack/Cardiac-Medications_UCM_303937_

Article.jsp#.WuPAOIhuaHs (last accessed: 19/4/2018)

http://www.heart.org/HEARTORG/Conditions/HeartAttack/PreventionandTreatmentofHeartAttack/Cardiac-Medications_UCM_303937_Article.jsp##.WuPAOIhuaHs
http://www.heart.org/HEARTORG/Conditions/HeartAttack/PreventionandTreatmentofHeartAttack/Cardiac-Medications_UCM_303937_Article.jsp##.WuPAOIhuaHs
http://www.heart.org/HEARTORG/Conditions/HeartAttack/PreventionandTreatmentofHeartAttack/Cardiac-Medications_UCM_303937_Article.jsp##.WuPAOIhuaHs
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Figure 5.10: The difference between patient group trajectories: procedures
performed on the first day of stay.

Several additional surgical procedures have been performed on the
“worse” subgroup, most notably operations on gallbladder and bil-
iary tract (ICD-9 code 51), incision, excision and anastomosis of the
intestine (ICD-9 code 45).
From this relatively simply analysis, we can identify differences in
procedures and medications between the two groups that diverge on
the second day of stay. Patient that got worse on the second day of
stay underwent surgical procedures, which one might consider an ad-
ditionally health risk in the short term. To avoid the relatively simple
definition of what constitutes a "worse and "better" trajectories pre-
sented in this section, the two day trajectories have been clustered to
find trajectories that might be common for a Small patient subgroup.
This common trajectories are evaluated in regards to increase or re-
duced probability of mortality in the following section.

5.5 patient trajectory clustering via simple two-day

sub-score deltas

Using the TSCK for trajectory analysis, and it’s potential problems,
has resulted in discoveries that warrant further investigations into the
sub-score feature space for health state assessment. Since TSCK uses
an ensemble learning approach, it is quite sensitive to the amount
of data that is available to fit the large number of Gaussian mix-
tures. Here a simpler approach is undertaken, where the differences
in sub-score between two days are clustered for a sub-sample of the
all-patient and CHF-patient cohort, using the clustering techniques de-
scribed in Chapter 4.
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Figure 5.11: First and second day health state for a small patient sub-sample
of the all-patient cohort. The blue square is in fact individual
patients located in a small grid.

5.5.1 Experiments on the All-patient Cohort

The two-day trajectories of a small portion of patient are explored
starting out at similar probability of mortality. Figure 5.11 shows the
first two days health state in principal component space for a small
subset of patients constituting 379 patients. The patient subset was
chosen to be within grid with high density of patients. The grid boundaries

are: 0.8 < PC1 <
1,−0.2 < PC2 < 0

Looking at the distribution of probability of mortality for those
patients for the first and second day, we can see a slight shift towards
a better health state (on average), shown in Figure 5.12. This would
seem reasonable from a medical point of view, since treatment should
improve the patients chance of survival, at least on average.

So far, there seems to be no discernible, or dominate health state
trajectory of the patient sub-group, at least when only looking at the
first two principal components. As mentions at the introduction of
this chapter, the first two principal components only explain about
30% of the variance, potentially missing vital information regarding
trajectory commonalities. A demonstration of this can be seen in fig-
ure Figure 5.13. Here we see the 20 nearest neighbors with similar tra-
jectory of a random patient chosen from the sub-sample of patients
in the all-patient cohort. Juxtaposing this with using the 20 nearest
neighbours in 25-D sub-score feature space and projecting the result-
ing trajectories into 2-D principal component space, we don’t see as
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Figure 5.12: Probability of mortality distribution for the small patient sub-
sample of the all-patient cohort.

many similarities in trajectory between those neighbors when looking
at 2-D trajectories only. This is illustrated in figure Figure 5.14.

This results should make us cautious about assuming what con-
stitutes a "good" or "bad" trajectories only considering the first two
principal components and their direction for evaluation as illustrated
previously in Figure 5.8. Again, looking back at Figure 5.1b which
shows the real in-ICU mortality, the relative distributions for patients
that died and survived have significant overlap in two dimensions.
Only for trajectories reaching areas with very low or very high prin-
cipal component values, conclusions about the implications for the
patients health state can be made with any kind of confidence. In this
thesis, the decision if a trajectory shows an improvement or deteri-
oration for a patients health is made based on how it corresponds
to the increase or decrease in probability of mortality utilizing the
combination of mortality prediction models described in Section 4.5.
Some assumptions are made regarding the initial health state of the
patient, in that patient located in the small grid area can be consid-
ered having a roughly similar health state on the first day of stay only
looking at first two principal components, and exhibit comparable
probabilities of mortality. Given those assumptions of commonality
in health state, the sub-score deltas between the first and second day
health states hold potentially more information. To evaluate trajecto-
ries which might correlate with an improved or deteriorated health
state of the patient, clustering of the 25-D severity sub-scores deltas
has been performed using a variety of clustering algorithms. Fig-
ure 5.15 illustrates the resulting clustering using Gaussian Mixtures
and K-Means on the 25-D sub-score deltas (non-normalized) between
the first and second day. The number of clusters has been chosen to
be eight in both instances solely on the basis that they given the best
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Figure 5.13: 20 nearest neighbors of random patients with similar 2-D prin-
cipal component trajectory.

Figure 5.14: 20 nearest neighbors of random patients with similar 25-D sub-
score trajectory, projected into 2-D principal components.
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(a) Gaussian mixtures, t-SNE.

(b) Kmeans, t-SNE.

Figure 5.15: Clustering of 25-sub-score deltas between first and second day
using eight clusters.

visualization and to get a better idea about the structure of the data.
As can be seen, both K-Means and Gaussian Mixtures where able to
find clusters in the data. It is very important not get deceived by the
embedding t-SNE produces. There is not guarantee that inter-cluster
distance is preserved or non-random structure in the data exists. t-SNE

has been run with different random initalizations and perplexities toperplexity: In a loose
sense, perplexity

refers to the number
of neighbours that

are used to compute
the neighbour-graph

mitigate misinterpretations. Nonetheless, the clustering results is not
particularly good with an BIC-score of about 0.4 for both clusterings.
As mentioned earlier, the sub-score deltas are not normalized before
clustering is performed. This can affect clustering quality significantly.
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(a) KMeans, t-SNE.

(b) KMeans, MDS.

Figure 5.16: Clustering of 25-sub-score deltas between first and second day
using 7 clusters and sub-sample of CHF-patient cohort.

To illustrate this, we look at a simplified scenario using only patients
from the CHF-patient cohort which lie in the same sub-sample of
patients from the all-patient cohort.

The sub-score deltas have been normalized by removing the me-
dian and scaling by the interquartile range, which is more robust
against outliers. Using KMeans clustering with 7 clusters, we obtain
arguably better clustering shown in Figure 5.16. Now the trajectories
are more separable judging from the 2-D embedding using MDS and
t-SNE.

Assuming that the found clusters correspond to similar trajectories
of patients regarding their health state starting from similar initial
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Figure 5.17: Distribution of euclidean distances between patients’ sub-score
deltas. Distances for several percentiles are shown.

sub-scores, it is of interest to know how procedures or administered
medications might be correlated with those trajectories and if patients
with similar treatment follow similar trajectories.

To investigate this, the semantic embedding vectors of adminis-
tered medications and performed procedures on the first day of ICU-
stay have been clustered. Since the number of clusters one can choose
is quite arbitrary or may depend on internal metrics such as, for ex-
ample, the silhouette coefficient, it is reasonable to start with cluster-
ing methods that do not depend on setting the number of clusters.
DBSCAN is such a method. Doc2Vec using Skip-gram and negative
sampling has been utilized to generate 128-D document embedding
vector of administered drugs.

The trajectories of 379 patients from the all-patient cohort have been
normalized (median shift and scaling by interquartile range) and clus-
tered using DBSCAN. Some sub-score deltas have been removed due to
them having zero variance and which do not change from first to the
second day. This removed sub-score are: Deltas of age score, Pre-ICU
LOS score and elective surgery score. Figure 5.17 shows the distribu-
tion of euclidean distances between patient sub-score deltas. A min-
imum number of 10 points and an inter-point distance of less than
a set percentile is required for DBSCAN to assign a cluster. The clus-
tering for several different percentile limits is shown in Figure 5.18.
Given a minimum of 10 points are required, the number of clusters is
limited to two for the shown percentile limits. clusters with label "-1"
are considered "noise" point by DBSCAN and are not considered inside
any cluster. For simplicity, the 5th percentile is chosen to represent the
notion of "similar" and "different" trajectory, making evaluating trajec-



5.5 patient trajectory clustering via simple two-day sub-score deltas 53

(a) 5th percentile. (b) 10th percentile.

(c) 15th percentile. (d) 20th percentile.

Figure 5.18: Clustering of sub-score deltas between first and second day us-
ing DBSCAN.

tories a simple binary choice. Either a patient is among the patients
with similar trajectory or not.

Clustering of the document embedding vectors for medications is
done similarly to trajectory clustering. The distribution of euclidean
distances between patient sub-score deltas and clustering results for
the 10th percentile is shown in figure Figure 5.19. Here we see a much
more dense cluster of patients with similar drug treatment. This is
also reflected in distance distribution, where most distance are within
a small window, indicated by a "spike" in the number of instances.
Again, patients are divided into two clusters: Those with "common"
drug treatment and those who’s treatment is more "individual" ren-
dering the analysis a binary choice.

Given a similar/individual trajectory and common/individual treat-
ment, we can split the patient group into these four categories to
determine the fraction of patients who’s health state improve and
worsened after the first day. The four categories have some interest-



54 results

ing implications for treatment efficacy and ICU treatment procedure
if a difference between them can be found, such as ineffective treat-
ment, complications during treatment or even information the sever-
ity sub-score health state representation does not adequately capture.
The reader is informed that strong statements such as mistreatment
of the patient or oversight on the part of the doctor are made with
reservations, since the depth of analysis at this point in time does
not justify such implications. The suggested reasons for patient being
in one of the categories, shown for example in Figure 5.20, should
therefore be taken with a grain of salt.

The cohort is first split into patient with similar and individual
trajectory, followed by further specification into patients with similar
and individual treatment. This essentially flips the ordering of causal
events, in that patients are first split by trajectories. The trajectories
themselves are the result of treatment. The reader is informed that
analyzing the problem in such a way might seem counter intuitive.

We first turn to patients with similar trajectories and common treat-
ment, show in the lower part of Figure 5.20. This would correspond to
patients that are simultaneously located in Cluster 0 in both trajectory
and treatment clustering shown in Figure 5.18 and Figure 5.19 respec-
tively. What might be assuring to know, is that in a good portion
of cases where patient trajectories are similar, a common drug treat-
ment approach correlates with an improved health state for 77.6% of
patients. In cases where the drug treatment deviates the percentage
of patients who got better is only 52.6%. The average improvement
rate for the all-patient cohort is 56.4%. It is very important to not con-
fuse correlation with causation here, since no attempt is yet made to
explain the actual cause of "good" or "bad" trajectories. Several factors
influence a doctors decision to put a patient on a specific treatment
and/or the patients perceived health state necessitates a deviation in
a common approach in treatment, which might be more experimental
or influence the patients health negatively in the short term but im-
proves the chance of survival in the long run. Further, from the sim-
ple statistical significance analysis performed earlier, we have seen
patients that died, but the change in probability of mortality actually
indicated improvement. An in depth analysis of patient mortality and
commonality in trajectory is not yet subject of this analysis.

Nonetheless, it is save to say that portion of patients with simi-
lar medication treatment contexts also exhibit changes in health state
that can be considered similar and procedural aspects in conjunction
with those treatments improve patient health as defined in this thesis.
Patients that have treatments that deviates from the common medica-
tion context still allow the patient to "follow" the common trajectory
in the patient sub-group, but this does not necessarily mean that they
also improve at the same rate.
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(a) Euclidean distances distribution for 128-D document embed-
ding of medications administered within the first 24 hour of
ICU-stay.

(b) DBSCAN clustering using the 10th percentile of eu-
clidean distances as a threshold.

Figure 5.19: Clustering of first day administered medications.

The other two categories are investigated next, where patients start
with similar sub-scores but have different trajectories and common or
individual treatment, shown in the upper part of Figure 5.20. These
patients reacted differently to treatment then one might expect if a
common treatment is applied to a sub-group of patients with simi-
lar initial health state, that is, their health trajectories might coincide.
Patients that received the common medication treatment, have gotten
better 45.8% of the time, while patients receiving individual treatment
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Figure 5.20: Sub sample of patients from all-patient cohort split into the four
categories.

gotten better 42.5% of the time. Again, it is important to stress that
this is does not necessarily imply mistreatment on the part of the doc-
tor. Doctors who decided for the common treatment approach might
have done this with good reason, where individual drug treatment is
not required, or would not improve the health state of the patient sig-
nificantly. Both patients with individual and common treatment have
a lower rate of improvement compared to patients with common tra-
jectory, which may support obvious: Patients react to similar drug
treatment similarly, in a good portion of cases. Patients that deviate
significantly from this, have additional complications regarding their
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Figure 5.21: Cosine distances distribution for 128-D document embedding
of medications administered within the first 24 hour of ICU-
stay.

health, making treatment more challenging. Further, the overall im-
provement rate is below the population average of 56.4%, indicating
that the trajectories those patients followed might be considered less
positive for patient health compared to the common one.

Traditionally, document embedding vectors using Doc2Vec are com-
pared with each other using the cosine distance. Using the cosine dis-
tance practically eliminates the magnitude of the embedding vectors
from the similarity computation. Eliminating the magnitude ignores
the length of the document that has been embedded, only consider-
ing the relative frequency of each word in a document. This would
naturally translate to the medication treatment context, where actual
number of drug administrations are ignored, but medication diversity
is preserved. Investigating how this affects clustering and potentially
influencing the distribution of patients is explore next.

Figure 5.21 show the distribution of distance between the 128-D
document embedding vectors of medications administered within the
first 24 hours of ICU-stay. The thresholds for the DBSCAN algorithm
are also shown for a range of percentiles. The steps between those
percentiles are significantly smaller than for the euclidean distances.
This is due to the significant effect small changes in distance have on
the clustering result illustrated in figure Figure 5.22. Looking at the
clustering, we can see immediately, that the distribution of distances
is centered around 1 and a much smaller number of points are close
together. Depending on what threshold we choose, this will have a
significant effect on how patients are distributed among the four cat-
egories described earlier. Figure 5.23 shows how the patients are div-
idend into the four categories using 5th percentile trajectory and 5th
percentile distances between medication treatment embedding vec-



58 results

tors as thresholds for DBSCAN. As expected from the low number of
patients with similar treatment, a higher portion of patients are now
in categories for individual treatment and individual trajectory. Fig-
ure 5.24 shows the change of the number of patients in each category
over the 5th, 6th and 7th percentile of distances using the cosine met-
ric. The percentage of patients who got better stays relatively stable
over all categories, except for patients with similar trajectory and com-
mon treatment. As the number of patients included in this category
increases, so does the number of patients who got better. This goes
to show that it is vital to choose several different similarity measures
before settling for a specific one. One might choose a similarity mea-
sure that gives a more "stable" clustering, where small perturbations
of the embedding vector do not cause a significant change in cluster
assignment, as we deal here with noisy data after all. Using the Eu-
clidean distance as shown in Figure 5.19b, yields a cluster assignment
much more stable against slight changes in treatment embedding vec-
tor, were we have to go above the 50th percentile of distances to see
any significant change in clustering. It has to be noted, that the choice
of an appropriate similarity measure is obviously dependent on the
application. We chose this two measures purely for comparative pur-
poses, investigating clustering stability. The optimal measure would
require a more detail analysis into the actual treatments associated
with each embedding.

Clustering using DBSCAN has also been performed on the 128-D
document embedding vectors using the first day procedures performed
on the all-patient cohort.

Using the Euclidean distance between embedding vectors, the re-
sulting distribution of distances can be seen in Figure 5.25a. Simi-
larly to medication embedding vector shown, the distribution sug-
gests a significant amount of patients are very similar in regards to
procedure context and cluster strongly together. Looking the result-
ing clustering using the 10th percentile of distances as a threshold for
DBSCAN, we can immediately verify this. An illustration of the result
can be seen in Figure 5.25b.

Since the notion of common trajectory/treatment and individual
trajectory/treatment still holds here, we can divide the patients into
the four categories mentioned earlier. The resulting division into the
four categories can be seen in Figure 5.26.

Again, patients with similar trajectories and common procedures
are investigated first, shown in the lower part of Figure 5.26. This
would correspond to patients that are simultaneously located in Clus-
ter 0 in both trajectory and procedure clustering shown in Figure 5.18

and Figure 5.25b, respectively. Similar to the clustering of medica-
tions, a good portion of cases where patient trajectories are similar, a
common approach to procedures correlates with an improved health
state for 65.1% of patients. In cases where the procedures deviate, the
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(a) 5th percentile. (b) 6th percentile.

(c) 7th percentile. (d) 8th percentile.

Figure 5.22: DBSCAN clustering for a range of percentile using cosine dis-
tances.

percentage of patients who got better is only 61.4%. Not far off from
the common approach. We stress once more, it is important to dis-
tinguish between "good" and "bad" treatment as defined here, by the
change in probability of mortality, and actual miss-treatment of the
patient.

It is once more save to say, that a portion of patients with similar
procedure contexts show changes in health state that can be assumed
to be similar and procedural aspects in conjunction with those treat-
ments seem to improve the patients health state. Patients that have
treatments that deviate from the common procedure context still al-
low the patient to "follow" the common trajectory in the patient sub-
group. Since the percentages are quite close together, 65.1% vs. 61.4%
of patient got better with common and individual procedures respec-
tively, it might be appropriate to say, at least in the context of pro-
cedures, that the individual treatment of patients was effective in al-
lowing the patients who need interventions diverging from the norm,
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Figure 5.23: Sub-sample of patients from all-patient cohort split into the four
categories. The Cosine distance is used for similarity computa-
tion.

to follow the "common" trajectory in the patient subgroup, which al-
lowed a similar improvement in health state.

We turn again to the other two categories, where patients start with
similar sub-scores but have different trajectories and common or in-
dividual treatment, shown in the upper part of Figure 5.26. Patients
that received the common procedures, have gotten better 43.9% of
the time, while patients receiving individual procedures gotten better
46.4% of the time. Both patients with individual and common treat-
ment have a lower rate of improvement compared to patients with
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Figure 5.24: Number of patients and % of patient with improved health state
in the four categories over a range of percentiles using the co-
sine distance. Colored numbers indicate the number of patients
in the category.

common trajectory. Here we can assume, as with medications, that
patients that might need special treatment, are inherently more diffi-
cult diagnose and treat correctly. Doctors might feel the need to resort
to "common" treatment approaches, which are proven to work most
of the time, to not make the patients health state worse. We can see
that the common procedures lead to an improved patient health state
about 43.9% of the time from the first to the second day. In situations
where doctors felt the need to perform procedures different to the
common approach, patients got better 46.4% of the time. This differ-
ence in percentages is not sufficiently significant, and further investi-
gation is required to draw definite conclusions. As with medications
contexts, clustering using the cosine distance with 128-D procedure
document embedding vectors has been performed for comparative
purposes. The distribution of cosine distances between points can be
seen in Figure 5.27. Again, this looks similar to the cosine distances
of medications shown in Figure 5.21.

Figure 5.28 shows the resulting clustering using the cosine distance
for the 5th, 10th, 12th and 15th percentile. This looks very similar to
the clustering results achieved using the medication context vectors,
with a portion of patients being close together. Using the cosine dis-
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(a) Distribution of euclidean distances between patients’ 128-D doc-
ument embedding vector for first day ICU procedures. DBSCAN

inter-point distance limits for several percentiles are shown.

(b) DBSCAN clustering using the 10th percentile of Eu-
clidean distances as a threshold.

Figure 5.25: Clustering of first day performed procedures

tance resulted in a binary clustering, where we can divide patients
into four categories again shown in Figure 5.29. Apparently, the clus-
tering using procedures is slightly more "stable" than clustering using
medications, due to the fact that higher percentiles of distances are
required to affect significant change in cluster assignment.

We first look at patients with similar trajectories, corresponding to
the lower part of Figure 5.29, showing clustering of 5th percentile tra-
jectory and 5th percentile cosine distance of procedure context. 63.6%
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Figure 5.26: Sub-sample of patients from all-patient cohort split into the four
categories. 5th percentile trajectory and 10th percentile proce-
dures as clustering thresholds for DBSCAN using the Euclidean
distance.

of patients got better with common treatment, which is almost ex-
actly the same as patients with individual treatment, which got bet-
ter 63.8% of the time. A significant difference cannot be identified be-
tween common treatment and individual treatment regarding better-
ment of the health state as we have seen using the euclidean distance
for comparison. Looking at patients with different trajectory, corre-
sponding to the upper part of Figure 5.28, we can see a similar pic-
ture, where patients with common treatment got better 42.5% of the
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Figure 5.27: Cosine distances distribution for 128-D document embedding
of medications administered within the first 24 hour of ICU-
stay.

time, while patients with individual treatment got better 45.9% of the
time. Interestingly, the percentage of patients who got better or worse
is quite stable over all percentiles using the cosine distance. This is
shown in Figure 5.30, where the inclusion or exclusion of patients
in each category does not change a category’s rate of health state
improvement significantly, indicating that there seems to be no signif-
icant difference in health state improvement or worsening among the
patients newly included in the respective categories.

5.5.2 Experiments on the CHF-patient Cohort

The same clustering analysis of trajectories and treatments have been
performed on the CHF-patient cohort. This cohort constitutes 108 pa-
tients who have been diagnosis with CHF at admission to the ICU. The
average improvement rate for patients in the CHF-cohort is 48.1%.

The trajectories of 108 patients from the CHF-patient cohort have
been normalized (using median-shift and interquartile range scaling)
and clustered using DBSCAN. Sub-score deltas that do not change be-
tween the two days of stay were removed. this includes deltas of age
score, Pre-ICU LOS score and elective surgery score, as before when
investigating the all-patient cohort. Figure 5.31 shows the distribu-
tion of euclidean distances between patients’ 25-D sub-score deltas.
DBSCAN has been initialized with the same parameters as with the all-
patient cohort: At least 10 points with inter-point distance closer than
a given percentile of distances is needed to be considered a cluster.
The clustering for several different percentile limits is shown in Fig-
ure 5.32. Here we see that DBSCAN finds more then two clusters for
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(a) 5th percentile (b) 10th percentile

(c) 12th percentile (d) 15th percentile

Figure 5.28: DBSCAN clustering for a range of percentile using cosine dis-
tances.

different percentiles. Clusters with label "-1" are considered "noise"
point by DBSCAN and not considered inside any cluster. Here the 10th
percentile is chosen to represent the notion of "similar" and "individ-
ual" trajectory. Unlike the all-patient cohort, three clusters are repre-
senting similar trajectories for three small patient sub-groups, con-
taining a minimum of ten patients. What is immediately apparent,
is the fact that the CHF-patient cohort has trajectories which can be
more easily recognizes as clusters of common trajectories. This results
has been shown earlier in Figure 5.16, and is the result of sub-score
normalization. How this effects the division of the patients in the
four categories: Similar/individual trajectory and similar/individual
treatment, will be investigated next.

We cluster the 64-D document embedding vectors for the patients
medication context using the same procedures employed previously
with the all-patient cohort. This time we change the dimensionality of
the embedding from 128-D to 64-D, since no significant change in em-
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Figure 5.29: sub-sample of patients from all-patient cohort split into the four
categories. 5th percentile trajectory and 5th percentile proce-
dures as clustering thresholds for DBSCAN using the cosine dis-
tance.

bedding could be observed. Reducing the dimensionality without los-
ing information is preferred since it reduces the effect of diminishing
differentials which increase with dimensionality. Increasing dimen-
sionality would lead to increased data sparseness and dissimilarity.
This is also known as the curse of dimensionality.

This time we start with cosine distances, since these provide a clus-
tering which was more stable than using euclidean distances. The
cosine distance distribution of the 64-D document embedding vec-
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Figure 5.30: Number of patients and % of patient with improved health state
in the four categories over a range of percentiles using the co-
sine distance. Colored numbers indicate the number of patients
in the category.

tors for medication context can be seen in Figure 5.33 in conjunction
with the resulting clustering using DBSCAN with the 20th percentile
of distances as a limit. A relative dense cluster has been found by
the clustering algorithm, with the rest of the patients not included,
spread farther apart. Using the resulting clustering to define "com-
mon" and "individual" medication context, we can split the patients
into the four categories again, shown in Figure 5.34.

We turn to patients with similar trajectory first. Since more than
one common trajectory has been found, we can split the patients by
their cluster assignments. Each cluster exhibits a different percentage
of improved health state, with the highest number of 50% in Cluster0
which corresponds to group in the upper part of Figure 5.34. Look-
ing at patients with individual treatment, a similar pattern can be
observed with patients in Cluster0 having improved 75% of the time
and patients in Cluster1 and Cluster2 having improved 50% of the
time. For these results one might assume that patients in Cluster0
have received drug treatment that might have been more effective
given the circumstances of their health compared to the other pa-
tients, where the health state of more patients actually worsened. It is
stress again, that more investigation is needed to find out the precise
circumstances of those patients and how those treatment could have
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Figure 5.31: Distribution of euclidean distances between CHF-patient cohort
sub-score deltas. Distances for several percentiles are shown.

(a) 5th percentile. (b) 10th percentile.

(c) 15th percentile. (d) 20th percentile.

Figure 5.32: Clustering of sub-score deltas between first and second day us-
ing DBSCAN.



5.5 patient trajectory clustering via simple two-day sub-score deltas 69

(a) Cosine distances distribution for 64-D document embedding of
medications administered within the first 24 hour of ICU-stay.

(b) DBSCAN clustering using the 20th percentile of cosine
distances as a threshold.

Figure 5.33: Clustering of first day administered medications embedding
vectors.

affected the patients health state in a disproportionately positive way.
It it also important to note that the number of patients in category of
individual treatment is not high, and we might question the statistical
significance of the differences in health state.

We now look into patients with individual trajectory that did not
fall into the three trajectory clusters. the total number of patients with
individual trajectory amounts to 32 where 13 patients with individual
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Figure 5.34: Sub-sample of patients from CHF-patient cohort split into the
four categories. 10th percentile trajectory and 20th percentile
medication as clustering thresholds for DBSCAN using the cosine
distance.

treatment got better 71.6% of the time, while patients with common
treatment got better 40% of the time. This result might suggest that
patients with CHF, where doctors believed it is required for them to
receive medication treatment that is different to the one common in
this patient cohort, have - on average - their health state improved. In
contrast, doctors who found it necessary to prescribe drug treatment
that is common among the cohort, lead to an improvement in patients
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(a) Euclidean distances distribution for 64-D document-embedding
of medications administered within the first 24 hour of ICU-stay.

(b) DBSCAN clustering using the 10th percentile of eu-
clidean distances as a threshold.

Figure 5.35: Distance distribution and clustering of first day administered
medications using the Euclidean distance.

health state at lower rates given the specific circumstances of those
patients.

As mentioned earlier, using the cosine distance of the medication
document-embedding vectors gave an arguably better embedding re-
garding cluster density. This clustering was also more stable over
larger ranges of distance percentiles then using the Euclidean dis-
tance. It is briefly shown how the clustering looks like using the Eu-
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Figure 5.36: Sub-sample of patients from CHF-patient cohort split into the
four categories. 10th percentile trajectory and 10th percentile
medication distances as clustering thresholds for DBSCAN using
the Euclidean distance.

clidean distance for comparison. Figure 5.35 shows the distance dis-
tribution of 64-D medication document embedding vectors using the
Euclidean distance and the resulting clustering using DBSCAN with
a 10th percentile limit. We can see, that two clusters have been iden-
tified by the clustering algorithm. Both clusters are not particularly
dense, judging by the MDS visualization, and small changes in chosen
limits result in significant changes in the clustering result.
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(a) Euclidean distances distribution for 64-D document embedding
of procedures performed within the first 24 hour of ICU-stay.

(b) DBSCAN clustering using the 10th percentile of eu-
clidean distances as a threshold.

Figure 5.37: Clustering of first day performed procedures

The patients are split into the four categories shown in Figure 5.36.
Again, we start with patients who have similar trajectories. Since the
number of treatment clusters has increase by one, we split patient by
treatment cluster in the common treatment path. Group 0 - 2 refers to
the trajectory clusters. Comparing common treatment with individ-
ual treatment, we can observe the same trend, where on average, the
health state of patients who received individual treatment improved
at higher rates then patients with common treatments.
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Figure 5.38: sub-sample of patients from CHF-patient cohort split into the
four categories. 10th percentile trajectory and 10th percentile
procedures as clustering thresholds for DBSCAN using the Eu-
clidean distance.
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Figure 5.39: Cosine distances distribution for 64-D document embedding of
procedures performed within the first 24 hour of ICU-stay.

Patients with individual trajectories, shown in the upper part of Fig-
ure 5.36, improve their health state - on average - 47.37% of the time,
while patients with individual treatment improve 50% of the time.
This percentages are quite close together, but the trend still holds
that patients in the CHF-patient cohort, where doctors decided on in-
dividual treatment, patient health states improved at a higher rates
compared to patients with common treatments.

We now turn to procedures and conduct the same analysis as be-
fore. Figure 5.37 shows the euclidean distances between the 64-D
document embedding vectors of first day ICU procedures. Here we
see the characteristic accumulation of patients which have very simi-
lar procedure context vectors. Using DBSCAN, the resulting clustering
can be seen in Figure 5.37b using the 10th percentile of euclidean
distances. A large portion of patients are clustered together, as one
might would expect looking at the distribution of euclidean distances.
Dividing the patient into the four categories of common/individual
treatment and trajectory, the results is illustrated in Figure 5.38. Start-
ing with patients who have similar trajectories, we observe that pa-
tients with common treatment get better 43.75% of the time on aver-
age, while patients with individual treatment get better 55,51% of the
time on average. This would follow the trend we saw with adminis-
tered medication treatment, where individual treatment resulted in a
patient health state which improved at higher rates than patient with
common treatment. Looking at patients with individual trajectories,
we see a break in the trend, where patients with the common pro-
cedures get better 54.4% of the time, while patients with individual
treatment got better 36.3% of the time.
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(a) 5th percentile (b) 10th percentile

(c) 15th percentile (d) 20th percentile

Figure 5.40: Clustering of sub-score deltas between first and second day us-
ing DBSCAN wit cosine distance.

For comparison, the cosine distance between the 64-D embedding-
vectors will be used for clustering. The distribution of cosine dis-
tances between the embedding vectors is illustrated in figure Fig-
ure 5.39. The distribution suggests a small accumulation of patients
with quite similar procedure context. The clustering is also relatively
stable over the range of percentiles shown in Figure 5.40.

Dividing the patients into the four categories, we obtain the re-
sult shown in Figure 5.41, using the 10th percentile cosine distances
as a threshold. The attentive reader might have noticed, that using
the cosine distance essentially inverts the cluster assignment for com-
mon/individual treatment of the clusters obtained with the euclidean
distance. this is immediately apparent from Figure 5.41, where the
number of patients and the percentage who got better in each cate-
gory is virtually identical to Figure 5.38, but the cluster assignment
is reversed. This rather extreme change in clustering illustrates the
potential drawbacks in using semantic embedding or clustering for
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Figure 5.41: Sub-sample of patients from CHF-patient cohort split into the
four categories. 10th percentile trajectory and 10th percentile
procedures as clustering thresholds for DBSCAN using the cosine
distance.

trajectory and treatment similarity analysis. It also demonstrates the
necessity to investigate cluster assignments in more detail before set-
tling for a specific clustering method and similarity measure to ex-
tract actionable knowledge.
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(a) Medication distribution of ten most administered medi-
cations.

(b) Procedure distribution of nine most performed proce-
dures.

Figure 5.42: Distribution of Medications and Procedures among the patient
cohort.

5.6 medication and procedure classification

Here the usefulness of the proposed representation of the patients
health state in classifying if a specific medication type or procedure
has been performed is investigated. The severity sub-scores of the
first day, second day and the sub-score delta between the two days are
used as features for the classification task. All features have been nor-
malized using z-scoring prior training of the classifiers. 5-fold cross
validation averaged over tree runs with random reshuffling of the
dataset is applied. We use AUC-scoring for the binary classification
tasks. The data set consists of 9562 first day ICU-visits of 8740 patients
having received at least one of the medication types and procedures
listed in Table 5.4. As a baseline, the first day scores are used to carry
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Table 5.4: Medication types and procedures classified using several classifi-
cation algorithms described in Chapter 4.

medication type procedure type (icd-9 code)

ACEs Invasive mechanical
ventilation <96h (9671)

Calcium Channel
Blockers(CCB)

Invasive mechanical
ventilation >96h (9672)

ARNIs/ARBs Non-invasive mechanical
ventilation (9390)

Statins Replacement of aortic valve
with tissue graft (3521)

Vasopressors Infusion of concentrated
nutritional substances (966)

Aldosterone Antagonists(AA) Single internal
mammary-coronary artery

bypass (3615)

Diuretics PTCA (0066)

Anticoagulants (Aorto)coronary bypass of
two coronary arteries (3612)

Vasodilators (Aorto)coronary bypass of
three coronary arteries (3613)

Beta blockers(BB)

out the classification. The two-day deltas and second day score are
than added and the classification results compared.

Medications that have been administered with the first 24-hour of
the ICU-stay are grouped into medication types shown in Table 5.4.
Those medication types are used for patients with heart-failure and
are used quite frequently in an ICU-setting, with a significant amount
of patient being admitted due to cardiovascular diseases. The distribu-
tion of medication types that are administered in the patient is shown
in Figure 5.42a. The top nine ICD-9 procedures(including surgery pro-
cedures) that have been performed are classified in the same fashion.
The elective surgery score has been removed, since it would indicate
if surgery was performed. This would leak explicit information about
surgical procedures into the training set. Each procedure is classified
separately, framing classification as a binary problem. The distribu-
tion of procedures are shown in Figure 5.42b.
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5.6.1 Classification using the First-day Sub-scores

The first day severity sub-scores are used for medication and proce-
dure classification to get a performance baseline for further compar-
ison later on. The ROC are shown in Appendix A.1. Table 5.5 shows
the classification results using the RF, MLP, Logistic Regression (LR)
and SVM classification algorithms. No feature selection or parameter
optimization has been performed on the initial classification experi-
ments.

Table 5.5: Classification results of medications administered within the 24

hours of ICU stay. Best results in bold. First-day severity sub-
scores are used only.

med. type rf lr mlp svm

ACEs 0.60 0.62 0.62 0.50

CCB 0.60 0.64 0.64 0.50

ARNIs/ARBs 0.54 0.58 0.59 0.50

Statins 0.64 0.64 0.64 0.50

Vasopressors 0.70 0.68 0.68 0.59

AA 0.54 0.53 0.52 0.50

Diuretics 0.70 0.69 0.69 0.52

Anticoagulants 0.61 0.59 0.58 0.55

Vasodilators 0.62 0.69 0.71 0.50

BB 0.69 0.60 0.61 0.50

The best results are achieved using the RF and LR classifiers with
the best AUC-scores for Diuretics and Vasopressors, both having an
AUC-score of 0.7. The worst results are obtained for Aldosterone An-
tagonists and ARNIs/ARBs classification using the RF and MLP clas-
sifiers with AUC-scores of 0.54 and 0.59 respectively. Both of these
medication types are administered comparatively rarely as seen in
Figure 5.42a.

Procedure classification has been performed using the same 25

first day-severity scores as in medication classification. The ROC are
shown in Appendix A.2. The results of the procedure classification
can be seen in Table 5.6. Best results are obtained for ICD-9 codes
9390, 3615, 3521 with AUC-scores of 0.79, 0.82 and 0.79 respectively
using Random Forest. The worst results are obtained with ICD-9
codes 966(AUC 0.63 SVM) and 0066 (AUC 0.6 RF). Both of this proce-
dures are performed relatively rarely as can be seen in Figure 5.42b.
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Table 5.6: Classification results of ICD-9 procedures performed. Best results
in bold. First-day severity sub-scores are used only.

procedure (icd-9 code) rf lr mlp svm

9671 0.72 0.68 0.68 0.61

9672 0.75 0.73 0.73 0.65

9390 0.79 0.71 0.74 0.73

966 0.56 0.56 0.57 0.62

3615 0.79 0.79 0.79 0.74

3521 0.82 0.80 0.81 0.74

0066 0.62 0.58 0.59 0.53

3612 0.78 0.78 0.78 0.70

3613 0.75 0.73 0.73 0.68

5.6.2 Classification using Two-day Sub-scores and Sub-scores Deltas

The feature set constitutes 75 attributes (25 sub-scores for first two
day and deltas). No feature selection has or parameter optimization
been performed for first classification experiments. Each drug type is
classified separately, framing classification as a binary problem. The
ROC are shown in ??. The results of the classification can be seen in
Table 5.7.

Table 5.7: Classification results of medications administered within the 24

hours of ICU stay. Best results in bold. Second day scores and
score deltas included.

medication type rf lr mlp svm

ACEs 0.62 0.63 0.5 0.53

CCB 0.63 0.65 0.57 0.56

ARNIs/ARBs 0.55 0.57 0.56 0.52

Statins 0.66 0.65 0.61 0.58

Vasopressors 0.72 0.70 0.62 0.63

AA 0.54 0.51 0.52 0.51

Diuretics 0.75 0.73 0.58 0.66

Anticoagulants 0.63 0.59 0.56 0.56

Vasodilators 0.65 0.66 0.63 0.61

BB 0.67 0.66 0.60 0.59

Best results have been achieved with the Logistic Regression and
Random Forest classifiers, with the best AUC-score of 0.75 for Diuret-
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ics classification using Random Forest. The worst classification results
are obtain with medications administered extremely rarely among
the patient cohort as seen in Figure 5.42a, ARNIs/ARBs (best 0.57

with LR), Aldosterone Antagonists (best 0.54 with RF) and Vasodila-
tors (best 0.66 with LR).

Feature selection using Logistic Regression for the three rares med-
ications, and worst classification results, is performed to see if the per-
formance can be improved. The AUC-score for Vasodilator adminis-
tration has been improved from 0.66 to 0.79, Aldosterone Antagonists
administration from 0.51 to 0.70 and ARNIs/ARBS from 0.57 to 0.71.
The number of features has also been substantially reduced. The fea-
tures selected are shown in Table 5.8.

Table 5.8: Retained features after feature selection using Logistic Regression
for Vasodilators, Aldosterone Antagonists and ARNIs/ARBs. Fea-
tures within one standard error of the AUC-scores are retained.

vasodilators aa arnis/arbs

MeanBP d1 Hematocrit d1 WBC d1

WBC d1 Bilirubin d2 Hematocrit d2

BUN d1 DHeartrate Heartrate d2

Bilirubin d1 Dtemp OASIS DHeartrate

Age d1

Hematocrit d2

Glucose d2

The same 75 attributes as in medication classification have been used
for procedure classification. No feature selection has been performed
on the initial classification experiments. The ROC are shown in ??.
The results of the procedure classification can be seen in Table 5.9.
We obtain the best results for ICD-9 codes 3521, 3615, 3612 with AUC-
scores of 0.86(RF), 0.81(LR) and 0.81(RF) respectively. The worst results
are obtained with ICD-9 codes 966(0.63 MLP) and 0066 (0.6 RF).

Feature selection using Logistic Regression for the procedures with
the worst AUC score was performed to see if the performance can be
improved. The AUC-score for procedure 966 has been improved from
0.63 to 0.76 and procedure 0066 from 0.6 to 0.69. The number of fea-
tures has also been substantially reduced and only those features are
retained which have an AUC-score within one standard error of the
best AUC-score achieved during the Feature selection process. The
features selected are shown in Table 5.10.

Using additional information from both days of stay, an improve-
ment in classification AUC-scores can be observed in almost all in-
stances. Feature importance have been investigated to potentially sup-
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Table 5.9: Classification results of ICD-9 procedures performed. Best results
in bold. Second day scores and score deltas included.

procedure (icd-9 code) rf lr mlp svm

9671 0.74 0.71 0.65 0.64

9672 0.76 0.75 0.70 0.66

9390 0.80 0.71 0.72 0.51

966 0.55 0.56 0.63 0.52

3615 0.80 0.81 0.73 0.64

3521 0.86 0.84 0.79 0.72

0066 0.60 0.57 0.58 0.50

3612 0.81 0.80 0.72 0.64

3613 0.78 0.76 0.70 0.63

Table 5.10: Retained sub-scores after feature selection using Logistic Regres-
sion for ICD-9 procedures 966 and 0066.

966 0066

Sodium d1 Urine output d1 OASIS

Bilirubin d1 Bilirubin d1

PreICULos d1 Glucose d1

Temperature d1 OASIS RespR d2 SAPS-III

MeanBP d2 SAPS-III BUN d2

Urine output d2 SAPS-III GCS d2 SAPS-III

Temperature d2 OASIS

DGCS OASIS

port the assertion that trajectory data holds additional valuable infor-
mation.

5.6.3 Feature Importance for Mediation and Procedure Classification

To get an insight into which features might be more important in
classifying a particular medication administration or performed pro-
cedure, the feature ranking of the RF classifier was been investigated.
The top five features for each classification task are listed. Medication
and Procedure feature importances with worst classification result
have been omitted. The feature selection result shown in Table 5.8
and Table 5.10 can proxy for those, but it has to be noted that those
features were selected using the LR classifier. The results for the medi-
cation and procedure classification tasks can be seen in Table 5.11 and
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Table 5.12, respectively. Urine output (UO) and mean blood pressure
(MeanBP) are one of the most important scores indicating the usage
of particular medications. It has to be noted that many of the drugs
listed are used in conjunction, where a patient might often receive
ACE and Beta-blocker together. Strong correlations among medica-
tions might result in similar feature importance. Looking at proce-
dures, it is not necessarily a surprise that Pre-ICU-LOS score is one
of the most important features for procedure classification, since most
of the procedures are related to surgical interventions, patient might
stay several days in the hospital before being transferred to the ICU.
Overall, the features ranked most importantly relate to a combination
of scores consisting of vital signs (predominately heart rate and mean
blood pressure) and laboratory measurements(acidbase and biliru-
bin).

As can be seen, the majority of features with high importance for
the classification tasks are score deltas, representing the change of
score over the two days. This is consistent over all classification tasks,
showing that additional information for classification can be obtained
by looking at trajectory data instead of only looking at first-day scores.
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Table 5.11: Random Forest top five most important severity sub-scores for medication classification. ("D":Delta, "HR": Heart rate, "d1/d2": first/second
day, "UO": Urine output

ace ccb statins vasopress . diuretics anticoag . bb

DUO SAPS-III DUO SAPS-III DUO SAPS-III MeanBPd1 OASIS PreICULos DUO DUO

DMeanBP OASIS DHR SAPS-III DHR SAPS-III DUO SAPS-III UOd2 SAPS-III DMeanBP OASIS MeanBPd2OASIS

DAcidbase DMeanBP OASIS DAcidbase DHR SAPS-III DUO SAPS-III DAcidbase DAcidbase

DHR SAPS-III DAcidbase DMeanBP OASIS DMeanBP OASIS DHR SAPS-III DHR SAPS-III DHR SAPS-III

DUO SAPS-III DBilirubin Age MeanBPd2 OASIS DAcidbase DBilirubin DMeanBP OASIS

Table 5.12: Random Forest top five most important severity sub-scores for procedure classification. ("D":Delta, "HR": Heart rate, "d1/d2": first/second
day, "UO": Urine output, "RespR": Respiratory rate)

9671 9672 9390 3615 3521 3612 3613

PreICULos PreICULos PaO2aAdO2d2 PreICULos PreICULos PreICULos PreICULos

DUO SAPS-III DUO SAPS-III PaO2aAdO2d1 DRespR OASIS HRd1 SAPS-III BUNd2 Acidbased2

MeanBPd2 OASIS DMeanBP OASIS Acidbased2 Acidbased2 HRd1 OASIS HRd1 SAPS-III RespRd1 OASIS

DHR SAPS-III RespRd1 OASIS DPaO2aAdO2d2 RespRd1 OASIS DUO SAPS-III Acidbased2 DUO SAPS-III

Acidbased2 DRespR OASIS DRespR OASIS DTemp SAPS-III Acidbased1 DUO SAPS-III DRespR OASIS





6
C O N C L U S I O N A N D F U T U R E W O R K

The field of Artificial Intelligence has seen an enormous uprising in
new and interesting applications. Especially in health care, where the
potential in using the copious amounts of data to improve diagnosis,
treatment and medical research is increasingly recognized and put
into practice. Current research focuses primarily on predicting patient
outcomes, such as mortality or readmission, disease evolution and di-
agnoses as well as patient health trajectory modelling and patient
representation techniques. In this thesis, we explored the sub-score
feature space of two prominent severity scoring systems: The Simpli-
fied Acute Physiology Score III (SAPS-III) and Oxford Acute Severity of
Illness Score (OASIS), commonly used to asses probability of mortality
for critically ill patients. The data from the freely available MIMIC-III
database was used to carry out the investigations.

Linear and nonlinear embedding techniques were utilized to ex-
plore the 25-D severity sub-score feature space and its 2-D PCA projec-
tion. We cluster patients 25-D two-day health state trajectories using
the TSCK finding similarities in trajectory among patients who died
during the ICU-stay.

Patient trajectories within the 2-D principal component space are
explored on a subgroup of patients with similar probability of mor-
tality on their first day and diverge on their second day of stay, with
one group having an improved health state, while the other groups
health state deteriorates. We compare those two groups in terms of
performed procedures and administered medications. We find larger
differences in procedures, with patients having a worse trajectory re-
ceiving more surgeries.

Further, the 25-D sub-score feature space trajectories of a small sub-
set of patients has been explored and evaluated using probability of
mortality. Two patient cohorts were considered: Patients irrespective
of diagnosis and patients with a Congestive Heart Failure (CHF) di-
agnosis at admission. Patient trajectories, administered medications
and performed procedures were clustered and patient commonalities
along this three dimensions were investigated and correlated with
improved or worsened health state.

This thesis investigates how to represent a patients health state to evalu-
ate the effectiveness of interventions based on the health trajectory of patients
in the ICU setting?.

The first research questions that is addressed is: Can a patients health
state and health trajectory be represented in a manner which allows drawing
conclusions about the efficacy of particular interventions in improving said
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health state? and as an accompanied sub-point: Can a patients health
state representation be interpretable in regards to severity of illness? The
thesis proposes an interpretable patient health state based on sub-
score features of commonly applied severity-score metrics, utilizing
expert knowledge. The severity scores rate physiological, physiologi-
cal and procedural characteristics of the patient and reflect a patients
response to treatment and can potentially be used to assess the effi-
cacy of particular interventions.

The second research question this thesis attempts to answer was
investigated: How can commonalities and deviations in treatments be au-
tomatically identified and potentially classified using AI techniques?. It is
shown, how clustering techniques in conjunction with severity sub-
scores and semantic embedding techniques can be used to automati-
cally find similarities among patient regarding their two-day patient
trajectories, medication and procedure contexts. It is also shown, how
sensitive the approach is to parameterization and implications and
limitations are discussed. Further, we use the 25-D sub-score to clas-
sify if a particular procedure has been performed or a specific med-
ication has been administered. The results show above random clas-
sification performances even before feature selection or other model
optimization.

6.1 future work

The results of the thesis demonstrate the potential in using the sub-
scores of established severity score metrics to potentially evaluate
conducted procedures in the ICU. The study conducted here only
scratches the surface of what might be possible and additional ef-
forts should be undertaken to establish causal relationships between
specific procedures and change in health state. Further, medication
context and procedural contexts are investigated separately, ignor-
ing the interactions between those treatment dimensions in affect-
ing the patients health state and trajectory. Earlier efforts in medical
context modeling, incorporated temporally aligned diagnoses, medica-
tions and procedures address this issue and model treatment not as
singular events, but as a sequence of dependent events. This type of
approach may more accurately describe every day medical interven-
tion, and the effect on patients health can be studied and interpreted
in a broader context of those treatments.

The basic 25-D severity sub-score feature space exploration showed
interesting and potentially useful ordering among the patients regard-
ing probability of mortality, encoding the notion of severity of illness.
Further investigation into structure of this feature space should be
conducted to discover patterns related health states and trajectories,
that might be characteristic for patients subgroups with specific diag-
noses and comorbidities. Finding those patterns may help in various
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health outcome prediction task, such as but not limited to: Long term
mortality, disease progression and treatment prediction.

Due to the nature of the treatment in the ICU-setting, trajectories
analyzed in this theses are quite short, only considering the first two
days of stay. To evaluate treatment and there long term effects, es-
pecially considering chronic diseases, longer trajectories should be
investigated. A patients health is affected by a large number of con-
founding factors where a purely non-temporal approach, disregard-
ing the patients history, does not adequately reflect the complicated
relationships among those factors nor does it necessarily reflect tem-
poral relationships of known factors. Understanding the pattern found
in health state trajectories among patients, given an informative health
state representation is found, might further help in understanding
underlying causes and relationships to the point where individual
treatment strategies can be developed more effectively and harmful
interventions avoided to elevate one of the largest problems of con-
temporary health care: Human error.
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a.1 roc-curves of medication classification

.
(a) ACEs (b) Calcium Channel Blockers

.
(c) ARNIS/ARBS

.
(d) Statins

.
(e) Vasopressors

.
(f) Aldosterone Antagonists

Figure A.1: ROC of medication classification using first day sub-scores only.

91



92 appendix

.
(a) Beta Blockers

.
(b) Anticoagulants

.
(c) Diuretics

.
(d) Vasodilators

Figure A.2: ROC of medication classification using first day sub-scores
only(continued).
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.
(a) ACEs (b) Calcium Channel Blockers

.
(c) ARNIS/ARBS

.
(d) Statins

.
(e) Vasopressors

.
(f) Aldosterone Antagonists

Figure A.3: ROC of medication classification using sub-score of two days
plus deltas.
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.
(a) Beta Blockers

.
(b) Anticoagulants

.
(c) Diuretics

.
(d) Vasodilators

Figure A.4: ROC of medication classification using sub-scores of two days
plus deltas(continued).
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a.2 roc-curves of procedure classification

.
(a) Invasive Ventilation <96 hours

.
(b) Invasive Ventilation >96 hours

.
(c) Non-invasive Ventilation

.
(d) Replacement of aortic Valve

.
(e) Infusion of nutritional substances

.
(f) Single internal mammary-coronary

artery bypass

Figure A.5: ROC of procedure classification using first day sub-scores only.
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.
(a) PTCA

.
(b) (Aorto)coronary bypasss of two

coronary arteries

.
(c) (Aorto)coronary bypasss of three

coronary arteries

Figure A.6: ROC of procedure classification using first day sub-scores
only(continued).



A.2 roc-curves of procedure classification 97

.
(a) Invasive Ventilation <96 hours

.
(b) Invasive Ventilation >96 hours

.
(c) Non-invasive Ventilation

.
(d) Replacement of aortic Valve

.
(e) Infusion of nutritional substances

.
(f) Single internal mammary-coronary

artery bypass

Figure A.7: ROC of procedure classification using two days sub-scores plus
deltas.
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.
(a) PTCA

.
(b) (Aorto)coronary bypasss of two

coronary arteries

.
(c) (Aorto)coronary bypasss of three

coronary arteries

Figure A.8: ROC of procedure classification using two days sub-scores plus
deltas(continued).
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