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A B S T R A C T

As the quality of the data increases so will the time needed to process
the data and increased space needed to store it. One way to counteract
this, is to save the most significant features from the given data, thus
reducing the size. This in return will help reduce time to process the
data, reduce the bandwidth needed and reduce storage space. This
work considers data set from a truck manufacturing company that
has collected data of usage of their trucks saved in a form of a his-
togram. By using different models of deep neural network known as
autoencoders we can reduce the data by 89% while conserving the
most significant features. This neural network will be implemented
on a system on chip from NVIDIA called DRIVE PX which is de-
signed to be the a main component in self-driving cars. The system
possesses a massive computing power that is capable of training deep
model to, for example, detect pedestrians, lanes and much more. The
results were, the simple autoencoder and deep autoencoder showed
best performance in terms of accuracy given this data set and time
taken to train such networks. The simple autoencoder scored an accu-
racy of 94,84% and deep autoencoder scored 95,27%. With the use of
CNMEM and cuDNN the TegraX1 showed a performance improve-
ment by 4 times in GPU compared to CPU.
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"What is my purpose"
"You pass butter"

"Oh my god"
"Ya welcome to the club pal"

— Rick and Morty S01E09
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1
I N T R O D U C T I O N

Deep learning is a powerful machine learning tool, it can caption pic-
tures, recognize people in photographs, detect malware among An-
droid applications [1] and even more. However in order to function
properly it needs a large amount of training data. The Central Pro-
cessing Unit (CPU) aren’t getting faster due to the amount of heat
CPU’s generate with higher clock frequency [2]. This is a major prob-
lem for deep learning as it needs a large amount of data in order
to predict within acceptable accuracy. An alternative way to speed
up performance is utilizing Graphical Processing Units (GPUs). The
initial usage of GPUs was to render graphics and image processing
and with the introduction of General Purpose Graphical Processing
Unit (GPGPU) it is now possible to perform computation that was
normally intended for CPU. The main advantage of a GPU is the
ability to exploit parallelism. It is possible on a GPU to map every
pixel of an image to a separate thread and process the whole image
at once, instead of going through every pixel in a serialized manner.
As demonstrated in [3], this significantly improves the performance
when comparing the two processing units. In order to reap the ben-
efits of executing on a GPU, one needs proper knowledge of thread
management and memory management. For an inexperienced pro-
grammer, this will be a process of trial and error as one will get barely
improvement if these configurations are incorrect.

1.1 background

A GPU is often associated with gaming or image rendering, it was
not until the beginning of 2001 when researchers tried to harness the
power of GPUs. During that year the first non-graphical computation
of matrices was conducted on a GPU [4]. GPUs didn’t have float-
ing point support until 2003 [5]. Before the addition of floating point
support there were problems with overflow of fixed point arithmetic.
In 2006 NVIDIA introduced Compute Unified Device Architecture
which is known as CUDA to the world and made GPU programming
easier and improved performance for everyone.

1
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2 introduction

1.1.1 Hardware platform

NVIDIA is one of the leading company that produces GPUs mostly
for the gaming community but lately this has changed from just gam-
ing related or image rendering to research purposes such as computer
vision, medical vision, protein folding and fluid dynamics [6]. Dur-
ing a Consumer Electronics Show in 2015 [7], NVIDIA presented a
low powered System on Chip (SoC) called NVIDIA DRIVE PX (DPX)
which is an embedded system designed for vehicles. The SoC features
two Tegra X1, which is based on Maxwell architecture and 4 ARM
Cortex-A57 cores. The ARM processors are quad cored with 2MB L2

cache and with a clock frequency of 1.9 GHz. Each Tegra X1 chip’s
core configuration is 256×16×16 and are capable of 512 GFLOPS in
float32 or 1024 GFLOPS in float16. This will allow the DRIVE PX to
process complex neural network with sensor fusion of lidar, radar
and ultrasonic sensors to create a full 3D environment representation
[8].

1.1.2 Deep learning

Deep learning is a type of neural networks that utilize a series of lin-
ear or nonlinear processing units for feature extraction. Each node is
loosely representing as a neuron and are connected to many other
nodes. As a node takes an input and calculate its outcome with a ac-
tivation function f eg. hyper tangent or sigmoid function. If this func-
tion reaches a certain threshold the node will activate other nodes in
the network as a neuron would in our brain. Figure 1 shows an exam-
ple of a simple neural networks. During unsupervised learning the
network can help group data according to similarities among inputs
and if the data was labeled (supervised) it can predict what the new
labels are for the given inputs. The structure of a neural network is
inspired on how a human brain would solve a problem, through a
series connections between neurons.

1.1.2.1 Case study

The data is a collection of recordings from Volvo trucks, a truck man-
ufacturing factory [9]. It is presented as a histogram of two variables
that describe operational profiles of the trucks. For this work the
variables are turbochargers vs boost pressure 2 but there are more
histograms with different measurements. The data is collected in a
period of a year and there is no label information available. Due to
the high dimensionality of the data and the number of parameter a
form of reduction is needed. A lower dimension improves, for exam-
ple data transfer to a central server for predictive maintenance or the
performance in a deep neural network as in lower dimensions result
in faster computation.
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1.2 research question 3

Figure 1: A simple neural network with one hidden layer

Figure 2: An example of the data. The intensity of the color shows how
the usage of the components (in this case, boostpressure and tur-
bocharger).

1.2 research question

Here are some questions we want to answer with this thesis.

1. Is it possible to have a onboard SoC that can train and encode within
reasonable time?

There are equipments that are powerful enough of train these net-
works. NVIDIA has been promoting the idea of self-driving cars
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4 introduction

which requires a series of convolutional networks to detect what ob-
jects are ahead of the car and pedestrians. That is why we have cho-
sen the DPX system because it was designed to be a part of the self-
driving scheme and hence why it has so much performance in terms
of GPU.

2. If so which autoencoder should we consider as a prime candidate?

This work will investigate, a basic autoencoder, deep autoencoder,
stacked autoencoder also known as greeedy based autoencoder and
convoulutional autoencoder and compare the performance in terms
of accuracy and the time required to train such network

3. Couldn’t a main workstation train the autoencoder models beforehand
instead of investing in such expensive equipment?

While this idea is correct, but this work is presenting a way to assist
company that wants to store data from their users behavior of the
vehicle.

4. What is the purpose of compressing data?

Compressing data will save time and money. Removing these will
save time and increase the throughput of the system hence the per-
formance.

In summary we want to:

• Design an neural network that compresses a histogram to lower
dimension.

• Implement the model on the DPX SoC.

• Evaluate the performance according to research question 2.

1.3 methodology

The thesis will take a Assess, Parallelize, Optimize and Deploy cycle
(APOD)[10]. First process, Assess, focuses on localizing the hot spots.
A profiling tool such as NVIDIA Tools Extension or Pythons cPro-
file can be used to localize the hotspots which are functions in the
program that are taking the most time to process. Next step is to Par-
allelize those functions and Optimize it. The last phase Deploy involves
deploying the program in the real world and collected feedback or
find bugs. DPX supports Python and it supports a large collections of
scientific libraries were the prime reason to use it as the primary pro-
gramming language. The deep learning library Keras [11] is the main
choice as it uses both Theano and Tensorflow which are libraries spe-
cializing in tensor manipulation as backend. Tensor can be describe as
a n-dimension array. If however the optimization isn’t good enough
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1.4 outline 5

in Python, we’ll have to rewrite the autoencoder to CUDA and use
the cuDNN library [12] to program the model. The first implemen-
tation will be written on a workstation with a GeForce GTX 1070.
When the autoencoder is ready it will be later implemented on DPX
for evaluation. Due to CUDAs ability to automatically configure the
Streaming Multiprocessors (SMs), the thread-block assignment is not
of a concern. SMs are scalable array of multithread which the CUDA
architecture is built around.

1.4 outline

Chapter 2 contains a literature survey and a discussion of other au-
thors work in the related field. Followed by Chapter 3 which describes
about the neural network and explains autoencoder and its many
different iterations. Chapter 4 talks about the implementation of the
said network on DPX, and the results from the models. In Chapter 5

contains a conclusion of the work followed by Chapter 6 which is a
discussion about future work and improvements.
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2
L I T E R AT U R E

This chapter will talk about the literature related to this work and a
survey of the latest findings in the field of autoencoders.

2.0.1 Literature survey

The latest find in the last 2 years in the field of autoencoder were Fan
Zhang et.al [13]. They introduced a new unsupervised method called
sparse autoencoder to Very High Resolution image classification. The
idea behind the sparse autoencoder is to add a sparsity constraint to
the hidden units. This constraint will discover interesting structures
in the data, even with large amounts of hidden units.

The base sparse autoencoder model has many different iterations,
J.Xu et.al [14] for example presented a stacked sparse autoencoder
which they applied with a SVM classifier to detect breast cancer on
histopathology images. The combination of utilizing an autoencoders
hidden layer as input to a classifier such as SVM is a common practice.
An example of such usage is Sankaran et.al.[15]. He has shown this
concept with his work on Bangla handwritten recognition. Instead of
sparse autoencoder he used a convoulutional autoencoder to gener-
ate the hidden layer which will be used as an input for a classifier
to classify one of the digits of Bangla language. Another popular au-
toencoder model is deep autoencoder, which one utilize a series of re-
stricted boltzmann machines to compress the input data. This model
can also denoise images and audio, as Xue Deng et. al[16] presented
a deep denoising autoencoder that can produce speech features for
noisy reverberant speech cognition.

Feng et. al [17] utilized a stacked autoencoder along with a support
vector machine classifier to classify chinese text found on the internet.
The purpose of having a autoencoder for this case study is to reduce
the irrelevant data and only capture the most important information
and classify those. Similar work have been done by Xu et. al [18] but
they used twitter as input data.

Shopon et. al [19] has shown success with a convolutional autoen-
coder classifying banglan handwriting from CMATERDB dataset. They
achieved a stunning accuracy of 99,5% which is now the best reported
result on that set. This procedure is something to take note from as
it is similar to our work as a histogram is similar to an image, and
we will use the same technique to encode the histogram to a feature
vector.

7
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8 literature

Zejia Zheng et. al’s [20] work is very similar to our thesis. They
used a deep learning network to classify a dataset which is repre-
sented as a histogram. Two key difference is that the data they used
were labeled and they did not use GPU for training. This work how-
ever can give an alternative implementation that requires less layer
therefore less computing power to train the network.

D. Mukunoki et. al [21] mentions a problem that is true among all
GPUs, the performance is dependent on the configuration of threads
per thread-block. This is one of the optimization parameter we can
exploit to achieve more performance from a GPU and also one of the
harder to configure. The paper presents a model that automatically
determine the number thread-blocks, warps, and grids before execut-
ing a kernel on GPU. They also demonstrated in the paper nearly
optimal thread-block for several kernels on Kepler and Maxwell ar-
chitecture GPUs. This thesis will expand this subject into Maxwell ar-
chitecture and also optimize memory management as well as threads
with deep learning.

Y. M. Tsai et. al [22] used deep learning to autotune kernels of
OpenCL, which is an open sourced framework for parallelized pro-
gramming. They made a kernel that autotunes the threads to the
given data structure with a highly optimized convoulutional neural
network implmentation in OpenCL. This work is quite useful since
this automatically assigns threads which is a much needed quality of
life addition for GPU developers.

G. Hegde et. al [23] developed an extension to a framework deep
learning framework called Caffe. The extension is called CaffePresso
and it was designed specifically for low powered embedded system.
The paper shows how the performance was on several different em-
bedded systems such as Parallella and Nvidia Jetson TX1 and other
systems. This framework could be an alternative if TensorFlow or
Keras isn’t sufficient enough performance wise. Also this is designed
for low powered embedded system which NVIDIA DRIVE PX is.
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3
A U T O E N C O D E R

This chapter discuss the main tool used for this thesis.

3.1 autoencoder

These neural networks are unsupervised and are tasked to compress
and reconstruct a given input. The network consists of two parts, en-
coder and decoder. The encoder learns the most important features
of the given input whilst the latter decoder learns to reconstruct the
encoding data back to the original data. The compression of the data
is achieved by having a hidden layer which dimensions smaller than
the input data. This forces the network to learn the most important
features of the data in order for it to later be reconstructed. Suppose
that we have a data input of size 10×10. We flatten the data for easier
visualisation which gives us one long data array of 100 elements. If
we however used a 50 element layer as the hidden layer this will give
us a compressed version of the input data in 50 elements instead of
100 and thus achieve 50% compression of the data. After the decoder
reconstructed the compressed data we will compare the results with
the input with a loss function that back propagates into the network
for adjustment.

Figure 3: The basic construction of autoencoder

9
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10 autoencoder

Figure 4: An example of Deep model

3.1.1 Different Autoencoder models

There are many different kinds of autoencoder that can achieve vari-
ous specification and uses. For example Feng el.al[17] used a stacked
autoencoder along with a SVM to classify chinese web pages. G.E
Hinton el.al[24] purposed a solution when gradient descent isn’t suf-
ficient enough as a loss function for autoencoders. He calls purposed
model, deep autoencoder. A convolutional autoencoder can be used
for images or video footage for easier feature extraction and classifi-
cation.

3.1.1.1 Simple Autoencoder

The most simple model of an autoencoder is a single hidden layer
that is the hidden layer is less than the input layer, an example of this
model refer to figure 3. However even though this will get the job
done, the size of the hidden layer matters depending on how many
significant features the input data has.

3.1.1.2 Deep Autoencoder

Another approach to simple autoencoder is to continuously feed the
input into smaller layers until desired encoding and for decoding is a
mirrored model of the input increasing in size rather than decreasing.
Both encoding and decoding must be symmetrical (see fig.4). Lets
sketch out an example encoder:

100(input)− > 60− > 30− > 10

and the decoder works in similar fashion:

10− > 30− > 60− > 100(output)
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3.1 autoencoder 11

Figure 5: The input will train feature 1 with labels of the output (which is
the input), the feature 1 will be later be used to train feature 2 with
labels of features 1.

An example of application of this network is image search. After the
image have been compressed into 10 numbers it then compares that
vector to all other in its index. Matching vector will be returned for
the search query and translated into their matching image. Other ap-
plication for network is data compression, such as semantic hashing.

3.1.1.3 Stacked Autoencoders

This autoencoder will use the same model as the Deep Autoencoder
but instead of randomly initiate the layers it pretrains the layers with
series of simple autoencoders. Figure 5 shows the process of training
a Stacked Autoencoder. The input layer X will train first feature Y.
Next step is to use Y as a input to the second feature Z. Continue this
until you achieve you desired encoding. The benefits of this kind of
network is it captures features well. Keep in mind that autoencoders
generally learns good representation of the input, so the first layer
will learn the first-order features (eg. edges of an image), the second
layer learn the second order features from the first-order features and
so on.

3.1.1.4 Convolutional autoencoder (ConvAE)

If the input is an image it make sense to use a ConvAE, since in
practice it behaves like a regular convolutional network(ConvNet).
The network works as a general ConvNet as in it uses convolutional
operations followed by maxpooling. It continues the procedure un-
til desired encoding which later the decoder needs to "reverse" the
encoding. Convolutional layer can be explained with a flashlight that
casts a light with fixed size (eg, 2×2 filter) over the image. The lit pix-
els will be multiplied elemental wise with the flashlights filter. The

[ September 4, 2017 at 9:22 – classicthesis version 4.0 ]



12 autoencoder

Figure 6: A maxpooling operation with 2×2 filter with a stride of 2

flashlight later move to the next pixel if the stride is set to 1 or two
next pixels if stride is two and so on. Once you reach the edges we
can use zero padding to fill the edges of the image with zeroes. Recall
our example data of 10×10, if you would add zero padding of two
then our new image would be size of 14×14. Rectified Linear Units oth-
erwise known as ReLU is a common activation layer to achieve non
linearity in the network. The function is max(0, x), eg. if a value is
less than zero it will return zero otherwise return that value.

A maxpooling function 6 is used to down sample the data. This op-
eration will rapidly reduce the spatial dimension but this serves two
purposes. One that is easier to compute the remaining image which
is 75% size of the original image. Second purpose is to prevent over-
fitting. Dropout layer is another method to prevent overfitting. This
layer randomly drops connections and sets them to zero to the next
layer that is connected to it.
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4
E X P E R I M E N TA L E VA L U AT I O N

Method and results will be presented here. As well as evaluation and
discussion of the results.

4.1 implementation of neural network

The implementation of the neural network on Drive PX(DPX) had
two problems during development. First problem being not fully uti-
lizing the two Tegra X1 processor and second problem being the in-
stallation of the speedup library cuDNN. The deep learning library
Keras uses two different backends for tensor calculation, Tensorflow
and Theano. There wasn’t any simple solution to install Tensorflow
on ARM64 processor as one has to compile Tensorflow from tarball
and that operation requires a lot of allocated memory in order to
work. The DPX operating system is called Vibrante Linux and it is
developed specifically for DPX systems and also used in their latest
system Drive PX2. The default installation of Vibrante doesn’t allow
allocating disk space for memory such as swap and fallocate.
Fortunately the installation of the other backend, Theano went fine
via python’s package management system pip. By default configura-
tion Theano executes on CPU this can be changed this by adding a
configuration file on your home folder. From there you can explicitly
choose if you either want to use CPU or GPU. While in GPU-mode
there are two extra configuration to increase the performance further,
one is to allocate GPU memory via CNMEM and the second is to use
cuDNN. CNMEM is a library developed by NVIDIA that helps deep
learning library manage CUDA memory. The current configuration
is at 40% of the GPU memory, if you try to allocate > 40% the DPX
system crashes. Last speedup is cuDNN, which is a library that pro-
vides highly tuned operations for activations layer, backwards and
forwards propagation of convoulutional layers, pooling and normal-
izations. However the installation of cuDNN proven to be compli-
cated. The initial installation of Vibrante provides a version of CUDA
which supports embedded systems such as Tegra X1. Unfortunately
Vibrante didn’t install cuDNN by default and none of the instruc-
tion or help provided by NVIDIA website and by their development
forums helped. However Vibrante provided some demos to demon-
strate of some features of DPX such as lane, and pedestrian detection.
Among those demos there were one that demonstrated an example
of deep neural network and luckily it used the same cuDNN library
files. By putting those files to the folder were Theano checks when

13
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14 experimental evaluation

Mode Seconds per
epoch

CPU 22

GPU /w CNMEM 11

GPU /w CNMEM + cuDNN 5

Figure 7: Each epoch consists of 60000 data of the MNIST dataset.

it tries to load cuDNN, and it works. It loaded the library but it still
gives errors and it refers that the header file version being incorrect.
This was correct by editing the header file and change the version
number to match the library files. An initial test 7 with the modified
cuDNN were tested to assure that everything worked properly, and
the result yielded a huge improvements compared to CPU, GPU and
GPU with CNMEM. With everything enabled the speedups is 4 times
faster. However this test was conducted on one of the two Tegra X1.
This was discovered by the provided manual as they stated that the
two Tegra X1 are connected via USB interconnection within the hard-
ware. The Tensorflow library is able to distribute work over multiple
GPUs and should be the next step if one would follow up on this
work.

Another limitation were discovered during training of the autoen-
coder model, and that was memory limitation as DPX couldn’t hold
as much data as the workstation. The solution were to split the input
data into smaller batches with a generator function that allocates data
when needed rather than allocating everything at once.

4.1.1 Setup

Every autoencoder model mentioned in the previous chapter has
been implemented with Keras. The training data used is a collection
of histograms that all share a similar feature. The shape of the data is
10×9, and some preprocessing were required in order to used in the
described networks. Most of the networks except for ConvAE have
their data flatten to a 90 long vector because it doesn’t need to be an
image for those networks. The ConvAE model had its input data pre-
processed because of the odd numbers of the data shape. The prepro-
cessing was to add columns and rows with values of zero to X-axis
and Y-axis in order to keep the data square shaped for easier con-
voulutional operation. There are 600 000 available data samples that
can be split into training, validation and test sets and they are sorted
in folder after dates when they were collected. The data shows the
accumulative value of the variables. The histograms differs because
of the usage of these variables thus the values among all histogram
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4.2 results 15

differ from each other. The chosen layer configuration for the simple
autoencoder is:

90− > 10− > 90

The deep model had their layer configuration to

90− > 60− > 30− > 10− > 30− > 60− > 90

The stacked autoencoder followed the same layer configuration as the
deep model. The convoulutional autoencoder compresses the data to
a two dimensional shape along with a channel of a certain depth.
Figure 8 shows the model of the Convolutional autoencoder, it takes
a preprocess histogram of 12×12, followed by one 2×2 convoulutional
layer and one 2×2 max pooling layer and repeats this one more time.
The size of the hidden layer is 36 dimensions.

Figure 8: The ConvAE model.

4.2 results

The optimizer of choice is adadelta[25] and the loss function is the
mean square error. Adadelta was chosen because of its utility of de-
creasing the learning rate as the epochs increases thus preventing
large weight changes on the network. Other loss functions were con-
sidered but since the data represented the cumulative value thus is it
not possible to normalize the values to binary that is why cannot use
binary cross entropy. The learning rate is at the default value of 0.01

which Keras recommends. During the development of the network a
smaller sample of the data were used to train the data to check if the
network actually improves.
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Type of network Encoding Training (s) Parameters Accuracy KFold

SimpleAE 89% 200 10950 94,87% 95 ± 1,1%

DeepAE 89% 250 15280 95,27% 94,39 ± 0,75%

StackedAE 89% 828 15280 94,65% 95,53 ± 0,3%

ConvAE 2D 75% 500 409 92,09% 92,76 ± 2%

DeepAE 12x12 89% 300 21814 93,17% 92,76 ± 2%

Figure 9: A table of parameters of the various networks, the training was done on a GTX 1070. During training, 150 000 data were used as training
data, 43 000 as validation data and the test set consisted of 21 400 data. 50 epochs were done during training. The KFold were conducted
with 30 000 data with 10 folds. The inital value of KFold were calculated via mean of the test accuracy, the uncertainty is the mean of top
end and low end.
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4.3 discussion 17

Table 9 summarize the results of the tested models. The evalua-
tion is based on number of parameters against accuracy. Training
time of the autoencoders is correlated to number of parameters, so
small parameters results shorter training time. The evaluation is done
this way because this network will later be implemented on DPX
which doesn’t have the same performance capacity as the worksta-
tion. Therefore a low training time is important as well as accuracy.

4.2.1 Overfitness

There were some issues with overfitness that were exclusive to one di-
mension AE networks. During training of these models the validation
data fluctuates in accuracy from 97% to 44%. This is a sign of overfit-
ness [26]. There are three different solutions [26] for solving this. One
is to lower the learning rate of the weights for the later epochs during
training, two is add Dropout layers which forces the network to gener-
alize the training data and last method is to add regularizers either L1,
or L2 to the network. All these suggestion were looked into. The first
suggestion were already implemented by choosing Adadelta as opti-
mizer. Regularizers L1 were implemented in the final model of all 1D
models (simpleAE, deepAE, stackedAE) as it solved the overfitness
but at a cost of lowering accuracy. Both activity and weight regulariz-
ers were applied as activity regularize the output of the layer whilst
weight applies to the weights of the final layer. The ConvAE doesn’t
suffer from overfitness as they have pseudo overfitness measure in
the shape of maxpooling layers.

4.3 discussion

This section will discuss specific about a type of model.

4.3.1 Overall comments

General performance with respect to accuracy can be seen in Figure
10. The conclusion that can be made is that beyond 90 000 training
files the accuracy plateaus. By giving more files than 90 000 the mod-
els reaches a plateau as in the accuracy doesn’t increase any further
no matter how many files it gets. In terms of training time against
training files the Figure 11 shows that every model follows a linear
growth as the training files increases. The different training times de-
pends on the operations or the number of parameters in that given
network.
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18 experimental evaluation

Figure 10: Shows the accuracy against training files.

Figure 11: Training time vs Data, TegraX1 is represented with whole line,
while the workstation performance is thicker dashed line of the
same color.

4.3.2 Simple Autoencoder

As one reduce the hidden layer in the simple autoencoder the ac-
curacy will reduce significantly as the network can not longer con-
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4.3 discussion 19

tain all the significant features. This is shown in figure 12. The figure
shows the accuracy of a test set with different size of hidden layer.
This however didn’t significantly impact the accuracy by whole lot
so this AE is still among the top contender. Due to the simplicity of
the given data the features aren’t complexed enough (relative small
histograms) the simple autoencoder provides with a fast and reliable
model given that we add some measures to control the overfitness
such as L1 regularizer.

Figure 12: An experiment showing that the size of the hidden will impact
the accuracy of the neural network.

4.3.3 Deep Autoencoder (DAE)

The deep autoencoder performed really well on the test accuracy but
the training time is on the higher end. In our chosen model we’ve
chosen to have two layer before the hidden layer and the question
stands how will the neural network reconstruct the data with N layers
before the hidden layer, will it be more efficient than our original
model? The test will be performed under these circumstances, 150

000 data were used were as 70% of the data will be training data, 20%
for validation and 10% will be used to test the model. The data is
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collected once and the same data will be used to train all models. The
layer configuration follows

datainput

(n+ 2) + 10
(1)

were datainput is the desired input matrix, and n is the number of
layer. The following graph 13 shows the results. This test concludes
that by having two layers before the hidden layer provides best accu-
racy on the given test set and the accuracy slowly decreases as the
number of layers increases.

Figure 13: Shows how the amount of layers effects the accuracy of the test
set.

4.3.4 Stacked Autoencoder (SAE)

The biggest drawback for this model is the training time. Due to hav-
ing to train 3 separated models then having to train the whole model
again takes significantly longer time. Even with the pretraining of the
separate layers it didn’t outperform the DAE or the simple autoen-
coder in terms of accuracy on the test set. Even though it had second
highest K-Fold accuracy, it comes with flaws. An example of this is
shown in Figure 14. The SAE couldn’t reconstruct the last parts of the
data and it also spawned a pixel which is marked by a green circle.
Another example is 15 shows another error in reconstruction and the
SAE wasn’t able to reconstruct most of the shape.
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Figure 14: The reconstruction error of Simple and Stacked Autoencoder. Test
picture is the original data, and their output from the respective
model. Deep wasn’t include because it showed similar results to
Simple.

Figure 15: Another example of the reconstruction error of Simple and
Stacked Autoencoder.

4.3.5 Convoulutional Autoencoder (ConvAE)

There are two different ways of representing the hidden layer in a
ConvAE. It can either be presented as a 1D flatten image or as a 2D
image representation and both version have been investigated. Which
model performs better for this dataset? The configuration of the mod-
els are shown in Figures 8, 16, both were trained under the same
conditions as in, same amount of training and validation data and
the results were concluded with a test set. The results can be seen
in Figure 17 for 1D and Figure 16 for 2D. The clear difference be-
tween these two models are the reconstructed data. Aside from some
small pixel intensity difference, the biggest lost between the two mod-
els are the sparse data were as the 1D model cannot reconstruct the
data correctly. There were many different iterations of the 1D model,
as in changing the optimization method, adding dropout layers and
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changing the dimensions of the convoulutional layers but the spot
still stands no matter what.

Figure 16: An attempt with ConvAE whos hidden layer is a shape of 1D.
The three layers before flatten and after reshape is exactly as 8

Figure 17: ConvAE with 1D dimension as hidden layer, notice the disparity
on the second column. First row is the test data, second row is
the reconstructed.

4.3.6 Chi-Squared

To verify if the reconstructed data is preserved we can use a distance
measure between two histograms. In [27] explains the concept of us-
ing Chi-Square as a tool to compare two histograms of their similarity.
The Chi-Square equation follows:

n∑
i=1

m∑
j=1

(xij − yij)
2

(xij + yij)

were x is the element of the first histogram, the input histogram in
our case, and y is the element of the second histogram, our output
histogram. If the sum of this equation is zero that means that the
histogram are the same.
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Figure 18: The selection of 10 randomly selected histogram

Type of network 1 2 3 4 5 6 7 8 9 10 Sum

SimpleAE 0 33,63 52,13 18,08 0 0 148,35 142,54 124,77 0 519,5

DeepAE 0 39,41 61,47 15,20 0 0 182,76 73,71 72,06 0 444,6

StackedAE 0 27,33 73,44 28,85 0 0 500,39 151,31 88,11 0 869,433

ConvAE 1D 0 9,31 139,85 41,23 0 0 630,91 261,62 114,48 0 1197,39

Figure 19: Each column is the sum of the Chi-Square for the corresponding image.
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24 experimental evaluation

We have chosen 10 histograms shown in Figure 18 from a test
set and conducted a Chi-Square measurement to evaluate how each
model performed. Each of the columns of table 19 represents the Chi-
Square distance between the input and the output histogram. The
last column sums all the Chi-Square distance of the model to mea-
sure how the performance was compared to other models. All of the
models were able to reconstruct the sparse histograms, and we could
also see that ConvAE 1D seems to have largest reconstruction error
whilst DeepAE had the least errors. We can conclude that both Sim-
ple AE and DeepAE are the top two among the suggested models
given to the performance of the reconstruction and training session.
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Both simple AE and DeepAE outperformed their competitor of be-
ing the most efficient model given this data set. Simple AE has the
advantage of being fast to train and produce an adequate accuracy
whilst DeepAE with additional training time performed much bet-
ter in terms of accuracy. The DAE and simple AE showed similar
results while SAE underperformed with its significant reconstruction
errors. These errors could be an effect overfitness caused by excessive
training sessions of the SAE model. Extra overfitness prevention may
needed such as additional dropout layers or more regualizers.

The advantage of having the non-ConvAE model is that the given
dataset doesn’t need any form of preprocessing in order to be fed
to the network as one can flatten the data to one long array. As for
ConvAE depends on the shape of the data as in our case 10×9, which
is an abnormal shape to perform maxpool. For example with a 2×2

maxpooling kernel tries to process a 10×9 this will give a new data
of 5×4 since working with tensor the index cannot be a float, it must
be an integer. When trying to upscale this data back to original form
you will get a conflicting error saying the data size doesn’t match
since the new data shape is 10×8. That is why the data required to
be preprocessed to 12×12 which resulted in a slightly larger model.
The larger size results in longer training sessions which could be oth-
erwise avoided.

The performance of the ConvAE could be improved if the com-
plexity of the given data set would be higher eg. a larger image or
multicolor channels such as RGB. Shopon.et.al [19] had huge success
with their dataset of achieving 99,5% accuracy with a ConvAE. The
main difference between our work is that the their dataset were larger
32×32 to our 10×9. The implementation to the DPX were successful
as it was able to replicate the training process as it did on the worksta-
tion with no interference. GPU optimizations such as CNMEM and
cuDNN were successfully implemented and showed significant im-
proved compared to CPU mode of Tegra X1.

25
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F U T U R E W O R K

6.1 the keras backend, tensorflow

To further improve the performance of DPX one can install Tensor-
flow on the system. This must be done via compiling their own kernel
to the DPX since the default kernel doesn’t allow for additional mem-
ory. If successful, one can proceed to compile Tensorflow from tarball
and once completed it is possible to distribute the training session
over the two Tegra X1s. The reason why Tensorflow wasn’t chosen
as the primary backend were priorities of developing an adequate
autoencoder or compiling a new kernel for DPX.

6.2 expanding the models to gans or vae

The purposed AEs models mentioned in this thesis are the basic to
the intermediate models, but there are more complexed models such
as Generative Adversarial Networks (GAN) and Variational Autoen-
coder (VAE). For example GAN sees application of reconstructing 3D
images from 2D images [28], Facebook [29] reportedly uses this net-
work and recover features from artificially degraded images [30].

27
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