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A B S T R A C T

For this master thesis project we have been working towards mod-
elling the lifetime maintenance needs of a Volvo truck. Such a model
could accurately estimate problems a truck may encounter at any
given point in time. We were provided with records from workshop
visits going back over a period of 10 years. In this thesis we have
performed an exploratory data analysis involving both data mining
and machine learning techniques in order to extract the most useful
information from it. In order to separate different types of service
events from each other two different clustering techniques have been
used. Also, an operation distinction algorithm have been created to
separate maintenance operations from repair operations on the trucks.
In this thesis we have also pointed out issues in the data and given
suggestions for continues work towards building a model of a trucks
lifetime maintenance needs.
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1
I N T R O D U C T I O N

This chapter continues with the problem definition, explanation of
the dataset, the goal and contribution of the project. In Chapter 2

the literature needed for the project is covered, which is followed by
the preprocessing work on the data in Chapter 3. In Chapter 4 the
methodology is described with the results presented in Chapter 5. In
Chapter 6 a discussion together with the conclusions from the meth-
ods used in this thesis can be read. Lastly in Chapter 7 some sugges-
tions of future work are presented.

1.1 problem definition

This master thesis project aims at analyzing vehicle service records,
going back over a period of 10 years, of workshop visits, detailing
repair and maintenance work for Volvo trucks. The idea is to use ma-
chine learning and data mining techniques in order to find structure
and regularities in the dataset. From both a scientific and a practi-
cal point of view it is interesting to provide classification of different
service events.

In order to make better use of the dataset it is necessary to extract the
most useful information from it. This could be both simpler extrac-
tions (e.g. what are the most common faults and long term driving
cost factors) but it could also be more complex and abstract extrac-
tions (e.g. distinguish between repair and maintenance actions or op-
erations affecting different subsystems of the vehicles). Also it is in-
teresting to find similar service events and classify them accordingly.

With a detailed knowledge of the dataset a model creation of a trucks
lifetime maintenance needs is possible. Such a model could at any
given point accurately estimate the problems a truck may encounter
at any given point in time. For example, it could model components
state of health/wear, or the relationships between various faults using
Partially Observable Markov Decision Process (POMDP) and Bayesian
networks respectively.

1.2 dataset

The dataset of Volvo trucks provided for this project is represented in
a complex, structured form and contains different vehicles, different
faults and different components. The dataset contains of 187 944 dif-
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4 introduction

ferent vehicles from 210 different marketing types. All data in the set
have been gathered from approximately 5.7 million workshop visits
with a total of 84.5 million operations. Each unique operation have
a code identification number, a total of 442 958 different operations
have been done on the vehicles.

1.3 goal

To investigate the possibility of using POMDP and Bayesian networks
to model detailed knowledge about a trucks lifetime maintenance
needs, is the overall goal this thesis have been working towards. In
order to reach this goal, subgoals have been set up which are crucial
for gaining enough knowledge.

The subgoals of this thesis is to explore the data, find structures in it
and extract the most useful information form it. This involves com-
paring workshop visits and to find different types of service events.
Also to find groups of operations that commonly happen together
and to distinguish between different types of service visits, such as;
visits related to maintenance work and visits related to repair work
on the trucks.

1.4 contribution

The main contribution of this thesis is the exploratory data analysis
of the provided data. During this exploratory analysis three different
modelling techniques have been applied; clustering, frequent itemsets
and operations distinction.

This thesis has investigated the possibility of grouping different ser-
vice events using two clustering techniques, hierarchical and density-
based clustering. Also, this thesis has shown the possibility of separat-
ing maintenance action from repair actions made on the trucks. This
was done by finding frequent itemsets of maintenance operations and
model their characteristics. The distinction is done on each individual
operation and is solely based on when the operations are done, with
no further information about the operations. Other information about
the truck, such as; age, model, mileage, etc. are not used.
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L I T E R AT U R E R E V I E W

This chapter contains a literature review on work related to this the-
sis and has been divided into four sections. Since this thesis aims
at exploratory data analysis, in Section 2.1 three processes for data
exploration are presented. Section 2.2 covers previous work on data
which are similar to the data provided for this thesis, also in this sec-
tion it’s described how other work differs from this thesis. Literature
about the two modelling approaches mentioned in Section 1.1 are
presented in Section 2.3 and Section 2.4.

2.1 exploratory data analysis

Many methodologies or processes for Knowledge Discovery and Data
Mining have been presented, one of them the Knowledge Discovery
in Databases (KDD) process presented by Fayyad et al. who refers to
the KDD as an overall process for knowledge discovery and the Data
Mining as one step in that process. The Data Mining step in the KDD

process is where specific algorithms are applied for finding patterns
in the data. The KDD process itself is built up by the five steps listed
below[8][7];

selection : Selecting the target data and set up goal for the KDD

process.

preprocessing : This step targets the cleaning of data, handling
noise and missing values.

transformation : Possible transformation of data and dimension-
ality reduction.

data mining : This step consists of selecting specific data mining
methods to match the goal in step one and to search for inter-
esting patterns. This can include classification, regression and
clustering.

interpretation/ evaluation : The last step is the interpretation
and evaluation of the patterns.

Another process for data mining is the Cross Industry Standard
Process for Data Mining (CRISP-DM) reference model which is formed
as a cycle, rather than a time line, with the argument that the data
mining is not finished just because a solution is found. Knowledge
found from previous steps often trigger new, more precise, questions

5



6 literature review

[17]. The CRISP-DM reference model contains six steps; Business Un-
derstanding, Data Understanding, Data preparation, Modelling, Eval-
uation and Deployment. The first step of the cycle, Business Under-
standing, is where the definition of the project is decided along with
a possible project plan etc. The Data Understanding step is when the
initial look at the data happen. This is when one can expect to dis-
cover the first insights about the data and also potential problems,
such as unreliable features. In the Data Preparation step the data is
cleaned, transformed and prepared for the modelling step. Features/
attributes might also be selected at this step. In the modelling step,
various types of data mining algorithms are applied and in the Eval-
uation step, these models are evaluated until a decision on the use
of the results is reached. Finally the Deployment step consists of a
maintenance plan, final report, review of the project etc. [14] [17].

A third well-known methodology is the SEMMA process developed
by SAS Institute. SEMMA being the acronym for sample, explore,
modify, model, assess, which refers to each step in the process. In the
sample step, a smaller portion of the dataset is extracted. This por-
tion needs to be small enough to easily manipulate but at the same
time large enough to contain useful information. General pattern will
still be traceable in the sample and reduce the processing time signif-
icantly. In the explore step, the user search for unexpected behaviors,
outliers and anomalies in the data. The modify step of the SEMMA
process is similar to the data preprocessing step in the CRISP-DM pro-
cess. This is where the user selects, transform and estimates attributes
for the modelling step. The fourth step, model, is where the user con-
struct models to find pattern and predict outcomes. The last step is
the assess step and in this step the user evaluates the results from the
modelling [13].

The initial steps in the processes are essential for data mining projects.
Also, all of these steps are easily understandable and simple to follow.
A general process or guide line can often be followed regardless of
how the data looks like or behaves. However in the modelling and
evaluation step, where all data mining project will be very different,
a general model is not as beneficial. The selection of which modelling
techniques that shall be used and in which order depends on the data
and the goals of the modelling process.

2.2 related work

For this thesis we were provided with field data gathered by the man-
ufacturer over a period of 10 years. In many industries field data is
used to improve product quality and to decrease the cost in terms
of warranty replacements. For automotive vehicles, in the case of a
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break-down during the warranty time, information about the prod-
uct failures are reported back to the manufacturer. This data is often
strictly confidential for most companies since it related to the product
quality. Field data of product failures that occur beyond the warranty
time is often incomplete and not reported back to the manufacturer
[3]. The reliable data which are gathered for vehicles are obtained
with the three different ways listed below [5].

• Manufacturing and assembly. Include information such as; Vehicle
identification number (VIN) date of production, different pro-
duction attributes, suppliers data etc.

• Information from the dealership, e.g. VIN and sales date.

• Data from repair shop visits or service events. This data can
be detailed information of repair-related operation code (labor
code), mileage at repair, cost, repair time and more.

As a result of the confidentiality of the data, published literature
on the matter are limited. However in 2006 Buddhakulsomsiri et al.
published a paper where association rules was generated to analyze
automotive warranty data [5]. The data used were collected over 2

years and contained 684 038 warranty claims from a specific vehicle
model. Each record contained 88 attributes with a total of 2238 dif-
ferent repair labor codes. In the paper an algorithm for association
rule-generation was presented. The algorithm finds relationships be-
tween the product attributes and the cause of failure and are repre-
sented in the form of IF-THEN rules. The IF part of the rules includes
the set or attributes for the product, e.g. production date, repair date,
mileage at repair, engine type etc. The THEN part is the outcome,
i.e. the labor code or failure, if any is to be expected. Because of the
number of different labor codes, a large number of association rules
were to be expected. The authors therefore removed all redundant, ir-
relevant and non-useful attributes and were able to get the number of
attributes down to a number of 10. Although the research presented
by Buddhakulsomsiri et al. is seemly similar to the goals that are to be
achieved in this thesis project there are some significant differences.
In the presented paper [5], the authors are working strictly with war-
ranty data and the cost of the repairs have a central role. More impor-
tantly the labor codes represent a specific failure of the vehicle. In this
thesis, we have focused on analyzing the 442 958 different operations.

In 2008 a research based on Buddhakulsomsiri et al. research was pub-
lished. In that paper, a sequential pattern mining algorithm for auto-
motive warranty data is presented [6]. The data that were used in that
research have the same feature as the data presented in [5], with labor
codes for the vehicle faults. The research presented in [6] is an exten-
sion of the research presented in [5] and also uses association rules
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in the form of IF-THEN rules. However this research finds sequential
patterns of vehicle faults and the IF part of the rules includes labor
codes which occurred at an earlier time, instead of product attributes,
as in the previous research. The THEN part of the rules also includes
labor codes but which occurred at a later time. The research shows
to find patterns of vehicle faults using the labor codes. However, the
research have the same difference to our project with the labor codes
compared to our operations, as the research presented in [5].

2.3 pomdp

When a decision needs to be made about what action should be taken,
the action that immediately gives the highest rewards is not always
the best one in the long run. It’s for these types of decision Markov
Decision Process (MDP) can be useful. A MDP model is completely
observable and has four components; set of states, set of actions, tran-
sitions and immediate rewards. With those four components there are
numerous algorithms for finding the solution, also called policy, for
the MDP. The algorithm finds the finite horizon solution for the MDP

model, i.e. finds the solution for a set number of decision. The algo-
rithms is a value iteration algorithm which uses the four components
to derive the value in each state representing the best action to take.

A POMDP model is similar to a MDP model with one significant differ-
ence. In a MDP model the current state is completely known from the
environment. However in a POMDP model the environment only pro-
vides an observation which gives an idea about the current state. This
observation is probabilistic and therefore an observation function is
needed to give probability of each state. The value iteration algorithm
to solve POMDPs needs to map the probability distribution over the
states of actions. There are many algorithms for solving POMDPs, one
being the witness algorithm presented by Kaelbling et al. [9]. The wit-
ness algorithm was implemented to improve the complexity of the
value-iteration algorithm. Instead of computing the value-function
directly the witness algorithm creates a set of policy trees in poly-
nomial time. Then the value is computed for the union of the policy
trees. Except for the witness algorithm, Kaelbling et al. also mentions
a numerous amount other algorithms that can be used for solving
POMDPs. Many of them focusing on being faster algorithms than the
alternative, but also simpler algorithms for solving POMDPs.

The paper presented by Monahan [11] is a survey of models and al-
gorithms for POMDPs. Following the survey the author also presents
a general framework for actions and finite state. Within the frame-
work the author discusses different models for learning, quality con-
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trol, machine maintenance etc. Lastly, the author presents some algo-
rithms for finding the optimal solution for POMDPs.

2.4 bayesian modelling

There are many different techniques for Bayesian modelling in Ma-
chine Learning. The article [15] by Seeger introduces the concept of
Bayesian statistics and gives a review for several of these techniques.
The author does not go into depth explaining the different techniques
but instead does this on a higher level. However the article offers
numerous of references to each of the techniques explained for the
reader to find deeper knowledge. Some of the techniques brought up
in the article are listed below.

• Graphical Models

• Mixture Models. EM Algorithm

• Hidden Markov Model (HMM)

In [12] the author gives an in depth explanation of how to model
sequential data. The author both discuss how to represent different
kinds of models as Dynamic Bayesian Network (DBN) and describes
how to learn DBN models from sequential data. Also a way of repre-
senting Hierarchical HMM as DBNs is presented. As an appendix for
the thesis, the author gives a tutorial on how to do exact and approx-
imately inference in Bayesian network.





3
D ATA E X P L O R AT I O N A N D P R E PA R AT I O N

In this chapter all data preparations and explorations that have been
done is covered. The chapter contains both results and discussion
from this step.

Data exploration is vital in the beginning of any data mining project
to get basic knowledge about the data. This is however, an ongoing
process which carries on through out the project. At first it is im-
portant to learn the essential information about the data, such as size,
the number of vehicles, the number of visits and statistics. Once that’s
been done, data transformation, estimation of attributes and attribute
selection is done.

The provided data for this thesis have been gathered in a database
from 5 669 389 workshop visits. In this section we explore the se-
lection of attributes. The database contained over 15 attributes, from
three tables, which needed to be reviewed to see which ones to use.
In Table 1, Table 2 and Table 3 below an example of the tables with
useful attributes can be seen. Attributes which are not in the tables be-
low was not of interest for this thesis and was therefore immediately
removed. In Table 1 the main information about the visits is stored.
This contains a visit ID, VIN, date and mileage of the vehicle. Table 2

is connected to Table 1 in the database through the Visit ID and con-
tains information about which marketing type the vehicle belongs to
and the age of the vehicle. Table 3 is connected to Table 1 in the same
way as Table 2 and each visit can have over 30 operations connected
to it. This table contains the Code ID of the operations that were done
at the visits as well as the quantity of each one of them. Each unique
operation have a unique Code ID (e.g. each sensor replacement or
each oil filter part have a unique Code ID). In total, this sums up to
approximately 443 000 different operations.

Table 1: Visit table

Visit ID VIN Date at repair Mileage

1000000 3383 2007-7-11 950

24642553 3383 2007-10-25 1531

The data have been gathered for a period of over 10 years from dif-
ferent workshops in different countries. Some of the attributes have
not been fully recorded and are therefore unreliable and unable for
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12 data exploration and preparation

Table 2: Vehicle information table

Visit ID Marketing type Age in months

1000000 FH13 42T 12

24642553 FH13 42T 15

Table 3: Operations table

Visit ID Code ID Quantity

1000000 338 1

1000000 282 1

24642553 580 1

24642553 78 1

us to use. This is another step in the attribute selection, where at-
tributes which might be of interest needs to be removed because of
the unreliability. For example, it was found that only for 4.5% of the
records, the vehicle had an age and therefore that attribute was never
used. Before we decided to omit this attribute we did investigate the
possibility of estimating the age of the trucks, based on date of first
workshop visit and the mileage at that time. We did however decide
not to continue with the estimation and this attribute was never used
for this thesis.

We also found that the mileage of the trucks was not properly recorded
for a majority of the dataset. This attribute had a lot of missing values
and also, in some cases, the mileage of the truck was lower at a later
date. The mileage was however considered reliable enough for parts
of the data, so the mileage was furthered investigated and used in
some modelling methods.

In total the vehicles in the dataset come from 210 different marketing
types. We found that over 1/3 of the vehicles comes from the very
same marketing type. The number of operations made strongly de-
pends on the number of marketing types as two operations of the
same kind, such as an oil filter replacement, will have different code
ID:s if the oil filters are different. In this theses, we have focused on
the 1/3 of the dataset with trucks from the same marketing type,
which still gave us 2 203 647 workshop visits to work with and at the
same time lowered the number of operations significantly to a total
of 216 850.

In Figure 1 an operations frequency plot of the top 1000 most fre-
quent operations for vehicles from the FH13 42T marketing type is
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presented. With over 200 000 unique operations, the bar plot shows
that very few of them are frequently used. Close to 50 operations have
been recorded in 2% or more of the visits.

Figure 1: Operation frequency bar plot with the 1000 most frequent opera-
tions

From inspecting the dataset it was found that in some cases, the op-
erations that were done at a workshop visit, were recorded under
several Visit ID:s. When the work on the vehicle goes on for more
than one day, this seems to always be the case. Different visits in a
consecutive days are not believed to be likely and therefore, when the
mileage have been recorded correctly (and the mileage is the same for
the Visit ID:s) they are treated as one visit. When the mileages of the
visits are different, or if the mileages haven’t been recorded, they are
treated as individual visits. An example of this, where the mileage
was recorded properly, is presented in Table 4.

Table 4: Visit table

Visit ID VIN Date at repair Mileage

20649430 149719 2007-2-6 677

20782987 149719 2007-3-6 677

20782988 149719 2007-3-6 677

A comparison of the visits is explained in Section 4.1. For this com-
parison a matrix was constructed containing all visits and all unique
operations. The rows corresponds to the visits and the columns to op-
erations. In every column, a binary 1/0 is added, further explained
in Section 4.1.1. Another matrix needed for the comparison was a
distance matrix. This matrix is also explained in Section 4.1.1 and
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contains the distances between all visits. Both of the matrices were
stored in .csv format.

In Section 4.2 and in Section 4.3 it is explained that the time between
certain visits, needs to be calculated. The results were stored in a
matrix where each row in the matrix represents a vehicle and the
columns contained the time between each visit. This matrix was also
stored in .csv format.

All the data extraction from the database was done with Python 2.7,
the hierarchical clustering was done with MATLAB 2014 and the
Density-based spatial clustering of applications with noise (DBSCAN)
was also done in Python 2.7 with SciKit sklearn package. Frequent
itemsets were found using R 64 bit and the operation distinction with
MATLAB 2014. Furthermore, an Intel i7-4510U CPU, 2.6 GHz, 8GB
RAM, was used in the project.
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M E T H O D O L O G Y

This chapter presents the methodology of this thesis and has been di-
vided into three sections; clustering, frequent itemset and operations
distinction. Each representing one step in the modelling process. The
results from each step are presented in Chapter 5.

4.1 clustering

In Section 1.1 it’s stated that it would be interesting to use POMDP or
Bayesian network to build a model of the trucks. To model the trucks
using POMDP, a way of representing the states are needed. This is
the main reason to why we started looking into different clustering
techniques. With over 400 000 different operations, having each oper-
ations representing a state would result in too many states. We there-
fore searched for clusters of operations which commonly happened
together, which possibly could represent a state of the vehicle.

It was our assumption that during workshop visits when standard
maintenance work was done on the vehicle, the operations recorded
from those visits would be similar every time. Even though, this was
done on different vehicles. We also assumed that the operations done
at visits when larger repairs on the vehicle (e.g. gear box replacement)
would be similar to each other. To compare visits with each other a
measure of similarity (or distance) between the visits needs to be cal-
culated. By finding clusters of visits, these can be analyzed separately
to gain useful knowledge.

4.1.1 Distance Measure

Binary distance measure or similarity measures have been used in a
vast variety of fields (e.g. handwritten letter recognition, fingerprints
and clustering in biology, ethnology, taxonomy, image retrieval, geol-
ogy and chemistry [16]). For this thesis we decided to represent the
workshop visits as binary feature vectors, based on all unique opera-
tions. For all operations done during a workshop visit a binary 1 is
added to represent a presence of that operation. For two visits that
are compared, a positive match is found in a feature if both visits
that are compared have a presence of that feature. If the feature only
is presence in one of the two visits a so called mismatch is found.
Features that are absent in both visits are called a negative match.
The number of features that are compared are equal to the number
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of unique operations that was made for all of the visits, i.e. if all vis-
its are compared with vehicles from the largest marketing type, each
visit have over 200 000 features. With each visit have an average of 14

operations most of the features will be negative matches. Due to this,
we need a distance measure that does not take the negative matches
into account when calculating the similarity between the visits. At
first, the Jaccard distance seemed to be a suitable distance measure,
see Equation 1. Where a is the number of positive matches, b and c
the number f mismatches (0/1 and 1/0).

DJaccard = 1−
a

a+ b+ c
(1)

The Jaccard distance could be used to compare the visits,however
since there are so many different operations that can be made on
a truck, a minor operation in a visit can affect the similarity value
significantly. Therefore the operations that the visits share with each
other (positive matches) is of more importance than the ones they
don’t share (mismatches). The Dice distance is similar to the Jaccard
distance and also exclude negative matches. The difference however
is that it adds a factor of 2 to the positive matches. This gives the pos-
itive matches a larger impact on the similarity value, see Equation 2.
For the Dice distance, the variables a, b and c are the same as for the
Jaccard distance.

DDice = 1−
2a

2a+ b+ c
(2)

4.1.2 Hierarchical clustering

Hierarchical agglomerative clustering is a bottom up clustering method
which start with all the data points as its own cluster, to then be clus-
tered together with the closest cluster using a linkage function. This
process is continued until one large cluster tree is formed contain-
ing all the data points. The entire clusters are then visualized as a
dendrogram showing the linkage distance between each and every
cluster. From the dendrogram, a decision of where to cut-off the clus-
ter is taken. Cutting the cluster at a certain distance will cut the links
with larger distance than the cut-off distance. This will form several
smaller cluster from the cluster tree [1].

The benefits of using hierarchical clustering are that we get a visu-
alization of the clustering results in the form of a dendrogram. This
will show us the distances between all the visits, i.e. how similar they
are to each other.

The linkage function decides in which way the distance between each
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cluster is calculated. In the first step, when a cluster is just a single
data point, the distance matrix (a n*n matrix containing the distances
between each visit) is used. However for clusters containing multiple
data points, the linkage function can calculate the distance in three
different ways; either by taking the average distance between the data
points in one cluster to the other, or by taking the shortest distance
from one cluster to the other, or lastly by taking the longest distance
[2]. All three of the linkage functions have been used but with similar
results. Results from when the average linkage function was used are
presented in Section 5.1.1.

The processing time of the clustering method wasn’t that substantial
however calculating the distance matrix was. Therefore a sample of
10 000 random visits was extracted from the data and used for the
clustering. Even though 10 000 visits is a very small part of the dataset,
we believed it to be enough to trace interesting clusters. When the
clustering algorithm was complete we were left with a dendrogram
which was cut-off at different heights for evaluation.

Different clustering algorithms have different features and the ability
of finding different patterns in the data. Working with unexplored
data with a little insight of how it’s behaving, one clustering method
is not guaranteed to find all patterns in the data. Because of this and
the results from the hierarchical clustering, we decided to use the
DBSCAN clustering algorithm.

4.1.3 Density-based clustering

We had the hypothesis that there should be large clusters in the
dataset where the visits are somewhat similar to each other and within
those clusters more dense regions of visits which are even more sim-
ilar. The DBSCAN algorithm is suitable for finding regions like this,
with different densities.

The DBSCAN algorithm takes two parameters, ε and MinPts. The ε

value is the neighborhood distance for each point and the MinPts is
the number of points in the neighborhood. For a cluster to be formed,
a point needs to have the number of neighborhood points within the
neighborhood distance ε and that point then becomes a core point for
that cluster. There are no limits for how many core points a cluster
can have but for points to be a part of a cluster without being a core
point it needs to have a direct link to a core point, i.e. lie within the
neighborhood distance of a core point [4]. All data points which do
not lie within the neighborhood distance of a core point are catego-
rized as outliers.



18 methodology

To properly estimate the two parameters ε and MinPts for the DBSCAN

the KDDClus algorithm was investigated. The KDDClus algorithm
utilizes the KD-tree data structure to efficiently plot the k-nearest
neighbor (k-NN) for all data points in ascending order. The data points
with large k-distance value corresponds to outliers. The goal is to find
a drastic change in the gradient along the k-distance. If such a point
(also referred to as elbow) exists, a proper value for the two parame-
ters can be found [10].

The DBSCAN algorithm also uses the same distance matrix as the hi-
erarchical clustering algorithm and have the same problem with the
computational processing time. Therefore the same samples with 10

000 random visits were used even for this algorithm.

Two different clustering algorithms was used on the data with simi-
lar results. From the clustering some similarities between visits were
found however, how to interpret these results was unclear. From
the clustering results we found that some operation combinations
seemed to be more frequent than others and occurring in several clus-
ters. With the hypothesis that some combinations of operations often
happens together, we investigated the possibility of using frequent
itemset to find these combinations. Frequent itemsets of operations

4.2 frequent itemset

Frequent itemsets are often described with the market basket anal-
ysis. Simplified, a manager of a store wants to know his customers
purchasing habits and especially which items a customer is likely to
purchase at a given visit at the store. For this thesis, our workshop
visits are much like this but with operations that are done at a visit,
instead of items being purchased.

For finding frequent itemset the arules library implemented in R lan-
guage was used. To find frequent sets of operations, the database
was queried from R to find association rules. With the found associa-
tion rules information about the support and confidence of each rule
is also given. The support value tells us how many of all the visits
queried, contain that set of operations. The confidence tells us the
likeliness of one operation occurring together with the other opera-
tions in that set. The association rule Equation 3 below is an illustra-
tive example of two operations which together form a set. It shows us
that in 5 percent of the visits the oil filter and the air filter have been
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replaced. From the confidence we see that in 70 % of the time the oil
filter is replaced, the air filter is too.

OilFilter => AirFilter[support = 5%, confidence = 70%] (3)

Several sets of operations (from here on referred to as itemsets) were
selected with combinations of some of the most frequent operations.
These operations were, not surprisingly, all minor operations such as;
oil filter and fuel filter. We assumed that such operations, especially
in combinations with each other, are most likely to be done during
maintenance work on the vehicle, rather than during repair work.

A dataset was constructed for each of the itemsets containing all the
vehicles which had at least three visits which contained that item-
set. This requirement was set so that the time interval between visits
could be calculated. The time interval between the visits was calcu-
lated and rounded to months. This process was done for all of the
itemsets and a histogram was then used to find the time interval of
the itemset. If a histogram had a major spiked in every e.g. twelve
months, that could hint that those operations are of maintenance kind
with a time interval. The very same process was also done for the
mileage, however a vast part of the vehicles had to be removed be-
cause of the missing values.

Knowing that the dataset is a combination of both maintenance and
repair work on the vehicles, we decided to use the frequent itemsets
to separate the maintenance visits from the repair visits.

4.3 operation distinction

From the histograms of the itemsets we found that maintenance work
on the trucks are done with a time interval. To distinguish between
the operations three techniques were investigated; Gaussian processes,
Gaussian mixture model and single Gaussian distributions. The Gaus-
sian process and the Gaussian mixture model was first considered
to capture the characteristics of the histograms with the continuous
spikes. However instead of calculating the time from each visit to
the first visit (for each visit containing the itemset), the time interval
between each visit was calculated instead. The resulting histograms
only contained the spikes at the time interval of the visits and a single
Gaussian or a mixture of two was enough for capturing the character-
istics.

Instead of distinguishing between different itemsets into either a main-
tenance or repair action, we focused on distinguishing between the
operations individually. By doing so, we could search for itemsets
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from the operations distinguished as maintenance operations and re-
pair operations separately. The same aforementioned process that was
used for the itemsets to construct datasets and calculating the time in-
terval was used for each individual operation.

The distinction was done by fitting single Gaussian distribution and
a mixture of two Gaussians to the histograms of the itemsets. The
equations for the two Gaussian curves are presented in Equation 4

and Equation 5 respectively. From the curves fitted to the histograms,
parameter values for a,b and c were estimated and used as thresholds
in the operation distinction. The parameter a is the height of the peak
of the curve, b is the center position of the peak and c controls the
width of the curve, also called standard deviation.

f(x) = a1e
−

(x−b2
1
)

2c2
1 (4)

f(x) = a1e
−

(x−b2
1
)

2c2
1 + a2e

−
(x−b2

2
)

2c2
2 (5)



5
R E S U LT S

In this chapter all results from the modelling techniques aforemen-
tioned in Chapter 4 are presented.

5.1 clustering

5.1.1 Hierarchical clustering

As mentioned earlier, because of the computational time for the cal-
culation of the distance matrix, samples containing 10 000 random
visits were extracted from the database and used for the clustering.
With nothing else than a hypothesis’s about how the data looks like,
all three of the linkage functions were used. However the results from
the hierarchical clustering were very similar regardless of sample and
linkage function. In Figure 2 a resulting dendrogram can be seen from
when the average linkage function was used. The y-axis represents
the distances that the 10 000 visits on the x-axis are connected at. In
the dendrogram we can see four parts resembling clusters in the data.
However from cutting the dendrogram at different heights and look-
ing at the operations the visits shared, we found that very few of
the visits shared any interesting operations. The operations they did
share was operations such as; 78 Read fault codes and 187 Connect-
disconnect PC.

Figure 2: Dendrogram from agglomerative clustering

Considering that the Dice distance measure was used, the distances
of the connected visits are surprisingly high. Several samples were
extracted from the dataset and the dendrogram was cut off at several
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different heights to evaluate smaller clusters with lower distance, but
with similar results.

5.1.2 Density-based clustering

As mentioned in Chapter 4, the DBSCAN takes the two parameters, ε
and MinPts and to estimate the values for the parameters the KDD-
Clus algorithm was used. When the KD-tree was constructed with
the distances they were plotted for different k-values. In Figure 3 the
resulting plots for the k-values; 3, 5, 10 and 15 are presented. On the
x-axis, a sample of 1000 data points is shown with their correspond-
ing k-NN distances on the y-axis. The plots show that there are no
strong elbows (or strong increase in gradient) for any k-value which
we were seeking. Since none of the plots shows such an elbow, a
threshold for the distance was not found. Therefore the DBSCAN was
run on the same samples as the hierarchical clustering with all the
k-values listed above. What we do find from the plots however, is
that the value of ε needs to be high for the DBSCAN algorithm not to
treat too many of the visits as outliers, e.g. if the MinPts was set to
3 and ε to 0.5, most of the visits with the k-distance above that, will
be treated as outliers. The value of ε depends on how dense clusters
we are searching for and what we consider to be outliers. Therefore a
various number of values were used to find both more dense clusters
as well as less dense.

Because of the results from the KDDClus technique the approach of
using lower values for ε when searching for dense cluster and higher
values when searching for less dense clusters were used. Also for each
value of ε different values for MinPts were used. This was a time
consuming approach however dense clusters containing few visits
similar to each other was found. These more dense cluster had not
been found previously in the hierarchical clustering. When the value
of MinPts was set to 5 and the ε at 0.5, smaller clusters containing 5-
10 visits were found. However with the parameter values being that
low, about 65 % of the data was treated as noise.

To evaluate the clusters that were found using different parameters
values, the distances within each cluster and the distances to the other
clusters were calculated. From this we found that the distances within
each cluster were lower than the distances to the other, however the
distances were still high even within the more dense clusters. This
result was similar to what was found in the dendrograms in Sec-
tion 5.1.1.

The goal of the clustering was to find groups of operations and to
cluster those together. Therefore the operations were evaluated for
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(a) k=3 (b) k=5

(c) k=10 (d) k=15

Figure 3: k distance from KD-tree
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each cluster. This was done by extracting all unique operations in
each cluster and the frequency of them. Figure 4 is one result of the
operations and their frequency in a cluster using DBSCAN. The clus-
ter in Figure 4 contains 98 visits and have a total of 3 547 unique
operations, represented on the x-axis. The y-axis represents the num-
ber of visits share each operation. As can be seen, only a few of the
operations are shared with a majority of the visits.

Figure 4: Operations and frequency of a cluster with 98 visits

5.2 frequent itemset

As described in Section 4.2 association rules were generated to find
frequent itemsets. From this we found that all itemsets had a low
support but also itemsets with a strong confidence.

Nine itemsets were selected from the generated association rules. These
were selected based on their relatively high support and that they all
had a high confidence, above 80%. All operations that are in the item-
sets are from the most frequent operations in the dataset. In Figure 5 a
bar plot of the 50 most frequent operations are presented on the x-axis.
The y-axis shows the frequency of each operation. The top five most
frequent operations are; 282 Sealing ring, 187 Connect-disconnect PC,
78 Read fault codes, 285 Fuel filter and 286 Fuel filter.

The itemsets that were selected contains 3-5 operations. This was cho-
sen to keep as high support as possible as well as confidence. Some of
the operations the itemsets contained are; oil filter, water filter replace-
ment, sealing ring, fuel filter, oil change etc. In Table 5 all itemsets are
presented and in Table 6 a description of all the operations can be
seen.

As previously mentioned, in order to find out if the itemsets were
maintenance actions or repair action, we should find out if they are
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Figure 5: Operation frequency bar plot with the 50 most frequent operations

Table 5: Itemsets

Itemset Operations

1 421, 633, 282

2 421, 633, 282, 286

3 282, 283, 284, 285

4 282, 283, 284, 563

5 282, 285, 286, 463, 465

6 286, 421, 463, 465

7 282, 283, 284, 285, 563

8 282, 465, 563

9 282, 283, 463, 465

Table 6: Description itemset operations

Code ID Operation

282 Sealing ring

283 Oil filter

284 Oil filter

285 Fuel filter

286 Fuel filter

421 Oil filter

463 3 Filter water separator

465 3 Fuel filter

563 Lubrication and oil change

633 Oil filter

done with a time or mileage interval. After constructing the datasets
for each itemset the time intervals were plotted in the form of his-
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tograms. In the histograms, we found spikes at different time inter-
vals. In Figure 6 below, the resulting histogram from the itemsets are
presented. In each histogram the 2nd to the 6th visits are shown, each
plotted in different colors. The dark blue spike is the first visits from
which the time interval to the other visits are calculated. Light blue
it the second visit, green the third, orange fourth and brown the fifth
visits. The dark blue spikes represents the time interval between the
first and second visit when the itemset was done on the truck. The
light blue spikes represents the time interval between the second and
third and so on in the following order; green, yellow and brown. In
the histograms we can see that the operations tend to be done with a
time interval, the most common one being every six months.

Even though we have found a relation between the operations and
the time interval, the mileages at the visits were investigated as well.
This was done, as mentioned in Section 4.2, in a similar way to the
time interval, but for the mileage instead. After removing all the vehi-
cles with missing values of the mileage the histogram was computed.
However the histogram did not show any spikes around any partic-
ular mileage and it was therefore assumed that the itemsets are not
done at a particular mileage interval.

5.3 operation distinction

Because of the resulting histograms from the mileage, the distinction
between maintenance operation and repair operation was done with
the time interval only. New histograms were computed based on cal-
culating the time interval between two consecutive visits rather than
from the first visit. These histograms now only show us the frequency
of the visits. With the new histograms from the itemsets, Gaussian
curves were fitted to the histogram using MATLAB’s ’fit’ function.
These Gaussians are used to represent the frequency of the mainte-
nance action as a curve. With the Gaussian curves thresholds for the
parameters, mentioned in Section 4.3, were estimated and used in the
for the individual operation distinction. The a parameter is the height
of the peak of the curve and is set to always be positive. The b param-
eter is the center position of the curve and the threshold for it is set
at 2 months. The c parameter, the standard deviation of the Gaussian
is set at a maximum of 1.75. In Figure 7 below the histograms from
the itemsets with the fitted Gaussians are presented. The x-axis repre-
sents the months between the visits and the y-axis is the normalized
value of the number of visits at each month.

An operation which shows a high spike at a particular month is con-
sidered to be a maintenance operation. However, it’s not always the
case that maintenance operations only have one single spike. In item-



5.3 operation distinction 27

(a) Itemset 1 (b) Itemset 2

(c) Itemset 3 (d) Itemset 4

(e) Itemset 5 (f) Itemset 6

(g) Itemset 7 (h) Itemset 8

(i) Itemset 9

Figure 6: Histogram with time interval from each itemset
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(a) Itemset 1 (b) Itemset 2

(c) Itemset 3 (d) Itemset 4

(e) Itemset 5 (f) Itemset 6

(g) Itemset 7 (h) Itemset 8

(i) Itemset 9

Figure 7: Histogram with fitted Gaussian
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set 4 and 7 we have the characteristics of a maintenance operation
with two spikes at two different time intervals. The reason why some
operations have two time intervals could be that the time interval
changes with the age of the truck or that the time interval depends
on the model of the truck. When fitting a single Gaussian to a his-
togram with two spikes the center position of the peak of the curve
will be in between both of the spikes. Therefore, we fit a mixture of
two Gaussians to the histograms having two spikes to capture their
characteristics.

In total we had over 216 850 operations to distinguish between main-
tenance or repair operations. However for the time interval to be ac-
curate, we decided that at least 50 vehicles were needed and that the
operation needs to be recorded for 3 times or more for each vehicle
(same as for the itemsets). This reduced the amount of operations
massively to a total of 1 570 operations.

5.3.1 Operation distinction algorithm

The distinction algorithm implemented in MATLAB takes one opera-
tion at a time and starts by computing a histogram of the time inter-
val between the visits. Then it fits a Gaussian to the histogram using
the fit function. If all three of the parameters are within the thresh-
olds, the operation is distinguished as a maintenance operation. If
not, a mixture of two Gaussians are fitted to the histogram and the
same procedure for comparing the parameters is done (the values of
the parameters when a Gaussian mixture is fitted are estimated from
itemset 4 and 7). The operation is distinguished as a maintenance ac-
tion if the parameters are within the threshold in either of the two
steps.

After running the algorithm on the 1570 operations, 589 of those op-
erations was distinguished as maintenance operations. In the other 1

011 operations a time interval between those visits was not found and
therefore were they not distinguished as maintenance operations. In
Figure 8 an example of two operations where one of them got distin-
guished as a maintenance operation is presented. Operation 10003 is
the one which was distinguished as a maintenance operation.

For the 589 operations distinguished as maintenance operations a
time interval between the visits was found, which is why they were
distinguished as maintenance operations. For the remainder 1 011 op-
erations (which wasn’t distinguished as maintenance operations) it’s
possible that some of those are maintenance operations as well but
mileage dependent. It could also be the case that some of those op-
erations are common repair operations or operations that are done
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(a) Operation 10003 (b) Operation 1009

Figure 8: Histogram and fitted Gaussian of two operations

regardless if the reason for the workshop visit is for maintenance or
reparation of the truck. If the mileage attribute was recorded correctly
at the workshop visits, a similar operations distinction could be done
for the mileage dependent maintenance operations. The same process
that was used for the time dependent operation distinction could be
followed by first finding itemsets with mileage depended operations
and capture their characteristics before the individual operation dis-
tinction.
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6.1 clustering

From both of the clustering techniques we found larger clusters where
a majority of the visits shared very few operations with each other.
Our belief was that at least half of the dataset contained service events
of maintenance kind and that they each contained some standard op-
erations which usually are done during these visits. What we found
however, was a large number of operations which very few of the
visits shared, see Figure 2. In the dendrograms from the hierarchi-
cal clustering and from calculating the distances in the clusters from
DBSCAN, the distances (dissimilarity) between the visits was unexpect-
edly high, even though we were using the Dice distance measure.

From the DBSCAN we did found small clusters, only containing a cou-
ple of visits, with a high similarity. Later on, after finding the frequent
itemsets, we did notice that some of these smaller clusters, had visits
containing some of these itemsets. Because of these clusters being so
small, we did not know how to interpret and make any further use
of them. Considering the low support of the itemsets, the small size
of these clusters are not surprising and it is likely that the sample if
10 000 visits are not enough for these visits to be traceable.

Another possible reason for why we did not find clusters with more
similar visits in them is that the parameters ε and MinPts wasn’t
properly set. We did try to estimate these values using the KDDClus
algorithm, however we did not find a threshold for ε at any k-value
in our data. We therefore run the DBSCAN algorithm with different
combinations based on our beliefs of how the data looks like, which
might be a reason for why this wasn’t as successful.

When we started with the clustering techniques we had little to no
knowledge about the data and we weren’t sure what to expect from
it. From the clustering we did however get a first impression of the
data and started to understand how it looks like.

6.2 frequent itemset

The itemsets were selected based on their support and confidence.
Some of the itemsets are very similar to each other with the difference
of only one operation, e.g. itemset 1 and 2. We were interested to see
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how an extra operation would affect the time interval and if there
would be any difference. There were some differences in the number
of visits and vehicle containing the itemsets (slightly less for itemset
2), but as can be seen in the histogram in Figure 6, they are very
similar.

A description of the different operations that the itemsets contain are
presented in Table 6. As can be seen, several of them have the same
description (e.g. 4 operations described as Oil filter and 3 as Fuel
filter).This is the only description of the operations provided and we
are not certain what the difference between them are but our belief is
that they are different parts or of different kind.

From the itemsets selected, we did not find a relation between the
visits and the mileage of the trucks. It is possible that these itemsets
are not mileage dependent. It could also be the case that the mileage
attribute has too many missing values and that a large part of the
vehicles had to be removed. It would be interesting to look at less
frequent itemsets and see if a they have a relation to the mileage. It is
likely that some larger maintenance operations are done at a specific
mileage interval rather than time interval.

6.3 operation distinction

For capturing the characteristics of a maintenance action, two differ-
ent approaches were investigated. At first, the time interval between
each visit was calculated from the first visits, as is shown in Figure 6.
To capture the characteristics in these histograms we investigated the
approaches of using Gaussian processes and Gaussian mixture mod-
els. With either of the two we could capture the characteristics of the
itemsets accurately. However, instead we calculated the time interval
between two consecutive visits and computed the histograms. This
gave us only one or two spikes in the histogram to consider and we
were able to use MATLAB:s fit function, as described in Section 5.3.1,
for fitting a single Gaussian and a mixture of two Gaussians.

For the operations to be reliable for the distinction, only the opera-
tions which at least 50 vehicles with a minimum of three visits each,
where selected. With this requirement of the operations, only a small
part of the operations remained and a lot of the strictly repair actions
were probably removed in this step. It is also likely that many of the
more rare maintenance actions were removed. At this stage of the
project, we were interested in the most frequent and standard main-
tenance action and therefore was this not considered a problem. We
also believe, that the less frequent maintenance actions are less likely
to be done at a time interval but rather at mileage interval.
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This chapter covers possible future work that can be done on the data
to work towards the overall goal of modelling all the maintenance
needs of a truck during its lifetime.

To be able to model the lifetime maintenance needs of a truck a lot of
detailed knowledge about the data is required. We therefore suggest
to start by only model the strictly maintenance actions and wait with
the repairs actions. A model of this might not be as beneficial as a
model of the needed repairs (since the manufacturer already knows
about them) but it is a model that is more easily constructed and
evaluated.

The idea of using itemsets of the operations came from finding groups
of operations to use as states in the POMDP. To build up states of
maintenance actions, searching for itemsets from the operations dis-
tinguished as maintenance is one approach for this. Before searching
for these itemsets, we suggest to further work on the operation dis-
tinction and add mileage dependent maintenance operation as well.
For our data we found that the mileage attribute wasn’t recorded
correctly for parts of the data. However, since the date of the work-
shop visits is recorded correctly, it might be possible to estimate the
mileage of the truck at a specific workshop visit based on the date
and the mileage at a later visit. From this many of the most frequent
maintenance actions could be found which possibly can be a start of
the modelling.

After finding maintenance actions (itemsets), to use as states and
knowing their corresponding time or mileage interval, more infor-
mation is required. When the maintenance action starts, at what age
or mileage of the truck, is some of the information needed for the
modelling. In our data exploration, see Chapter 3, we found that the
age only was recorded for 4.5% of the trucks. We therefore suggest
to estimate the age of the tucks based on the mileage so that this at-
tribute can be used. Also, it is possible that the interval between the
maintenance action change over time. In itemset 4 and 7 we found
two different time intervals. If this depends on the vehicle or if this
is something that can change over the lifetime of the truck is another
question that need to be answered.

Once a model have been created with the maintenance actions of a
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truck the model can be evaluated by possibly contacting the man-
ufacturer. With a model of the maintenance actions the model can
be further expanded by adding reparations to the model. A detailed
POMDP model can be useful not only for accurately estimate the most
likely problems a truck may encounter but also to calculate the total
maintenance and reparation cost of a truck during its lifetime.
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